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Summary

Software, programs, applications (or ’apps’), on any device, are information systems.
System engineers (e.g. programmers) use various tools to create these systems. Some
of the tools help to form the basis of the system (functional), and some make it a better
solution (non-functional). A non-functional requirement is often called a software
quality. Unlike functional requirements, software quality is less ’does it work?’, and
more ’how well does it work?’.

Stakeholders in a company give varying levels of attention to different software quali-
ties. Some care more about certain qualities than others. Some qualities, for example,
are more marketable. It is typical for such aspects to take priority. At first, security
was not profitable, though over time its benefits became clear. Privacy is following
suit. Both the potential benefits to public image, and the financial loss otherwise, are
now evident.

One of the strong drivers for the adoption of privacy is the law. In the European Union,
the General Data Protection Directive (GDPR) mandates a concept which is similar to
privacy. Data protection overlaps with privacy. Unlike privacy, the GDPR defines clear
rules around Data Protection, which makes it more explicit. Data protection covers
less than privacy in general, but includes aspects which privacy does not. Neither
data protection nor privacy have true definitions, though. This is because both have
deliberate vagueness. What one person may consider to be invasive, varies from an-
other, and depends on context. Handling such a flexible concept is difficult when you
constrain it to a definition.

It would be normal for this to affect enforcement. How do we protect something so
subjective as privacy? The GDPR provides data protection principles to help with this.
When creating a system, system engineers must use Data Protection by Design and by
Default. This requires engineers to consider impacts which their systems might have
on personal data. If something poses a high risk, they need to give it due considera-
tion. This entails a formal Data Protection Impact Assessment. It also includes various
special requirements, depending on context. Even with low risk, there are rules which
engineers must follow. We call engineers with experience in this privacy engineers.

These rules are all verbose and complex, despite also needing to be broad. Often
lawyers tailor laws for lawyers, not for privacy engineers. Yet these engineers still
need to adhere to the principles contained in the GDPR. To address the needs of privacy
engineers, instead of giving them legal texts, we sought an alternative tool.

Privacy engineers are more familiar with technical tools than with the law. Some of
the more common architectural, design, and development tools are software design
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patterns. These are recipes for solutions to recurring problems in information sys-
tems. They are not very prescriptive, though. They provide advice for experienced
engineers to consider given a specific context. They describe the various influences
and potential consequences that engineers must weigh. With such patterns building
on the experience of others, good engineers can create better standardized solutions,
based on best practices.

Within the pattern community there is a privacy domain. This domain has developed
slowly in the past, especially around processes and policies. Since then, a few efforts
have considered privacy for its benefits, rather than risks of its absence. With the
GDPR, though, some of these benefits are not only software qualities. Through data
protection, respect for privacy can be a necessity. As it can make or break GDPR ad-
herence, it is important to use the tools available. Doing otherwise may result in losses
of both trust and finance.

We thus set out to collect and refine privacy patterns so that they can help privacy en-
gineers go beyond data protection. There were many of these privacy patterns, though
they were both disconnected and inconsistent. Together with others in the field we
organized these, and unified their representation1. We categorized the patterns, mak-
ing them easier to filter through and navigate. In doing this, we created a framework
of privacy design strategies and tactics. We explored this further in two case studies:
one on the Privacy Shield, and another on a local energy community.

We also needed a way to select the patterns. For this purpose, we divided the GDPR
into rules affecting design. With this, engineers can focus on requirements that apply
to them. We provided a tool for filtering applicable rules, each of which point to
relevant patterns and pattern categories. We set out to rewrite two such categories
of patterns, doing so with close adherence to data protection principles. We focused
on the area of processes and policies (data subject rights). These had received less
attention in research and in the pattern community.

We sought to elevate the patterns to a high standard as regarded by the pattern com-
munity. As such, we utilized their recommendations on pattern writing. We selected
a standardized relationship scheme, and began to identify privacy pattern relations.
This enabled us to present the patterns in a pattern system. Such a system is impor-
tant in selecting appropriate patterns and understanding their requirements. It aids
privacy engineers in best approaching a given problem.

We have created two pattern systems, totaling 51 patterns. One supports informing
users, and the other pattern system maximizes user control. Together, the systems
permit informational self-determination. These systems both reside in GitHub2 and
privacypatterns.org. As such, they are open to extension. This is in line with the
requirements of a pattern system.

1See privacypatterns.org and privacypatterns.cs.ru.nl
2See github.com/privacypatterns/patterns

privacypatterns.org
privacypatterns.org
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Samenvatting

Software, programma’s, applicaties (of ‘apps’), op elk apparaat, zijn informatiesyste-
men. Systeemingenieurs (bijv. programmeurs) gebruiken verschillende hulpmiddelen
om deze systemen te maken. Sommige hulpmiddelen helpen bij het maken van de fun-
damenten van het systeem (functioneel), terwijl anderen noodzakelijk zijn om tot een
betere oplossing te komen (niet-functioneel). Een systeemvereiste dat niet-functioneel
is, wordt vaak een softwarekwaliteit genoemd. In tegenstelling tot functionele vereis-
ten, gaan softwarekwaliteiten minder over ‘werkt het?’, en meer over ‘hoe goed werkt
het?’.

Belanghebbenden in een bedrijf geven in verschillende mate aandacht aan de ver-
schillende softwarekwaliteiten. De een geeft meer om bepaalde kwaliteiten dan de
ander. Sommige kwaliteiten zijn bijvoorbeeld beter verkoopbaar. Vaak krijgen der-
gelijke aspecten voorrang. In het verleden was aandacht voor beveiligingsaspecten
niet winstgevend, maar na verloop van tijd werden ook daarvan de voordelen duide-
lijk. Privacy volgt eenzelfde trend. De potentiële public relations/imago voordelen
enerzijds en financiële verliezen anderzijds zijn nu duidelijk.

Een van de sterke drijfveren voor meer aandacht voor privacy is wetgeving. In de
Europese Unie, de Algemene Vordering Gegevensbescherming (GDPR) hanteert een
concept dat gelijk is aan privacy. Gegevensbescherming heeft een overlap met privacy.
In tegenstelling tot privacy hanteert de GDPR heldere regels omtrent gegevensbescher-
ming. Gegevensbescherming in het algemeen behelst minder dan privacy, maar heeft
een aantal aspecten welke niet binnen privacy vallen. Noch gegevensbescherming
noch privacy hebben alom geaccepteerde definities. Dit komt omdat beide opzettelijk
vaag zijn gedefinieerd. Wat als inbreuk op privacy wordt beschouwd, verschilt van
persoon tot persoon en is afhankelijk van de context. Het hanteren van een dergelijk
flexibel begrip is moeilijk wanneer je het beperkt tot een definitie. In tegenstelling tot
privacy, definieert de GDPR duidelijke regels omtrent gegevensbescherming.

De opzettelijke vaagheid van deze onderwerpen heeft effect op de handhaving. Hoe
beschermen we iets dat zo subjectief is als privacy? De GDPR biedt gegevensbescher-
mingsbeginselen die hierbij moeten helpen. Bij het maken van een informatiesysteem
moeten systeemingenieurs nu standaard gegevensbescherming toepassen bij het ont-
werpen. Dit vereist dat ingenieurs rekening houden met de gevolgen van hun sys-
temen voor de persoonlijke gegevens. Als iets een hoog risico met zich meebrengt,
moet men het gepaste overweging geven. Dit brengt ook een formele gegevensbe-
schermingsimpactbeoordeling mee. Die overweging bevat ook verschillende speciale
vereisten, afhankelijk van de context. Zelfs als er het risico laag is, zijn er regels die

ix



x

ingenieurs moeten volgen. We noemen ingenieurs met ervaring hierin privacyingeni-
eurs.

Deze regels zijn allemaal breedsprakig en complex, ondanks dat ze ook breed toe-
pasbaar moeten zijn. Vaak schrijven de wetgevers de wet voor juristen, niet voor
privacyingenieurs. Toch moeten juist de ingenieurs zich houden aan de principes die
zijn opgenomen in de GDPR. Om in de behoefte van privacyingenieurs te voorzien, in
plaats van hen juridische teksten te geven, zochten we een alternatief hulpmiddel.

Privacyingenieurs zijn meer vertrouwd met technische hulpmiddelen dan met de wet.
Een van de veelgebruikte hulpmiddelen voor architectuur, ontwerp en ontwikkeling
zijn ‘patterns’ (softwareontwerp-patronen). Dit zijn recepten voor het oplossen van
terugkerende problemen in informatiesystemen. Ze schrijven echter niet veel voor. Ze
geven advies dat ervaren privacyingenieurs kunnen overwegen in een specifieke con-
text. Ze beschrijven de verschillende invloeden en mogelijke gevolgen die ingenieurs
moeten wegen. Met dergelijke patronen, gebaseerd op de ervaringen van anderen,
kunnen goede ingenieurs betere oplossingen creëren.

Binnen patterns is er een domein dat zich bezighoudt met privacy. Dit domein heeft
zich in het verleden heel traag ontwikkeld, vooral rond processen en beleid. Slechts
enkelen beschouwden privacy namelijk als een echt voordeel, in plaats van de risico’s
van afwezigheid. Sommige privacyvoordelen zijn onder de GDPR echter meer dan al-
leen softwarekwaliteiten. Door gegevensbescherming kan het respecteren van privacy
nu een noodzakelijke functionele vereiste zijn. Omdat gegevensbescherming kritiek
is voor de navolging van de GDPR, is gepast gebruik van hulpmiddelen van belang.
Anders ontstaan er grote risico’s voor het vertrouwen en kunnen er financiële conse-
quenties ontstaan.

We zijn er daarom op uit om privacy patterns te verzamelen en te verfijnen, zodat
privacyingenieurs ze kunnen gebruiken om meer te doen dan gegevensbescherming.
Er waren veel van deze privacypatronen, maar deze waren onderling noch verbonden
noch consequent. Samen met anderen in het veld hebben we deze samengebracht3

en op een eenduidige manier gestructureerd. We hebben de patterns gecategoriseerd,
waardoor ze gemakkelijk te filteren en doorlopen zijn. We creëren daarmee een raam-
werk van privacyontwerpstrategieën en -tactieken. We hebben dit raamwerk verder
bestudeerd middels twee case-studies: een over het Privacy Shield en een ander over
Gridflex.

We hadden ook een manier nodig om de relevante patterns uit te kunnen kiezen. Hier-
voor hebben we de GDPR onderverdeeld in de rules die van invloed zijn op het ont-
werp. Hiermee kunnen privacyingenieurs zich richten op wettelijke vereisten die op
hen van toepassing zijn. We hebben in een hulpmiddel voorzien voor het filteren van
toepasselijke rules, die vervolgens verwijzen naar relevante patterns en categoriën van
patterns. We hebben twee van dergelijke categorieën van patterns herschreven, in
strikte navolging van de beginselen voor gegevensbescherming. We hebben ons ge-
richt op het gebied van processen en beleid (rechten van betrokkenen). Deze hadden
minder aandacht gekregen in onderzoek en in de pattern gemeenschap.

We hebben geprobeerd om de patterns naar een hoge standaard te tillen, zoals deze
gesteld wordt in de pattern gemeenschap. Als zodanig hebben we hun richtlijn voor
het schrijven van patterns gebruikt. We selecteerden een schema voor relaties tussen

3Zie privacypatterns.org en privacypatterns.cs.ru.nl
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patterns. Vervolgens konden we beginnen met het identificeren van de relaties tussen
privacy patterns. Dit stelde ons in staat om ze in een systeem van patterns te presen-
teren. Een dergelijk systeem is belangrijk bij het kiezen van geschikte patronen. Ook
helpt het bij het begrijpen van de nieuwe vereisten die meekomen met de gekozen
patterns. Dat ondersteunt privacyingenieurs bij het aanpakken van problemen.

We hebben twee systemen van patterns gecreëerd, met in totaal 51 patterns. Eén
systeem ondersteunt het informeren van gebruikers en het andere systeem maxima-
liseert de controle die gebruikers hebben over hun gegevens. Samen maken deze
systemen informatieve zelfbeschikking mogelijk. Deze systemen zijn beide te vinden
op privacypatterns.org en GitHub4. Als zodanig zijn ze open voor verdere uit-
breiding. Dit is in overeenstemming met de vereisten van een syteem van patterns.

4Zie github.com/privacypatterns/patterns

privacypatterns.org
github.com/privacypatterns/patterns
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Chapter 1

Introduction

Those who would give up essential Liberty, to purchase a little temporary
Safety, deserve neither Liberty nor Safety.

– Benjamin Franklin, 1755

In the midst of military defense in the mid-eighteenth century, the Penn family was
contesting a tax claim with the Pennsylvania General Assembly. Benjamin Franklin,
one of the Founding Fathers of the United States, commented on the matter1. His
words are often mistaken for an early warning of modern day privacy infringements
for the sake of improving (homeland) security. Yet Franklin was not talking about
giving up personal liberty, he was arguing for public liberty. He wanted people to work
together towards public interest, rather than covet short term (financial) security.

Indeed, a great many advantages come from sharing, both for public and personal use.
By pooling resources such as information together, we can understand more about the
world. And the world can understand more about us. Yet something feels off when a
for-profit organization knows more about you than you do yourself.

1.1 Privacy

When things get personal, many become less comfortable. Privacy addresses this dis-
comfort. It gives release from societal threats and pressures, allowing people to refo-
cus, recover, and reflect. The term is broad because the concept covers many cultural
expectations and entitlements. In many countries, privacy is downplayed as a hin-
drance to public interest, such as national security2 or medical research. In the United
States privacy is often secondary to free speech. Yet Europe prefers to balance the
rights to free speech and privacy.

These days we in Europe acknowledge privacy from a human rights perspective. It
refers to the respect for private and family life, home, and communications. It fea-
tures in article 8 of the European Convention [EC10] and article 7 of the Charter of
Fundamental Rights [Eur00]. With this, there is renewed meaning to the ‘essential
Liberty’ noted in Franklin’s statement. Now indeed, privacy is threatened by both or-
ganizational practices and government. Though not their original intent, Franklin’s
comments do reflect a common appreciation of the value of privacy.

One of the strongest arguments for privacy is defense against persecution, discrim-
ination, and other unwarranted effects. Since World War II and the use of census

1See https://founders.archives.gov/documents/Franklin/01-06-02-0107
2The USA Freedom Act for example explicitly permits targeted (and connected) collection. See https:

//www.congress.gov/bill/114th-congress/house-bill/2048/text

1

https://founders.archives.gov/documents/Franklin/01-06-02-0107
https://www.congress.gov/bill/114th-congress/house-bill/2048/text
https://www.congress.gov/bill/114th-congress/house-bill/2048/text
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to distinguish race and religion, the world is familiar with the worst of these effects
[Qui16]. When information is personal, there are risks of its misuse against the indi-
vidual. Beyond power abuse, privacy respects boundaries, protects personal life and
reputation, and gives the freedom to think, associate, and change3.

The typical argument against privacy, is having nothing to hide [Sol07]. A free speech
parallel to this is having nothing to say. The argument assumes that all secrets are
bad. It overlooks the human tendency to jump to conclusions, and overlooks abuse of
power.

There is a mass imbalance of power between natural persons and strictly legal persons:
organizations. This power exists in terms of finances, time, influence, and information.
With this asymmetry, organizations with data business-models can take advantage of
natural persons4. Unchecked, they may do so without consequence. As for-profit or-
ganizations, they weigh decisions by their long-term (in)direct profitability. In many
cases this may not be in the best interests of natural persons. In some cases the con-
sequences may even be intentional.

To ensure that organizations consider how their actions might impact people, there
needs to be financial consequence. Public scrutiny may also aid this, yet is not enough
alone. To push organizations in the right direction, there should be a clear condem-
nation and consequence of information misuse.

Many countries have introduced legislation against harmful personal data processing.
Some of these have even introduced fines to further weigh organizational decisions.
The most ambitious of these efforts is the European Union’s new legislation for data
protection.

1.2 GDPR

As of May 25th 2018, the European Union has adopted the General Data Protection
Regulation (GDPR) [EC16c]. Unlike its predecessor, the Data Protection Directive
[EC95], the GDPR applies directly to all European member states. Few specifics within
the GDPR are at the discretion of member state law. This makes the GDPR a “one stop
shop” for the (European) Union, though it also reaches further internationally.

The Regulation affects any organization providing services, free or not, to or from the
Union that involve the processing of personal data. This even includes those operating
outside the Union, who still target people within it. This wide territorial scope puts
organizations around the world in an uncomfortable position. While previously, their
actions might only have attracted bad publicity, a data protection violation could now
cost them financially. Adding to this is the publicity of those costs.

With the GDPR, failing to protect personal data adequately may result in public and
expensive court proceedings. For example, the GDPR introduces fines of up to ten
million euros, or 2% of previous annual worldwide turnover (Art. 83(4)). This may
be twice as much in some instances5.

3Solove comments on this further in a blog post. See https://www.linkedin.com/pulse/
20140113044954-2259773-10-reasons-why-privacy-matters

4Companies like Facebook and Google are dependent on data as their main revenue source
5Fines are up to twenty million euros or 4% (whichever is higher) when violating basic principles, rights,

international transfer rules, and authority orders (Art. 83(5))

https://www.linkedin.com/pulse/20140113044954-2259773-10-reasons-why-privacy-matters
https://www.linkedin.com/pulse/20140113044954-2259773-10-reasons-why-privacy-matters


CHAPTER 1. INTRODUCTION 3

These consequences unsurprisingly made organizations nervous, with many scattering
last minute to update their privacy policies6. Others meanwhile, already saw a market
for privacy emerging [MF01]. Compared to privacy, data protection is a distinct yet
overlapping concept. It does not cover all privacy aspects [KNT+16]. Yet more users
have been assigning value to business practices which respect their privacy in general7.

Committing to a privacy preserving mindset raises trust. The GDPR instead requires
being fair and transparent about processing. Users want reason to believe their per-
sonal data is not being exploited for profit. Misuse may allow an organization to steer
users into unnecessary spending in the organization’s favor. It may also reveal sensitive
information the user would prefer to keep confidential. Inaccuracies may compromise
decisions on users, resulting in significant harm. Misconstrued information could dam-
age reputation, incur financial repercussions, or even impact a legal decision. These
issues are covered by data protection rather than privacy.

The Union now consistently regulates the processing of personal data which creates
these issues. Like privacy, data protection gives weight to people’s rights over their
personal data. Beyond privacy being a competitive advantage, there are legal require-
ments which include some, but not all privacy aspects. For instance, data protection
limits collection, retention, and repurposing. However, the limitations imposed de-
pend on legal processing grounds and proportionality. Data protection does not cover
all aspects of privacy, and covers some aspects which privacy does not. It features a
few concepts we address in this section.

In the GDPR, there are the principles that apply to all processing, the grounds for pro-
cessing, and some rights and obligations around it. Besides more general obligations,
the Regulation also provides special obligations for certain contexts, such as sensitive
data and high risk.

The principles the GDPR presents include lawfulness, fairness, transparency, purpose
limitation, storage limitation, data minimization, accuracy, integrity, confidentiality, and
accountability. Through following these principles organizations respect the rights of
both intentional and unintentional users. They can empower these users by informing
them and giving them meaningful control and protection of their personal data. We
briefly discuss these principles here together with grounds, rights, and obligations,
and in more detail in Chapter 2. See Figure 1.1 for an overview of how the GDPR is
organized.

Part of the lawfulness in processing any personal data is valid grounds. Those who
seek to process personal data need legal grounds on which to do so. These could
be based on consent, contractual agreement, legal obligations, or other proportionate
purposes. Such purposes could include the vital interests of a person, or legitimate
public or official interests. In general, grounds require a proportionality test. This is
especially the case when considering appropriate means to address these grounds. The
ends (grounds) should justify the means (collection, retention, and other processing).
The details of the processing should be conveyed to the users, along with anything
else which might be pertinent (fairness and transparency).

6See https://www.theguardian.com/commentisfree/2018/may/25/eu-general-data-
protection-regulation-gdpr

7Privacy is becoming a desired product quality (https://www.apple.com/privacy). See also the
growing use of privacy-friendly search (https://duckduckgo.com/traffic) and end-to-end encryp-
tion in instant messaging e.g. Signal and WhatsApp

https://www.theguardian.com/commentisfree/2018/may/25/eu-general-data-protection-regulation-gdpr
https://www.theguardian.com/commentisfree/2018/may/25/eu-general-data-protection-regulation-gdpr
https://www.apple.com/privacy
https://duckduckgo.com/traffic
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In the GDPR there are different obligations and rights for different entities. In Chapter
2, we describe these entities in more detail. Users are called data subjects in the con-
text of the GDPR. Data subject rights include those to information, access, rectification
and erasure, restriction of processing, data portability, and the right to object. Users
have the right to change their minds. That is, they can update or withdraw their con-
sent. The right to be forgotten exists as the right to erasure in the GDPR. Following a
request for such erasure, an organization must take reasonable steps to relay and see
the request through. Adding to this is also the right to data portability. On request,
all user provided (and most derived) information should be made available in a stan-
dardized machine-readable format. This is so that users can take their personal data
elsewhere. They should also be able to access their personal data themselves. This
helps with data accuracy, and helps inform any continued consent.

In addition to accuracy, personal data also requires limited use and retention. That is,
there should be purpose limitation, storage limitation and general minimization. Where
there are grounds for processing, they should not permit more means than necessary.
Personal data should only be used for the purposes it was justified for, and retained for
only as long as those purposes require. These and other data protection requirements
should be accounted for by design and by default. Chapter 2 covers this in more detail.

Integrity and confidentiality fall under security (along with availability). Personal data
should not be accessed or modified without authentication and authorization. Mean-
while, users should also be able to access and manage their personal data without
delay.

Accountability covers the other principles, requiring that someone answers for data
protection risk. A part of this is the need to perform a Data Protection Impact As-
sessment (DPIA) (Art. 35). In some high-risk circumstances, the GDPR additionally
requires the designation of a Data Protection Officer (Art. 37). These aspects receive
further attention in Chapter 2.

Higher risk situations generally arise from bulk processing, impactful decisions, third
country transfers, and sensitive data. Data can be sensitive when it falls under special
categories. These include racial or ethnic origin, political opinions, religious or philo-
sophical beliefs, trade union membership, genetic data, biometric data, health data,
and sexual data. Special obligations apply when dealing with data which may pose

Principles
Lawfulness,	fairness,	transparency,	purpose	limitation,	storage	limitation,	data

minimization,	accuracy,	integrity,	confidentiality,	and	accountability

General	
Obligations

Processing
Grounds

Data	
Subject	
Rights

Special	
Obligations

Other
Considerations

Figure 1.1: Organization of the GDPR
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risks to rights and freedoms. Pseudonymized, or better, anonymized data can mitigate
these risks.

These principles place many new responsibilities on providers of information systems.
Those most affected by these responsibilities are practitioners who impact the design
of information systems. We refer to these as the engineers of such systems.

1.3 Privacy Engineering
One definition of engineering is the art or process of designing and programming [infor-
mation] systems8. In this work we refer to this kind of engineering as system engineer-
ing. ‘System engineers’ are then those who develop or design information systems,
software, and their architecture.

When it comes to privacy, some system engineers consider it as a principle. Other
stakeholders in an information system may consider it a competitive advantage9. What-
ever their motives to consider privacy, engineers have the following tools at their dis-
posal for designing privacy friendly systems: Privacy Impact Assessments, Privacy by
Design (or by Redesign), Privacy Enhancing Technologies, and privacy patterns. These
tools each deal with at least informational privacy, a kind of privacy which data pro-
tection overlaps with [KNT+16]. Each can be modified for compatibility with data
protection. However, each also aims beyond data protection. In this thesis we still
refer to ‘privacy’ for these tools, as it is the common and historical terminology. We
briefly discuss these tools in this section.

Privacy Impact Assessments (PIAs) address potential privacy risks in a specified scope
[Inf09]. In the GDPR, Data Protection Impact Assessments (DPIA) instead cover data
protection concepts. In addition to assessing legal compliance, PIA is a form of risk
management focused on privacy (and now data protection). The process includes
analyzing personal data flows, identifying areas of non-compliance as well as risks to
privacy, and then addressing them (e.g. mitigation) appropriately. Appropriate actions
for a risk depend on the combination of likelihood and impact. The process should
be documented and reported on. This helps to justify mitigating actions, avoidance,
or acceptance of the risks. A PIA may qualify as a DPIA, so long as it covers data
protection principles and data subject rights. We describe this process in more detail
in Section 2.1.6.

Privacy by Design (PbD) is an engineering philosophy which advocates the consid-
eration of privacy impacts throughout design, and from the start until the very end
[Cav09a]. Redesign in this case is retroactive, after a solution already exists. In this
thesis we refer to those with experience in the PbD field as privacy engineers. The
GDPR’s Data Protection by Design (DPbD) is newer and more specific, while PbD is
more holistic. PbD can consider more than informational privacy, and can offer solu-
tions that go beyond compliance (and by default). Like a PIA, PbD can include data
protection principles and data subject rights to qualify as DPbD. Cavoukian [Cav09b]
describes seven principles for PbD. According to these principles, privacy should be
proactive/preventative, by default, embedded (‘built-in’), positive-sum (not in ex-
change), end-to-end protected, open (verifiable), and user-friendly. Beyond these de-
scriptions, PbD does little to steer design [vRBE+14]. Following the popularity of PbD,

8See https://www.dictionary.com/browse/engineering
9It is far more common to collect as much data as possible. This maximizes an organization’s ability to

understand and affect its market. Many organizations use this business model.

https://www.dictionary.com/browse/engineering
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further attempts to conceptualize privacy engineering began. Privacy design strategies
are one such conceptualization. These include eight approaches toward protecting
privacy: ENFORCE, DEMONSTRATE, CONTROL, INFORM, MINIMIZE, ABSTRACT, SEPARATE,
and HIDE [CHH16]. In this thesis we study privacy design strategies (or just ‘design
strategies’) as an approach to PbD. This approach is compatible with a DPIA.

Privacy Enhancing Technologies (PETs) represent some concrete implementations for
privacy. These reduce or eliminate the risks of undermining privacy, going beyond
compliance. PETs allow users to take control of their privacy and minimize the inva-
siveness of information systems. Many of these PETs offer standalone and user-friendly
solutions. Others target system engineers, providing a mechanism to incorporate into
a design. A well-known PET is The Onion Router (TOR) project10. It allows users
to browse the Internet with near anonymity, mixing their connections along the way
through multiple layers of encryption. To use it, users must either download and install
the TOR browser, or run their existing browser through a TOR proxy.

Patterns, in particular those supporting privacy, present more flexible solutions than
PETs11. While patterns may provide implementation suggestions, they are less con-
cerned with rigid designs and instead favor flexibility. They are practical, and less
abstract than privacy design strategies. In this work, we focus on software design
patterns which preserve privacy in a manner compatible with data protection.

1.4 Software Design Patterns

Patterns are a multidisciplinary concept introduced by Christopher Alexander [Ale79]
and popularized in software design by the Gang of Four [GHJV94]. They are doc-
umented reusable solutions by domain experts to recurring problems which simplify
design efforts and, over time, gain reputation. Patterns share the experience of experts
among the community for quickly and easily applying time-tested solutions.

A pattern highlights a general solution and considerations within it, noting applica-
ble tradeoffs. Patterns typically describe context, problem, solution, implementation,
forces/concerns (influences on the design)12, consequences, examples, and related
patterns. Beyond this, pattern consistency varies between collections. There are com-
peting styles for presenting, organizing, and connecting them. A good collection of
patterns is one which helps practitioners locate the best patterns for their context. In
the pattern community, these are called pattern systems and pattern languages.

Alexander’s pattern language for towns, buildings, and structures features 253 inter-
connected design patterns [AIS77]. For example, one of these is the Floor Surface
pattern (we typeset pattern names in monospace). In this pattern’s context, we are
building a floor for a private home. The influences (forces and concerns) that make
up our problem are as follows: the floor should be comfortable, warm to the touch, and
inviting while also hard enough to resist wear, and easy to clean. Alexander’s proposed

10See https://www.torproject.org/
11In the software design pattern community, concrete (inflexible) instances of patterns are called id-

ioms. Some idioms of privacy patterns are also PETs. For e.g. TOR is a concrete instance of Layered
Encryption.

12Forces/Concerns is a required field in our patterns, based on common pattern community terminology.
A key step in pattern usage is ‘balancing’ these. These influence the successful application of a pattern. Our
Chapter 5 GDPR rules also influence our patterns in this way. However, GDPR rules do not appear in the
body of the pattern. They only appear in our tool.

https://www.torproject.org/
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response to these influences is to ‘balance’ them. Soft materials satisfy the first require-
ments, but are less easy to maintain. Hard materials are less comfortable. Therefore,
use a material which balances comfort and utility according to each area in the house.
A bedroom might prioritize comfort, a kitchen may give more weight to utility. Ad-
dressing these influences requires flexibility. While some materials might suit one part
of a house, they might not suit its garage, basement, or attic.

Software design patterns focus on balancing influences in software [GHJV94]. They
often use motivating examples and visualizations, such as the well known Unified
Modeling Language, to further simply their use. In these cases, class diagrams are
a preferred method for illustrating more concrete design suggestions. Other times,
patterns may rely on less formal depictions or illustrations. No matter the medium,
patterns should help practitioners to communicate succinctly (e.g. through common
vocabulary) about a design [FRBS04].

Software design patterns distill design goals, which helps to meet both functional
and quality requirements. Moreover, they address the need for early, straightforward,
well-used, and well-documented design choices13. They are therefore interesting for
integrating data protection into the design process. For this, we find the already ex-
isting privacy pattern domain is most appropriate. Like patterns in other domains,
privacy patterns each highlight aspects surrounding a contextual solution and its con-
sequences.

As a rather new pattern domain, though, existing privacy patterns have been in var-
ious disconnected states [DG03]. Collections of these privacy patterns also lacked
interconnection. Connecting patterns allows practitioners to understand the impacts
and tradeoffs of using one pattern over another. Beyond this, they should also be easy
to interpret, and consistent within a pattern collection. Having less organized patterns
reduces the usefulness of a collection.

Unfortunately most of the privacy patterns we encountered had only been expressed
as loose ideas, often without any structure or depth. Others mirrored already existing,
yet less concrete PETs14. Some authors, despite describing privacy patterns, have sug-
gested solutions with invasive potential15 [Sch04]. Patterns thus presented a possible
yet untapped opportunity for strengthening data protection in information systems.
Such an opportunity would be valuable in addressing the research problem within
this work.

Patterns are a medium which system engineers are familiar with. They allow engineers
to utilize detailed experiences on information system construction. Not only are these
approaches time tested and reinforced by effectiveness, they are also ‘by design’. That
is, like PbD, patterns strengthen solutions from the beginning.

13One example of a software design pattern, introduced by the Gang of Four, is the Observer pattern. In
it, a subject maintains a list of observers and calls their update function when its state changes. It become
so popular that it is used in many programming interfaces.

14e.g. the Attribute-Based Credentials & Sticky Policies patterns also exist as
PETs: See https://www.priv.gc.ca/en/opc-actions-and-decisions/research/explore-
privacy-research/2017/pet_201711

15e.g. Elephant’s Brain and Birds of a Feather patterns

https://www.priv.gc.ca/en/opc-actions-and-decisions/research/explore-privacy-research/2017/pet_201711
https://www.priv.gc.ca/en/opc-actions-and-decisions/research/explore-privacy-research/2017/pet_201711
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1.5 Research Question

The GDPR’s data protection principles affect design, yet do not cater to engineers.
Privacy patterns cater to privacy engineers, but do not cover the legislation’s many
requirements. Patterns do not alone support compliance efforts. The privacy pattern
domain in particular has been disorganized, disconnected, and inconsistent.

Privacy engineers are not used to data protection requirements at this scale. Nor are
other practitioners familiar with preserving privacy in a manner compatible with data
protection. This is particularly the case with data subject rights, which are only re-
cently receiving attention. By comparison, more research exists for technical capabil-
ities such as untraceability, unlinkability, and unobservability.

The difficulty for engineers to identify relevant data protection resources affects their
cooperation with legal teams. By consulting without an understanding of the subject
matter, there are more opportunities for misunderstandings and delays. To add to this,
already designed non-compliant systems become more expensive the longer they are
overlooked.

Those who engineer information systems are ill-equipped to incorporate Privacy by
Design. Privacy engineers in particular need a way to quickly determine what applies
to their context, in a medium they find accessible. This allows for systems which aspire
to data protection, and permits privacy to be considered throughout their design.

To use a pattern based approach, however, we need to be able to identify the right
patterns. As discussed in the previous section, the privacy pattern domain needs or-
ganization. Privacy patterns need the ability to mature, to expand as approaches to
PbD, and to better cover areas of the GDPR. Patterns covering data subject rights in
particular have had less attention from both the research and pattern community.

This highlights the work’s research question:
How can privacy patterns be leveraged to address privacy protection requirements,
in particular, which privacy patterns exist, and how can a privacy engineer identify
which can be applied in a given context focusing on data subject rights as the main
domain of application?

To answer this question, privacy patterns need to be connected to Privacy by Design.
They need to be improved to cover data protection requirements which are relevant
to information system development. In particular, our primary focus is on data subject
rights – the user’s rights to informational transparency and access, and to control over
their personal data. The aim is to be able to identify appropriate patterns for enabling
these rights in a given context. To do this, we need to first know what patterns there
are. Categorizing them and relating them to one another will then provide additional
insights to aid selection. Finally, a tool could filter relevant data protection require-
ments and direct privacy engineers to appropriate patterns. It could also highlight
areas where no relevant patterns are known.

Privacy patterns had already been considered in relation to PbD. In an effort to ad-
dress the need for Privacy by Design, Hoepman introduced the privacy design strate-
gies [Hoe14]. These design strategies helped to conceptualize distinct approaches to
PbD. However, Hoepman only named initial examples of related privacy patterns. Ad-
ditionally, while the design strategies considered data protection, they were neither
made for the GDPR, nor fully explored. This has since begun to change as their popu-
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larity increases16. This popularity makes the design strategies a promising connection
to PbD. Updating the design strategies and exploring their connection to patterns al-
lows privacy engineers to take advantage of existing domain knowledge. Improving
the patterns and their organization helps to address common privacy-preserving de-
sign requirements in ways which have already been defined, explained, discussed, and
tested.

Addressing this requires additional investigation of the GDPR and its principles. This
allows us to revise the privacy design strategies for current legislation and develop
their connection to the patterns. It also allows us to improve the privacy patterns by
better covering data protection principles. They should connect with relevant data
protection principles as well as other related areas of the GDPR (e.g. recitals). In ad-
dition, we can connect existing patterns, as well as new ones, through categorization.
Doing so allows privacy engineers to focus on practical data protection concepts.

Further developing the privacy patterns helps to fully utilize their connection to pri-
vacy design strategies. It allows privacy engineers to identify suitable privacy patterns
for their context. Improving the patterns requires reflection on their relation to data
protection concepts. They should also be well-written, organized, and interconnected
in the manner promoted by the pattern community. In doing this, the work brings the
scattered landscape of privacy patterns into a more unified, coherent collection.

Privacy engineers may explore the collection to find a pattern that suits their purposes.
However, patterns do not alone establish which data protection concepts and patterns
apply. Therefore it is necessary to explore a way to point privacy engineers in the right
direction. Furthermore, by highlighting relationships together with categorization,
the patterns become navigable. This collectively aids privacy engineers in selecting
appropriate patterns, and understanding the effects of their application.

This raises three overarching sub-questions, as part of answering the above research
question:

1. Can we make Privacy by Design more concrete by cataloging and connecting
privacy patterns to privacy design strategies?

2. Can we simplify GDPR requirements for an information system and filter them
through a proof-of-concept tool which connects to design strategies and pat-
terns?

3. Can we make systems of patterns supporting data subject rights to further sup-
port their selection, navigation, and application?

1.6 Scope

The scope of any project should be defined to maintain realistic expectations. There
are limited resources available in a given project. A defined scope prevents their mis-
allocation. In this work, we focus on the selection and application of privacy patterns
and associated GDPR concepts. We use Hoepman’s privacy design strategies for fur-
ther conceptualization, and as our selected approach to Data Protection by Design.
Because DPbD is a general obligation within the GDPR, we also explore the related
philosophy, Privacy by Design, which has had more time in practice. Between them,

16Featured in OWASP Top 10 Privacy Countermeasures https://owasp.org/www-project-top-
10-privacy-risks

https://owasp.org/www-project-top-10-privacy-risks
https://owasp.org/www-project-top-10-privacy-risks
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Data Protection by Design focuses on protecting personal data in the manner described
in the GDPR, as opposed to privacy in general. PbD can however consider data pro-
tection concepts in order to be compatible with DPbD.

Our patterns, especially those in our pattern systems, focus on the union of informa-
tional privacy and data protection. While they might accommodate broader privacy
preservation, we do not include patterns outside this scope, such as security patterns.
Our related GDPR rules (while influential, distinct from the forces/concerns field in the
context of privacy patterns) only consider the GDPR’s articles and recitals. They each
point to privacy patterns within our pattern systems, and to pattern categories (our
patterns are grouped by related privacy design strategies). They do not yet connect
with other pattern collections.

For the patterns in our pattern systems, we cover data subject rights as a primary
focus. That is, we first addressed notice, transparency, informed consent, and user
control. These more process oriented aspects of data protection have received less
academic attention than their data oriented counterparts. While our privacy pattern
collaboration’s repository has patterns covering data protection in general, our pattern
systems only cover data subject rights. As we invest more in the patterns belonging to
our pattern systems, it is not feasible to cover all of the patterns in our catalog. Our
patterns also do not necessarily extend to other legislation outside the scope of the
GDPR, such as the upcoming ePrivacy Regulation (ePR).

In this thesis, we nonetheless describe related European legislation for context17. We
also discuss the Privacy Shield, as it is an adequacy decision under the GDPR. We do
not explore further legislation from other jurisdictions.

1.7 Methodology

This thesis relies primarily on the survey of existing academic literature. The collec-
tions of privacy patterns each chapter builds upon are the result of a literature review.
The search parameters for these patterns included combinations of ‘data protection’
or ‘privacy’, and ‘pattern’, ‘pattern system’, ‘pattern language’, and finally ‘privacy en-
hancing technology’ or ‘PET’. PETs were not considered directly, but rather as potential
concrete variations of a pattern. Snowballing was used where a paper cited other pa-
pers with titles implying the work might cover another privacy pattern. The academic
search indexes these parameters were queried on included Scopus and Google Scholar.
These were also the primary databases used for background and related work.

The primary research gathering phase took place over the course of 2015. Within this
the searches for the initial pattern catalog led to around 20 sources and 84 potential
privacy patterns. The majority of these were cataloged prior to the start of our involve-
ment in the privacy pattern collaboration. However, our collection included patterns
which others in the collaboration had already began to document or create.

Each contribution chapter in this thesis uses argumentation through deductive rea-
soning, as described by Saunders, Lewis, and Thornhill [SLT03]. Saunders et al. also
describe the use of multiple methods, of which we also use an expert review through
a survey. In Chapter 4, we use case studies to explore the use of design strategies, as
well as design tactics and privacy patterns. As such we consider methods in different

17We briefly discuss the ePR, PSI 2003/98, NIS 2016/1148, and the Law Enforcement Directive 2016/680
in Chapter 2
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paradigms. We believe there is a basis for this, as they be ’purely an heuristic device’
[Min01].

Our expert review relies on a survey, as this met our time constraints. While interviews
would provide more insight, the barrier to obtaining expert participants is high. The
type of expertise needed for these reviews is highly specialized. We were fortunate
to have a platform with the permission of a large company to solicit feedback from
such experts. These professionals assess privacy compliance as the primary function
of their role. Due to this, they are ideal participants for an expert review.

We reviewed one of our privacy pattern systems at the European Conference on Pat-
tern Languages of Programs. This is one of the most prominent pattern communities.
This conference included workshops on all accepted submissions. These were not con-
ducted as a formal research method. The workshops took place over a week. We were
split into groups to discuss the content and critically review each submission in a group
of four. Each group included a chairperson from the pattern community.

1.8 Outline

The chapters in this thesis mostly stand on their own, though chapters 5 and 6 include
contributions we provide in appendices. Chapter 2 serves as a greater background to
the domain. Those who are not familiar with data protection legislation or information
systems should explore it beforehand.

In this thesis there are seven chapters, split between introductory, conclusive, and
contribution chapters. Of the four contribution chapters, the first half deal with privacy
engineering and the latter focus on the pattern domain. All of these chapters deal
with the General Data Protection Regulation. The chapters address our research sub-
questions as follows.

For the first sub-question, Chapter 3 details our attempt to make PbD more concrete.
We do this through privacy design strategies as they are a popular way to approach
PbD. We show how to update privacy design strategies for current European privacy
legislation. We gather software design patterns which express solutions that promote
privacy. Then we connect these ’privacy’ patterns to the design strategies by categoriz-
ing them. Chapter 4 explores two case studies which we apply the design strategies to.
This first research sub-question explores a top-down approach (from design strategy
to pattern).

For the second sub-question we begin at the detail level, using a bottom-up approach.
Chapter 5 explores the filtering of privacy promoting approaches (in particular, GDPR
requirements). In this chapter we detail how we extracted rules from the GDPR’s
articles and recitals. These rules provide the detail for a bottom-up approach. We
then explain how these can connect to privacy design strategies and patterns. This
combines the top-down and bottom-up approaches. Users of the tool can benefit from
the solution guides offered by the patterns. From the rules, privacy experts will also
have access to the exact GDPR requirements they need to meet. In a proof-of-concept
tool we introduce in this chapter, we allow privacy experts to determine which rules
apply to their situation. We perform an expert review using a survey we sent to privacy
experts in a professional setting. From the results, we confirm that there is value in
further developing such a tool.
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The third sub-question concerns pattern systems. For patterns to be found, navigated,
and applied, the pattern community recommends creating such systems. Doing so
improves the quality of the privacy patterns. Chapter 6 covers our creation of two
pattern systems - together covering data subject rights. Our focus on data subject
rights is due to there being less attention on these aspects in the research community.
In contrast, there is a lot of existing work on confidentiality, anonymity, undetectability,
and other data oriented approaches to privacy.

The following sections discuss the main contributing chapters of this thesis in more
detail.

Chapter 3

This chapter builds upon the concept of privacy design strategies by Hoepman [Hoe14],
creating a definitional framework for subsequent chapters. In the chapter we redefine
the privacy design strategies partly by way of example. We describe their use as a
conceptualization, and for organizing privacy patterns. We introduce our collection
of such patterns, which we gathered in our privacy pattern collaboration. The col-
lection of these patterns throughout literature was a major focus of my work. The
connection of the design strategies to these patterns inspires a new intermediary cat-
egorization: privacy design tactics. We use these privacy design tactics along with the
design strategies throughout the thesis to group the patterns.

The chapter is based on the following paper:

M. Colesky, J.-H. Hoepman, and C. Hillen, “A Critical Analysis of Privacy Design
Strategies,” in 2nd International Workshop on Privacy Engineering (IWPE), May
22–26, 2016, San Jose, CA, USA. IEEE. https://doi.org/10.1109/SPW.
2016.23

Chapter 4

This chapter discusses two case studies in which we apply privacy design strategies.
The first of these is a hypothetical application of the adequacy decision between the
United States and the Union: the Privacy Shield. In addition to the description on how
our framework can apply to the case study, we also discuss the Privacy Shield itself.
In this, we comment on the longevity of the adequacy decision, and its reputation in
general. Our second case study deals with an in-production project in Local Energy
Communities. It concerns the Dutch energy company Enexis and the participants of
the Gridflex Heeten project. We discuss the privacy implications of this project, and
our suggestions. Our conclusions in this extend to similar domains.

This chapter and its case studies are based on the following papers:

M. Colesky and S. Ghanavati, “Privacy Shielding by Design - A Strategies Case for
Near-Compliance,” in 9th International Workshop on Requirements Engineering
and Law (RELAW), September 12–16, 2016, Beijing, China. IEEE. https://
doi.org/10.1109/REW.2016.051

P. Van Aubel, M. Colesky, J.-H. Hoepman, E. Poll, and C. Montes Portela, “Pri-
vacy by Design for Local Energy Communities,” in International Conference on
Electricity Distribution Workshop (CIRED), June 7–8, 2018, no. 0319, Ljubl-
jana, Slovenia.

https://doi.org/10.1109/SPW.2016.23
https://doi.org/10.1109/SPW.2016.23
https://doi.org/10.1109/REW.2016.051
https://doi.org/10.1109/REW.2016.051
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Chapter 5

This chapter describes our efforts to create a tool for filtering contextually relevant
data protection rules in information systems. In this, we extracted rules (which can
extend upon the forces/concerns field) affecting design choices from the GDPR, and
organized them against applicable contexts. Each rule contains pointers to further
detail, such as related recitals, articles, and privacy patterns. Through this, it bridges
between the data protection and pattern focus of this thesis. The proof of concept tool
we provide allows practitioners to select answers through a questionnaire, which in
turn filter the applicable rules and hence applicable privacy patterns.

The work described in this chapter is based on the following paper:

M. Colesky, K. Demetzou, L. Fritsch, and S. Herold. “Helping Software Archi-
tects Familiarize with the General Data Protection Regulation,” in International
Conference on Software Architecture Companion (ICSA-C), March 25–29, 2019,
Hamburg, Germany. IEEE.

Chapter 6

This chapter moves the focus to pattern collections and our creation of pattern systems
for data subject rights. They cover notice, transparency, and informed user consent
and control. The chapter covers the significance of different pattern collections and
the qualities of a good one. We take patterns from the privacy pattern catalog we
created for this thesis and we refine these into two distinct pattern systems: one for
the INFORM design strategy and another for the CONTROL design strategy. We discuss
the aspects which qualify these systems and their component patterns. In particular,
we highlight and structure their relationships to further assist navigation.

This chapter and the pattern systems it presents are based on the following papers:

M. Colesky, J. C. Caiza, J. Del Álamo, J.-H. Hoepman, and S. Martín, “A System
of Privacy Patterns for User Control,” in 33rd Symposium on Applied Computing
(SAC), April 9–13, 2018, Pau, France. ACM, New York, NY, USA. https://
doi.org/10.1145/3167132.3167257

M. Colesky and J. C. Caiza, “A System of Privacy Patterns for Informing Users:
Creating a Pattern System,” in 23rd European Conference on Pattern Languages
of Programs (EuroPLoP), July 4–8, 2018, Irsee, Germany. ACM, New York, NY,
USA. https://doi.org/10.1145/3282308.328232

1.9 Contribution

This work provides a way of addressing data protection requirements in the GDPR
and preserving privacy through privacy patterns, design strategies, design tactics, and
rules. It uses a repository of organized and navigable privacy patterns I collected,
joined with other catalogs, and developed into two pattern systems. To help select
and navigate these patterns, I connected them to my refined privacy design strategies,
my introduced privacy design tactics, and my extracted rules. Through the proof of
concept tool I developed, privacy engineers can fill out a questionnaire to filter rele-
vant rules, design strategies and patterns. Through the pattern systems, the privacy
engineers can also plan and weigh the different impacts of applying patterns which

https://doi.org/10.1145/3167132.3167257
https://doi.org/10.1145/3167132.3167257
https://doi.org/10.1145/3282308.328232
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support data subject rights. Alternatively, they can consider their situation at a high-
level through the refined design strategies. These assessments each result in outputs
which connect to each other. In the work I conducted over the course of the thesis
there are three main outputs. These are the pattern catalog and systems, the design
strategy and tactic framework to organize them, and the proof of concept online tool
to filter them.

1.9.1 Privacy Design Strategy Framework

While compiling a comprehensive catalog of privacy patterns from literature, I sought
a way to connect the patterns to Privacy by Design. After considering the available
options, I decided that the design strategies were a promising connection. They were
recent and growing in popularity, but needed to be reworked for the GDPR. This ef-
fort is discussed in Chapter 3 and explored more practically in Chapter 4. Chapter
3 presents the foundation of the privacy design strategies and tactics which I have
built my approach upon. I did this refinement in consultation with the original author,
Hoepman. This framework builds on the already existing and popular concept of de-
sign strategies introduced by Hoepman [Hoe14]. While updating the design strategies
for the GDPR, I compared them with other Privacy by Design concepts, as well as pri-
vacy in a broader sense. I connected the resulting framework, not only to the privacy
patterns, but also to data protection concepts.

My revised framework provides a consistent structure and connects to the GDPR. It
includes concise variations on the revised definitions, thus catering to both simplified
and detailed consideration. In the discussions on each design strategy I clarify how
the GDPR divides between them.

This is also where I introduce our privacy pattern collaboration. The collaboration in-
cludes Doty and Gupta [DG03]; PRIPARE’s Boesch, Kargl, and Kopp18; Drozd [Dro16];
Le Métayer [Mét13]; Caiza, del Álamo, and Martín [CMDAG17]; as well as Hoepman
and myself [CHH16]. In this, my initial privacy pattern catalog resulted in the creation
of further subcategories (the design tactics). The subcategories help to further orga-
nize all the privacy patterns in the collaboration’s catalog19. They also further divide
approaches to data protection concepts.

To look at the framework more practically, I put the framework of Chapter 3 to use
in Chapter 4. I do this through two case studies. One case study applies the privacy
design strategies in isolation, while the other also incorporates the subcategories and
pattern suggestions.

First I applied the framework to my case study on the Privacy Shield. I did this in
collaboration with Ghanavati. The opportunity for the second case study (Gridflex)
appeared when Van Aubel approached me for my input. In particular, I consulted on
their application of the design strategies and reviewed their findings. I also took part in
writing the resulting paper with van Aubel. The chapter elaborates on this along with
the Privacy Shield case study. In it I cover the application of privacy design strategies,
tactics, and privacy patterns.

The chapter provided some more practical insight, yet still dealt with less concrete ex-
amples. To be properly tested, the design strategies together with the patterns should

18See privacypatterns.eu
19Available at privacypatterns.cs.ru.nl and privacypatterns.org

privacypatterns.eu
privacypatterns.cs.ru.nl
privacypatterns.org
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see more real world use. This was something I sought regularly during the course
of the thesis, though, getting industry invested is difficult. They would rather use al-
ready proven mechanisms. Taking the risks involved in conducting that evaluation is
less appealing.

I learned that assessing a situation for potential privacy impacts by design strategies is
not systematic. There is no checklist to follow. Instead, a privacy engineer may want
relevant rules they can follow. When adhering to the GDPR, however, a systematic
approach is preferable.

1.9.2 GDPR Context Filtering Tool

In Chapter 5, I expand on this with an approach which tailors to privacy experts (not
only engineers) who want to narrow their context. This second main output for the
thesis aids navigation and application of the GDPR and relevant privacy patterns. In
particular, I introduce context filtering through a proof of concept tool.

Filtering through a tool is more systematic than the privacy design strategies, though
also can result in many rules and requirements to consider. As they are restated in
layperson terms, the filtered rules and requirements should be easier to digest than
the GDPR. Extracting these from the GDPR also further improved my understanding
of it.

Together with Herold, Fritsch, Demetzou, and Lenhard, I led the extraction of these
rules from the GDPR articles and recitals. By extracting data protection concepts and
separating them according to context, we allow practitioners to focus on what matters.
I developed a proof of concept tool and the team helped to collect a strong body of
knowledge for GDPR rule selection. The proof of concept allows privacy experts in
particular to identify appropriate rules, design strategies, and privacy patterns. This
tool has been validated by a group of privacy experts within a large company through
an expert review survey.

Through a web interface20, the tool poses questions in questionnaire format. Each
answer translates to attributes which filter the rules, and each highlights applicable
privacy patterns. By filtering through the provided tool, a privacy engineer can also
find related design strategies and tactics. This allows them to focus their assessment
using the design strategies, or to investigate patterns directly. As part of my delin-
eation, I only provide specific detail on patterns in the two presented pattern systems
discussed in the next section. The rules serve as additional detail within these pattern
systems. The rules influence the successful application of the patterns, yet do not ap-
pear in the patterns themselves. They can serve as an extension of the forces/concerns
field.

1.9.3 Privacy Pattern Collections

Building on the privacy pattern catalog I helped to create, my third main output is
two pattern systems in Chapter 6. These privacy patterns are the ones I focus on
in the navigation tool. These take the patterns from two design strategy categories,
INFORM and CONTROL. Together they handle the delineated focus for this work: data
subject rights. They cover notice, transparency, and informed consent and user control.

20See https://privacypatterns.cs.ru.nl/tool/rules and https://github.com/
privacypatterns/privacypatterns/pull/105

https://privacypatterns.cs.ru.nl/tool/rules
https://github.com/privacypatterns/privacypatterns/pull/105
https://github.com/privacypatterns/privacypatterns/pull/105
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Together with Caiza, who assisted with pattern relationships, I led the systematization
of the patterns in these design strategies. This included connecting and rewriting the
patterns in collaboration with Caiza, often from scratch.

The pattern systems adhere to recommendations from the pattern community, simpli-
fying the navigation and understanding of component patterns. These pattern systems
help further to select and apply the right patterns. As these each point to related pat-
terns, we allow engineers to explore the pattern systems directly. This tailors to those
who have a specific context or problem in mind, and want to see the influence of
potential solutions.



Chapter 2

Preliminaries

This chapter provides further background information for the remaining chapters in
this thesis. We first discuss the General Data Protection Regulation (GDPR) in depth,
building upon the previous chapter. We then provide further discussion around infor-
mation systems, their design, and the pattern blueprints this thesis focuses on.

2.1 European Data Protection Legislation

The first area we discuss in this chapter is data protection from the European legislation
perspective. The most notable piece of legislation in this area is the GDPR [EC16c].
This regulation has already been briefly introduced in the previous chapter. In Section
2.1.1, we explain the differences and similarities between data protection in the GDPR
and privacy.

Following closely behind the GDPR is the new ePrivacy Regulation [EC17]. Just like
the GDPR, this regulation will apply to the whole Union without any state specific
implementations. It will complement the GDPR in providing more specific consid-
erations (lex specialis) mostly related to electronic communication service providers.
Some focus areas include ‘cookies’, ’Internet-of-things’, electronic communication, and
(direct) marketing. It is also planned to carry the same fines (GDPR Art. 83; ePR Art.
23). Though, the ePrivacy Regulation is yet to be finalized. Another lex specialis for
the GDPR is the Law Enforcement Directive (2016/680) [EC16b], protecting personal
data processed by competent authorities for the prevention of crime. Unlike the ePR,
this is only a directive, and as such each member state has its own implementation.

Another comparable directive is on the security of network and information systems
(NIS Directive 2016/1148) [EC16a]. It concerns operators of essential services, for
which it includes transport, health, and financial markets, as well as energy, water,
and digital infrastructure. It also concerns digital service providers (in particular those
offering services of general importance). Like the GDPR, it has a wider territorial
scope reaching outside of the Union. It also puts a strong focus on risk management.
Unlike the Regulation, the NIS Directive only suggests that penalties be “effective,
proportionate, and dissuasive.” However, one of its requirements is to comply with
regulations like the GDPR. This maintains the GDPR as a primary concern for providers
of information systems.

2.1.1 Data Protection Versus Privacy

Both the privacy engineering domain and US legal framework use the term ‘privacy’.
Yet, Union legislation avoids this term. Instead, it describes the protection of individ-

17
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uals with regard to their personal data in the GDPR. Beyond this, there is no official
definition for ‘data protection’ in the GDPR. It is more than the protection of assets,
as it also protects legitimate interests and rights. Despite regular use to the contrary,
data protection and privacy are not interchangeable terms. There is however enough
overlap for both terms to be valid in some contexts1.

Data protection in the GDPR has explicit definitions and rules for elements around
it [EC16c]. Protecting personal data in accordance with these definitions and rules
covers some points which are also covered in informational privacy. Privacy is broader
than what the GDPR can protect, as it allows for more subjective interpretation [Sol08].
Like data protection, privacy stems from Art 12 of the Universal Declaration of Hu-
man Rights [UN 48]. In the Union’s Charter of Fundamental Rights [Eur00] privacy
and data protection exist as articles 7 and 8, respectively. For data protection the fo-
cus is less on outright preventing privacy violations, and more on enabling safe and
minimized processing which respects competing interests and rights. Data protection
includes processes which privacy does not cover. By enabling the free-flow of infor-
mation, it can sometimes even be said to limit privacy. It can support informational
privacy, but does not guarantee it. As such, when referring to data protection, infor-
mational privacy is a common component.

Informational privacy is the variant of privacy built upon by Solove [Sol08], consid-
ered from the perspective of regulating it. Solove clarifies that constraining privacy
to a definition introduces vulnerability to inaccuracies and exceptions. Instead, he
suggests focusing on more concrete issues. In his taxonomy, he considers intrusion of
informational privacy: collection, processing, dissemination, and invasion. The GDPR
mirrors this by restricting how organizations can collect, process, transfer (dissemi-
nate), and profile/automate decisions (invade) on personal data. We further discuss
and compare Solove’s taxonomy in Chapter 3.

The impacts of the GDPR, including the indirect effect on privacy, target organiza-
tions. The GDPR does not deal with surveillance outside the scope of Union law or
for crime prevention by competent authorities2. Outside of Union scope, the broader
(fundamental) human rights perspective is currently more appropriate. As a qualified
right, privacy is not absolute. Like in the GDPR, lawfulness (such that it is clear what
justifications and limitations exist), legitimacy, and proportionality can override it.

Informational privacy covers the recordable aspects of privacy. Koops et al. [KNT+16]
describe it as a type of privacy which overlaps eight other ideal types. Their typology of
privacy splits these types by an emphasis on freedom from (being let alone) and freedom
to (self-development). It then organizes the types of privacy by solitude, intimacy,
secrecy, and inconspicuousness. For consistency, unless otherwise specified, the outputs
of this thesis target informational privacy compatible with data protection (see Figure
2.1). By compatible, we mean the union of these concepts, with data protection taking
precedence. Particularly in Chapter 3 and 4, we refer to this as ‘privacy protection’.

2.1.2 Data Protection Entities

An organization in terms of the GDPR is often the data controller (or just controller)
[Art10]. They determine ‘the purposes and means’: what is done with data, why, and

1A privacy pattern which details a method to protect informational privacy could also contribute to data
protection. It would be valid then to call it an informational privacy pattern, or a data protection pattern.
However, these are not commonly used terms.

2This is instead handled by the Law Enforcement Directive [EC16b].
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Figure 2.1: Informational Privacy Compared with Data Protection

how it is done. If they merely follow the instructions of a controller on this, they are
instead the data processor (processor). If there is no distinction, then the controller
itself is also the processor. Throughout this thesis we refer to the controller as though
it were also the processor. If there is an important distinction for the processor, we say
so explicitly.

The user whom the controller processes data about is called the data subject (which
we still refer to as the user). All users are data subjects, regardless of identifiability.
Yet, unidentifiable information is not protected by the GDPR (recital 26).

The controller, and sometimes the processor, must coordinate with data protection
authorities. The main authority they interact with is the supervisory authority of the
controller’s main establishment. That is, the establishment where they most adminis-
trate, or where they determine grounds, purposes, and means (the why, what, and how
of processing). The appropriate supervisory authority then depends on the member
state where the establishment exists.

There are other kinds of authorities as well. Providing guidance from the top, in co-
operation with other authorities, is the European Data Protection Supervisor (EDPS).
The EDPS provides consultation, monitoring, and investigation of European data pro-
cessing. It is a member of the European Data Protection ‘Board’ (Art. 68; previously
the Article 29 Working Party). The other national or federal supervisory authorities,
or their representatives, are also members of the Board. The European Commission
participates as well through a representative, but does not have voting rights. The
Board, and sometimes the EDPS, provides guidance on the interpretation on core
GDPR concepts. These ‘opinions’ further explain the GDPR, for example on personal
data [Art07]. Both the EDPS and the Board also provide dispute resolution.

2.1.3 Processing of Personal Data

A core component of data protection is managing personal data processing. Article 4
(1) and (2) of the GDPR [EC16c] provide definitions for ‘personal data’ and ‘process-
ing’ respectively. Personal data in the GDPR refers to any information which relates to
an identifiable natural person. Processing thereof is any usage of that personal data,
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from collection to erasure and anything in between. The GDPR and original Directive
provide very specific examples, such as (non-exhaustively) making available, adapta-
tion, alteration, or alignment (Art. 4(2)).

The GDPR itself focuses on the ways in which organizations may process personal
data. It disrupts the knowledge imbalance against users [EC16c]. In doing this, it
represents the Union’s efforts to further improve openness and transparency3 (another
core component of data protection).

To perform any processing on personal data, controllers need specified proportionate
legal grounds. As mentioned in Chapter 1, these can be explicit consent, proportionate
interests, and contractual or other legal obligations. The controller needs to provide
specific proportionate purposes for collection, retention and other processing. The
means they use to carry out that processing should also be proportionate. Processing
must weigh the rights of data subjects (users). That is, the (legal) grounds, legitimate
purposes, and means must outweigh user interests to override them. Even so, valid
processing must adhere to further obligations in the form of principles.

2.1.4 Data Protection Principles and User Rights

The Regulation does not specify direct software design requirements. Rather, it pre-
scribes certain data processing obligations such as principles (Art. 5). We summarize
its principles as:

• Lawfulness, fairness and transparency (e.g. notice);

• Compatible, specified, explicit, and legitimate purposes;

• Data accuracy and the limitation of its use and retention;

• Data integrity and confidentiality (security); and

• Accountability for compliance with the above.

Lawful, fair, and transparent processing is on one of the aforementioned grounds (con-
sent, contract, legal obligation, public/vital interest/official duty, or overriding legiti-
mate interest) (Art. 6). These need to adhere to the other principles, and in particular
follow the concept of minimization. In case of consent, there is more to it.

Consent shall be requested in a clearly distinguishable, ‘intelligible, and easily acces-
sible form, using plain and clear language’ (Art. 7). The controller should be able to
demonstrate that the consent is freely given and not coerced. Children under 16 years
old for example (or as low as 13 depending on member state) need parental consent
instead (Art. 8). Minors themselves cannot freely give consent.

Transparency is a well known component for which the GDPR enforces strict rules.
Firstly, controllers must make clear to their users why they want personal data, what
they do with it, and what consequences that might entail. Additionally, controllers
should indicate who they and their representatives are, and how they can be reached.
Beyond contact information, data retention and breach notification (e.g. within Art.
13, 14, 34) are also needed.

3Another example of this is Directive 2003/98/EC on the re-use of public sector information (PSI)
[Eur03]
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The process for users to exercise their rights must be clear. Ongoing, explicit, freely
given, and informed consent must be something organizations can prove when used
(Art. 7). Users should be able to withdraw their consent at any time and be informed
of this, too. Their rights connect to the principles. For example, they have the right
to access and information (Art. 12-15). They have a right to rectification, restriction,
erasure, and data portability (Art. 16-20). Users can also object to continued pro-
cessing (Art. 21), which controllers must comply with or prove legitimacy against.
Finally, users must be protected from the effects of solely automated decision making
and profiling (Art. 22). We summarize data subject (user) rights as follows.

• transparent information, notification, and access;

• rectification, erasure, restriction and portability; and

• objection and freedom from solely automated processing decisions.

2.1.5 Privacy and Data Protection by Design and by Default

Another obligation is data protection by design (Art. 25), known in the engineering
domain as Privacy by Design (PbD) [Cav09a, EC16c]. As with data protection and
privacy, these terms are not interchangeable, but do overlap. In this case, PbD could
be broader and less structured than the data protection equivalent. However, it can
be adapted to the data protection context. Engineers should consider the impacts to
personal data in their decisions throughout the life of an information system. By con-
sidering this early, and throughout development, the costs and complexity of changes
decrease. When preemptive efforts are no longer possible, Privacy by ReDesign helps
improve already running solutions [CP11].

The secondary element of Article 25 is Data Protection by Default [EC16c]. A user
who first starts using the product or service of the controller should initially receive
the most privacy-friendly experience. This is limited by technical limitations and state
of the art in terms of what is proportionate. If they choose to expand the processing
purposes which apply to them (informed consent), then further means can apply.

2.1.6 Privacy and Data Protection Impact Assessments

Like Privacy by Design, Privacy Impact Assessments (PIA) existed prior to the Regula-
tion. The variant of this required by the GDPR is a Data Protection Impact Assessment
(DPIA) [EC16c]. Also similar to PbD, a PIA should take place at the earliest possible
stage, and continue well into production [Wri12a]. A PIA, or DPIA, is a risk assessment
for impacts to personal data on a kind of processing. It allows controllers to account for
the potential consequences of processing prior to setting it in motion, and throughout
its application. The consequences to consider, in either assessment, are not limited
to a single notion of privacy. They may range from emotional or societal harms to
physical ones. In considering these openly, the controller also promotes transparency
and awareness. It may thus affect trust.

The UK was the first country in Europe to announce a PIA methodology, in the form of
the PIA handbook [Inf09]. Prior to this, PIAs were limited to Australia, Canada, New
Zealand, and the United States [Wri12a]4. The handbook considered privacy through

4As some of the countries most under the microscope regarding privacy, their early interest in a frame-
work should come as no surprise. Note that these PIAs target organizations, though.
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the perspectives of personal information, the person, personal behavior, and personal
communication. The UK had since replaced the handbook with a code of practice
[Inf14], though it now focuses on the GDPR’s DPIAs directly5. Some [Wri12a] argue
that the PIA handbook’s perspectives on privacy provide a more thorough outlook than
data protection. Yet, a DPIA must consider all risks to rights and freedoms of affected
persons.

Situations which constitute a need for a DPIA are published by supervisory authorities
of each member state. They may also clarify which situations do not. One instance
where a DPIA is required is processing activities at scale (not including individual med-
ical physicians), especially with systematic monitoring or new technology. Another
example is automated processing or profiling which may produce significant (e.g. le-
gal) effects for individuals. When processing is likely to result in high risk to rights
and freedoms, or the ability to exercise them, a DPIA is necessary.

The GDPR itself states in Article 35(7) that: “The assessment shall contain at least:

(a) a systematic description of the envisaged processing operations and the purposes
of the processing, including, where applicable, the legitimate interest pursued by
the controller;

(b) an assessment of the necessity and proportionality of the processing operations in
relation to the purposes;

(c) an assessment of the risks to the rights and freedoms of data subjects referred to
in [Art. 35(1)]; and

(d) the measures envisaged to address the risks, including safeguards, security mea-
sures and mechanisms to ensure the protection of personal data and to demon-
strate compliance with this.”

An overview of the DPIA process is as follows. The assessment should begin at the ear-
liest stage, after establishing necessity. All roles must be on the same page throughout
dataflow analysis, determining risks and recommendations for reporting. Those re-
sponsible internally should implement and audit the approved recommendations, up-
dating the report where necessary. If no feasible solution is found, they must consult
with the supervisory authority. The supervisory authority may intervene, even if they
fail to respond to consultation requests. The data protection officer, and any distinct
processors should also assist in this process.

The most important part of a DPIA for privacy engineers are the considerations for the
information system. At the earliest stages, they must determine technical limitations
affecting policy decisions. They need to consider both data protection obligations and
security implications in the context of the information system’s architecture.

2.2 Information Systems

For system engineers, architecture is the highest level of abstraction. It consists of struc-
tures including design elements and their properties [BCK12, Ham99]. Such proper-
ties also cover the relationships between these elements. Software architecture is the

5See https://ico.org.uk/for-organisations/guide-to-the-general-data-
protection-regulation-gdpr/accountability-and-governance/data-protection-
impact-assessments/

https://ico.org.uk/for-organisations/guide-to-the-general-data-protection-regulation-gdpr/accountability-and-governance/data-protection-impact-assessments/
https://ico.org.uk/for-organisations/guide-to-the-general-data-protection-regulation-gdpr/accountability-and-governance/data-protection-impact-assessments/
https://ico.org.uk/for-organisations/guide-to-the-general-data-protection-regulation-gdpr/accountability-and-governance/data-protection-impact-assessments/
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first point at which system engineers address requirements. These requirements do
not only encompass functionality, though. Often engineers have quality requirements.
System quality attributes like security achieve this.

2.2.1 System Quality Attributes

Quality attributes capture important non-functional properties of a system. Archi-
tectural tactics help to achieve these quality attributes [BCK12]. An example of one
such attribute is information security. It consists of the confidentiality, integrity, and
availability (CIA) triad. Accounting for each of these is important in the GDPR, as con-
fidentiality and integrity are mentioned explicitly in its principles. These three security
characteristics make up categories of architectural tactics.

For security, architectural tactics may include ‘detect’ or ‘resist’ attacks. These belong
to the overarching CIA categories. In this thesis we describe a parallel to these. Much
like information security consists of a few categories and architectural tactics, privacy
can consist of privacy design strategies and privacy design tactics. We describe this
relationship further in Chapter 3.

It is our firm opinion that the protection of privacy, like security, is a quality attribute.
For systems that process personal data, design has a strong influence on privacy. It can
impact the fundamental rights and freedoms which information systems should guar-
antee. Systems may thus provide quality assurances of privacy beyond data protection
requirements. At minimum, they should have designs which follow data protection
principles and respect data subject rights.

Privacy friendly information systems, which go beyond data protection, are growing in
value and popularity6. Such systems require proper consideration of multiple privacy
issues before constructing them. For this purpose others in the field have shared their
experiences to ease the process.

2.2.2 Privacy Patterns

Privacy patterns exist as a medium for privacy engineers to offer insight into recurring
privacy issues. These patterns may also be adapted for the data protection context. In
Chapter 1 we provide a brief description of such patterns.

In general, as pattern experts in a domain notice trends emerging, they document
them using a standardized blueprint and disseminate them to the pattern community.
There they either gain popularity and serve as common jargon for streamlining design,
or evolve into concrete implementations. Idioms represent such implementations. In
software design, idioms often find their way into coding constructs (e.g. Iterator)
or architectures (e.g. Model-View-Controller)7.

Other patterns become invalidated over time, and may gain infamy as anti-patterns.
These are patterns practitioners should avoid and learn from. Dark patterns, on the
other hand, deliberately undermine the quality sought by a domain. They are shown
as examples of what specifically not to do, and help find ways to prevent practitioners
from doing so. For privacy, there is no shortage of dark patterns and anti-patterns.
While an area worth exploring, it is not the focus of this thesis.

6See Chapter 1 footnote 7
7Privacy pattern idioms could become Privacy-Enhancing Technologies
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In the grand scope, patterns in the privacy domain are still in their infancy. While
many privacy patterns exist, industrial adoption and thus empirical evaluation are low
[LFH17]. Their difficulty to locate and choose from agitates this issue. Applying the
wrong pattern can compromise a design. To help select the right pattern, the pattern
community creates pattern collections [CCDÁ+18, Haf13, Dro16].

Such collections, in order of usefulness, include catalogs, systems, and languages. A
catalog merely holds patterns in a domain together in one central repository. There can
be some degree of consistency and organization, though very little interconnection. A
pattern system ensures consistency, organization, interconnection, implementability,
evolution, and a sufficient base. A pattern language further covers an entire domain. It
is typically limited to well known or small areas. In the following chapter we describe
the formation of a catalog, while in Chapter 6 we present two pattern systems. In this,
we also provide further discussion on the pattern community.

2.3 Related Work

LINDDUN [DWS+11] presents a methodology8 for dealing with privacy by modeling
privacy threats against information system elements (analogous to STRIDE [KG99],
described below). This covers the privacy threat categories: Linkability, Identifiability,
Non-repudiation, Detectability, (information) Disclosure, (content) Unawareness, and
(consent / policy) Non-compliance.

Proposed by Deng, Wuyts, Scandariato, Preneel, and Joosen, this methodology begins
with modeling the information system with a Data Flow Diagram. Such a diagram
helps for structured analysis by illustrating how data can move in an information sys-
tem. This should be consistent and adjusted for the intended audience, in this case,
the practitioners involved.

Practitioners assess each element in this diagram for potential privacy threats. They
create a mapping table, where they indicate each element’s applicable LINDDUN threat
categories. LINDDUN’s threat trees, created by subject matter experts, help with this
evaluation. A threat (or attack) tree documents the various approaches through which
that threat might be realized. The practitioners then traverse the branches in this tree
to consider each potential threat approach. The practitioners should document both
those they assume applicable as well as inapplicable.

Practitioners then systematically manage the risks brought on by these threats. To-
gether with the responsible party, such as the data protection officer, they prioritize
these risks. This methodology additionally presents suggested mitigation strategies.
These high-level strategies (or tactics) are mapped (or categorized and sub-categorized
one to many) to privacy-enhancing technologies (PETs). These each map back to the
relevant privacy threat trees.

This final selection step is similar to our design strategies, tactics and privacy pat-
terns hierarchy and mapping. The threat tree mapping is also similar to our map-
ping to GDPR rules. Unlike our work, LINDDUN’s strategies are built to explore re-
sponses to a threat in question. Our approach instead focuses on both functional and
non-functional information system requirements. Where these requirements are legal
obligations LINDDUN considers the threat of non-compliance and has sub-categories

8See https://www.linddun.org/linddun

https://www.linddun.org/linddun
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of a strategy focused on compliance. These cover notice / transparency and policies /
consents. Outside of these LINDDUN focuses more on data oriented countermeasures.

When comparing PETs to design patterns, PETs tend to be more prescriptive, with an
occasional focus on tools for consumers rather than for data controllers. The GDPR is
less focused on defending against external threats than protecting personal data from
inappropriate processing. Indeed an external threat may result in a privacy violation,
primarily through a data breach. However consumers are more regularly at risk of
obscure practices of the services they use. The methodology proposed by Deng et al.
treats privacy like security, in terms of threats rather than qualities. As this work fo-
cuses on the consumer facing processes, the data subject rights, another methodology
is sought.

 

Figure 3: Current state of solutions for enhancing the application of privacy design patterns.  

7 RELATED WORK 
To the best of our knowledge, there are no studies addressing 
the application problem in the privacy design-pattern domain. 
There is a series of papers with specific drawbacks [6,11,31,41] 
and solutions [4,9,12,16,24,37–39,43], which we have considered 
in our analysis. On the other hand, the pattern application topic 
has been dealt with in the security pattern domain, and there are 
three papers [7] [27] [34] reporting initial contributions that we 
have considered for the drawing up of the proposed framework. 

The authors of [34] made a first analysis of aspects that could 
be negatively impacting the adoption of security patterns. They 
collected them based on their experience in developing a pattern 
language for crypto-systems. As they state, failing to deal with 
these aspects could hamper the future development of security 
patterns, and more importantly, their adoption. They reported 
the pattern encoding aspect (the best way to encode security 
patterns for storing and use), pattern templates (lack of a 
common template in the author community), pattern 
classification (the definition of categories and the process of 
classification), pattern repositories (lack of a common repository), 
and pattern evaluation (lack of a formal approach for evaluation 
additional to shepherding – the process of evaluating and 
improving a pattern with the help of an expert, the shepherd). 

Bunke [7] carried out an analysis of the maturity of security 
patterns, comparing studies in the security pattern domain with 
others in the broader domain of design patterns. The author took 
a developer’s point of view and focused on three aspects: 
terminology (lack of a clear definition of security patterns), 
classification (having many different schemes and for supporting 
developers in the selection process), and presentation 
(highlighting the importance of the quality of the description). 

More recently in 2018, the authors in [27] categorized the 
areas of research into security patterns, and they included 
searching and selecting patterns and applying patterns as sub-
categories within the broader category of security pattern 
application. They also stated that more research is required in 
other areas of research to improve the application of a security 
pattern i.e. pattern specification (the specification of structures or 
templates), pattern classification (organizing security patterns), 
pattern evaluation (the evaluation of security patterns) and 
pattern application evaluation (the evaluation of the system 
designed using security patterns). 

8 CONCLUSIONS 
This paper has presented a framework for enhancing the 
application of patterns which is made up of a series of aspects 
influencing the process, among which we present the drawbacks 
(negatively influencing) and solutions (positively influencing) 
reported in the state of the art. We have used the proposed 
framework to analyze the current state in the field of privacy. 
Our results show that there is much room for research in this 
area, which we consider necessary to foster a future adoption of 
privacy patterns and all the increasing privacy engineering 
methods, techniques and tools building on them. 

The most promising research lines include elaborating a 
taxonomy of types of patterns, including useful means for 
representation when writing patterns, proposing more pattern 
systems and languages, and developing instantiation techniques 
and supporting tools. We are currently exploring these issues 
with the aim of pushing the adoption of privacy patterns further 
as a way of distilling and democratizing the privacy experts’ 
knowledge, thus supporting the realization of the privacy by 
design paradigm in practice. 
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Figure 2.2: Current state of privacy pattern domain application [CAG20]

In the following chapter we discuss an alternative initiative for categorizing privacy
patterns against ISO/IEC 29100 principles [Dro16]. As per a recent paper on the
topic [CAG20], these are the only organized privacy pattern classifications found in
literature. A more detailed overview of the current state of privacy patterns is shown
in Figure 2.2. To their and our knowledge, others have only used an undefined variety
of tags. The other contribution chapters in this thesis also present their own related
work.

The Security Domain

In an early first step towards formalizing the security threat modeling domain, Mi-
crosoft created the STRIDE framework [KG99]. It covers Spoofing (authenticity), Tam-
pering (integrity), (non) Repudiation, Information disclosure (confidentiality), Denial
of service (availability), and Elevation of privilege (authorization). Of these, confi-
dentiality, integrity, and availability also make up the CIA triad, goals which are core
to information security. Non-repudiation could be considered an extension, though is
met through authenticity and integrity.

STRIDE was the first step, yet Microsoft incorporated this and subsequent steps into
their Secure Development Lifecycle [Sho08]. STRIDE-DREAD existed shortly after
this, as a risk management alternative to just the threat modeling [HL03]. Similar to



26 2.3. RELATED WORK

STRIDE, DREAD is a mnemonic. It stands for Damage, Reproducibility, Exploitability,
Affected users, and Discoverability. Unlike DREAD, STRIDE has stood the test of time.
Threat modeling like in STRIDE has a number of meanings. ‘Threat’ could be taken to
mean an attacker, or a risk. The ‘model’ could cover the resulting requirements or an
analysis of a solution. In a privacy space threat modeling can also be used these ways.
Though for this thesis we focus on compliance risk.

A newer threat modeling technique is the (intrusion) kill chain [HCA11]. This was
originally a military attack concept, which was re-purposed and developed to handle
advanced persistent threats in information systems. The phases include reconnais-
sance, weaponization, delivery, exploitation, installation, command & control, and
actions on objectives. The courses of action to prevent these phases are detect, deny,
disrupt, degrade, deceive, and destroy.

Initiatives also exist for exploring the current state in the security patterns domain.
The work of de Muijnck-Hughes and Duncan [dMHD13] gives an overview of this. In
their conclusion they note that the domain still lacked necessary qualities. Security
patterns needed a more common template, a centralized repository, more connection,
and more evaluation. By comparison, our efforts in the privacy pattern domain mostly
address these.

There are examples of pattern selection in the security domain, for example based
on the STRIDE-DREAD model [ARKK16]. In this example, the authors rank threats
and provide links to well-known security patterns. Security patterns in this approach
get grouped and eventually are categorized by Hafiz et al. [HAJ12]. Hafiz et al. use
pattern language (or a system of patterns) for this. We briefly compare the efforts of
Hafiz et al. to ours in the next chapter.

Bunke, Koschke, and Sohr [BKS11] also categorize security patterns9, though other
collections have also been presented10. Burke et al. classify security patterns by their
application domain. However they also note other classifications. In a general (yet
less helpful) sense, patterns could be grouped by domain, discipline, paradigm, pur-
pose, granularity, or scope. Another general grouping included questions (who, what,
when, where, why, and how). Gamma et al. [GHJV94] only split between creational,
structural, and behavioral patterns. Hafiz, Adamczyk, and Johnson [HAJ07] have used
STRIDE together with their own structure, which is the approach most comparable to
our own. While STRIDE itself focuses on threats rather than qualities, the classification
by Hafiz et al. is tiered and seeks to aid navigation.

9Most of these security patterns were published through PLoP/EuroPLoP, followed by technical reports
and then books.

10See also: capec.mitre.org for attack patterns and https://web.archive.org/web/
20200329165110/http://www.scrypt.net/~celer/securitypatterns

capec.mitre.org
https://web.archive.org/web/20200329165110/http://www.scrypt.net/~celer/securitypatterns
https://web.archive.org/web/20200329165110/http://www.scrypt.net/~celer/securitypatterns


Chapter 3

A Critical Analysis of Privacy
Design Strategies

3.1 Introduction

The General Data Protection Regulation (GDPR) of the European Union brings con-
cerns about privacy to the foreground. It requires organizations to justify their per-
sonal data processing, which helps to protect both consumer and employee privacy. In
the past privacy was only a competitive advantage for some, yet now data protection
raises the bar on privacy expectations. In particular, the GDPR requires Data Protec-
tion by Design (DPbD) and by Default. As discussed in Chapter 2, through territorial
scope, this legislative European flavor of Privacy by Design (PbD) is mandatory for
a great many organizations. See Section 2.1.1 for a comparison of privacy and data
protection.

PbD, like its data protection counterpart, ‘bakes-in’ privacy (or additionally, data pro-
tection) early1 as well as throughout the system development lifecycle [Hoe14]. Yet,
on their own, PbD and DPbD are too abstract and vague. The GDPR is also complex
and verbose. There is no path to follow from data protection requirements to sys-
tem requirements. Privacy engineers need practical guidance to design systems which
enable data protection and privacy.

‘Privacy design strategies’ are an approach which has tried to add clarity to the process
surrounding PbD [Hoe14]. This approach targets privacy engineers instead of lawyers,
using compatible language. These privacy design strategies (or just ‘design strategies’)
describe eight different ways to work towards better overall privacy and eventually
data protection. These are still high-level abstractions, however. More practical guid-
ance exists in a format many engineers are familiar with: software design patterns.
These are popular tools for conveying expert and time-tested knowledge in an orga-
nized and flexible manner [CHL+04]. They provide guidelines for solving recurring
problems in a domain, in this case, data protection and privacy. Privacy patterns can
cover many of the GDPR’s requirements for controllers and processors.

Hoepman’s [Hoe14] privacy design strategies suggest a connection to such privacy
patterns, though this connection was not fully developed. Some of these named a few
sample privacy patterns, yet did not fully explore the domain. They focused on the
Data Protection Directive 95/46/EC [EC95] and ISO 29100 [Int11], as at the time they
could only consider initial proposals surrounding the GDPR. Furthermore, the original

1Within most life-cycles, the early phases (such as analysis and requirements engineering) are best (least
costly) for addressing data protection requirements.
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definitions for these design strategies were broad and unclear. To take full advantage
of these, we needed to refine them to be more precise, update them for the GDPR,
and further explore their connection to privacy patterns. In doing this, we provide an
elaborated approach to Privacy and Data Protection by Design.

In this chapter, we refine the privacy design strategies, accounting for the GDPR and
developing their connection to privacy patterns. By refine, we mean make more pre-
cise with less overlap. As a part of this process, we collected and extracted potential
privacy patterns from the literature. We then distilled and organized these under the
design strategies. Our initial collection totalled around one hundred privacy patterns
[CHH16].

We bridge our revised privacy design strategies and privacy patterns with a new in-
termediate layer of abstraction: the ‘privacy design tactics’ (or ‘design tactics’). These
serve as both containers for different types of privacy patterns, and as more concrete
instances of the design strategies. As subcategories of the privacy design strategies,
the design tactics allow the design strategies to be described in further detail.

As another part of the process, we provide a consistent and comprehensive framework
for our definitions in Section 3.2.9. This includes the refined privacy design strat-
egy definitions, concise variations of these, and definitions for our new privacy design
tactics. In this we do not introduce new privacy design strategies. Instead, we re-
vise them, and rename one privacy design strategy in particular (from AGGREGATE to
ABSTRACT).

The revised privacy design strategies in this chapter also offer an accessible model
for privacy engineers to consider data protection. Privacy design strategies can also
improve systems in later phases, such as with those already in production. Unlike pat-
terns, privacy design strategies can be used to assess an information system. Though,
as with PbD, the typical cost of improvements (especially core design decisions) grow
the later in the life of a system that one applies them.

3.1.1 Privacy Design Strategies, Tactics, and Patterns

Privacy design strategies take a first step toward bridging the gap between the legal and
engineering domains. This bridge strengthens further when design strategies map and
correlate with privacy patterns. To do this, and to increase their usefulness, the design
strategies should be more precise than before. This is not a simple goal, however,
due to the abstract nature of these concepts. Since demonstration can enhance clarity
in these cases, we define these abstractions partly by example. These each consider
data protection, though are worded more generally to refer to (informational) privacy
protection. This maintains their relevance to the privacy engineering domain. Like
our use of informational privacy (see Section 2.1.1), privacy protection includes and
gives precedence to data protection.

We therefore refine their definitions in Section 3.2 to be more concrete, particularly
in the context of the GDPR. We do not introduce new privacy design strategies be-
yond those of Hoepman. Instead, we introduce a new layer of abstraction below them
(‘privacy design tactics’) later in this section. To start, we first provide the original
notion of a privacy design strategy. It is a design strategy that achieves (some level of)
privacy protection as its goal [Hoe14]. In particular, such a design strategy is an engi-
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neering approach to PbD (and by extension, DPbD). We update the concept’s definition
as follows.

DEFINITION

Privacy Design Strategy: specifies a distinct architectural goal in privacy by design to
achieve a certain level2 of privacy protection

For example, one or more privacy engineers may be tasked with addressing a particular
quality for users. They could need to keep identifiers separate from related personal
data. This exemplifies the SEPARATE design strategy. They will investigate how best to
incorporate this in line with their provided directives. Collectively each of these design
strategies achieve a respective level of privacy (or data) protection. Design strategies
are less abstract than PbD, but also less practical than patterns.

Besides revising the definitions of each privacy design strategy, we also correlate and
map the design strategies against privacy patterns. To do this, we conducted a litera-
ture review of privacy patterns. We gathered those which authors identified as privacy
patterns, and also those we considered as such. In some instances this overlapped with
Privacy-Enhancing Technologies (PETs)3.

A force or concern is another concept relating to patterns. It is a concrete aspect which
can influence the design of a solution (in this case an information system). We define
and compare this concept with our GDPR rules in Chapter 5. The balancing of these
forces and concerns is a defining characteristic of patterns. In the context of this thesis,
privacy patterns are as follows.

DEFINITION

Privacy Pattern: documented guidelines for enabling privacy protection by balancing
competing forces and concerns within a design, addressing a recurring problem in a given
context.

For example, the Personal Data Store pattern describes keeping personal data on
user devices. Often a feature can work in isolation. So, instead of processing personal
data on servers and sending it back and fourth, do so client-side. Less trust is needed,
as the server never holds that data. More interconnected features will need to ensure
that no personal data is exchanged. Doing otherwise would be at the sole discretion
of the user. The server could query the user’s device, which would respond without
personal information. However, the responses could become more personal over time.
Depending on the context, the influences (forces and concerns) will have varying im-
portance. Unlike a design strategy, a pattern offers practical guidance, for example on
implementation.

While the use of privacy patterns supports privacy design strategies, they exist on
their own as well. These design strategies were to serve as categories for the privacy
patterns. Though, beyond this, we found more granular categories. This gave rise to
privacy design tactics as an additional layer of abstraction between design strategies
and patterns4. This allows us to further categorize the privacy patterns, which aids in
both traversal and improvement of the collection. We define privacy design tactics as
follows (they are shown with the design strategies in Table 3.1 and in Figure 3.1).

2This is not intended to refer to a formal level of privacy similar to Common Criteria
3Patterns focus on flexibility, while PETs are more concrete. We focus on patterns.
4In reference to organizational decision making, tactical decisions exist between strategic and operational

decisions. In this sense, the patterns are closer to ‘operations’.



30 3.1. INTRODUCTION

Table 3.1: Strategies (in bold) by tactics

ENFORCE DEMONSTRATE CONTROL INFORM

CREATE

MAINTAIN

UPHOLD

AUDIT

LOG

REPORT

CONSENT

CHOOSE

UPDATE

RETRACT

SUPPLY

NOTIFY

EXPLAIN

MINIMIZE ABSTRACT SEPARATE HIDE

EXCLUDE

SELECT

STRIP

DESTROY

SUMMARIZE

GROUP

DISTRIBUTE

ISOLATE

RESTRICT

MIX

ENCODE

DISSOCIATE

DEFINITION

Privacy Design Tactic: a focal point within an architectural goal in privacy by design
which contributes to that goal in an overarching privacy design strategy

For example, consider the privacy engineers trying to separate identifiers from related
personal data. They could place the identifiers in a separate table, with stronger access
controls. They would then be following the ISOLATE tactic. If the privacy engineers
were spreading the data across multiple servers, they would (also) be using the DIS-
TRIBUTE tactic.

Within this example, the Personal Data Store pattern belongs to the ISOLATE design
tactic, which is a part of the SEPARATE design strategy. The privacy design tactics help
to define the design strategies in more detail, as each privacy design strategy is also
the sum of its parts.

Design
Strategies

Design
Tactics Patterns GDPR

Rules

Abstract ConcretePractical

Privacy by
Design

Figure 3.1: Abstraction Hierarchy

Privacy design tactics, which we discuss further in Section 3.1.4, create a hierarchy that
allows comprehension and classification opportunities. This compares to the thought
organization tools of Wuyts et al. [WSDDJ09] and Urquhart et al. [URG15]. Our
approach, though, uses a greater assortment of patterns. It also applies to both legal
and engineering contexts. Despite this, it still remains usable, straightforward, and
consistent.

Wuyts et al. also use the term ‘strategies’ as goals toward protecting privacy. In
their original work they use ‘objectives’ at the higher level of abstraction. These were
their overarching categories, while their mitigation strategies and tactics were sub-
categories. Later tactics/strategies were also the overarching categories5. In place of

5See the latest at linddun.org

linddun.org
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patterns, Wuyts et al. describe ‘solutions’. We discovered, in agreement with Wuyts
et al., that the privacy pattern domain needs much attention to catch up with other
pattern domains.

3.1.2 Privacy Pattern Collaboration

There have been numerous initiatives to fill the gap in the privacy pattern domain.
This included the works of Doty and Gupta [DG03], and the PRIPARE project6. The
PrimeLife project’s human computer interaction patterns are another example of this
[FHKP+10]. These projects uncovered some initial patterns in the privacy domain.
After which, Drozd [Dro16] expanded on the patterns.

Following these efforts, a collaboration formed between many of these authors. We
refer to this in the rest of this work as ‘the collaboration’. It features many teams in
the privacy pattern domain. These include: Doty and Gupta; PRIPARE’s Boesch, Kargl,
and Kopp; Drozd; Le Métayer [Mét13]; Caiza, del Álamo, and Martín [CMDAG17]; as
well as Colesky and Hoepman [CHH16].

Together, we formed a pattern catalog7 to link with and improve the privacy design
strategies by Hoepman [Hoe14]. By doing so, we were able to categorize the patterns.
This allows us to better navigate the patterns, and identify gaps where we need more,
or better patterns.

Categorizing our collected privacy patterns by our refined privacy design strategies
and tactics is a main contribution of this chapter. After removing redundant, insuf-
ficient, or counter-productive patterns, we further improved over half of them (see
Chapter 6). The patterns reside in privacypatterns.cs.ru.nl, github.com/
privacypatterns, and privacypatterns.org. The other main contribution is
the redefinition of privacy design strategies, and the introduction of privacy design
tactics. We provide our improved definitions in Section 3.2. First, though, we cover
some fundamental concepts.

3.1.3 Concepts within the Privacy Design Strategy Definitions

A pivotal concept to European data protection (which we account for in privacy protec-
tion) is ‘processing of personal data’. This broad concept accounts for many activities.
Article 2(b) of the European Data Protection Directive discusses this [EC95]. In the
GDPR, this is in Article 4(3) [EC16c]. Each article gives specific examples where pro-
cessing applies, including collecting and storing data. Using such a term so broadly
introduces confusion, though. This is even more true when an engineer wants to refer
to data processing as working with data rather than moving or holding on to it.

To a privacy engineer, changing or operating on data are quite different from sharing
data and from storing, retaining, and collecting data. Working with data, i.e. per-
forming operations on it, while broad, can be more specific than the Regulation’s
use of ‘processing’ [Sol08]. An engineer might consider collection to be processing,
or collection without (further) processing. Such collection could also just be storage.
Alternatively, restriction prevents processing, but is a form of processing itself.

6See privacypatterns.eu
7privacypatterns.org, privacypatterns.eu, privacypatterns.wu.ac.at:8080/

catalog

privacypatterns.cs.ru.nl
github.com/privacypatterns
github.com/privacypatterns
privacypatterns.org
privacypatterns.eu
privacypatterns.org
privacypatterns.eu
privacypatterns.wu.ac.at:8080/catalog
privacypatterns.wu.ac.at:8080/catalog
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So to reduce ambiguity, we propose a few terms for actions in place of the many
examples of personal data processing. We use these ‘actions’ to unpack what we mean
by processing. Table 3.2 presents these. The naming of each action in the column
on the left aims to reduce overlap with other actions. We use these actions in our
revised privacy design strategy definitions. They aid in keeping our revised definitions
precise, while not as verbose. The actions mainly serve to provide structure to the
design strategies, though we also compare these with other concepts in Section 3.3.1.

Table 3.2: Actions compared to personal data processing in the GDPR

Action Relevant GDPR Personal Data Processing Examples

Operate Adaptation; Alteration; Retrieval; Consultation; Use; Alignment;
Combination

Store Organization; Structuring; Storage
Retain opposite to (Erasure; Destruction)
Collect Collection; Recording
Share Transmission; Dissemination; Making Available;

opposite to (Restriction; Blocking)
Change unauthorized third party

(Adaptation; Alteration; Use; Alignment; Combination)
Breach unauthorized third party (Retrieval; Consultation)

In our revised privacy design strategy definitions, which we present in Section 3.2, we
further simplify some notions. We use the term ‘agreed upon processing purposes’ to
denote more specific, legal phrasing. This highlights considerations introduced by the
GDPR, such as recitals 32, 42, 43, as well as Art. 4 (11) and Art. 6. Agreed upon
processing purposes are:

specified purposes with freely given affirmative, specific, and informed consent, or specified
purposes proportionate to indicated contracts, laws, or other interests.

This usage reflects the notions of ‘purpose’, ‘grounds’, ‘proportionality’, and ‘consent’
in the GDPR. It also, depending on specific jurisdiction, clarifies appropriateness. This
depends on specific grounds, purposes, and means. It is also important what per-
sonal, private, or sensitive information the processing affects. Though, if the user
understands the implications of their consent, it is a valid processing ground. It must
still remain proportionate though, as consent alone does not justify indiscriminate
processing.

3.1.4 Development of the Privacy Design Tactics

Privacy design tactics came about during our connection of the design strategies to
privacy patterns. They are an additional level of abstraction between the two, aiding
in categorization as well as detail. Our privacy design tactics contribute to design
strategies, and by extension, to privacy and data protection. They are more granular
instances of the design strategies, allowing us to describe privacy design strategies as
a sum of their parts.

Each privacy design tactic is the result of findings in our extensive literature review,
where we cataloged around a hundred privacy patterns. In our attempts to catego-
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rize them by privacy design strategies, we found these more specific characterizations.
Compared to design strategies, design tactics are less general descriptors. They high-
light the common ways in which the patterns aid design strategy goals. By extension,
they do the same for privacy and data protection with further granularity. We present
each of these privacy design tactics in more detail in Section 3.2, alongside each of
our refined design strategies.

Privacy design tactics indirectly relate to the actions we define in Table 3.2. As subcat-
egories, design tactics share the related actions of their overarching design strategies.
In the context of this thesis, design tactics facilitate privacy design strategies, and those
design strategies enable privacy and data protection.

Like design strategies, design tactics work towards a quality attribute. Hence, our
design tactics are similar to architectural tactics in software engineering. As per Chap-
ter 2, we note that the architectural goals already have meaning within the software
engineering domain [BCK12]. By comparison, our design strategies are like quality
attribute goals. In particular, they are goals of data protection or privacy (which we
believe to be such a quality attribute).

Table 3.3 shows a summarized sample of the collection of privacy patterns categorized
by privacy design tactics. It shows privacy patterns which fall under the ENFORCE

design strategy and the CREATE, MAINTAIN, and UPHOLD design tactics respectively.

Each privacy pattern within a privacy design tactic addresses its own contextual design
problem. For example, the Sticky Policies pattern belongs to the UPHOLD design
tactic, which is a subcategory of the ENFORCE design strategy. Within the context of its
design problem, a pattern works towards a design tactic’s goal (in the case of UPHOLD,
adherence). Each privacy design tactic’s goal in turn works toward an overarching
design strategy’s goal (for ENFORCE, corporate commitment to privacy protection).
Collectively, the privacy design strategies may achieve different levels of Privacy and
Data Protection by Design.

Excluded Privacy Design Tactics

Beyond those found through correlating privacy patterns, we also considered a few
other potential privacy design tactics. In particular, we noted the possibility for HASH,
ENCRYPT, and OBFUSCATE design tactics within the HIDE design strategy. For the DEMON-
STRATE design strategy we also considered TEST as a further privacy design tactic.

In the potential ENCRYPT and HASH design tactics, there were only a few distinct related
patterns. This did not appear to be a shortage of patterns, as encryption and hashing
are popular. Rather, they typically appear as security patterns. Thus, due to both
encrypt and hash being strong kinds of obfuscation, it was at first more pragmatic to
combine them with the OBFUSCATE design tactic. Obfuscation is also typical of security
patterns, yet this category additionally holds a few distinct privacy patterns. Unless we
include security patterns in the catalog, we do not see a need to distinguish encryption,
hashing, and obfuscation for the purpose of categorization.

Our further investigation however revealed that OBFUSCATE was also an insufficient
category. It is not an appropriate container for ENCRYPT and HASH, as they are much
better forms of protection. Instead, we determined that the privacy patterns within
these categories are all means of encoding. That is, they change the representation
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Table 3.3: Privacy patterns for each tactic* in the ENFORCE strategy

* Related Patterns Description
C

R
E

AT
E

Creating Privacy
Policy [PJBK08]

A legal document which conveys the risks an organiza-
tion’s activities may pose to a person’s privacy and how
it endeavors to reduce them.

Fair Information
Practices [BGH+14]

The FTC’s proposed principles concerning informa-
tional privacy in the US online market - less compre-
hensive than the Union or OECD ones.

Respecting Social
Organizations
[BGH+14]

Disparity between the intimacy and trust of systems and
users may cause invasions of privacy. This suggests in-
volving users in the privacy policy creation process.

M
A

IN
TA

IN

Appropriate Privacy
Feedback [IH07]

“Appropriate feedback loops are needed to help en-
sure people understand what [information] is being col-
lected and who can see [it].”

Maintaining Privacy
Policy [PJBK08]

“As services evolve so does the amount of personal in-
formation they require, [this] pattern tackles [the evo-
lution] of privacy policies.”

Privacy Management
System [Hoe14]

Personalized systems may cater to privacy preferences
on a user by user basis. These preferences should be
adhered to.

U
P

H
O

LD

Usage Control
Infrastructure
[Haf13]

A system which supports protocol and application inde-
pendent data flow tracking, sticky policies, and external
policy enforcement.

Distributed Usage
Control [KP12]

Once access to data has been granted, control over
that access may be lost. This pattern maintains rules
through distributed systems.

Sticky Policies [PS10] When personal information is processed through mul-
tiple entities, they act under obligatory previous dis-
closed policies to prevent violations.

of data. As such, we suggest that the ENCODE design tactic should stand in place of
ENCRYPT, HASH, and OBFUSCATE.

With regard to the other design tactic we decided to omit, TEST, we can explain the
insufficient connection to our privacy patterns in a similar manner. The more con-
ventional view of testing is as a quality assurance process. So, much like encryption
being a security concern, TEST occupies other domains instead of featuring in privacy
patterns [VFS09]. If we had found a few patterns relating to testing, we would instead
have moved them. In particular, testing in a privacy context could feature in the AUDIT

design tactic.

3.2 Defining the Privacy Design Strategies and Their Tactics

This section expands upon the discussion from our previous sections. In it, we analyze
and redefine each of the eight privacy design strategies (see Table 3.1), using a con-
sistent framework. As part of this, we compare our definitions against both Hoepman
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[Hoe14] and similar concepts in the field. In Section 3.2.9, we introduce and discuss
the definitional framework, including concise alternatives. We provide a more in depth
comparison to Hoepman in Section 3.2.10. Finally, in Section 3.2.12, we discuss the
practical application of privacy design strategies.

The framework for redefining the privacy design strategies focuses on the main goal
of each one. This is either a form of insurance, provision, limitation, or avoidance.
Various methods realize each of these goals, and we approach these in the following
sections. In these approaches, we also assess the design strategies for their significance
in privacy and data protection.

We provide explicit definitions for each privacy design strategy towards the end of their
subsection. This is followed by definitions for each design strategy’s related privacy
design tactics. We highlight these design tactics in the initial discussions around each
design strategy in italics. They note the more granular approaches possible within the
design strategy to adhere to the GDPR.

In adherence, we emphasize not only meeting, but sometimes exceeding legal require-
ments. The privacy protection we target includes both data protection aspects and
informational privacy outside this scope. This is limited by what is beneficial for the
user, though. Being too excessive can have negative consequences, such as with noti-
fication fatigue [Com14]. Similar to this, showing too much information discourages
users from informing themselves.

3.2.1 ENFORCE

The ENFORCE design strategy advocates creating, ensuring, and complying with con-
tractual and legal policy obligations [Hoe14]. It accounts for technical controls and
organizational controls (commitments) through standardized policies, processes, and
procedures. It is more in line with adhering to commitments than it is to outright data
security. The need to have state of the art security may be a technical control, but
doing so is more a task of HIDE. The ENFORCE design strategy stipulates creation and
maintenance of these commitments before, during, and after development.

We redefine it as follows.

DEFINITIONS

ENFORCE: ensure corporate commitment to data protection surrounding storage, collec-
tion, retention, sharing, changes, breaches, or operation actions, in a timely manner, in
proportion to agreed upon processing purposes.

The ENFORCE design strategy includes the following privacy design tactics:

CREATE: acknowledge the value of privacy and deciding upon policies which enable it, and
processes which respect personal data. (Fair Information Practices [BGH+14])

MAINTAIN: consider privacy when designing or modifying features, and updating policies
and processes to better protect personal data. (Appropriate Privacy Feedback
[IH07])

UPHOLD: ensure that policies are adhered to by treating personal data as an asset, and
privacy as a goal to incentivize as a critical feature. (Distributed Usage Control
[KP12])
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This design strategy covers purpose limitation and data quality [Hoe14]. It can fea-
ture further principles with some abstraction, though. This might include enforcing
purpose specification, legitimate interests and grounds. It can create these as require-
ments preceding processing. The same may apply for security safeguards, for example
in the context of access control.

3.2.2 DEMONSTRATE

The DEMONSTRATE design strategy stems from the need to show compliance [Hoe14].
It specifies that a controller should be ready and capable of showing its adherence to
a data protection authority. The design strategy places focus on legitimate grounds
and the controller’s presented compliance with them in their specified purposes and
means. Any consent they obtain for example, which is one such ground, they should
be able to prove valid. User rights, data quality, purpose specification, legal basis, and
collection and use limitation are also important. A system can show its compliance to
the principles of the GDPR with auditing, logging, and reporting.

We redefine DEMONSTRATE as follows.

DEFINITIONS

DEMONSTRATE: ensure lawful processing evidence surrounding storage, collection, reten-
tion, sharing, changes, breaches, or operation actions, in a timely manner, in proportion
to agreed upon processing purposes.

The DEMONSTRATE design strategy features these privacy design tactics:

LOG: track all processing of data, without revealing personal data, securing and reviewing
the information gathered for any risks. (Non-Repudiation [CEKM+07])

AUDIT: examine all day to day activities for any risks to personal data, and responding
to any discrepancies seriously. (Privacy Audit Trails [PJBK08])

REPORT: analyze collected information on tests, audits, and logs periodically to review im-
provements to the protection of personal data. (Building Trust and Credibility
[CHL+04])

Since DEMONSTRATE covers the adherence to legal concerns in general, it could consist
of all other privacy design strategies. The primary purpose of this design strategy is for
enforcement, though, and not all privacy design strategies are necessary all of the time.
An ideal system would demonstrate adherence to all relevant privacy design strategies,
each proportionate to how they reduce privacy protection risks. We summarize this
correlation along with the design strategy definitions in Section 3.2.

What sets ENFORCE and DEMONSTRATE aside is their focus on the authority and con-
troller. The following two privacy design strategies focus on the user and controller
interactions instead.

3.2.3 CONTROL

The CONTROL design strategy relates to a user’s agency over their personal data
[Hoe14]. In particular, control over their data’s collection, storage, operation, and
dissemination. Users should be aware of the consequences of consent, and should
not be punished for refusing it. It should be an affirmative action, rather than being
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implicit. Means to provide this consent should also be intuitive and timely. The same
holds for retrieval, modification, and retraction.

The INFORM design strategy only covers these aspects from one angle. It needs CON-
TROL for the user to make informed choices. This pairing exercises a user’s right to
‘informational self-determination’ [dA12]. Users need the ability to keep information
up to date and accurate. They also need an explicit say in their personal data’s collec-
tion, use, and retention.

We redefine CONTROL as follows.

DEFINITIONS

CONTROL: provide users with agency surrounding storage, collection, retention, shar-
ing, or operation actions, in a timely manner, in proportion to agreed upon processing
purposes.

The CONTROL design strategy comprises:

CONSENT: only process the personal data for which explicit, freely-given, and informed
consent is received. (Obtaining Explicit Consent [PJBK08])

CHOOSE: allow for the selection or exclusion of personal data, partly or wholly, from any
processing. (Discouraging Blanket Strategies [AEG+07])

UPDATE: provide data subjects with the means to keep their personal data accurate and
up to date. (Reasonable Level of Control [BGH+14])

RETRACT: honor the data subject’s right to the complete removal of any personal data in
a timely fashion. (Invisible Mode [BGH+14])

3.2.4 INFORM

The INFORM design strategy derives from informational transparency, being open about
what can happen to data [Hoe14]. It embodies the need for timely notification from
controllers and informed decisions from the users. This requires controllers to provide
complete, but not excessive information. Such as, information relating to policies and
currently held data. It also features the simple explanation of detail necessary for users
to protect themselves. Such detail should be in a concise and understandable form.
Finally, it provides notification of any relevant changes in context, or in data itself. In
this notification, controllers should avoid unimportant information, as enough of it
can introduce notification fatigue [Com14].

The information presented to the user must include a few notable aspects. The system
should state what data is stored, operated, or disseminated, and explain why and how
it processes the data. How a system processes data includes who has access to it, and
when the system will destroy it. It also needs to inform users about the way it secures
their data. Finally, it should communicate any changes, including breaches, without
delay.

We redefine the design strategy as follows.

DEFINITIONS

INFORM: provide users with clarity surrounding storage, collection, retention, sharing,
changes, breaches, or operation actions, in a timely manner, in proportion to agreed
upon processing purposes.
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The INFORM design strategy comprises of these privacy design tactics:

PROVIDE: make usable resources on the processing of personal data available, including
policies, processes, and potential risks. (Privacy Policy
Display [GWGT10])

NOTIFY: alert data subjects to relevant new information about processing of their personal
data in a timely manner. (Data Breach Notification [Hoe14])

EXPLAIN: detail information on personal data processing in a concise and understandable
form. (Privacy Icons [GWGT10])

This design strategy aids in representing legitimate interests, grounds, and user rights.
It does so through the need to inform users about choices, as well as limitation of use
and retention. It can also, though implicit, relate to security safeguards and data qual-
ity. Notifying users of the state of their data helps them take action when something
is wrong. It allows them to better CONTROL it.

The aforementioned privacy design strategies are process or policy oriented. The fol-
lowing four privacy design strategies concern the data controller and or processor.
They are instead data oriented, and instead rely on prevention, concealment, and lim-
itation on processing.

3.2.5 MINIMIZE

The MINIMIZE design strategy is the first of the data oriented design strategies [Hoe14].
Such ‘data minimization’ advocates minimal collection and minimal operation on per-
sonal data. There are two main ways as per [Hoe14] to approach the design strategy.
One is an all or nothing refusal of processing (exclusive). The other is granular pri-
vacy protection settings (selective). When minimizing, a system’s use of personal data
should be flexible. It should permit [re]selection before collection, during operation,
and also while stored. This can also occur through data stripping – removing entire
fields.

The design strategy discourages the collection of (initially) purposeless data. It thus
includes ‘collection limitation’. This is not like ISO 29100 [Int11] and Cavoukian
[Cav09b], though. Hoepman’s decision to include collection limitation was likely to
avoid a distinct ‘limit’ privacy design strategy, though there is little to discourage this
decision. Cavoukian’s [Cav09b] description of data minimization hints at how closely
these notions are intertwined. For example, it begins with, “. . . the collection of [per-
sonal data] should be kept to a strict minimum. . . ”. This describes collection limitation
within data minimization, despite using collection limitation as a distinct principle.
This principle also links other distinct notions. In it, she stresses fairness, lawfulness,
and ‘specified purposes’. Specified purposes are another distinct principle, and thus
some flexibility in this is warranted. For this work, we conclude that it is more prac-
tical to include purpose and collection limitation in MINIMIZE than in distinct privacy
design strategies.

In ISO 29100 [Int11], minimization ‘strictly minimizes [operating]’ on personal data.
Yet, it includes a ‘need-to-know’ principle describing access control, which features
sharing with third parties. The MINIMIZE design strategy does not provide for this.
This is because MINIMIZE is more concerned with the data itself (what) than access
to it (who). Instead, the HIDE design strategy (see Section 3.2.8) accounts for access.
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The ISO 29100 variation also features unlinkability. This is another aspect which, for
the same reason (who as opposed to what), HIDE should cover.

The ISO variation of minimization also features data retention. Indeed, permanent
destruction of data is more minimization oriented (what data exists). Retention is
thus more suitable as an element of MINIMIZE. Mere unlinking or removing of access
(who), though, is not. The HIDE design strategy better handles this.

We provide our formal revised definition as follows.

DEFINITIONS

MINIMIZE: limit personal data usage surrounding storage, collection, retention, or oper-
ation actions, in proportion to agreed upon processing purposes.

This design strategy features the following proposed privacy design tactics:

EXCLUDE: refrain from processing a data subject’s personal data, partly or entirely, akin
to blacklisting or opt-out. (Don’t Disturb [Sch04])

SELECT: decide on a case by case basis on the full or partial usage of personal data, akin
to whitelisting or opt-in. (Partial Identification [BGH+14])

STRIP: remove unnecessary personal data fields from the system’s representation of each
user. (Strip Metadata [BK12])

DESTROY: completely remove a data subject’s personal data. (Limited Data
Retention [BK12])

3.2.6 ABSTRACT

The former aggregate privacy design strategy, ABSTRACT, accounts for collection, stor-
age and operation [Hoe14]. It summarizes or groups data to the coarsest granularity it
can manage. This must aid privacy protection while still being useful for operating on
personal data. Use of abstraction should be responsible. Succeeding in this requires
sufficient k-anonymity [Swe02]. That is, there must be enough size and diversity in
the group which a system aggregates.

There are two explicit variations: summarizing and grouping data. The design strat-
egy’s intent also suggests a relation to abstracted collection and use, as well as overall
data minimization. Though, this is not an explicit connection.

We redefine the ‘ABSTRACT’ privacy design strategy (see Section 3.2.11) as below.

DEFINITIONS

ABSTRACT: limit personal data detail surrounding storage, collection, or operation ac-
tions, in proportion to agreed upon processing purposes.

Abstraction comprises of:

SUMMARIZE: extract derived data by finding and processing localized correlations instead
of the personal data itself. (Data Abstraction [BK12])

GROUP: generalize detail from a wider set of personal data prior to processing, allocating
into common categories. (Dynamic Location Granularity [Hoe14])
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3.2.7 SEPARATE

The next privacy design strategy, SEPARATE, focuses on data or procedure separation
[Hoe14]. It handles distribution or isolation operations, making correlation for mis-
use more difficult. It prevents putting together enough information about a user to
endanger their privacy. These effects present a close relation to the HIDE design strat-
egy, instead keeping data apart from its identifying aspects. The separation intended
is both in system operations and in storage. Within reason, this includes tables in a
database, or even physical distributed systems. It does not cover most forms of col-
lection, though, as MINIMIZE handles this reduction. Instead separation occurs after-
wards in typical information systems. There are situations where it can occur earlier,
though. This includes situations where both storage and collection are decentralized,
as is possible with smart phones.

Another example of this design strategy in use (as well as the CONTROL design strategy)
is the I Reveal My Attributes (IRMA)8 platform [VA13]. IRMA uses attribute based
credentials to give users control over specific instances of their personal data. It does
so by separating purposeful data from contextually unnecessary data, all while proving
its trustworthiness through electronic signatures. For instance, proving that the user
is permitted entry does not need to identify them.

The design strategy can relate to purpose specification and limitation. Though this
relation is not explicit. It is only in the context of separating data according to its
purpose, and therefore limiting use to that purpose. A system could nonetheless re-
purpose that data anyway, but would do so explicitly. This is necessary, as there are
instances where the repurposing is compatible with the controller’s original purposes.

The design strategy also does not cover security safeguards. Instead, it can apply to
security in an abstract manner, through separation of access rights (access-control)
and separation of location (distributed storage).

We redefine SEPARATE as follows.

DEFINITIONS

SEPARATE: avoid personal data centralization surrounding storage, collection, or opera-
tion actions, in proportion to agreed upon processing purposes.

Separation features the following variations:

DISTRIBUTE: partition personal data so that more access is required to process it.
(Privacy-Sensitive Architectures [BGH+14])

ISOLATE: process parts of personal data independently, without access or correlation to
related parts. (Physical Privacy Zones [BGH+14])

3.2.8 HIDE

Access control and sharing are aspects of the final privacy design strategy, HIDE

[Hoe14]. One might infer that HIDE also provides for data retention limitation. Yet,
this is not explicit in the design strategy’s description. It is more concerned with pre-
venting identifiability and sensitive, special categories of data, from falling into the
wrong hands (who). Compared to MINIMIZE (more concerned with what data is pro-
cessed), HIDE concerns personal data which is recoverable. For example, deletion or

8See https://privacybydesign.foundation/en/

https://privacybydesign.foundation/en/
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dissociation, such as removing links, is often reversible. It is a matter of who can access
the data, and whether that data can be linked to a person.

The design strategy thus supports confidentiality, unlinkability, and unobservability
[PH10]. Based on term definitions, it also works towards anonymity, undetectability,
and pseudonymity. These come from measures to restrict, dissociate, and mix data.
Based on ISO 29100 [Int11], HIDE supports data security. The Information Security
principle reflects this. It also supports Safeguards in OECD’s basic principles [Org13].

Some of the HIDE design strategy’s related principles are more implicit. It can adhere
to the principle of collection (whose data), and to use or purpose limitation (accessible
by whom). In a dissociation context, it may also support data quality and subject rights
(keeping detail, losing identifiability).

We redefine it as follows.

DEFINITIONS

HIDE: avoid personal data exposure surrounding storage, sharing, or operation actions,
in proportion to agreed upon processing purposes.

This design strategy includes:

RESTRICT: prevent unauthorized access to personal data. (Access Control
[BK12])

MIX: process personal data randomly or within a large enough group to reduce correla-
tion. (Mix Networks [BK12])

ENCODE: prevent understandability of personal data to those without the ability to deci-
pher it.(‘Encryption’ [Hoe14])

DISSOCIATE: remove the correlation between different pieces of personal data.
(Delayed Routing [Haf13])

3.2.9 Definitional Framework

We summarize the design strategy definitions within Figure 3.2, which also illustrates
the internal consistency of the definitions.

The first privacy design strategies, ENFORCE, DEMONSTRATE, CONTROL, and INFORM,
are ‘process oriented’. In these, the goals are to ensure, or, to provide in abundance.
The second, ‘data oriented’ group includes MINIMIZE, ABSTRACT, SEPARATE, and HIDE.
These advocate near-excess goals of limitation and avoidance. One could compare
these orientations to ‘privacy agreements’ and ‘dataflow’ distinctions [PJBK08]. Some
privacy design strategies associate with dataflow around the controller, for example.
Others have a unique focus on the user or authority.

In the latter design strategies, those to do with ‘data’, there is a kind of privacy protec-
tion risk mitigation. The limitation and avoidance goals in particular handle risks of
privacy (or data protection) violations. Limitation tries to reduce impact and avoid-
ance tries to reduce probability.

In either group of privacy design strategies, a controller seeks to address underlying
goals as much as possible. It only needs to do so in a manner proportional to ‘agreed
upon processing purposes’. That is, as introduced in Section 3.1.3, one should consider
the rights of users in relation to the processing grounds. Feasibility is also important,
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Figure 3.2: Privacy Design Strategy Definition Framework

though, and for infeasible undertakings, it may be wise to rethink or abandon the idea.
These aspects are not shown in Figure 3.2 in order to promote simplicity.

Beyond the comprehensive definitions, it is also useful to provide more concise alter-
natives. Given a few considerations, we can summarize the design strategy definitions
further still, without losing much detail. We can shorten definitions for each privacy
design strategy by excluding associated actions, though this simplification requires
that we keep the following in mind.

• In these measures, personal data processing refers to the processing actions in Table
3.2 and 3.5, based on examples in Article 4(3) of the GDPR [EC16c];

• Those applying these measures should do so to the extent it benefits the users; and
finally

• They should consider proportionality and legitimacy constraints from agreed upon
processing purposes as defined earlier.

These definitions, shown in in Table 3.4, omit the granularity of associated actions and
involve some limiting prerequisites. As such, their usage is only suggested in a context
which requires less detail, where the privacy engineer using them has explored the
full definitions.
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Table 3.4: Concise Strategy Definitions

ENFORCE: ensure commitment to policies and technical controls regarding per-
sonal data processing.

DEMONSTRATE: ensure available evidence of policies and technical controls regard-
ing personal data processing.

INFORM: provide users with clear explanation and timely notification on per-
sonal data processing.

CONTROL: provide users with agency regarding personal data processing in a
timely manner.

MINIMIZE: limit use of personal data to reduce the impact of privacy violations.
ABSTRACT: limit the detail of personal data to reduce the impact of privacy

violations.
SEPARATE: avoid the centralization of personal data to reduce the likelihood of

privacy violations.
HIDE: avoid exposure of access, association, visibility, and understandabil-

ity of personal data to reduce the likelihood of privacy violations.

3.2.10 Comparison with Original Design Strategy Definitions

The main benefits our refined definitions provide over the original definitions of Hoep-
man are structure and precision. The definitional framework and privacy design tactics
help to show this structure and further describe the design strategies.

For example, the original definition for INFORM was: “Data subjects should be ade-
quately informed whenever personal data is processed.” This does not clarify what
adequately informed entails. By comparison, our refinements (see Section 3.2.4) high-
light the need for clear and timely explanation. We also do not suggest that notifi-
cations happen whenever personal data is processed, as this could cause notification
fatigue. Instead, it is better to notify and explain information to the extent that it ben-
efits the user. This means that information the user needs before consent should be
provided before consent. Other more elaborate information should be available to the
user when they seek it out.

The EXPLAIN, NOTIFY, and PROVIDE design tactics each offer further detail on the design
strategy. They cover the needs for information clarity and conciseness, appropriateness
and timeliness, as well as availability and transparency. Following these design tactics
also works towards the overarching design strategy’s goal. Depending on the context,
though, some design tactics may require more focus than others9. In some design
strategies, such as HIDE, appropriate design tactics are more situational. Focusing on
the contextually important aspects of a design strategy is therefore easier with design
tactics.

Another distinction in the refined definitions is our renaming of AGGREGATE to AB-
STRACT, which we discuss in the next section. Like SEPARATE, ABSTRACT is also less
distinct from the other data oriented design strategies. These two design strategies
have a close relation to MINIMIZE and HIDE, respectively. In the following section we
discuss how these are each justifiable as privacy design strategies in their own right.

9Just as some contexts do not justify the need for certain design tactics, some do not need certain design
strategies (see Chapter 4).
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3.2.11 ABSTRACT and SEPARATE

The ABSTRACT and SEPARATE design strategies were not clearly distinct architectural
goals. Instead they only bordered on this. The revised definition for a privacy design
strategy in Section 3.1.4, as well as the original [Hoe14] in Section 3.1.1, both require
distinct goals. Lacking this distinction would bring a privacy design strategy’s validity
into question. Using design strategies with less distinct goals may, like privacy design
tactics, instead contribute to the goals of other design strategies. Having design strate-
gies like this undermines their usefulness as overarching categories. If two categories
are too similar, keeping both may be unnecessary.

Using the ABSTRACT design strategy helps to limit ‘detail’ in personal data processing,
as opposed to overall ‘usage’ in MINIMIZE. This distinction is nuanced. Data mini-
mization in general covers the suppression of detail, and ABSTRACT maps as much to
purpose limitation as MINIMIZE does. In Hoepman’s mapping of design strategies to
legal principles, the two are no different [Hoe14].

The ABSTRACT design strategy also holds a distinctive trait, however. Its original name,
‘aggregate’, has an unfortunate negative connotation, one which is very different to
minimization. Aggregation is often misused or otherwise detrimental to privacy, for
example through inference [Int12, IH07, Swe02, AEG+07]. Instead of reducing detail,
systems have used aggregation to extrapolate it. This is contrary to the intent of the
design strategy, which should instead group and summarize personal data to reduce
more sensitive details. This is why we renamed it to ABSTRACT.

One can define abstraction in a few ways10. One is “considering something as a general
quality or characteristic”. We realize that renaming a privacy design strategy does not
relieve it of misuse. Though, ABSTRACT better represents the goal (limiting detail)
which we intended.

The SEPARATE design strategy also did not have a very distinct goal. At first, its use
avoided ‘correlation’ as opposed to ‘exposure’ in HIDE. We do not believe this would
have been sufficiently distinct. We have since updated the SEPARATE definition to focus
on avoiding ‘centralization’. Like before, using the HIDE design strategy may already
help to prevent correlation. Its use has less effect on avoiding centralization, though.
A focus on decentralization is an important aspect for privacy, not covered by the other
design strategies. It thus makes the SEPARATE design strategy’s goal more distinct.

3.2.12 Privacy Design Strategy Application

Applying these privacy design strategies entails first going through the main design
idea to uncover any fundamental issues. This can be prior to or during a data protec-
tion impact assessment. If the design has an inherent invasiveness, is it proportionate
to the grounds and purposes? Are there means which can see this through without un-
necessary tradeoffs for user rights? If the holistic public benefits of a specified purpose
outweigh its costs (i.e. risks), it should be legitimate.

In this analysis, practitioners (e.g. privacy engineers) should look at risks to the rights
and freedoms of users. How many users could their offering affect? What impacts
might misuse have for these users, and how likely are they?

10See dictionary.reference.com/browse/abstraction
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Supervisory authorities shall publish lists of kinds of processing which pose high risks
and require a thorough data protection impact assessment (DPIA) [Wri12b, EC16c].
They may also already have the results of an applicable assessment to follow as a tem-
plate. If in a DPIA practitioners assess that risks are too high to mitigate within reason,
they should consult with the supervisory authority of the representative member state.
Their decisions are binding, but not final, as judicial remedies are also possible.

As the practitioners collect appropriate data protection considerations to address each
functional requirement, they must consider feasibility. Solutions may present them-
selves in the mean time, but the solution as a whole must first be viable. Once it is
clear that a project can respect the rights of users in proportion to its benefits, design
can begin. The privacy design strategies help to go through these needs and point out
issues, as well as address them in an iterative manner.

3.3 Further Conceptualizations

We refined the privacy design strategies so that they are more in line with the GDPR
and more connected to privacy patterns. In doing so, we make the design strate-
gies more explicit through privacy design tactics, which provide further depth. In
this section, though, we provide further conceptualizations surrounding privacy de-
sign strategies. We compare Solove’s [Sol08] perspective on privacy breaches, and
highlight the relationships between privacy design strategies and the various entities
within the GDPR.

3.3.1 Privacy Design Strategies by GDPR Data Processing Examples

One way to examine the privacy design strategies is by their impact on privacy affect-
ing actions (defined in Table 3.2). We can compare these impacts through Solove’s
[Sol08] taxonomy of privacy. The taxonomy presents a wide subset of related mali-
cious activities. Though, Solove does not provide any explicit mention of storage or
retention in his taxonomy. We thus group our privacy affecting actions so that we can
map them against Solove’s taxonomy.

From our privacy affecting actions in Table 3.1.3, operate, for example, falls under
Solove’s term, ‘processing’. As mentioned earlier, we use operate to distinguish any
action at all (processing) from specifically performing operations on data. Solove uses
processing less broadly than the GDPR, but more so than we use operate. The way he
describes it permits the inclusion of storage and retention. From this, we show that
‘retain’, as opposed to ‘operate’ or ‘store’, is useful for highlighting a distinction. In par-
ticular, the ABSTRACT, SEPARATE and HIDE design strategies do not consider retention.
This would not be clear if only describing it as ‘processing’.

The distinction between ‘operate’ and ‘store’, as well as ‘change’ and ‘breach’, is not as
beneficial. The ‘intrusion’ and ‘decisional interference’ activities under the ‘invasion’
group are quite clear, though. They relate to the unauthorized ‘change’ and ‘breach’ ac-
tions. These are distinct in some contexts, such as when considering integrity. Though,
the use of both terms in definitions serves more for clarity. Another option might be to
reduce the variety of terms as much as possible. Though, inferring terms for brevity is
not worth the extra complexity.
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Table 3.5: Privacy Affecting Actions Impacted by Strategies
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Figure 3.3: Privacy design strategies by data protection legislation actors

We show our privacy affecting actions and Solove’s taxonomy groups together in re-
lation to the privacy design strategies in Table 3.5. In it, we highlight the design
strategies which cover a type of action.

3.3.2 Privacy Design Strategies by User, Controller, and Authority

As mentioned during Section 3.1.4, privacy design strategies associate with specific
GDPR entities. These include the user (data subject), controller, processor, and au-
thority. We show these relationships in Figure 3.3.

The controller is central to the privacy design strategies. Users control their personal
data through their controller, and this same controller informs them about that data.
The controller also enforces policy on any data processors, which may be the same en-
tity as the controller. Processors are extensions of the controller, and for this purpose,
they are represented together.

When the processor has information to relay to a user, the controller handles this. The
same applies for any decisions that users make on their data. Both the controller and
processor demonstrate compliance to their data authority.

They also apply data oriented design strategies concerned with privacy protection risk
mitigation. That is, they reduce the impact and likelihood of privacy (or data protec-
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tion) violations. Unlike the process oriented design strategies, data oriented design
strategies mainly interact with the controller and or processor. Their effect on users
and authorities is indirect.

3.4 Conclusions

This chapter introduces core concepts around the GDPR, privacy design strategies,
and patterns. Between these we introduce privacy design tactics, which are compara-
ble to architectural tactics in system engineering. Unlike architectural tactics, design
tactics are at a higher level of abstraction, and thus cover design aspects rather than
implementation. Throughout this chapter we discuss how our design tactics present
approaches to a system quality attribute, namely privacy protection.

We analyze the privacy protection characterizations known as privacy design strate-
gies. As part of this we examine Hoepman’s original privacy design strategies in detail.
This resulted in refined definitions with more precision and less overlap. These also
conform to a consistent framework. We have exposed the relationship between pri-
vacy design strategies and the software architecture domain, and in this justify privacy
protection as a quality attribute.

Our definition framework includes clear and explicit relations. In particular, those
between privacy design strategies and the GDPR data protection principles. Of these
principles, we give specific attention to ‘grounds’, ‘purposes’, ‘means’, and ‘consent’.
We also relate the design strategies to examples of processing on personal data. Adding
to this are our mappings between privacy design strategies, tactics, and privacy pat-
terns. These mappings are integral to the work further in this thesis. We give each
of these their own explicit definitions. Beyond this, we also challenge the legitimacy
of the ABSTRACT and SEPARATE design strategies. In the resulting discussion, we re-
flect on both sides of the argument, and better justify their retention. Meanwhile, we
have renamed the AGGREGATE design strategy, noting that ABSTRACT better covers the
design strategy’s original intent.

3.4.1 Limitations of Our Approach

We limited the scope of this work for clarity and succinctness. In it, we have focused
on the use of privacy design strategies and privacy patterns as a viable option for
realizing Privacy by Design (PbD). This approach is a useful alternative to requirements
translation methodologies like [BAS09]. PbD is a popular design philosophy, so it is
important to make it more concrete. Our work is a first step towards this goal.

Another limitation is our focus on the European GDPR to steer the definitions, as
opposed to including other legislation as well. Despite this, our results should also
be relevant and valuable in other jurisdictions. This is because the GDPR is most strict
in its requirements. In most cases, adhering to it only goes beyond that of similar
legislation.

This legal point of departure also affects our privacy design tactics, as they are con-
ceived from this perspective. As such, our selection of privacy design tactics is open
to other interpretations. From this angle, though, we have examined many privacy
patterns in depth. We conclude that this achieves a level of precision in our results
which is appropriate. The suitability of the privacy design tactics, though, requires
further evaluation. We explore this in the following chapters.
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3.4.2 Suggestions for Future Work

Given the limitations we mention, there are a few directions in which our results can
improve. There are also a few ways we may adapt or otherwise build upon the work.
In particular, we recommend investigating the effectiveness of privacy design strate-
gies and tactics in practice. This includes assessments of usability, and measurable
quality improvements. We take some initial steps toward this through case studies
in the following chapter. Though, beyond this, we recommend further assessment
still. These assessments should build on argumentation for adequate measurements
of usefulness.

We also note the opportunity for introducing further privacy design tactics. Though,
this was not our initial goal. These could include privacy design tactics inspired by
other domains, or from other perspectives. For example, from social and ethical in-
stead of legal theories of privacy, or even purely technical perspectives. Another option
for further exploration could be invasive design tactics, those which undermine pri-
vacy.



Chapter 4

Strategies by Design: Case
Studies

4.1 Introduction

The introduction of new data protection laws, in particular the General Data Protec-
tion Regulation (GDPR) [EC16c], overrides earlier legislation with more comprehen-
sive protection. This is an important component of the EU’s approach to protecting
personal data, even for organizations outside the EU.

The GDPR facilitates the free movement of data, while respecting fundamental rights.
It affects any organization providing services, free or not, from the EU. It also affects
those operating outside the EU. Processing personal data of persons within the EU
needs an adequate level of privacy protection (described in Chapter 2 and 3). While it
was valid the EU-US Privacy Shield [Uni16b] allowed organizations in the US to claim
this adequacy. Both organizations starting new data processing and those who already
process data need to update their practices, policies and implementations. Since the
new laws apply on a much greater scope, many entities are looking towards their
compliance.

This chapter includes case studies which feature literature review of the legislation and
the PbD approach. We build our work upon previous advances in the field, namely on
that of the eight privacy design strategies [CHH16], as well as the broader Privacy
by Design domain. We promote software designed with compliance in mind, ideally
from the beginning, resulting in less legal consultant work. This readies an information
system for finalizing compliance through legal review.

4.2 Applying Privacy by Design with the Design Strategies

Legislation in general does not often specify direct software design requirements.
Rather, it prescribes certain principles. One such principle, data protection by design,
has Privacy by Design in the engineering domain as an overlapping and compatible
counterpart [Cav12, EC16c]. As mentioned in Chapter 2, Art. 25 of the GDPR requires
this not only by design, but also by default. Information systems should function in
a manner feasible to protect user rights. These ‘by design’ approaches rely on con-
sidering privacy and data protection from the earliest stages of software development
[Cav09b, Cav12].

Engineers should also consider the impacts to privacy protection in their decisions
throughout the life of an information system. By considering privacy early, and
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throughout development, the costs and complexity of changes decrease. When pre-
emptive efforts are no longer possible, Privacy by ReDesign helps improve already
running solutions [CP11]. Both of these approaches are somewhat vague concepts,
though. Privacy design strategies, as discussed in Chapter 3, make these more con-
crete. They are tools which help identify and address privacy and data protection
issues. Design strategies serve as intermediate goals toward Privacy by Design (PbD),
and therefore also aid Privacy by ReDesign (PbRD).

Design strategies and underlying privacy design tactics use the GDPR to derive soft-
ware design goals, and then consider these goals in development. They can suggest
‘privacy patterns’, which are recurring solutions to common design problems in pri-
vacy and data protection [CHH16]. At first privacy design strategies sought to assist
in adhering to the EU Data Protection Directive [Hoe14]. Now, we have revised them
to apply to the GDPR in Chapter 3. They now provide a direct path from concept
analysis to design and implementation through design tactics and privacy patterns. As
indicated by Chapter 3, privacy engineers may apply design strategies as part of their
assessment on privacy and or data protection impacts. The concise definitions of the
design strategies are shown in Table 3.4.

Beyond the more conceptual goals that privacy design strategies represent are the
design tactics and even more concrete privacy patterns. Privacy design tactics, as
discussed in Chapter 3, are a spin on software architecture’s system quality attribute
‘architectural tactics’. Shown in Table 3.1, they connect the design strategies to privacy
patterns, and further categorize the patterns.

The following sections detail two case studies in which we explore the application of
the privacy design strategies. The first case study concerns a hypothetical use of the
Privacy Shield (when it was still valid), while the second deals with the energy com-
pany, Enexis. Our first case study hypothesizes applicable privacy design strategies,
tactics, and patterns for the problem it describes. In it, we aim toward bringing a solu-
tion closer to compliance with the Privacy Shield. In our second case study, we apply
the design strategies to an already operational design.

4.3 Case Study #1: the Privacy Shield

The example for our case study concerns the hypothetical ‘Company X’ in the US. The
case study needs the Privacy Shield to apply to it without falling under the GDPR’s
scope instead.

Company X is a large US organization which features in many markets, one of which
is deep learning research. It pursues this research out of public interest in its software
based labs. Company X only profits from this indirectly, as the results may improve
current medical practice or create new ones. In addition to stake in this market, they
may also garner positive publicity. Company X’s independent subsidiary in the EU uses
medical data from EU-based health services. The specified purposes for using this data
are research on preventative treatment through deep learning. Company X has better
facilities in the US, though. We explore the hypothetical transfer of this personal data
to the US for further compatible processing.

This section first introduces relevant background on the GDPR and Privacy Shield, as
well as some recurring terms. We introduce and elaborate on this case study using
privacy design strategies, tactics, and patterns, and then provide our conclusions.
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4.3.1 The General Data Protection Regulation (GDPR)

This case study stems from the greater territorial scope of the GDPR. In particular, the
international application to those who process personal data of individuals in the EU
(Art. 3). Exceptions to this include legitimate national security or law enforcement
purposes. That is, it excludes the detection, investigation, prevention, or prosecution
of crime. In cases where it does apply, though, personal data receives further protec-
tion.

The GDPR has more rules for transferring to international organizations or third coun-
tries than within the Union (Art. 44). One of these rules is the need for an adequacy
decision. That is, the country receiving the data needs to have a sufficient level of
protection as per Art. 45(2). This is assessed by considering the country or body’s
laws, supervisory authorities, and international commitments.

If a country lacks adequate data protection laws, a legal agreement may give grounds
for adequacy1. An example is Safe Harbor, the original attempt at facilitating trans-
Atlantic data flows between the EU and US. The US does not have an adequate level
of data protection, so transfers need to be in accordance with the agreement. The
Schrems case [Opi15], where Facebook was taken to court in Ireland over privacy
violations, revealed a flaw in Safe Harbor. In particular, the agreement did not pro-
vide adequate protection from surveillance. This resulted in re-negotiations for a new
agreement to fulfill Art. 45 of the GDPR – the Privacy Shield [Uni16a]. Since this,
again with the help of Schrems, on 16 July of 2020 the Court of Justice of the Euro-
pean Union also invalidated the Privacy Shield2.

4.3.2 The EU-US Privacy Shield

The Privacy Shield was an effort to enable protected data transfers out of the EU and
through the US for commercial purposes. It replaced and somewhat improved upon
the Safe Harbor agreement. Among these improvements were better oversight and
redress, as well as stricter justification requirements for repurposing.

The Privacy Shield was developed by the European Commission and US Department
of Commerce (DoC) as a framework for an adequacy decision. As per Art. 45(1) of the
GDPR, transfers under such a decision ensured an adequate level of protection. In the
case of the Privacy Shield, the US gave written assurance of this, including specified
limitations and safeguards.

Controllers (and or processors) who self-certified against the Privacy Shield did not
need specific authorization to transfer data [EC16c]. Instead they would receive re-
view when their adequacy is brought into question (the framework allows users to
seek redress). The Commission also monitored the effectiveness of the framework,
and reviewed the decision with the Department of Commerce every year. It did so
by communicating with various stakeholders, including trade associations of certified
controllers and non-governmental organizations active in digital rights and privacy.

1Other adequacy decisions include “Andorra, Argentina, Canada (commercial organizations), Faroe
Islands, Guernsey, Israel, Isle of Man, Jersey, New Zealand, Switzerland, Uruguay,” and ongoing talks with
Japan and South Korea.
See: ec.europa.eu/info/law/law-topic/data-protection/data-transfers-outside-
eu/adequacy-protection-personal-data-non-eu-countries_en

2See: curia.europa.eu/juris/document/document.jsf?text=&docid=228677&doclang=
en

ec.europa.eu/info/law/law-topic/data-protection/data-transfers-outside-eu/adequacy-protection-personal-data-non-eu-countries_en
ec.europa.eu/info/law/law-topic/data-protection/data-transfers-outside-eu/adequacy-protection-personal-data-non-eu-countries_en
curia.europa.eu/juris/document/document.jsf?text=&docid=228677&doclang=en
curia.europa.eu/juris/document/document.jsf?text=&docid=228677&doclang=en
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Court decisions and other information accessible to the public also receive considera-
tion.

The GDPR only requires such review every four years (Art. 45 (3)), so this annual mon-
itoring was even more regular. Beyond this, the Privacy Shield required data retention
limitation and accountability for onward transfers. Through the ‘ombudsperson’, the
Privacy Shield was to allow individuals within the EU to point out any violations they
encounter. To qualify as certified, controllers needed to adhere to the principles de-
fined and register with the Department of Commerce.

The main objective of the Privacy Shield was to provide ‘essential equivalence’ to the
GDPR [Eur16]. It aimed to do so through 7 principles:

1. Notice: informing users with ‘clear and conspicuous language’ before use;

2. Choice: let users opt out from processing3, or opt in when data is sensitive;

3. Accountability for Onward Transfer: contractual obligations to protection;

4. Security: reasonable and appropriate prevention of unauthorized processing;

5. Data Integrity and Purpose Limitation: processing limited4 to purpose;

6. Access: for users to review and retract data where proportionate; as well as

7. Recourse, Enforcement and Liability: report and remedy non-compliance5.

As noted, the agreement’s validity has been contested, and eventually stripped. Initial
failures at this led to an expectation of future versions. Early on the European Data
Protection Supervisor (EDPS) provided an opinion calling for changes to the Privacy
Shield [Eur16]. It built upon the opinion of the Article 29 Working Party [Art16],
which is now the European Data Protection ‘Board’ (EDPB). When combined with
annual reviews, this provided an authoritative overview of the agreement’s flaws. We
include this information in our analysis. The next section highlights the flaws.

4.3.3 Privacy Shield Flaws

The EDPS and Article 29 Working Party each noted significant and necessary room
for improvement. For one, the aspects covered by the Privacy Shield were spread out
beyond a single document. Examples of this include the adequacy decision and its
annexes [Uni16b, Eur16].

The general flaws present in the content of the Privacy Shield are due to omissions
and poor specifications of detail [Eur16]. This is a main concern around access by
U.S. public authorities under the grounds of public interest, such as national security.
In particular, the EDPS wanted access by public authorities to be the exception, rather
than the rule. It should only happen when ‘indispensable for specified public interest
purposes’ [Eur16]. It is also a concern in terms of automated decision-making and
bulk processing.

3Only for disclosure to third party or repurposing, the rest reuse original consent
4Retention is only limited to purposes outside of public interest, research, and journalism.
545 days for controller response, after which a user could appeal to the independent recourse mechanism

which could only encourage the controller to remedy the issue. Then they could appeal to the DPA, who
addresses cooperative controllers, or the DoC or FTC who did not have strong enforcement or investigative
powers. After all of these, one could appeal to the Privacy Shield Panel, who could seek a legally binding
decision in a US court - Annex 2 (Annex I)(C)[Uni16b].
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There are a few bulk processing issues around these national security uncertainties in
terms of signals intelligence. For one, Executive Order 123336 and the Foreign Intelli-
gence Surveillance Act §7027 reduce the need for target justification and identification.
To make matters worse, the Presidential Policy Directive 288 (PPD-28) allows for bulk
processing which is sufficiently broad to facilitate mass surveillance9. Through ‘tar-
geted’ collection, PPD-28 makes bulk personal data available for 6 purposes: ‘detect-
ing and countering certain activities of foreign powers’; ‘counterterrorism’; ‘counter-
proliferation’; ‘cybersecurity’; ‘detecting and countering threats to U.S. or allied armed
forces’; and ‘combating transnational criminal threats, including sanctions evasion’.

Processing Limitations

While the Privacy Shield was a token improvement upon the Safe Harbor, it still needed
to cover all key elements of the GDPR to be adequate. Instead, omissions and other-
wise insufficient detail accompanied data minimization / retention and automated /
bulk processing [Eur16]. To remedy this, the EDPS called for explicit prohibition on
keeping identifying data any longer than necessary for the specified purposes [Eur16].
They also recommended requiring that such data is ‘adequate and not excessive or lim-
ited to the information that is necessary’. For automated and bulk processing, the agree-
ment should also give users explicit protection from any unfair automated decisions.

The authorities also noted poor clarification of exceptions / derogations and purpose
specification / limitation. With regard to the former, the EDPS noticed conflicts with
the GDPR. In general, exceptions should require more precise legal basis and purposes.
They need clear rules for scope and application limitation. This is more the case when
concerning interference with fundamental rights. In particular, the GDPR seeks to bal-
ance freedom of speech with privacy, while the Privacy Shield completely exempted
the press from its principles (II)(2)(b) [Uni16a]. The EDPS suggested particular dero-
gations instead.

For the latter issue, purpose limitation, the agreement distinguished purposes as ‘mate-
rially different’ (II)(2)(a), ‘[in]consistent’ (II)(3)(a), or ‘incompatible’ (II)(5)(a). The
EDPS believed this was unclear, suggesting that all these distinctions should use the
term ‘incompatible’ for consistency and clarity. Where the agreement useed these dif-
ferent terms to convey different meaning, the EDPS stressed that they should not need
a distinction. Instead, they should describe purposes in terms of compatibility through-
out.

This was another issue which revisions failed to adequately address. They instead
provided other forms of clarification, such as on material difference. That is, material
difference was possible while purposes are ‘compatible’, but it required opt-out notice
and choice [Uni16a]10.

Revisions also included examples of compatible processing activities. The EDPS noted
that marketing purposes should not be compatible with data initially processed for

6www.archives.gov/federal-register/codification/executive-order/12333.html
7intelligence.house.gov/fisa-702/
8www.dhs.gov/sites/default/files/publications/i&a-ppd-28.pdf
9PPD-288 states that the US must ‘collect signals intelligence in bulk in certain circumstances in order

to identify these threats,’ but this limitation does not apply to bulk collection which is ‘temporarily required
to facilitate targeted collection.’ US authorities have since published a redacted report on this, though the
EDPB needed further reports.

10iapp.org/news/a/weve-got-a-finalized-privacy-shield-agreement-whats-new-2/

www.archives.gov/federal-register/codification/executive-order/12333.html
intelligence.house.gov/fisa-702/
www.dhs.gov/sites/default/files/publications/i&a-ppd-28.pdf
iapp.org/news/a/weve-got-a-finalized-privacy-shield-agreement-whats-new-2/
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medical research or human resources. The Privacy Shield still listed marketing as a
future use in (II)(14)(b)(i), yet as a use which should feature in the original notice
and choice [Uni16a]10.

They also believed there was room for improvement for onward transfer, redress, and
rights to access/object. Onward transfers should receive the same level of protection
on all aspects of the Shield, even if this entails a review of the third country’s national
legislation [Art16]. Redress as it stood was too complex5, requiring users to perform
many actions to see a controller held accountable.

Users also need a general right to object when there is compelling legitimate grounds
for that objection [Art16]. It should not solely exist for direct marketing. With right to
access, controllers under the Shield had a weak obligation at best to answer queries on
what purposes, categories, and recipients data has. Providing such information must
be a clear obligation. It should also apply to any processed data, not merely ‘stored’
data.

Some exceptions regarded data which was at first commercial. This included US laws
which still allowed public interest access while affecting personal data. The EDPS
recommended international commitments for access to these by authorities [Eur16].
Following these suggestions, further meaningful review could have featured spot ver-
ification on both commercial and authority access.

Privacy Shield Invalidation

On July 5th 2018, Members of the European Parliament ‘called on the EU Commission
(in a non-binding vote) to suspend the EU-US Privacy Shield [Eur18]. Instead of es-
sential equivalence, members believed it failed to ‘provide enough data protection for
EU citizens’. This effort did not succeed, however. It would take another year before
the Shield saw its end.

Without the Privacy Shield costs go up (legal fees), as most transfers will happen
on the basis of contractual safeguards between companies, which are especially bad
for smaller organizations. Transfers are then instead based on explicit consent, perfor-
mance of a contract with such consent, Binding Corporate Rules, or Standard Contrac-
tual Clauses. Upon suspension, users will lose their presumed protection guarantees.
It will be less clear what protections they are afforded. On the positive side, users will
not get false assurance from a flawed adequacy decision.

This case study considers the use of the Shield itself, though. At time of writing, the
Privacy Shield provided special exemptions for medical data under research purposes.
This was especially true in the context of automated processing, and thus deep learn-
ing. Considering need for data protection by design and by default (Art. 25), we use
the PbD tool, privacy design strategies, in our case study.

4.3.4 Case Study

Our example, Company X, is a receiving data controller, and its EU-based subsidiary is
the initial data controller. We focus on its preventative deep learning re-use of medical
data. The subsidiary already processes this data with informed consent.

In most cases it is best that Company X follow the GDPR directly. The GDPR’s scope
generally suggests this based on Art. 3(1) [EC16c] (i.e. intent to provide products or
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services to individuals in the EU). Yet, in some contexts the GDPR is only indirectly
applicable. Our case study explores one such context.

The GDPR’s scope is subject to the context of processing by an establishment. Where
a controller processes the personal data of a person in the EU, it likely falls under
scope. This includes having premises for processing in the EU (the subsidiary research
institute), or intention to provide products or services to persons in the EU (also the
subsidiary). This applicability lessens where processing is not in those contexts, like
Company X, who neither targets nor operates in the EU. It is its subsidiary which meets
these requirements. In such cases the controller becomes self-certified with the Privacy
Shield. In those cases, the Privacy Shield applies to personal data transfers out of the
EU to the US, and any further third party data flow. This case study explores Company
X self-certifying under the Privacy Shield in order to do this.

4.3.5 Repurpose of Medical Data

In our example, Company X’s subsidiary research institute receives EU medical data
under research purposes. This does not follow any request for new consent from users
by the medical institution, which can happen in the case of research.

The GDPR awards research purposes special exemptions, as stated by Art. 89 (i.e.
derogations on certain rights for research). Recital 157 (justifying coupling registries
for enhancing knowledge) further describes this. Predicting disease can qualify as
a legitimate interest, which might have occurred on the basis of national legislation
before the GDPR. For example in the UK Data Protection Act, §4(3) Schedule 3(8) or
Schedule 4(4) may allow further transfers and processing of medical data, so long as
only medical (including research) professionals are using it [Her98]. With the GDPR
in force, and without the UK as a member state, this changes somewhat. Though, even
when countries are outside the EU, the territorial scope of the GDPR can affect them.
The UK may also need an adequacy decision much like the Privacy Shield.

For Company X, GDPR recital 33 suggests that consent may play some role even in
these research purposes. In particular, there is a distinction between consent for dif-
ferent research areas. As per Art. 89(1) and recital 52, 62, and 65, a user might not
keep their rights to access, erase, rectify, restrict, or object to processed data. At best,
Art. 14(5)(b) and recital 113 include notification if it is not considered too much ef-
fort. The nature of the data, Art. 9(2)(j) affirms (processing necessary for research), is
exempt from the prohibition of special category data processing in Art. 9(1). This data
may remain identifiable longer as necessary for that purpose – as per Art. 5(1)(e).

Company X desires to use their local US infrastructure to further their EU research
efforts. They wish to continue using the personal data acquired by their EU subsidiary.
They choose to receive the data as a controller instead of a processor, as processors
must also follow instructions of the controller. This would have been their subsidiary.
They would also require contractual or other legal acts setting out details of the pro-
cessing – Art. 28. Standard contractual clauses may also be laid down by the Commis-
sion. As a controller, Company X instead determines purposes and means, within the
boundaries of the purpose it gives to its subsidiary. This could be disease prevention
and detection through deep learning and artificial intelligence.
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In this context, Company X is a controller not bound by the GDPR directly, but by the
Privacy Shield. If it infringes upon any obligations within, it will be accountable under
US law. This may lead to intervention from the ombudsperson or a fine.

4.3.6 Design Considerations

In Chapter 3 we refined the privacy design strategies to enable a certain level of privacy
protection according to the GDPR. They thus allow engineers to attempt compliance,
before a legal team performs a full assessment. This allows the costs of late design
changes to be better alleviated.

In our case study we apply each privacy design strategy and its contained design tac-
tics and patterns where necessary. The privacy patterns and their sources are public
at privacypatterns.org. As per our case study, we have the following recommen-
dations for each design strategy.

MINIMIZE

Company X is under the obligation to minimize data that they process, as much as
proportionately possible (Art 5(1)(c); recital 156) [EC16c]. This includes collecting
data in the first place, and does not only pertain to clear examples of personal data.
Other data can, through combination or correlation, make a person identifiable. Per-
sonal data should be adequate, relevant, and limited to what fulfills their research
purpose. Even though more data might allow Company X to warn patients and their
doctors – doing so is incompatible with their purposes. They would need to do this
under distinct processing purposes, in a manner which is proportionate (see HIDE and
SEPARATE).

What is compatible, though, is data which their deep learning might translate to better
results. As such, they must reduce identifiability as appropriate without jeopardizing
the learning (II)(14)(a)(i) [Uni16a]. A deep learning system makes connections which
are not always predictable. Some data types can help provide better results, though
the reasoning for this might not be clear. Despite this, Company X would need to detail
why they benefit from the data they use. Kinds of data which should not correlate to
symptoms, like names and identity numbers, may even provide poorer predictions.

As such Company X may wish to choose the types of data that are more relevant,
and remove those which are not. The SELECT and STRIP design tactics should help
here. These privacy patterns include, for example, Select Before You Collect
[Hoe14], Partial Identification [BGH+14] and Strip Metadata [BK12].

SELECT: decide on a case by case basis on the full or partial usage of personal data, akin
to whitelisting or opt-in.
STRIP: remove unnecessary personal data fields from the system’s representation of each
user.

HIDE

Company X must protect their data, which is sensitive and high risk, from unauthorized
access, use, sharing and so on. Their research purpose does not exempt them from
this, but rather merits higher levels of protection (recital 53). The transferring of data
from their subsidiary should benefit from state of the art security safeguards. While

privacypatterns.org
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Company X may opt to fully omit identifiers for the sake of minimization, there may be
some data remaining which can still indirectly identify users. In order to mitigate this
risk, they should pseudonymize any such data to make re-identification sufficiently
difficult.

In the event Company X needs the ability to re-identify users (which requires distinct
processing purposes) their identities must be confidential. To achieve this in a trusted
manner the personal data can be encrypted, and access to its reversal should be re-
stricted (see SEPARATE).

The above considerations could benefit from all HIDE design tactics. Company X could
use [Purpose-based] Access Control [BK12] to RESTRICT researchers and pri-
vacy engineers to the information they need to perform their duties. Local/Network
Encryption also protects data from unauthorized access [Hoe14]. K-anonymity
can help to prevent identifying users by making sure that in any given dataset no en-
try stands out as too unique [Swe02]. Multiple DISSOCIATE patterns could apply in
transit, such as Constant Length Padding, which makes each entry appear the
same size [Haf13]. Link Padding instead keeps outbound traffic constant within a
mix network. The design tactics are as follows.

RESTRICT: prevent unauthorized access to personal data.
MIX: process personal data randomly or within a large enough group to reduce correla-
tion.
ENCODE: prevent understandability of personal data to those without the ability to deci-
pher it.
DISSOCIATE: remove the correlation between different pieces of personal data.

SEPARATE

Many cases could use ISOLATE and DISTRIBUTE, though SEPARATE does not have a di-
rect connection to the Privacy Shield. The closest relationship between these is with
confidential data (II)(8)(c), which is not used in this case study. Besides the principles
featured in the Privacy Shield, the GDPR mentions pseudonym details (GDPR Art. 4
(5))).

Both of these call for separating such sensitive data. This pseudonymization can
be used where Company X needs to store identifiable information. Re-identification
of this information should also use a trustworthy form of restriction. For this pur-
pose, they may use a trusted third party to verify proportionality and decrypt the
pseudonymized identifier. Doing this however would make the third party a data pro-
cessor. If they themselves, or together with Company X, are able to re-identify users,
then the processing is incompatible with the specified purpose. Company X does not
however need to separate data for their deep learning purposes.

For one, not centralizing data makes it tougher to correlate it into meaningful pre-
dictions. Company X also does not need to re-identify users, so this is not processed
to begin with. It could use this design strategy or its design tactics, as doing so may
afford its subsidiary’s users with better privacy protection. A good balance between
separation and effective deep learning is at Company X’s own discretion.
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ABSTRACT

Like with SEPARATE, Company X’s deep learning goals conflict with this privacy design
strategy. Drawing connections between data is easier with detail, rather than group-
ing or summarizing it. In some cases, Company X may still be able to generalize data
without this drawback. Yet, this particular case study does not justify doing so. Iden-
tifiability is already limited by MINIMIZE, omitting detail which would only disrupt the
learning. As such Company X is not obliged to use this design strategy or its design
tactics. What it might choose to do is only further abstract away details it believes im-
pair the learning. Filtering out information, which seems unlikely to aid the learning,
might improve predictions. It also might reduce accuracy, though, as they may not
know the true impact of various details.

INFORM

As mentioned in Section 4.3.5, at best there is a proportionate need to NOTIFY users
that their data is being used for research. Data Breach Notification [Hoe14] is
especially necessary, though more for authorities than their subsidiary’s users. When
self-certifying, a public Privacy Policy will PROVIDE information on policy and
EXPLAIN data usage.

As per Privacy Shield (II)(8)(i), users have the right to request access to verify that
usage [Uni16a]. If it is inaccurate or processed in violation, those users may also have
it corrected. Yet Company X is not required to make their medical research data identi-
fiable so that its subsidiary’s users can verify accuracy. This would be disproportionate
to their specified purposes, and would only increase privacy and data protection risks.
Instead they should make it clear that the data they process is neither public, nor
suitable for re-identification. The data also does not influence decisions on individual
users. It only serves public interest by deriving new information.

PROVIDE: make usable resources on the processing of personal data available, including
policies, processes, and potential risks.
NOTIFY: alert data subjects to relevant new information about processing of their personal
data in a timely manner.
EXPLAIN: detail information on personal data processing in a concise and understandable
form.

CONTROL

Also mentioned in Section 4.3.5, the use of medical data which already has consent for
research purposes gives Company X some flexibility. By keeping their grounds compat-
ible they override the importance of some user rights to reasonable levels of control.
Doing otherwise, and instead providing control, requires an ability to provide users
with the right personal data. The identifiability this would introduce might constitute
an incompatible purpose.

ENFORCE

Company X is not without responsibility in this case, it still needs to CREATE, MAIN-
TAIN, and UPHOLD policies. These include their legal responsibilities, procedures, and
practices. For the first two, this will relate to the privacy policy in particular. Both
Company X and its subsidiary must be clear on what they do with personal data, why
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they do so, and how they do it. They must also identify themselves and be available
for contact. All the information they provide must be easy and concise enough for a
layperson to both take the time to read and understand. Applicable patterns include
Maintaining, Creating, and Negotiation of Privacy Policy [PJBK08].

For the third, UPHOLD, there are the Sticky Policies, and Usage Control
Infrastructure [BK12] patterns. Beyond this, Company X must allow for recourse
with clear and usable mechanisms. Response to such complaints must happen within
45 days (II)(11)(d) [Uni16a].

CREATE: acknowledge the value of privacy and deciding upon policies which enable it,
and processes which respect personal data.
MAINTAIN: consider privacy when designing or modifying features, and updating policies
and processes to better protect personal data.
UPHOLD: ensure that policies are adhered to by treating personal data as an asset, and
privacy as a goal to incentivize as a critical feature.

DEMONSTRATE

Finally, Company X must show that it adheres to its responsibilities. It must do so
by verifying its attestations to the Department of Commerce through self or external
compliance reporting. Such reports need signing each year by an authorized repre-
sentative to carry any weight. Company X must keep all records of this in case it
needs to provide historic evidence of compliance. To account for Non-repudiation
[CEKM+07], they should LOG all relevant usage. Performing a regular AUDIT on them-
selves, allows them to address issues before they get out of hand. This process benefits
from Privacy Audit Trails which help with privacy protection risk mitigation.

LOG: track all processing of data, without revealing personal data, securing and reviewing
the information gathered for any risks.
AUDIT: examine all day to day activities for any risks to personal data, and responding
to any discrepancies seriously.
REPORT: analyze collected information on tests, audits, and logs periodically to review
improvements to the protection of personal data.

Company X does not need to justify any repurpose of the data so long as its pur-
poses are compatible. Its use of the research exception is only valid if it keeps medical
research as its purpose. Doing so is not very difficult, though. This flexible proportion-
ality is in line with the earlier arguments for free speech around journalism. Public
interest must balance with privacy. Another aspect worth considering is whether such
arguments hold weight for private institutes. If the subsidiary only intended to use the
research results for commerce, for example. This is an aspect we hope future revisions
will better specify to ensure proportionality.

Much of Company X’s need for maximizing relevant data and retaining it come from
the deep learning. Since it is both automated and in bulk, a few more safeguards ap-
ply in response to high risk. If the data can become identifiable, it is sensitive enough
to warrant concern. As such the most workable solution is removing identifying ele-
ments, which do not contribute as much to the learning in any case.

A tradeoff here is not only the lack of control for its subsidiary’s users, though. If the
learning identifies metrics which correlate to vital user interests, like life or death, they
cannot identify the user. What they can do is ask their subsidiary for new consent, and
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a more detailed set of data from every user. Since this concerns potential high risk, they
should contact their subsidiary’s data protection supervisor for advice. They can then
rerun the trained system to determine who is at risk under new, stricter conditions.
They should not be able to correlate the datasets beyond the risk metrics.

Another aspect worth further exploring for this is the use of ‘key-coded data’ (II)(14)(g).
When using this data, a transfer from the EU ‘would not [be] subject to the Privacy
Shield Principles’ [Uni16a].

Company X is subject to oversight, but not as much to user rights to access/object –
as their related data is not identifiable. The consent they obtained before the transfer
need only be valid. That is, it must be affirmative, freely given, informed, and explicit.
To improve oversight, Company X may receive spot checks. Due to the sensitivity
involved, it should have a close cooperation with data protection authorities.

4.3.7 Conclusions

In this section we study the Privacy Shield and how it could have applied to a company
that wishes to transfer data for medical research purposes to the US. We determine
that the considerations Company X would need to address as the controller are lower
than one might expect.

In medical data transfer from its subsidiary to the US, Company X purposes the data
for compatible research. Their research purpose permits them some liberties, but re-
stricts them from much user interaction. This results in a focus on MINIMIZE, HIDE,
ENFORCE, and DEMONSTRATE – a bare minimum. Their unique focus on deep learning
also justifies less minimization, as the information which could enhance accuracy is
quite broad. Less justified are kinds of identifiers which do not, or should not, cor-
relate to medical aspects. As such, their main needs for MINIMIZE are efficiency and
accuracy.

Meanwhile, their research purpose does not permit commercial opportunities. It is
not easy to change this, as again, they are very limited in how they can interact with
users. They cannot identify them to re-establish consent, as doing so is incompatible
with research purposes.

4.4 Case Study #2: Gridflex Heeten

This section discusses the application of privacy design strategies to an in-production
information system. We describe a collaboration with Enexis to apply Privacy by De-
sign to a Local Energy Community (LEC) project in the Netherlands. Three of the
researchers, Van Aubel, Hoepman, and Poll [VACH+18] worked with Enexis to ad-
dress privacy and data protection issues using design strategies11. Together, we reflect
on the concerns brought forth in the Gridflex Heeten project. We first introduce the
project and its requirements, then reflect on the solutions to the identified concerns.
We show the design strategies applied to mitigate these concerns and explain the ratio-
nale behind the choices. In this we, highlight issues which are likely present in other
LEC projects.

11My role in this project was analyzing its application of design strategies and privacy by design.
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Gridflex Heeten12 is a pilot project in the Dutch village of Heeten, which explores the
local energy market. It seeks to model the market to shape supply and demand around
traditional and personal energy generation.

With renewable energy generation, such as solar power, the grid needs a new perspec-
tive. Classical views, where energy flows from a few large production facilities, are no
longer ideal. These do not consider the role that users can play in production. Because
generation now also comes from a handful of consumers, it is not centralized. Instead,
it is constantly changing to account for gained and lost energy producers. A user might
switch between these roles in the span of an hour, which puts those handling the grid
under strain.

Distribution System Operators (DSOs) deal with these changes, trying to maintain bal-
ance between supply and demand. In the ideal situation, production and consumption
for each transformer station counteract each other. This is unfortunately not the norm,
though. Solar power generation builds over the day producing a net gain, but has no
effect at night. Cloudy days make solar energy less predictable, and like wind genera-
tion, lack a regular pattern. Excess energy is wasteful, while too little production can
have grave consequences.

To counteract these spikes and stunts in generation, DSOs must anticipate both pro-
duction and consumption. For example, they can make reasonable predictions from
weather forecasts and analysis of trends. This lets them adjust their own production,
and enables them to influence user roles. Through demand shaping, they can incen-
tivize user production or consumption to negate fluctuations. The more accurate their
predictions and quick their response, the less DSOs spend on unused energy.

Typical demand shaping features price incentives. Prices increase or decrease accord-
ing to consumption, and when production rises, the price drops. Lower prices encour-
age consumption, and higher prices stave it off. Similarly, consumers who produce
receive better incentives during production stunts and consumption spikes. Besides
incentives, both producers and consumers can store energy while it is in excess. When
supply drops, or does not meet demand, users can draw this stored energy.

4.4.1 Gridflex Privacy Protection Concerns

Despite the clear benefits to cost and availability, the information needed for demand
shaping can be invasive [MM09, MMSF+10]. Keeping track of stored energy, consump-
tion, and production, as well as historical trends, allows data to become identifying.
Even otherwise anonymized data can identify users with enough contextual metadata.
This is further prevalent where DSOs encourage consumers to share information and
collaborate. Another issue is granularity, where lower measurement intervals can in-
crease accuracy and detail. Fine-grained information reveals more about users, which
DSOs need legitimate grounds to undercover.

The GDPR requires that data controllers provide concise detail about what, how, and
why data gets processed. DSOs are the data controllers in the eyes of the GDPR, as they
determine grounds, purposes, and means. In particular, Enexis is the controller within
the Gridflex project. It aims to collect measurements of energy use and production,
and may only do so at a proportionate interval. Proportionality is a large part of

12http://gridflex.nl

http://gridflex.nl
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whether grounds are legitimate. It keeps what, how, and why in balance with user
(that is, data subject) rights.

As the main project partner, the goal of Enexis is to experiment with demand shap-
ing. It aims to optimize price incentives within a single neighborhood and a mix of
households. Each household includes either solar panels, in-home batteries for energy
storage, or both. A large solar panel array is also present nearby.

Regarding legal grounds for processing personal information, Enexis is conducting sci-
entific research with consent and legitimate interests to save energy. To do this in an
effective manner, they need to collect, store, and process each user’s metrics. To stim-
ulate further research, they want to share the metrics with the University of Twente.
Though, for this they need guarantees that data will remain protected. They have also
considered using the data after their research phase completes, in production. This
would invalidate their research grounds and require newly obtained consent.

Management of the LEC, and modeling incentivization, makes use of smart electric-
ity meters. Each home includes one such meter which, in the Netherlands, does not
support intervals below fifteen minutes [Net14]. Enexis determined that this granu-
larity was not enough to counter energy fluctuations effectively. As such, they collect
measurements on a local interface, connecting equipment to the meter itself. This
equipment instead uses intervals of only one minute, without aggregation, a granular-
ity which presents some concerns. Adding to these concerns are details on household
composition, which Enexis uses to further characterize use.

Gridflex did not complete investigation into privacy protection risks before obtaining
consent and commencing research. As such, they had not applied Privacy by Design
[Cav09b, Cav12], nor its legislative counterpart [EC16c]. The new GDPR requires
Data Protection by Design, and by Default, but gives special consideration to already
running systems. In these cases, Privacy by ReDesign [CP11] is the engineering do-
main’s solution. The GDPR does not feature Data Protection by ReDesign. Instead,
it considers the cost of implementation in proportionality (Art 25). As such, if de-
signing an information system from scratch is costly, redesign may be a proportionate
alternative.

The approach to Gridflex with the involvement of Van Aubel, Hoepman, and Poll
[VACH+18] was a retroactive one. Their collaboration with Enexis began well after
much of the design had taken place. Assessing the privacy protection issues in each
requirement, they sought to redesign architecture where feasible. This took place over
the course of three meetings, where project stakeholders and domain experts shared
information. These meetings each took half a day, producing documents on the ap-
plication of privacy design strategies surrounding each issue. They also produced a
Privacy by Design manual for use in future meetings and resulting decisions.

Meetings represented interests well, but could have featured system engineers from
the project. Instead, the researchers fulfilled this role as computer scientists. We note
that being more inclusive would have improved engagement and awareness on their
part. We discuss the solutions noted in the produced documentation in the following
section.
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4.4.2 Design Considerations

So that proper measurements and responses take place, Gridflex seeks to use real-
time readings at intervals of one minute or less. They also use readings from each
household individually, as each home uses the smart grid equipment. This presents a
lot of granularity, and can thus reveal a lot of personal information.

Enexis could infer the lifestyles and habits of residents, especially when fewer per-
sons live in a home. If readings occur at even smaller intervals, which is common for
LECs, even more detail is available. The local interface equipment is capable of ten
second readings from the meters. With a standard like this, privacy protection vio-
lations could become the norm. Enexis also plans to use the acquired data beyond
the research phase, altering their processing grounds. This will make consent an even
more important factor.

ABSTRACT and MINIMIZE

We determined that LECs should be open to reducing granularity to better balance
the rights of users with the saving of energy. Though, protecting personal data does
not have to mean forfeiting energy savings. Enexis thus plans to share data with
the University of Twente for research into this balance. As per the ABSTRACT design
strategy, Enexis will only use one minute intervals.

They will MINIMIZE the kinds of data they read, only collecting energy measurements
at the necessary granularity. Beyond the research phase, they will also limit retention.
As opposed to measurements, Enexis at least needs contact information to be provided.
The optional data point, household composition, is also important. Contact helps to
resolve meter issues, while composition allows for prediction and planning during
research. Even so, the composition is an abstract characterization, without specific
details. Without it, Enexis may have trouble estimating energy supply and demand.
Nonetheless, they feel that enough users will choose to provide this information. After
the research phase completes, the project partners will erase the composition data.

HIDE and SEPARATE

The project partners HIDE meter energy readings through pseudonymization and en-
crypted transfers. The local interface performs this, so that the central system works
with non-sensitive data. The manually provided datasets of contact and household
composition information also use pseudonymization.

The metadata to reverse this pseudonymization is SEPARATE from the central system.
Only the project partner who needs measurements for grid control, and the researchers
for insights, may access them. For contact information, this is also limited to one
project partner, and can be separate in most cases. As such, it is also pseudonymized,
and separate from measurement data. These two datasets can re-identify a user if
readings justify it, so that a technician can investigate further on site. There is no
need for the one with access to both datasets to learn the user’s identity, as they both
use pseudonyms. Household composition is also only linked through pseudonyms,
but since it is only for research, it only exists in that dataset. Researchers can connect
measurements to composition, but not to contact information.
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DEMONSTRATE and ENFORCE

When project partners do access data, the system logs it, to DEMONSTRATE accountabil-
ity. For the same reason, audits also take place. Actions performed by system admin-
istrators have strict technical controls to ENFORCE policy. In particular, authentication,
authorization, and the mentioned logging. Further controls will also be present after
the research completes.

INFORM and CONTROL

To ensure informational transparency, the project partners INFORM the users. This
takes place in detailed informational meetings with the opportunity for interactive
discussion. The project partners provide this information again in each user’s formal
contract. This is also important when characterizing household composition, before
the information is abstract. Users need to understand how invasive their data is or
could become, over time, or when paired with other data. They must also know their
rights to object or withdraw consent without unfair treatment.

Finally, the users receive CONTROL over their personal data. They choose whether to
participate, and whether to include household composition. The system has a cus-
tomer portal where they can update information, remove it, or otherwise retract their
consent. The ability to re-identify data allows the system to ensure that it removes the
correct data when asked to do so.

4.4.3 Conclusions

The case of applying privacy design strategies to the Gridflex project proved fruitful
for the stakeholders. While it was too late for privacy by design to feature from the
start of the project, we were able to reconsider the design using the design strategies.
By reducing potential consequences of participation, the design became less invasive.
This featured retroactive changes to access following least privilege, and separating
concerns. Gridflex now pseudonymizes and encrypts data. The likelihood of individu-
als being identifiable, at least without privilege, is thus reduced. We also placed focus
on data minimization and abstraction, to lower the invasiveness of data. Even those
who can identify users can only do so for specific proportionate purposes. As part of
the redesign, Gridflex now applies all eight design strategies.

In any future assessments we recommend that Gridflex include system engineers (de-
velopers and architects in particular). They should be present for at least some of the
meetings to streamline the design and incorporate low-level experience. Gridflex could
also have better applied privacy by design if it did so from the start. Despite a lack
of low-level standardization [vPH17], there are recommendations for various indus-
tries. The European Data Protection Board, or Article 29 Working Party, had provided
some guidance which applies to Gridflex. In particular, they provide an industry-level
template for smart grids [Sma14, Art13]. This is not a general data protection im-
pact assessment, as detailed in recital 92 and Article 35(10) [EC16c]. Instead, it only
provides a foundation on which to conduct a more contextual assessment.

These assessments and privacy by design in general still need more standardization
[vPH17]. As such there is no silver bullet. privacy engineers must be well-informed
and thorough enough to defend their design decisions. This requires meeting with key
stakeholders and domain experts, as well as documenting these interactions.
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The need for an impact assessment is clear for smart grids, as they collect high volumes
of data from many users. Gridflex only focuses on a single neighborhood, though, and
affords each household control. Once the project completes, and they consider broader
application, they will need to reassess risks. Local energy communities like this may
soon become the norm, and thus affect most of the population. If this becomes the
case, they may receive further general assessment from the Data Protection Board,
which will standardize risk mitigation.
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Chapter 5

Rules in the GDPR

5.1 Introduction

The General Data Protection Regulation (GDPR) places new requirements on many
privacy engineers and experts in general. Unfamiliar with the requirements, many
instead apply temporary fixes. Some non-European organizations have denied service
outright to those within the EU1. So long as this uncertainty persists, solutions will fall
short.

This chapter presents a proof of concept tool which extracts relevant and accessible
information from the Regulation, displaying it for a given context. The tool allows pri-
vacy experts (not only engineers) to answer a questionnaire regarding this context and
presents them with any relevant rules. Such rules also describe problem components
which affect the validity of a design. Relevant articles and recitals accompany these
rules as well as some guidance on relevant privacy patterns. These patterns steer pri-
vacy engineers in addressing the component problems. In this chapter, we introduce
the tool and provide arguments for its use in practice. By organizing and only high-
lighting relevant information, we help privacy experts navigate the requirements and
conceive appropriate solutions. This eases the challenge of conceptualizing appropri-
ate solutions prior to involvement from the legal team. It allows privacy experts to
work independently from the legal team without working against them. It also helps
the legal team communicate effectively with the other practitioners. This saves time
for all involved.

The tool this chapter presents guides privacy experts in their adherence to the GDPR.
It highlights important contextually relevant concerns and suggests appropriate mea-
sures and privacy patterns, particularly those around the delineation for this thesis:
data subject rights. That is, notice, transparency, and informed user control. It conveys
an understanding of the GDPR to privacy experts, aiming to enable their adherence
to the data protection principles and preventing conflicts with the legal team. It also
helps facilitate Privacy by Design (PbD) – an existing approach which can be extended
to the Data Protection by Design required by the GDPR [Cav09a].

Similar to the PbD philosophy, we aim to clarify data protection for the privacy engi-
neers involved in the beginning of a system’s development. Yet PbD is still high-level.
It does not provide details of the concepts’ eventual application. As such, there is a
need for more concrete approaches instead: namely, privacy patterns.

Privacy patterns address the need for clear application of solutions within informa-
tion systems. They are a way for experienced engineers to advise on solving recurring

1http://www.tronc.com/gdpr/latimes.com/
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problems in a given context [GHJV94, BMR+96]. By introducing solutions for con-
crete problem spaces, they provide a useful approach to data protection adherence.
Moreover, patterns refine the architectural goals given by PbD which help to meet
functional requirements. They each give a specific context, and highlight aspects sur-
rounding the provided solution. This includes implementation, consequences, and any
forces/concerns which might apply.

The recurring problems that patterns try to solve are often expressed as a set of such
forces or concerns [BCK12, Har06]. These are often competing factors that influence
the design of (part of) a system which a pattern seeks to balance in its solution. As
such, it is crucial for privacy engineers to understand the relevant forces/concerns in
their specific development contexts. The GDPR and the detailed requirements and
considerations it stipulates can be seen as ‘rules’ influencing the design of information
systems from an angle that supports privacy [Eur00, LFH17]. Ideally, the available
privacy patterns can be applied to consider these rules. This may require balancing
between privacy protection concerns and another quality, where proportionality will
come into play. However, it is not so easy to locate and apply the correct privacy
patterns.

This chapter explores the solution to this issue by presenting a tool which helps pri-
vacy experts in general to find relevant rules, design strategies, and patterns. Privacy
engineers can use these patterns to design their solutions. Every rule which references
a pattern can influence its application, much like forces/concerns. For this first appli-
cation of the approach, we limit specific pattern suggestions to those which INFORM

users and enable CONTROL over their personal data. We pay less explicit attention to
other privacy pattern areas. The contribution therein includes the rules, categoriza-
tions, attributes, and related information which the authors extracted from the GDPR
and present in the tool.

In Section 5.2 we discuss our extraction of the rules and their categorization. In Sec-
tion 5.3 we describe the tool and its components, after which we provide additional
technical explanation. Section 5.5 presents further discussion on the output of this
research. Finally we conclude the chapter, providing suggestions for further research.

5.2 GDPR Rules

For a given context, there are more irrelevant patterns than relevant ones. While
some patterns might apply quite often, like obtaining Informed Consent [BK12]
from users, there exist situations, like processing under legal obligation2, where they
do not. Single Point of Contact is a pattern for example which only applies in
a specific context (cloud storage) [CCDÁ+18]. Investigating all patterns in a domain
would consume too much time for privacy engineers. Focusing on a less relevant
pattern may also be a poor allocation of resources.

Case studies about the application of privacy patterns in a specific context do not
help much for other contexts. Therefore it is useful to generalize based on recur-
ring aspects of a context instead. Does a controller move data outside of the EU? That
makes a few GDPR requirements and considerations more relevant than others. If they

2Processing personal data to comply with the law does not require user consent, but may still require
informing them.
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move personal data to a third party, a few requirements now apply to them specif-
ically (e.g. recitals 74 and 80). Such rules might suggest Minimal Information
Asymmetry [RAH+06], for example considering Information on Third-party
Data Disclosure Policy and Access Notification [Sil15].

This work allows privacy experts to find appropriate rules (and, for privacy engineers,
related patterns in INFORM and CONTROL). These rules in turn apply to the patterns
as additional influences to their successful application. While rules summarize as-
pects about recitals and articles, forces/concerns are a common pattern element which
also impact the validity of a solution. For the purpose of this thesis we define the
forces/concerns privacy pattern field as follows.

DEFINITION

Forces/Concerns: concrete influences for a privacy engineer to balance in their imple-
mentation of a solution proposed by a privacy pattern.

As part of this research, the main contribution of this chapter followed the following
process:

1. Determine what rules we can extract from the GDPR;

2. Identify applicable categories, recitals, articles, and privacy patterns for each
rule; and

3. Develop a tool for filtering the above to show appropriate rules.

Tool

-	Recitals
GDPR

Categories
Filtering
Questions

Privacy
Patterns Rules

GDPR
-	Articles

Design
Strategies

Relevant	Rules
&	Patterns	

Figure 5.1: Proof of Concept Tool Explained

In our tool3, each rule (currently 155 in total) points to further information on the
recitals and articles it is based on (see Figure 5.1). They also provide information on
relevant patterns or pattern categories (the privacy design strategies). Such categories
include CONTROL, INFORM, ENFORCE, DEMONSTRATE, MINIMIZE, ABSTRACT (formerly
Aggregate), HIDE, and SEPARATE [Hoe14]. We allow a privacy expert (e.g. privacy
engineer) to answer various questions through a wizard to establish relevant rules.

3Available at https://privacypatterns.cs.ru.nl/tool and https://github.com/
privacypatterns/privacypatterns/pull/105

https://privacypatterns.cs.ru.nl/tool
https://github.com/privacypatterns/privacypatterns/pull/105
https://github.com/privacypatterns/privacypatterns/pull/105
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These can be reviewed and updated in a summarized list of answers. Selecting an-
swers populates a collapsible report of relevant rules. The following section details
our extraction of these rules from the GDPR.

5.2.1 Rule Extraction

Though we eventually cover GDPR in full, at first we sought to extract rules from only
a few of its recitals. We assigned first, second, and quality check reviewer roles for
each recital among the authors [CDFH19]. Each resulting rule also received review
from our legal researcher (Demetzou). This helps to ensure that the rules are not too
technical for either domain.

We selected information based on whether it applied to controllers and processors,
and specified whether the rule sufficiently affects the design of information systems.
We retained most of these less relevant rules in a separate category (‘[special] consid-
erations’).

This process resulted in a rich collection of such rules, each of which fell under one
of two general types. The first of these conveyed recital detail in context of a system,
and the second type provided further information beyond system design. An example
of the second type of rule and its source recital follow.

A group of undertakings should consist of a dominant member which con-
trols the others and is responsible for the group’s data processing activities.
(Recital 37)

(37) A group of undertakings should cover a controlling undertaking and
its controlled undertakings, whereby the controlling undertaking should
be the undertaking which can exert a dominant influence over the other
undertakings by virtue, for example, of ownership, financial participation
or the rules which govern it or the power to have personal data protec-
tion rules implemented. An undertaking which controls the processing of
personal data in undertakings affiliated to it should be regarded, together
with those undertakings, as a group of undertakings. — GDPR

With the rules extracted at the time, we explored how best to categorize them going
forward. The categories we used needed to be compatible with the structure of the
GDPR. This allows those familiar with the Regulation to navigate the rules, and those
familiar with the rules to navigate the Regulation. As such, the most straightforward
way to separate these rules was in the same manner as the GDPR recitals, articles, and
clauses they come from:

• General obligations which always apply (22 rules);

• Data protection principles and rights (13 and 14 rules respectively);

• Information on processing grounds (21 rules);

• Special obligations (28 rules); and

• Considerations unrelated to a system itself, but nonetheless useful to keep in
mind during design (57 rules).

We further discuss the categories in Section 5.2.2.
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After finding these commonalities we continued to extract rules (including considera-
tions) from the remaining recitals. During this continued extraction of rules, we deter-
mined which privacy pattern areas (design strategies) would be applicable. We noted
these observations in an additional column of the spreadsheet. At first we expanded
on the pattern relations with relevant CONTROL design strategy patterns. Later, we
provided detail on patterns from the INFORM design strategy as well. Together, these
patterns represent notice, transparency, and informed user control.

After extracting and reviewing rules from all of the recitals we then explored the arti-
cles themselves. The recitals of the GDPR cover a lot of the information conveyed by
the articles, typically for further elaboration or more specific circumstances. We thus
found that few changes were needed to address the entire GDPR, and not the recitals
alone.

We first determined which recitals related to each article, and then amended the re-
sulting rules as necessary. On a few occasions this presented new rules, as no recitals
elaborated on the article. For most articles, though, we only needed to make minor
modifications to rules. The rules which did not have associated articles did not require
further changes. The same was true for those better covered by recitals. Finally, we
omitted information which does not affect controllers and processors.

5.2.2 GDPR Categories for the Rules

The first of the GDPR categories worth exploring are the processing grounds. That is,
the reason for which a controller may lawfully process the personal data of a user. The
most straightforward of these are the legal (legally required to process) and contrac-
tual (fulfilling a valid contract with the user) grounds. Far more common in this is
obtaining explicit and Informed Consent [BK12]. By informed, we mean inform-
ing the user who you are, what you and any third parties want to do, why, how, and
what consequences they can or should expect, in simple terms. There may be excep-
tional reasons to forgo asking for consent, such as public interest, or proven legitimate
interests. Such interests must be demonstrably more important than the user’s.

Knowing which processing ground fits your processing purposes and means, you may
have special obligations to consider. Otherwise, in most cases, general obligations
apply. A primary concern which applies even in most special cases is transparency. A
user’s right to be informed exists even when their consent is not required. In most cases
this gives them the right to object or to restrict processing (they can also retract any
consent they have given). Alternatively, they may only have the right to rectification
of their data, to keep it accurate. In most cases, users also have the right to access or
erase their personal data. Finally, the right to data portability allows users to change
providers in a streamlined and standardized way.

Regardless of which grounds justify the processing or which user rights apply, con-
trollers must follow data protection principles. The principles include: lawfulness,
fairness, accuracy, transparency, minimization, confidentiality, integrity, accountabil-
ity, as well as purpose and storage limitation.

These principles feed back into determining grounds, purposes, and means, as well as
balancing user rights with legal, public, or legitimate interests. Controllers must be
open about processing which impacts personal data, acknowledging their legal obli-
gations and demonstrating compliance. In most cases they must allow users to keep
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their personal data up to date, and otherwise avoid using inaccurate data. Controllers
should not use excessive data, nor use data more than necessary, or for longer than
necessary. Where it is no longer purposeful, they should no longer store it. Finally,
they should use state of the art security to protect it from unauthorized access.

Beyond the obligations controllers have to adhere to, there exist various further con-
siderations. These present additional information which help to better understand the
obligations and their enforcement. The next section describes the use of these cate-
gories in the tool itself. The GDPR categories apply to the rules as each rule originates
from one such category of articles or recitals.

5.3 The GDPR Rule Filtering Tool

Show All Answers

Filter GDPR categories: Processing Grounds

Special Obligations General Obligations User Rights

Data Protection Principles Considerations

Does the controller, the one who determines the
purposes and means for processing, have any
special circumstances? There are additional
concerns when dealing with multiple controllers or
authorities, and some derogations for small to
medium enterprises.

Select all that apply:
We are part of multiple controllers or undertakings

We have under 250 employees We fall in scope of multiple authorities

Previous  Next

Create PDF in your applications with the Pdfcrowd HTML to PDF API PDFCROWD

Figure 5.2: Example of Filter Question

Back to Wizard

Controller specifics: We are part of multiple controllers or undertakings We have under 250 employees

We fall in scope of multiple authorities

Industry specifics: We have Certification We have Codes of Conduct We are sworn to secrecy

Special contexts: We obtain personal data from other sources We process the data of minors

We profile or otherwise automate decisions on users We operate or transfer data outside the EU

Processing Grounds: We have a Legal/Contractual Obligation We rely on Consent

We process for Public Interest Other Legitimate Interest We Can Prove

Create PDF in your applications with the Pdfcrowd HTML to PDF API PDFCROWD

Figure 5.3: Example of Filter Summary

The tool offers both a wizard style questionnaire and a list of filtering options to review.
Both formats provide the same utility, though the wizard focuses on providing a single
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x

x

− Processing which can be used to personally identify any users
+ Other considerations x

− Principles of data protection x

+ Consequences of not upholding data the protection principles x

Considerations: Accountability Derogation, SMEs

Controllers of medium or smaller enterprises below 250 employees may be exempt from some obligations
such as with logging, but must meet the same level of protection.

General Obligations: Cooperation

The protection of personal data should not hinder proportional and necessary measures taken by law
enforcement or national security (governed by the Police Directive 2016/680/EC). This processing should be by a
competent authority, and may receive additional regulation.

+ Show All Relevant Rules (12) Copy to Clipboard

Subject-matter and objectives; Recital 13;show privacy patterns

Material scope; Recital 19;show privacy patterns

Create PDF in your applications with the Pdfcrowd HTML to PDF API PDFCROWD

Figure 5.4: Example of Filtered Report

more detailed question at a time. We show a running example of a wizard style filter
question in Figure 5.2. In a separate figure we illustrate the summary shown upon
clicking/tapping ‘Show All Answers’. Users of the tool can return to where they left
off in the wizard or select a specific question, as Figure 5.3 shows.

Upon selecting any answer or category (whenever any rules match the filter) the report
is shown below. Figure 5.4 shows a filtered report following the running example.
By default, it only displays the main heading with any relevant rules and minimized
headings under it. Users can toggle these minimized headings individually or all at
once by clicking/tapping ‘Show All Relevant Rules’. This button toggles to once more
minimize all rules.

5.3.1 Filtering Rules

In order to highlight and organize relevant rules, the tool uses filters. GDPR category
filters are optional. If none are selected, the tool does not use them. If one or more are
selected, the tool only shows rules which are in any of these categories. These rules
must also match the answers provided in the questionnaire.

Remove Rule(s)

Another feature allows for even more selective exclusion of rules. Users may remove
a rule or group of rules from the report (until they restore them, e.g. refreshing the
page). This helps for dismissing rules which users have already reviewed or otherwise
would prefer not to show up in results. As we point out in Section 6.5, we may still
expand this feature.

Questions

The questions presented by the wizard and their answers are the main function of
the tool. We built the questions by first identifying recurring contextual aspects in
the rules. Whether a rule was relevant depended on the state of the controller in
question. We expressed this state as a set of attributes. For example, the relevance of
an adequacy decision. The questions needed to determine if such attributes applied.
Yet, answering such a question should make more than one rule relevant. Otherwise,
the tool would instead take time without providing much benefit. For this reason our
questions are all in the form ‘select all which apply’.

Each answer has associated attributes. Each rule also has a set of these. By toggling an
answer the user activates its attributes. These may overlap with those of other answers
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or answers of other questions. The report shows a rule when one of its attributes match
an active one. Only one such attribute needs to be active to show relevant rules.

There is a hierarchy to these questions and answers similar to that of the rules. At
present, this hierarchy is not apparent to users. Instead, they appear as distinct head-
ings. At the root are the categories, which receive a different style to help distinguish
them from answers. This distinction is more important when viewing the summary
of answers as they follow a similar structure. While viewing individual questions in
detail, only the categories remain shown. Despite this distinction, both selected cate-
gories and selected answers act as filters when used. We discuss the question hierarchy
further in Section 6.5.

Rule Headings

In addition to questions which filter the rules with their answers, the generated report
has its own headings. These can be collapsed, and are so by default, so that long
reports are not difficult to navigate. The report headings serve to organize the resulting
rules to enhance usability. We do this by keeping alike rules together, and grouping
them based on attributes they satisfy. We also highlight these groupings with headers
in the form ‘category: attributes’. This way, users of the tool can find related rules in
a group close together.

5.3.2 Technical Implementation of the Tool

During development and the forming of the rules, we recorded all related information
in a Google spreadsheet. This included their categorizations, attributes, questions,
and answers. Using Google’s Visualization service we are able to fetch this information
from the spreadsheet using client-side JavaScript. More recently we fetch this from
Tab Separated Value (TSV) files. Upon loading the webpage for the tool, we retrieve
this information asynchronously. In two separate functions in the script, we retrieve
two tables. One of these is for the report (the rules, their attributes, headers, etc.) and
the other is for the questions and categories.

Both functions handle the information in a similar manner, looping through the table
to assign the appropriate values to a list. This allowed for us to also assign parents
and children according to the hierarchy. That is, a rule is a child of its group header,
and an answer is a child of its question. We then generate markup for unordered lists
in the #report and #questions elements. GDPR categories make up the root of the
questions list, and if used will limit the rules by the selected categories.

Relevant list items receive onclick events which allow for toggling between filters
(categories and answers), pattern information, showing/hiding all relevant rules, and
the hiding of elements. We include separate functions for each of these three toggles
and for the element hiding. As discussed in Section 6.5, we updated element removal
to instead allow hiding through the display property.

Group Headers

Through the style sheet we make the report hierarchy collapsible. We do this through
hidden checkboxes. Each of these has a related label whose (sibling) unordered lists
display nothing by default. When checked (and not disabled by filters), the headers
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display their related content4. See ‘Other considerations’ in Figure 5.4 for a collapsed
item. For ‘Principles of data protection’ in the same figure, the hidden checkbox is
checked, so its sibling unordered list is displayed. Note that instead of checkboxes,
we use more conventional collapsible list symbols (‘+’ and ‘-’) before the group header
labels.

Filtering

For filter functionality we assign categories and attributes to each of the rules (and
their headers) through their class property. The corresponding class names reside
in the filters — the categories, and the attributes of each active answer. We use the
toggle events of these answers and categories to show relevant rules (and their head-
ers). Whenever the user toggles a filter, the report updates its visibility. We use the
document.querySelectorAll function to use the appropriate selector and display
the matched headings and rules.

If one or more categories are selected we need to only show headings or rules which
match at least one of each. This creates a need for category-attribute pairs in addition
to categories and attributes in the class property. Selecting rules based on having
the attributes and on having the category works this way, though headings are more
complex.

If a heading of a group of rules contains a rule which meets one requirement, and
another meeting the other requirement, it would still match the selector. Neither of
these rules would match the GDPR category filter, though, instead showing an empty
group heading.

For example, consider a group of two rules with the following classes: Grounds
Public_Interest and User_Rights Legitimate_Interest. In this example,
neither rule should display when the selected GDPR category and answer is Grounds
Legitimate_Interest. However, this category-attribute pair selector would still
match the header. Selectors are not able to match classes in exclusive pairs like this.

To remedy this, we add the pairs together as single class names (e.g. Grounds-
Legitimate_Interest). With this approach, the selector requires both require-
ments to be met. The tradeoff for this approach is having many more classes in the
group headers.

5.4 Validation

In order to measure the success of this tool, we sought feedback in the form of expert
review. This is most valuable from privacy experts in industry, as these would be the
primary users of such a tool. After our conclusions were first drawn about the tool we
found an opportunity to receive this feedback.

With the permission of senior leadership a fortune 500 company (top 100) agreed to
provide this feedback. Within the company an anonymous expert review survey was
sent out to gather input about the tool from privacy experts. The participants are in
full-time roles where they perform privacy impact assessments on new experiences,
services, and features on a regular basis. At this company, the privacy experts deliver
privacy requirements as their primary role.

4Selector: input:checked:not(:disabled) ~ ul (Note that the ~ is intentional).
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Evaluating a Proof of Concept for 
Rule Filtering In Industry
This survey is an academic validation from privacy experts in industry about the 
perceived ease of use, potential effectiveness, and appropriateness of a rule filtering 
tool. To complete this expert review, please navigate to 
https://privacypatterns.cs.ru.nl/tool/rules and provide your feedback below. Detailed 
responses are appreciated.

* Required

Unclear
Somewhat

Unclear Neutral
Somewhat

Clear Clear

The purpose of the tool

How to use the wizard

How to review your
answers

How to view the rules

How to filter the rules

How to select the rules
for copying

Looking at the tool and its introduction, how clear are the following 
aspects? * 

1.

Clarify your answers above if desired.2.

Enter your answer

Create PDF in your applications with the Pdfcrowd HTML to PDF API

Figure 5.5: Expert Review Survey Header

5.4.1 The Expert Review Survey

The survey was constructed with Microsoft Forms. Since all potential participants
are known to be experts in this field, we do not collect their names. No identifying
information is requested within the survey. The benefit in doing this is that participants
do not feel pressured to respond positively. We believe this will do more to reduce bias.
However, anonymous submissions may also result in less genuine responses. Between
these two potential risks, we decided to keep the survey anonymous.

The main questions of the survey provide a 5 point Likert scale, using ’somewhat’ on
either side of a ’neutral’ option. Each main question permits clarification through an
optional follow-up question without any word limit. The final question also provides
an opportunity to provide additional comments.

We asked the participants to measure certain qualities. The wording we used to de-
scribe the qualities is based on [Dav89]. This is a popular work on assessing an au-
tomated tool’s quality. We therefore split the expert review survey between perceived
ease of use (Questions 1-2) and perceived usefulness (Questions 3-6). As the authors
suggest asking this directly may cause an overlap. Our tool however has a clear split
between usefulness (the output) and ease of use (the input).

We test the clarity of the purpose and inputs for the tool, and we separately measure
desired aspects in two scenarios. The desired aspects are a revision on the usefulness
measures by Davis [Dav89]. Our revision focuses on aspects which provide value to
the role of the privacy expert in the company.

The survey first seeks to evaluate how well the participant got to know the tool before
providing feedback. This should also show how easily one can become familiar with
it. We seek to measure how clear the participant feels each component is. These
components are shown in Figure 5.6.

The other main questions cover the feedback on the perceived benefits of the tool in
a final state. The participants are asked to consider their answer if they used the tool
regularly. The Likert scale is between ‘More’ and ‘Less’.

The first of the main questions focuses on a user journey using the rules as provided
in the tool. The second main question asks the participant to imagine a version cus-
tomized for their company to include additional rules.



CHAPTER 5. RULES IN THE GDPR 77

Expert Review Survey Results

The survey was sent to 34 potential participants of which 10 privacy experts have
replied. The least clear features are using the wizard and reviewing the answers from
it, with a lean toward ’somewhat unclear’. Two privacy experts also noted this about
the purpose of the tool. The privacy experts who rated the features as (somewhat)
unclear did not provide further explanation. The remaining features are somewhat to
mostly clear. See Figure 5.6 for more detail. The clarifications include:

“It took some playing around with the tool for me to determine how to
use it. I initially did not realize that selecting "Show All Answers" shows my
selections and that I could alter them there, that I could/needed to expand
to see the rules, and that the filter was above the question. However, after
playing around with the tool for 5-10 minutes, how to use it became clear.

At first, I thought "Show All Answers" was the way to see the rules them-
selves, and for that the wording "Show All Selected Answers (or Criteria?)"
may have been more helpful. I think I expected the filter to be below the ques-
tionnaire box, rather than above it, so at first I thought that might be part
of the questionnaire. I recommend moving that below the questionnaire.

I think some additional instructions would help clear up any confusion
for users. It may also be worth having more identification and separation of
and between the instructions and the wizard.”

“2 minor [suggestions from a] layout perspective: i. at first [it seemed]
the categories were part of the questionnaire, so causing some confusion
[there. Can] we move it between the questionnaire and rules, and [make
it more like] a filter. (My understanding on categories right?) ii. maybe also
adding some tags to the rules to show the relationship with the answer?”

These answers to Question 2 highlight that it may be better to list the GDPR category
filters below the wizard/questionnaire. This makes sense as users may want to answer
the questionnaire first. It may also provide value to show the ‘tags’ attributed to the
filters. As one comment notes, some users may not realize the report is collapsed by
default. It may be better to expand the report by default to avoid this. Additionally,
"Show All Answers" appears to be ambiguous with the report itself. It may be better
to refer to these as ‘choices’ rather than answers. Finally the introduction can be
expanded into a separate section with more detail.

“My feedback is that since the tool [provides] answers that are basically
written how they are presented in the GDPR, the user of the tool needs GDPR
background to understand the answers they are providing.

If you are in academia or are a GDPR expert, you will appreciate the ques-
tion flow. If you are new to GDPR or just want to understand the differences
in lawful basis and don’t fully understand the other articles the tool is diffi-
cult (i.e. supervisory authorities, adequacy, certification vs codes of conduct,
etc).

To be fair, you should eventually understand these things, so I guess I
would say this is not a training tool or a tool to evaluate a use case against
by a non-experienced practitioner.”

This Question 2 feedback notes that the rules and tool still have a lot of the GDPR
left in them. For privacy experts outside of the EU, this may be more so. This makes
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Evaluating a Proof of Concept for Rule Filtering In Industry

1. Looking at the tool and its introduction, how clear are the following aspects?

2. Clarify your answers above if desired.

3. Imagine you are using a final version of this tool for a different company. The final version would
include a wider range of questions to filter through. If you used this regularly, which of the
following do you think would apply for you?

"2 minor advice from layout perspective: i. at first I thought the categ…

Figure 5.6: Expert Review Survey and Results
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4. Clarify your answers above if desired.

5. Imagine you are using a final version of this tool for a company like your own, including your
company's internal rules. The final version would include a wider range of questions to filter
through. If you used this regularly, which of the following do you think would apply for you?

6. Clarify your answers above if desired.

7. Additional comments if desired

"I guess what concerns me more will be how complicated it will be get…

(continued)
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it more important to update the introduction with further explanation. The filtering
questions may also benefit from being rephrased.

We next cover the perceived usefulness of the tool, given a wider range of filtering
questions. We also ask the participants to consider regular use of the tool as opposed
to the short time they spend for evaluation. Without content being customized for
the company of the participants, the responses leaned towards (somewhat) ‘more’ for
all qualities. The perceived benefit is most the case for completeness, followed by
preparation efficiency, familiarity, and finally confidence. The polarity was highest in
familiarity, potentially due to higher GDPR familiarity in some participants. Impor-
tantly, no respondents reported these qualities being any less. See Figure 5.6 for more
detail. The clarifications include:

“I am not sure if I’m understanding the question re: completeness of the re-
quirements. I’ve answered "somewhat more" to indicate I would expect more
complete requirements to be available for this use case. I would expect to be
more efficient in using the tool and more familiar with the requirements if I
used the tool regularly. However, I think my confidence in the requirements
would only increase a little knowing that what’s available is more complete
and more tailored, as I trust the requirements already.”

In this clarification it is possible that the participant believed the completeness quality
would be improved as per the scenario created in the question. In contrast, it refers to
the extent the tool improves the completeness of delivered requirements. The partic-
ipant understood the other measures, and confirmed usefulness in these areas. Since
the participant is not referring to Question 5 in their trust of the requirements, this has
less to do with their company’s internal rules. It is possible they trust the requirements
due to them coming from the GDPR, or due to the perceived completeness suggested
by the question.

“I think the UI is a little confusing. I would write a step-by-step guide on
how to use the different features, how and when to copy rules, and when the
rules should be extracted for delivery.”

This comment suggests that the introduction to the tool be elaborated into a guide.
The participant recommends that a process be defined for a prescriptive use of the
tool, up until delivery to (privacy) engineers.

The perceived usefulness of the tool with the company’s own rules included is some-
what higher overall. While still some responses are neutral, the general sentiment is
positive. Again no respondents indicate qualities being any less. See Figure 5.6 for
more detail. There are no further clarifications.

Some participants provided further comments. One in particular suggests:

“I would determine which types of individuals should be using this tool,
and if its for experts, to make that clear. Alternatively, if this is made for per-
sons not fully familiar with the GDPR, you may need to link out to resources
[for] the person understanding the terms in the answers they are providing.”

Indeed, the tool is more targeted toward privacy experts and privacy engineers than
practitioners in general. This should be made more clear in the tool itself. Additionally,
for privacy experts with less experience in the GDPR (such as those in the U.S.), we
can provide further explanation of the concepts.
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“I guess what [concerns me] more will be how complicated it will be [to]
get to the final rule set.”

Here the respondent points out that, perhaps with internal rules added, there would be
a lot more filtering. This respondent however marked ‘more’ for each quality in Ques-
tion 5, including efficiency. This suggests that overall there would still be a perceived
net benefit.

5.5 Discussion

This section elaborates on the tool and its potential future changes toward better con-
veying information to privacy experts. In particular, we discuss the tradeoffs we made
for the initial version of the tool, how we have improved them, and how we plan to
address them in future. Section 5.6.1 discusses further improvements beyond this.

Question Hierarchy

The questions and categories benefit from the same hierarchical representation as the
rules, though presently only the categories use this. We do not have other parent
questions, as a single level proved sufficient for filtering.

In future, we could make use of the hierarchy to only present follow up questions
when a parent question’s answer is active. Presently, use of the hierarchy in the tool
will only add structure (indentation) to the summary of answers. The wizard will
simply include the child questions like any other question.

Previous Filtering Approach

The report originally filtered in one of two ways. In the first of these, we showed
both rules which apply from the answers selected and also those from any selected
categories. Categories allowed users of the tool to navigate the rules without needing
to specify a context. If those users also provided a context, the super-set of these
would be shown. Selecting all categories would show all rules. We referred to this as
‘inclusive’ or ‘all’.

For brevity, our running example in the figures used the second approach: the ‘ex-
clusive’ or ‘only’ filter. In this approach, we only showed rules matching at least one
selected category and at least one matching answer. That is, selecting additional cat-
egories would not show rules outside of the specified context. This filtering approach
matches the current implementation, and allows users to focus on a subset of the rules.
This excludes rules which do not relate to at least one active category though. By de-
fault the tool used the inclusive filter instead, though users could toggle between these
by clicking/tapping a button in the main category heading.

The exclusive filter showed only the rules directly related to the selected categories.
However, if no categories were selected, no rules would be shown. The inclusive filter
was less helpful for actual use of the tool. If any GDPR categories were selected, all
rules in that category were shown. Conversely, many of the rules are not available
with the exclusive filter. This is due to not all rules being assigned to an answer. In a
completed version of the tool, this would not be the case.
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The decision was therefore to remove these two options and simplify the user ex-
perience. When no GDPR categories are selected, only the questions act as filters.
Otherwise the tool uses exclusive filtering.

Rule/Group Removal

Originally the buttons which now hide rules or groups of rules removed the elements
from the document outright. Users may have changed their mind about these re-
movals, or removed them by mistake. Having to reload the page to revert this also
reverts any attribute selection. We avoid this by adding a button to reset these re-
movals, and instead hiding them with the display property.

Movement Away From Google Sheets

At first the tool used the Google Visualization service to fetch the information from
the spreadsheet we used during this work. However, this relies on the availability of
that service and takes longer than fetching our own already formatted resources. Be-
fore moving to Tab Separated Values (TSV), we stored the JavaScript Object Notation
(JSON) format Google provided to retrieve the information more quickly. However,
we still used the Visualization service to process it.

By using TSV instead of JSON we allow easier editing. Unlike Comma Separated
Value (CSV) format, TSV suits the type of data we use. Often we include commas,
though never tabs, so the files do not require additional formatting. A user on GitHub
should be able to edit these files on GitHub itself. This also allows us to encourage yet
moderate contribution. Unfortunately, the tradeoff here is that many users will find a
spreadsheet more accessible. The information can be opened in popular spreadsheet
software, though changes from within those are less consistent.

Additional Concerns

There is presently no logic to automatically toggle ‘Show All Relevant Rules’ when all
headings are manually collapsed or opened. While the user can just press the button
twice to achieve the desired effect, this is not ideal. We note that this issue would only
materialize when all rule headings match the filter. This does not happen in normal
use.

In our validation through an expert review survey, we received responses from privacy
experts. Each of these experts were in a competitive role dedicated to performing
privacy impact assessments. These included features and services subject to the GDPR.
However, we only received 10 responses, and the low rate of elaboration. This is not
substantial enough to guarantee the quality of the tool. However, the feedback does
suggest there is value in the tool, and that further work would improve this.

5.6 Conclusion

In this chapter we have discussed the conveying of important and relevant information
from the GDPR to privacy experts in an organized manner. As part of this endeavor,
we have extracted 155 ‘rules’ from the Regulation which specifically affect controllers
and processors. Users of the tool this chapter presents can indicate their context by
answering questions to show which of these rules pertain to them. Where users select
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GDPR categories as well, the resulting report is limited to rules within these categories.
Each rule highlights relevant design strategies and privacy patterns, which a privacy
engineer can use to design a solution. By exploring the pattern systems, the privacy
engineer can better understand the effects of applying the patterns they choose.

5.6.1 Future Work

This tool is only a proof of concept, and would still benefit from further evaluation from
privacy experts after completion. This applies both to those familiar and unfamiliar
with the subject matter. Privacy experts could provide feedback after prolonged use on
how easy the content is to understand and utilize. Legal practitioners may addition-
ally evaluate how the tool influences design decisions by these privacy experts. They
could also further evaluate legal completeness beyond our own assessment. Similarly,
privacy engineers could point out any incomplete practical design information.

Given that these aspects are worth evaluating further, a mixed methods approach to
evaluation seems appropriate [TT09]. We conducted an expert review with industrial
privacy experts to identify any shortcomings in the tool and to better understand its
use in practice. This included an interface and usability review. Beyond this effort, we
could carry out a survey on further practitioners to assess the tool with larger external
validity. This will indicate whether a tool like we propose can increase privacy aware-
ness among practitioners in general – keeping design decisions in line with GDPR and
privacy concerns. Complementary experiments in which practitioners make design
decisions with and without the tool could also be performed to ensure the internal
validity of any such findings.
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Chapter 6

Systematizing Patterns for
Informed Control

6.1 Introduction

With the current data protection climate, organizations need mechanisms for address-
ing data protection [EC16c]. These mechanisms do not need to be new, though. In
fact, if they are mature solutions, and have proven to be effective, they are much more
appealing than new untested solutions [Ale79]. Patterns, as discussed in previous
chapters, take advantage of the maturity of a solution. When such a solution is re-
peatable, and effective for a broader audience, then patterns authors can share their
experience on it.

The area of experience we focus on is data protection, from which two important
requirements are informing users and giving them control over their personal data. In
the GDPR [EC16c] for example, information systems should not assume user consent.
Yet, properly acquired consent must be freely given, explicit, specific, and informed.
Most of these factors are self-explanatory, though they are worth elaborating on.

There must not be negative consequences for refusing consent. It must be an affir-
mative action, not implied by inaction. It cannot be broad. The potential effects of
consenting should also be clear to the user. Keeping these factors in mind helps to
respect the rights of users. By doing so, the organization which controls personal data
(the controller), demonstrates appropriate concern. This correct mindset, though, is
only the first of steps toward the GDPR’s adherence.

This chapter introduces privacy patterns which provide guidance on these two require-
ments. Each pattern details a problem relating to these, and how to solve that problem
according to the experience of experts in the field. These patterns feature in either of
two pattern systems: one for INFORM, and one for CONTROL. We discuss the signifi-
cance of such pattern systems in the following sections.

6.2 Background

Any information system that will process personal data needs informed users and valid
user consent. The controller which provides such a system should therefore seek to
fulfill these requirements to the best of their ability. However, giving users, or ‘data
subjects’, transparency, notice, and informed control of their personal data is not so
simple.
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Users vary in many ways. They have different needs and thresholds for data sharing.
Not all information is applicable or understandable to them, unless that information
is constructed to match its audience. Fine detail is even more difficult to understand.
Yet, users should comprehend what they consent to. Fortunately many of the vari-
ous privacy and data protection issues to consider have already received considerable
attention in the form of privacy patterns1.

6.2.1 Software Design Patterns and Pattern Systems

Patterns exist to take advantage of the collective experience of practitioners [Ale79].
They are well documented solutions to recurring problems in a certain domain. Soft-
ware design makes regular use of such patterns, even as a common vocabulary
[GHJV94]. Experts share and test these guides for better and more efficient ap-
proaches. There are many interactions worth highlighting between these patterns.
Understanding these can have important positive impacts on information systems.

Pattern catalogs, pattern systems, and pattern languages all take progressive steps
toward explaining pattern interaction. Each is better than the former at handling its
specific domain [BMR+96]. A pattern language is most ideal, as it addresses every
aspect within its area. Yet, it is not possible to create one so early, as it requires small
or well-known domains. More attainable is a pattern system, which is often confused
with pattern language [BMR+96]. A pattern system does not address every aspect, as
this is often not possible. Instead, it promotes easy identification of the right pattern
for a context. A pattern system shows important considerations, such as the pattern’s
significance in the collection. It describes patterns which aid it, conflict with it, or
otherwise affect it.

The collaboration (mentioned in Chapter 3) has contributed toward a pattern catalog
in the privacy domain (privacypatterns.org). The catalog itself initially fell short
of a pattern system, yet also lacked in some catalog aspects. Our work takes a subset of
these patterns, those associated with informing users. From these, we create pattern
systems by reworking the privacy patterns themselves.

According to Pattern-Oriented System Architecture (POSA) [BMR+96] (a definitive
resource for pattern authors [BHS07]) such systems should meet a few requirements.
A system of patterns should organize a reasonable amount of patterns which sup-
port their own evolution. Additionally, all patterns in the system should be described
uniformly. Their descriptions should include implementation details suitable for suc-
cessful application, as well as highlight the relationships between them.

The following sections include an overview of the works leading up to this. We include
a section exploring the pattern system and its validity. In it, we include explanations of
the relationships the pattern systems use. This features along with discussion around
pattern implementability and the thought process around our decisions.

6.2.2 Related Work

As discussed in Chapter 3, this work builds on a few initiatives in the pattern commu-
nity which gather privacy patterns. The prior efforts leading up to this collaboration
provide a platform for our pattern systems. This section discusses these efforts as they

1See privacypatterns.org

privacypatterns.org
privacypatterns.org
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relate to our creation of pattern systems for transparency, notice, and informed user
control (INFORM and CONTROL). We focus on how these efforts fell short of system
level as defined by POSA [BMR+96] or did not apply to our study domain.

One integral element featured in many of the works we build on is Cavoukian’s ‘privacy
by design’ (PbD) [vRGB+95, Cav09a]. As discussed in Chapter 2, PbD is a philosophy
which seeks to embed privacy into the earliest stages of design. It can also be used
as a more holistic variant of Data Protection by Design and by Default. Yet it is not
concrete enough to ensure data protection principles [GTD11]. Instead, we build off
of privacy design strategies and tactics as discussed in Chapter 3.

Privacy patterns provide more concrete engineering suggestions, typically with in-
depth implementation guidance and examples. A further step would be Privacy-
Enhancing Technologies (PETs), which propose solid implementations in specific con-
texts [DDFH+14]. In the pattern community, practitioners refer to such implemen-
tations as ‘idioms’ [GHJV94]. We however seek the versatility and reusability that
privacy patterns offer instead.

Within the collaboration introduced in Chapter 3, Doty and Gupta’s [DG03] original
privacy pattern catalog consisted of nine draft privacy patterns. It used a variety of
categories, including Hoepman’s design strategies [Hoe14]. At first, though, it had
little to no emphasis on establishing relationships with other patterns.

Later on, within the PrimeLife project [FHKP+10], researchers formed a pattern cata-
log for Human Computer Interaction (HCI) to assist in designing accessible user inter-
faces. This included fifteen patterns for privacy policies, which covered a number of
aspects. Some of these include icons and the display of privacy information, work flows
and interaction paradigms, and holistic approaches to the project itself. They include a
Related Patterns section, though only as a list of pattern names.

The PRIPARE project set up a separate online catalog2. It describes 26 privacy patterns,
classifying them with both attribute tags and categories. To express a few relationship
instances they use the following sections: related patterns, supporting patterns, and
conflicting patterns.

Drozd [Dro16] additionally proposed an online catalog of privacy patterns which built
upon the previous efforts. It presents 38 privacy patterns in total3. For classification,
it uses a hierarchical schema and application area. The hierarchy follows the ISO/IEC
29100 [Int11] principles and instructions, while the variety of areas non-exhaustively
include: systems’ infrastructure, types of applications, and components. Pattern rela-
tionships are not yet explored.

Lenhard et al. [LFH17] further expand upon the previous collections in their mapping
study. Beyond these, however, they note various authors which have reported pattern
languages in specific domains. Schümmer et al. [Sch04] present such a language with
18 patterns which aim to help control information flow within collaborative environ-
ments. Chung et al. [CHL+04] report a pattern language for developing applications
for ubiquitous computing, presenting 15 patterns organized around ‘privacy manage-
ment’. Hafiz [Haf13], on the other hand, affirms the first pattern language for devel-
oping Privacy Enhancing Technologies. This collection composes of 12 patterns which
revolve around anonymity.

2privacypatterns.eu
3privacypatterns.wu.ac.at

privacypatterns.eu
privacypatterns.wu.ac.at
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As pattern languages, these each show pattern relationships. However, they do not
use a formal representation, nor do they seem to follow the POSA notion of pattern
language. The pattern language definition given by Lenhard et al. [LFH17] mentions
“a set of patterns and their interrelationships and interactions", while this definition sits
closer to that of a pattern system [BMR+96]. POSA notes that it is not uncommon
to mix these notions, reminding that a pattern language should cover “every aspect of
importance in a particular domain".

Together, these authors created the pattern catalog this work builds on4. It features
an agreed upon schema, along with various filtering and categorization options. For
categorization, they use a mid point between legal and technical requirements. That
is, they use Hoepman’s privacy design strategies [Hoe14]. Hoepman’s privacy design
strategies are distinct architectural goals toward privacy protection. We use the INFORM

and CONTROL design strategies to filter privacy patterns for our pattern system’s.

The collection has a large enough base of patterns, organization, and the ability to
evolve [BMR+96]. The privacy patterns within it number almost one hundred. As
they exist on GitHub4, they are also open to evolution. Yet, it does not yet feature the
consistency, usability, and relations to form a pattern system. These are aspects we
resolve in this chapter, by systematizing two subsets within it.

Separate from these efforts, many authors were also exploring privacy patterns.
Lenhard et al. [LFH17] performed a mapping study on many of the works from the
collaboration. They provided categorizations beyond this mapping which complement
the design strategies. They too used the design strategies, assigning more than one
where they deemed necessary. Alongside this, Siljee [Sil15] even includes some initial
transparency patterns. While less direct in their relation, they can also serve to inform
users. Our work builds on these efforts as well.

6.3 A System of Privacy Patterns for Informing Users

We show our first pattern system5 in Figure 6.1. It contains the 31 INFORM patterns
(including one compound pattern, Awareness Feed), shown with summaries in Ta-
ble 6.1, 6.2, and 6.3. The figure makes use of two types of relationship connectors
each depicting three relationship types. These show how each pattern relates to one
another, which we elaborate on in Section 6.3.3. The patterns also have one of three
categories, indicated by different shades. From lightest to darkest, they are NOTIFY,
PROVIDE, and EXPLAIN. We discuss these further in Section 6.3.1.

We extracted these patterns from the privacy pattern collaboration’s catalog. This
catalog features both original patterns discovered by the authors and those based
on peer-reviewed sources found through searchable academic databases. Where in-
cluded, these patterns each provide the source to their original work.

The collaboration’s collection of patterns already makes for a reasonable pattern cat-
alog. Patterns in such a catalog tend to be isolated. They do not require an underly-
ing structure. A pattern system requires a few more qualities. According to Pattern-
Oriented System Architecture (POSA) [BMR+96] it should meet a few requirements:

4github.com/privacypatterns/patterns
5Available at privacypatterns.org and privacypatterns.cs.ru.nl

github.com/privacypatterns/patterns
privacypatterns.org
privacypatterns.cs.ru.nl
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1. a sufficient base of patterns;

2. uniform descriptions;

3. pattern relationships;

4. organization;

5. implementability; and

6. extensibility;

6.3.1 Evolving the Privacy Pattern Catalog

This section highlights the already met pattern system requirements of the collabora-
tion’s patterns. It also discusses our improvements to these. We first discuss extensive-
ness (1) and extensibility (6), followed by organization (4), and then uniformity (2).
We discuss the others in Sections 6.3.2 and 6.3.3.

The pattern catalog already forms a large base of patterns. There are almost one hun-
dred potential patterns in total. Half of these are public facing on privacypatterns.
org5 and GitHub4. Of these potential patterns, 31 are within our selected category.
We rewrote each of them to be more consistent and more in-line with the require-
ments of the GDPR. This includes 22 of the patterns which were not yet available
at privacypatterns.org. This total of 31 patterns is in line with the 19 patterns
presented by POSA.

The publication of this pattern system at EuroPLoP promotes awareness and feedback
[CC18]. In addition, the online environment which hosts our updated patterns allows
for their extension. Anyone who signs up for a free account may contribute, subject to
public moderation by more senior contributors. Usually these contributors are privacy
engineers. They are the target audience of GitHub, though the website makes many
features easy for laypersons to use. The moderation serves to curate useful contri-
butions, though users may also independently ‘fork’ the repository to work on their
own distinct copy. Allowing contributors moderation privileges does not endanger the
project, as other contributors may also restore it. These privileges may also be revoked
if necessary.

The catalog is organized by Hoepman’s [CHH16] privacy design design strategies.
These architectural goals are at the top level, and have more granular privacy design
tactics below them in the mid level. Shown in Table 3.1, design tactics contribute
to their overarching design strategy’s goal. At the bottom, we use patterns from the
INFORM design strategy in Figure 6.1.

Within this design strategy are the PROVIDE, NOTIFY, and EXPLAIN design tactics. The
first of these covers patterns which supply resources on data processing. The second
is for alerts on such processing. The third focuses on concise and understandable
explanation. Tables 6.1, 6.2, and 6.3 summarize the patterns in each privacy design
tactic.

In our pattern system, we further enhance the organization of the patterns. One of
the new patterns we contribute is a compound pattern - a pattern composing of other
patterns which can work together [FRBS04, GN15]. Awareness Feed pulls together
5 other patterns to approach a broader problem. In doing so, it can consider a more
holistic solution, combining implementations from patterns within it. This compound
pattern suggests informing users upon each change in context, as well as before col-
lection and use.

The Awareness Feed should highlight potential consequences as they become rele-
vant. The information it provides may relate to aggregation, access, and to the effects

privacypatterns.org
privacypatterns.org
privacypatterns.org
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Table 6.1: A Summary of The Patterns (PROVIDE)

Abridged Terms and
Conditions [BGH+14, Tid06]

Enables the user to better understand the Terms and Conditions pre-
sented by a system through summarization. The [crucial] elements
therein are condensed into a more concise overview.

Appropriate Privacy Feedback
[CHL+04, BGH+14, IH07]

Supplies the user with privacy feedback, especially concerning that
which is monitored and accessed, and by whom.

Awareness Feed Users need to be informed about [their data’s visibility], and what may
be derived from [it]. This allows them to reconsider what they are
comfortable [sharing], and take action if desired.

Increasing Awareness of
Information Aggregation
[AEG+07]

Inform users about the potentially identifying effects of information
aggregation to prevent them from unknowingly endangering their pri-
vacy.

Minimal Information
Asymmetry [RAH+06]

Prevent users [being] disenfranchised by [lack] of familiarity with
[policies], potential risks, and [agency] within processing.

Personal Data Table [Sil15] [Let users] see what information a controller has about them, [by pro-
viding] a detailed tabular overview of [it] upon request.

Platform for Privacy
Preferences
[CLMR02, Dro16]

Use privacy policies which consist of standardized and extensible vo-
cabulary and data element sets, both of which user agents should be
aware of, in order to streamline their review by eliminating redundan-
cies.

Policy Matching Display
[GWGT10, FHKP+10]

Allow users to specify what privacy preferences they have and non-
intrusively bring policy mismatches to their attention.

Privacy Awareness Panel
[GWGT10, FHKP+10]

Establish user awareness of the risks inherent in [disclosure] of their
data, whether to the controller themselves or to [others].

Privacy Dashboard
[DG03, NM02, RAH+06, BK12,
CHL+04, BGH+14, IH07]

An informational privacy dashboard can provide [collective] sum-
maries of the collected or processed personal data for a particular user.

Privacy Mirrors
[NM02, CHL+04, BGH+14, IH07]

Disclosure awareness is needed to adequately manage digital identity.
Provide the user of a system with a high level reflection on what per-
sonal data the system knows about, what access is given to others, and
what kind of personal data can be deduced.

Privacy Policy Display
[GWGT10, FHKP+10]

The goal of this display is to provide the user information about why
what information by whom is requested. It should be used whenever
personal data is required from the user.

Trust Evaluation of
Services Sides
[FHKP+10, Sil15, Dro16]

A visual highlight provided by an authority which signals the extent to
which given privacy criteria are fulfilled. It should be clearly placed
and easily found, with links to additional [info].

Who’s Listening
[Sch04, BHT97]

Inform users of content where other users or unauthenticated persons
having accessed the same content are listed, and may access any further
disclosures.
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Table 6.2: A Summary of The Patterns (NOTIFY)

Ambient Notice
[BK12, Sil15]

Provide unobtrusive, non-modal, continuous notice when personal
data is being accessed to increase awareness of real-time tracking.

Asynchronous Notice
[BK12, CHL+04, Sil15]

Proactively provide continual, recurring notice to consented users of
repeating access to their personal data, including tracking, storage, or
redistribution.

Data Breach Notification2 Ensure that unauthorized access and processing of personal data is de-
tected and reported to the supervisory authority and any sufficiently
affected users without any undue delay.

Dynamic Privacy Policy
Display
[FHKP+10, GWGT10]

Provide standardized contextual policy information on the nature and
risks of disclosure through tooltips.

Informed Implicit Consent
[ABB+07]

Controllers must provide unavoidable notice of a users implicit consent
to the processing of their data, where reasonable to do so.

Preventing Mistakes or
Reducing Their Impact
[AEG+07, BK12]

Prevent accidental automatic disclosure of personal information.

Unusual Activities5

[PLK+12]
Prevent suspicious access to user data through alerts and authenticate
through multiple factors upon potential compromise of an account.

of user decisions. It presents a solution which is compatible with those patterns inside
it. One might limit this interpretation to architectural patterns, though, such ‘patterns
of patterns’ follow the ideals core to the original design pattern notion [Ale79]. An
important benefit here is that they aid in categorizing and describing relationships.

The collaboration’s agreed upon schema6 makes the catalog somewhat consistent. As
a part of this work, further review and editing in the pattern system enhances this
uniformity. The collaboration schema mandates a few fields for this. It requires (bold)
Name, Context, Problem, Solution, Consequences, and Examples. It also permits
optional (italic) Structure, Implementation, Constraints, Known Uses, and Related Pat-
terns. Finally, our pattern system also adds some changes (bold and italic), including a
much needed Forces/Concerns field to this schema. We summarize these fields below:

- Name;

- Context;

- Problem;

- Solution;

- Consequences;

- Examples;

- Forces/Concerns;

- Implementation;

- Related Patterns;

- Structure;

- Constraints;

- Known Uses

Members of the collaboration explored the need for a forces/concerns field, though
have yet to apply it6. It gives “substance to the problem, and insight into what is
behind the symptoms" [Har06]. Our pattern system also makes the Implementation
and Related Patterns fields mandatory, adhering to requirements (3) and (5). The next
sections explore our approaches to these missing POSA requirements. We also describe
the use of the pattern system itself.

6 Pattern Template: https://raw.githubusercontent.com/privacypatterns/patterns/
master/Pattern-template.md

https://raw.githubusercontent.com/privacypatterns/patterns/master/Pattern-template.md
https://raw.githubusercontent.com/privacypatterns/patterns/master/Pattern-template.md
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Table 6.3: A Summary of The Patterns (EXPLAIN)

Appropriate Privacy Icons
[FHKP+10, HNH11, HZH11,
EC16c, GWGT10]

Use consistent icons in place of policy aspects. The icons should con-
vey these aspects reliably, without allowing room for misinterpretation
once explained to the user.

Icons for Privacy Policies
[FHKP+10, GWGT10, EC16c]

Icons are capable of conveying information more quickly than a docu-
ment, and are therefore a useful way to augment policies.

Impactful Information and
Feedback [AEG+07]

Provide feedback about who a user will disclose their information to
using certain privacy settings before that information is actually pub-
lished.

Informed Credential
Selection
[FHKP+10, GWGT10]

Ensure users are informed of the potential privacy consequences of
sharing various authenticating data.

Informed Secure Passwords
[FHKP+10, GWGT10]

Ensure that users maintain healthy authentication habits through
awareness and understanding.

Layered Policy Design2

[Pin11]
Make privacy policies easier for users to understand by layering detail
behind successively more concise and summarized information.

Privacy Aware Network
Client2 [SLPF05]

Enhance user awareness of privacy policies by automatically converting
it into a standardized and easily readable format over a secure channel.

Privacy Aware Wording
[FHKP+10, GWGT10]

Ensure that the content of privacy related information provided to the
user is worded carefully, maintaining both attention and understand-
ing.

Privacy Color Coding2 Provide visual cues in standardized colors about privacy policies and
preferences to help convey information to users more quickly.

Privacy Labels
[KBCR09, KCBC10]

Standardize warning labels similar to nutrition information to quickly
inform users about privacy policies and preferences.
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6.3.2 Implementation

The first outstanding requirement is guidance on applying the pattern, or imple-
mentability (5). In particular, the desire and ability to put the pattern to successful
use. Before, only privacy conscious organizations would want this. With the GDPR,
though, relevant use cases for this system are much more prevalent. Organizations
controlling personal data of users in the EU should inform those users. Any of those
controllers would gain from considering a relevant pattern system.

Such solutions should prove effective. Often researchers would approach this through
successive case studies applying the patterns. They would provide examples of ideal
conditions. Many of our patterns have examples in line with this. Yet, this requires rig-
orous testing to be accurate, sometimes more than a peer-review can attest. A pattern
needs known uses in many scenarios over a long time to prove it was representative.

This highlights the importance of a pattern’s ability to evolve. In the case of privacy
patterns, though, there are more examples of anti-patterns. That is, prior to the GDPR,
multiple controllers had not cared for privacy. Concern for it is new, and so most pat-
terns emerged from niche applications instead. We may find that privacy patterns
evolve from countering anti-patterns. Privacy needs this push for real world exposure.
As such, it is important to ensure that the existing patterns are obtainable. Privacy
engineers should be able to find and apply them so that a more comprehensive pat-
tern language can evolve. As such we aim first to present the patterns in a manner
accommodating this. They must be easy to understand, straightforward to apply, and
extensible.

To achieve this, we follow pattern writing recommendations given by Harrison [Har06],
such as his How-Process pattern, to add substance to the privacy patterns. Most of
the patterns we originally collected lacked cohesive information on how to apply them,
but are nonetheless peer-reviewed. To make proper use of these patterns we expose
details which could guide engineers through important elements of the solution. Not
all of these discuss our reasoning, as often these are based on the GDPR.

We assume an audience with limited background knowledge. In our descriptions, we
write consistently, so that readers become familiar with the explanation style. Each
pattern also has uniform highlighted forces/concerns. We avoid making descriptions
too redundant or long, so that we do not dissuade readers. We nonetheless make sure
to include pointers to further detail, implementation options, and connections from re-
lationships. We also avoid vagueness, so that we do not force readers to guess. Where
these requirements are already met, we leave the original intact. Ambient Notice
is an example of an already implementable pattern. Each of the implementation de-
scriptions in our patterns are subject to change. The same holds for other fields. The
online community in particular can improve these. To maintain quality, the members
of the pattern collaboration check any contributions before approving them.

6.3.3 Pattern Relationships

The second of the outstanding requirements is interconnection (3). We show the re-
lationships which tie the pattern system together in Figure 6.1. We follow the rela-
tionship types identified by Caiza et al. [CMDAG17]. We discuss examples of such
relationships in the following sections. In this, we found many instances of uses (use)
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and complements (com). We also found a few examples of similar to (sim) and refines
(ref). There were each only one instance of leads to (lds) and alternative to (alt).

We show these in the figure using the shortened versions shown in brackets. POSA
[BMR+96] states that such relationships are integral for a pattern system. These meet
one of the missing requirements for a pattern system. Harrison [Har06] finds that
these relationships contribute toward a well written pattern. We discuss our applica-
tion of these relationships in the following sections.

Uses

A pattern may use another (or must use another) if doing so contributes to (or is integral
to) the solving of the underlying problem [CMDAG17]. This often means the one
pattern’s solution contains the other’s. It can also mean that elements within the other
can work towards (or realize) that solution.

An example of this is Policy Matching Display. It may use Privacy Policy
Display. Privacy Policy Display encourages the clear exposure of privacy
policy information. Policy Matching Display meanwhile aims to expose mis-
matches. In particular, between the controller’s privacy policy and the user’s privacy
preferences. The latter may use the former to show key information about the privacy
policy. It also shows the privacy preference mismatches.

Additionally, Platform for Privacy Preferences (P3P) may use Policy
Matching Display. P3P defines a complete specification. It includes vocabulary and
mechanisms to review policy and user preference inconsistencies. Policy Matching
Display allows users to specify such preferences, identifying any policy mismatches.
It is a fundamental part of the former’s implementation. The P3P pattern may thus
use Policy Matching Display to do this.

Some forms of uses are even stronger. Though, some are not strong enough so to
justify the requires relationship. We would indicate such a must use relationship in
Figure 6.1 by bold font. Yet, we determined that none of our patterns were appropriate
for it. This was despite giving some patterns strong consideration for this particular
relationship. Our CONTROL pattern system does however feature this type of uses
relationship, which we describe in Section 6.4.4.

Complements

A pattern both complements and is complemented by another when they may work
together to solve a problem [CMDAG17]. This problem is usually not the same as
either pattern’s original problem. The patterns should also not have solutions which
are too similar.

Data Breach Notification complements Unusual Activities. Both patterns
work in an overlapping authentication and authorization context. Data Breach
Notification focuses on reacting and informing users when discovering unautho-
rized access. Unusual Activities instead focuses on detecting and dealing with
authentication risks. Though, these could also lead to unauthorized access. They may
thus work together to provide better protection against unauthorized access. This
applies both before a data breach and in response to a data breach.
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Unusual Activities also complements Informed Secure Passwords. In line
with preventing authentication risks, Informed Secure Passwords focuses on as-
sisting users. It helps for better understanding of password-based authentication and
its proper application. These patterns may together improve trust and understanding
in password-based authentication systems. Furthermore, they can work together for
identifying unauthorized access and performing password maintenance.

Alternative to

A pattern is an alternative to another when they address the same problem in a dif-
ferent manner, in an overlapping, or better, equivalent context [CMDAG17]. Our only
alternative relationship is between Asynchronous Notice and Ambient Notice.
These patterns both deal with the same problem more or less. They inform users of
data collection, approaching it from different, contradicting angles. Asynchronous
Notice favors clear and unavoidable notifications. Though this is only when there is a
change from the processing norm. The Ambient approach prefers minimal distraction
while indicating usage in a passive way.

We discussed at length whether such alternative patterns might be incompatible.
Though, we concluded that alternative patterns could even be complementary. As
per Caiza [CMDAG17], alternative patterns may be non-exclusive. This means both
may be used simultaneously. In some instances a positive middle-ground is possible.
For example, a safe might operate with both mechanical and electronic locking mech-
anisms.

We also found another particular concern. We considered whether alternative patterns
should address more or less identical problems. Meszaros and Doble [MD97] define
alternative relationships as having the same problem. This is a simplification, though,
as considering two patterns as alternative approaches more specifically requires the
same starting point. The problem itself may be worded differently. Concluding that
some flexibility is warranted in declaring equivalence, we noted the origin of this con-
cern. We noticed clear alternative patterns in our system only had problems which
were equal at their core, not wholly equivalent. This arose as a consequence of avoid-
ing redundancy in our rewritten patterns. This was something we took into account
upon their review.

Similar to

A pattern is similar to another when they share equivalent problems and or solutions
[CMDAG17]. Such patterns should be distinct yet comparable in order to benefit
privacy engineers, rather than duplicating information and being redundant. Where
other relationships are stronger their similarity is overridden by those relationships.

Privacy Mirrors is similar to Privacy Dashboard. Both patterns share the fun-
damental elements within their problems and solutions. Privacy Dashboard aims
to show collected or processed user data in meaningful ways. It also allows for cor-
rection and deletion. At some point this addresses user awareness and understanding
problems. This is a lot like the disclosure awareness which Privacy Mirrors ad-
dresses. Privacy Mirrors also aims to encourage users to reflect on their sharing
decisions. Its solution overlaps Privacy Dashboard’s solution due to a wider socio-
technical context. These patterns thus deal with a similar (though not completely
equal) problem. They provide a similar solution in contexts with different scopes.



98 6.3. A SYSTEM OF PRIVACY PATTERNS FOR INFORMING USERS

Leads to

A pattern leads to another when its solution or consequences create a new problem
which other patterns may solve [CMDAG17]. The led to pattern’s problem often fea-
tures elements from the other pattern. In particular, its described consequences.

Icons for Privacy Policies and Appropriate Privacy Icons are our only
example. The solution of the former focuses on standardized illustrations. These aid
in the understanding of a privacy policy. Although, such a task is not easy, as these
images can be misunderstood. For instance, oversimplified concepts can make poli-
cies unclear. Shared imagery with other concepts can also prove confusing. Thus,
Appropriate Privacy Icons helps with the understanding of such imagery. It
proposes selecting or designing icons which best illustrate concepts. This requires
performing tests and providing mechanisms like ‘tooltips’ for further information.

Refines

A pattern refines another when it provides a more specific solution for the same
problem in a more specific context [CMDAG17]. Two refines relationships con-
nect to Preventing Mistakes or Reducing Their Impact. One is Ambient
Notice and the other is Asynchronous Notice. Both forms of notice refine the ef-
fects of the former pattern. In particular, they describe the prevention or mitigation of
unintentional disclosure. They also provide somewhat more specific contexts and so-
lutions to almost equal problems. Preventing Mistakes or Reducing Their
Impact is refined by these. It can use ambient and persistent usage notifications. Or,
it can use modal and asynchronous reminders triggered by certain context changes.

6.3.4 Practical Application of the System

Engineers, as well as other practitioners, make use of design patterns in a variety of
domains. These help to guide solutions to problems in their specific contexts. Those
who become accustomed to the process develop some important experience. Patterns
are best applied in moderation, for example [GHJV94]. Trying to install every possible
pattern, even where relevant, increases complexity. It may produce more negative side
effects than using no patterns at all. Thus it is important to be able to identify the
most appropriate ones. The pattern, or set of patterns, should be the right one for the
problem at hand [BMR+96].

These patterns are at times very specific, though. Their complexity and diversity con-
tinue to grow through community feedback and contribution. A pattern catalog per-
mits some organized separation of these patterns. A pattern system clarifies which
ones are most appropriate. It weighs them in context of one another. It also shows
which patterns an engineer should use in conjunction. The same holds for the privacy
patterns in our pattern system.

Such use of the pattern system entails accessing it through the public web interface.
Upon determining context, one may filter the patterns. This can be either by the
relevant privacy design strategy or a more granular design tactic. We show these in
a displayed category list. From here, we also display a subset of the potential privacy
patterns. They are filterable by tags, and each contain short summaries and descriptive
titles.
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A practitioner (e.g. privacy engineer) may explore the relationships. They can see
how the patterns connect, work together, or oppose one another. Any chosen pattern
will describe its requirements and potential consequences of use, highlighting those
patterns which may address them. Providing this information allows the practitioner
to make informed choices. In this process, the patterns lead them from one pattern
to another. Then, they may best determine what is suitable for their context [MD97].
After applying a pattern, they may contribute to its growth with their feedback.

6.4 A System of Control Patterns

In our other established system there are 20 patterns, shown in Figure 6.2 alongside
their identified relationships. These are the same relationship types we discuss in Sec-
tion 6.3.3 with the exception of alternative to. These patterns for user control are
available at privacypatterns.org5. Each of them is a part of the CONTROL clas-
sification from Hoepman’s design strategies [Hoe14], and has a further single design
tactic category [CHH16] from that design strategy. Like with Figure 6.1, we show the
applicable privacy design tactics in a legend within Figure 6.2.

Table 6.4: A Summary of The Patterns (CONSENT)

Lawful Consent A crucial element in privacy protection is ensuring that all sensitive
processing is preceded by the acquisition of freely given, informed, spe-
cific, and explicit consent.

Informed Consent for Web-based
Transactions
[BK12, GWGT10, RAH+06]

This pattern describes how controllers can inform users whenever they
intend to collect or otherwise use a user’s personal data.

Obtaining Explicit Consent
[ABB+07, BK12, Dro16, PJBK08]

Controllers require consent to be given willingly and specifically when
in any way processing the personal data of their users.

Single Point of Contact
[BK12, FLB+12]

The Single Point of Contact is a security authority who protects the
privacy and security of sensitive data stored online by validating the
authority of requests and ensuring secure communication channels.

Outsourcing [with consent]
[CEKM+07]

The controller has to obtain additional specific, informed, explicit, and
freely given consent before outsourcing data processing to a third party.

Sign an Agreement to Solve Lack of
Trust on the Use of Private Data Con-
text
[ABB+07]

Services of a controller may require users to sign contracts that stip-
ulate their obligations and processing purposes for which users must
consent to use the service. This ensures that users can trust the con-
troller as it is bound to the contract it signs.

We define the ways in which this pattern system adheres to POSA [BMR+96] in de-
tail within the following sections. As numbered in Section 6.3, the six requirements
include: support for the system’s organization (4) and evolution (6), as well as a suf-
ficient base of patterns (1) featuring uniform descriptions (2), relationships (3), and
implementability (5).

6.4.1 Sufficient Base of Patterns

When we created this pattern system there were 32 published privacy patterns on
privacypatterns.org5, with many more in and outside of the community repos-
itory. Together, they totaled 86 potential patterns. However, as with the system of
INFORM patterns, we focused our scope on patterns under the CONTROL design strat-
egy [Hoe14]. There are 20 such patterns, a quantity also in line with similar domains.

privacypatterns.org
privacypatterns.org
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Table 6.5: A Summary of The Patterns (CHOOSE)

Incentivized Participation Users are more willing to contribute valuable input when they can do so
without leaking personal data, or perceive an equal or greater exchange
in value either monetarily or socially.

Pay Back [Sch04] Give users some benefits in exchange for providing information or con-
tent.

Support Selective
Disclosure

Many services (or products) require the collection of a fixed, often
large, amount of personal data before users can use them. Many users,
instead, want to freely choose what information they share. This pat-
tern recommends that services Support Selective Disclosure, tailoring
functionality to work with the level of data the user feels comfortable
sharing.

Discouraging blanket strategies
[AEG+07]

Give users the possibility to define a privacy level from a range of op-
tions each time they share content.

Negotiation of Privacy Policy
[PJBK08]

Over time, build user preferences from a privacy-preserving default
semi-automatically, through opt-in/opt-out, semantics, and informed
solicitations.

Buddy List (CHOOSE) [Sch04] By default, isolate users to a selection of social connections in a user-
defined circle of trust. Allow them to expand this circle or create new
ones based on the existing members.

Enable/Disable Functions
[BGH+14]

Allow users to decide granularly what functions they consent to before
the function is used.

Selective Access Control
[Dro16]

Allow users to specify who may access the content they generate, both
during and after submission.

Private link5 Enable sharing and re-sharing without wide public visibility or cum-
bersome authenticated access control.

Table 6.6: A Summary of The Patterns (UPDATE)

Reciprocity [Sch04] Let users benefit according to the contributions they make.

Reasonable Level of Control
[BGH+14, CHL+04, IH07,
RAH+06]

Let users share selectively (push) and make available (pull) specific
information to predefined groups or individuals.

Active broadcast of presence5

[BK12]
Users may actively choose to automatically provide updates when they
want to share presence information, to increase both the relevance of,
and control over, their sharing.

Table 6.7: A Summary of The Patterns (RETRACT)

Decoupling [content] and location
in-formation visibility [AEG+07]

Allow users to retroactively configure privacy for location information
with respect to the content’s contextual privacy requirements.

Masquerade [Sch04] Let users filter out some or all personal information they would other-
wise provide to a service.
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For comparison, POSA used 19 patterns [BMR+96]. Additionally, three of these pat-
terns are newly introduced compound patterns: those which use a variety of other
patterns to provide a more comprehensive solution to a wider problem [BHS07].

6.4.2 Uniform Descriptions

Like our INFORM pattern system, these patterns conform to the schema within
privacypatterns.org5, and add an additional Forces/Concerns field for imple-
mentability (5). We show this schema in Section 6.3.1.

We describe the patterns in this system in Table 6.4, 6.5, 6.6, and 6.7. Unlike our
other pattern system, we graded our CONTROL patterns by quality. We differentiate
these qualities as either okay, decent (italics), or good (bold). Prior to this, many
of these patterns were pre-patterns or otherwise underdeveloped. All of the 20 pat-
terns received improvements. We endeavored to ensure that each one was consistent,
comprehensive, and usable. Similar to the previous structure, we further explain this
implementability (5) in Section 6.4.5.

6.4.3 Organization

We organized the system of patterns according to the privacy design strategies men-
tioned earlier in Chapter 3. The groupings match that followed by the community, and
allowed us to delineate our scope to the CONTROL design strategy. The privacy design
tactics introduced in the same chapter further classify our patterns.

The CONTROL patterns belong to one of four options: (CONSENT) explicit, freely-given,
and informed; (CHOOSE) optionally selective or exclusive; (RETRACT) timely and com-
pletely revoked; and (UPDATE) accurate and up to date processing within personal data.
As per Figure 6.2, patterns sharing the same privacy design tactic have shades accord-
ing to the legend on the bottom right. Those which belong to a compound pattern
are clustered together within its dotted border. Compound patterns also use shade to
show their assigned design tactic.

The CHOOSE patterns are the most prominent, as they handle the more general rights
afforded to users. The GDPR’s focus on CONSENT also generates some added represen-
tation. Conversely, the others, UPDATE (accuracy) and RETRACT (storage limitations)
within Art. 5 clause (d) and (e) of the GDPR [EC16c], represent less of the system.
This is likely due to how specific these notions are compared to CONSENT and CON-
TROL. We positioned the patterns to promote relationship visibility.

6.4.4 Relationships

Explicitly documented relationships are an important feature of a system of patterns.
They can aid both in writing understandable patterns and in choosing appropriate
patterns for a given problem and context [MD97].

We have again based our types of relationships on those proposed by Caiza [CMDAG17].
Yet, in this instance we have only found the following relationships: uses, complements,
refines, similar to and leads to. The following sections further explore these relation-
ships beyond that of Section 6.3.3. They include examples relating to the CONTROL

pattern system.
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Uses

The first relationship to explore is uses (use). As per Figure 6.2 it now comes in two
variants. A pattern may use (use) another if adapting its solution contributes to the
resolution of the problem. It must use it (use), however, if doing so is integral to the
solution. For example, our compound patterns may use their constituent patterns in
their implementation, as they collectively make up an overall solution, but are not all
needed to achieve it. On the other hand, many of our patterns (15 of them) must use
Lawful Consent, as their solutions are not complete without specific, informed, and
freely given consent. In order to reduce complexity, compound patterns which must
use Lawful Consent indicate that the same is true for their components. This does
not apply to other relationships, though.

Complements

A complements (com) relationship establishes that two patterns, solving their own
problems, may work together to comprise an anonymous pattern to solve a new
problem. For example, we have found that Discouraging Blanket Strategies
complements the Negotiation of Privacy Policy pattern. While the latter al-
lows users to opt-in or opt-out of individual preferences when first using a service,
Discouraging Blanket Strategies provides granular privacy levels when shar-
ing personal data. These patterns could therefore work together to allow users to
revise their initial privacy settings when sharing.

Refines

A refines (ref) relationship indicates that a pattern provides a more specific solution to
a more specific problem than another more general or abstract pattern. We found that
Negotiation of Privacy Policy refines the Reasonable Level of Control
pattern. The latter aims to address the provision of sufficient control to users by allow-
ing them to provide information in a selective and granular way. The former mean-
while addresses that same problem in a more concrete scenario, at the first use of a
service.

Similar to

A pattern which is similar to (sim) another may have a problem and or solution in com-
mon. Sign an Agreement to Solve Lack of Trust on the Use of Private
Data Context (or rather, Contractual Consent) shares many similarities in its
solution with Obtaining Explicit Consent. The first aims to instill trust in the
user through transparency and contractual obligations. The second aims to ensure
that user consent is given truly and willingly. Although at first they seem complemen-
tary, the solution itself is quite the same. Each point out advantages from their own
perspectives.

Leads to

The leads to (lds) relationship describes a situation in which the application of a pat-
tern generates a problem which may be resolved by another pattern. Within our
single instance, Masquerade leads to Reciprocity. Masquerade allows the user
to define a desired identifiability level, which could potentially permit misbehavior.
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Reciprocity could solve this problem by providing different levels of access de-
pending on the identifiability provided.

6.4.5 Implementability

In our construction of the CONTROL pattern system, we examined and improved the
patterns within over a three-step process. In this, each author alternates an edit and
quality check on each pattern. We graded patterns from a selection of ok, decent, or
good at the end of each step. Distribution was 9:8:3, respectively. The ok patterns
meet basic implementability requirements, while decent patterns have more compre-
hensive considerations. The good patterns fully address a contextual problem. We
have assigned this grade to the compound patterns.

In our review, we sought to ensure that each pattern was made to be in line with the
suggestions by Meszaros and Doble [MD97], Harrison [Har06], as well as Gamma et
al. [GHJV94]. We examined the available pattern source material in depth before
altering the patterns to meet this standard. Despite this, we believe the results of this
would benefit from a more thorough evaluation.

As per Harrison [Har06], we paid special attention to the notion of Dead Weasels, that
is, the pitfalls of overly simplifying or generalizing the implementation details so that
there is only the illusion of procedure. Where otherwise verbose, we opted for more
concise variations or, where necessary, pointers to detail. In particular, we highlight
contextually relevant relationships within the pattern descriptions.

Despite our efforts towards implementability, it is also worth noting that pattern
systems do not need to cover all implementation aspects of an information sys-
tem [BMR+96]. However, as a system should be extensible, implementability may
improve as it grows towards that of a pattern language. This, too, is an aspect worth
further validating.

Patterns may additionally become concrete through the use of Privacy Enhancing Tech-
nologies (PETs) [DDFH+14]. PETs may even arise as implementations for personal use
outside the scope of an information system. Examples of this include privacy preserv-
ing browser add-ons.

Within the process of this contribution, we have noted that various authors addition-
ally report continuing work on PETs [Haf13, GWGT10, Dro16]. On the one hand,
Hafiz [Haf13] and Graf et al. [GWGT10] discuss design patterns for the implemen-
tation of PETs, while, Drozd [Dro16] suggests that PETs could provide a means for
design pattern implementation. We believe that Drozd’s perspective is more aligned
with our approach. Future advancement on the patterns in our system could result in
prospective PETs, or idioms, as concrete implementations.

6.4.6 Evolution

This system of patterns is also available on GitHub, along with the rest of the col-
lection7, and contributes to the community effort. It is also published at a reputable
conference [CCDÁ+18]. We also raised awareness for this during the EuroPLoP con-
ference, where the system of INFORM patterns was presented. Beyond this, there is
little more that would leave the pattern system open to extension. Extensibility for

7github.com/privacypatterns/patterns

github.com/privacypatterns/patterns
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this holds true for both the patterns themselves, as well as the classification, relation-
ships, or schema applied to them. Through the interface that GitHub provides, each
pattern’s entire content is editable. They are written in the MarkDown format which
GitHub supports. Changes are however subject to review by the project members, who
may grow in number along with the community. The potential changes are submitted
as Pull Requests.

Outside of the privacy pattern community, the patterns in our system are also capable
of evolving independently. Work may be adapted in future collaborations and perhaps
later joined to the community project. This was already the case with the patterns
delivered by the PRIPARE project on their site, privacypatterns.eu, and with the
work by Drozd in privacypatterns.wu.ac.at.

6.5 Discussion

This section describes insight obtained over the course of our examination of the pat-
terns. While we identified and scrutinized potential relationships, various aspects
worth further investigation arose. We for example did not find instances of requires,
conflicts, or extends relationships in our pattern systems. We nonetheless believe these
relationships to have concrete examples outside this scope. For instance, alternative to
only exists in our INFORM pattern system, and not our CONTROL pattern system. The
following sections highlight additional considerations, beginning with those concern-
ing the use of the pattern systems.

6.5.1 System Usage

As the pattern systems are available online, they meet one of the most important as-
pects for improving usability: the ability to browse well-classified patterns in a central
repository [BMR+96]. POSA adds that this single element is more useful than any soft-
ware tool or method. While these might aid in guiding engineers towards appropriate
patterns for specific contexts, complete automation is not possible [BMR+96]. Instead,
by ensuring that our patterns are well sorted, connected, and described, engineers may
determine their best application.

Typically pattern selection begins with context identification, from which an engineer
determines the need for a privacy design strategy in particular. In this case it would be
the CONTROL or INFORM design strategy. Depending on which privacy design tactic the
engineer focuses on, they identify the relevant patterns within. The various relation-
ships inside the systems aid in selecting other patterns for appropriate circumstances.
This, as stated in Relationship to Other Patterns [MD97], will help guide the
reader in solving complex design problems.

6.5.2 Relational Similarities

In our examination of the relationships apparent in the system, we found that there
exists a distinction between some instances of uses. Some were supportive instances
in which a pattern would typically use another, and may find optional or situational
improvements on the final result. Others, however, would have deficient solutions
without the use of some patterns. This behavior, which is also discussed in the uses
sections of 6.3.3 and 6.4.4, is distinct from the notion of requires.

privacypatterns.eu
privacypatterns.wu.ac.at
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The requires relationship instead stipulates that an engineer cannot utilize the pattern
in question without some other pattern (serving a required function) first being in
place. The pattern’s context would be reliant on the pattern it requires, but its solution
would be reliant on the pattern it must use.

A common candidate relationship for Lawful Consent was requires. For example,
considering whether Incentivized Participation requires Lawful Consent.
This was because patterns like Incentivized Participation not only must use
this pattern, but should ideally do so before being utilized. However, one can also
consider effective consent mechanisms during utilization. If we were to use requires,
there are multiple CONSENT patterns, components of Lawful Consent in particular,
which one could use in sub-optimal or very specific circumstances.

We note that this introduces the risk of using inappropriate pattern combinations. For
example, only Obtaining Explicit Consent without ensuring it is informed. To
overcome this, each potential deficient requirement would need additional require-
ments of its own. Instead, we chose must use as a more simple solution.

We encountered similar uncertainty around whether Reciprocity and Pay Back
leads to Lawful Consent. These patterns are susceptible to obtaining illegitimate
forms of consent, such as that acquired to protect emotional investment. For instance,
where users benefit without contributing to a service, and risk losing their benefits. Or
alternatively, where a desirable feature or reward is blocked with a personal data re-
quirement. Lawful Consent addresses this problem. However, this problem should
not exist as a consequence of implementation. Privacy engineers should prevent it
beforehand. Leads to is an after-effect. Therefore, this is also a must use relationship.

6.5.3 Optionality

While analyzing the relationships inside our proposed pattern systems, we noticed
some less explicit cases. For these cases it was necessary to determine how prescriptive
relationships should be. A concrete case, mentioned within the previous section, is the
uses relationship.

This kind of optionality mirrors Caiza’s [CMDAG17] automatic navigation (prescriptive
pattern usage). Although these notions seem similar, they refer to different perspec-
tives: one to whether patterns are needed, and another to streamline implementation.
Further research is required to make more concrete assertions, though.

6.5.4 Implicit Relation

Some relationships are less explicit. We found that certain relationships have transi-
tive properties. That is, if a pattern relates to another pattern, which has a transitive
relation with another, then the first pattern indirectly inherits that relationship. For
instance, a pattern which uses another, which uses a third, indirectly also uses the third.
This holds true for many relationships, but we did not find this property consistently
for the complements, conflicts, and leads to relationships. Due to the tight coupling
in these, they do not lend themselves to transitivity. Patterns can also be similar to
or alternative to another in different ways, such as whether solutions are distinct or
exclusive. This could make transitive assertions in these inaccurate.

In addition to traditional transitivity, in some cases, a pattern may inherit a differ-
ent relationship than it shares directly. A concrete example of this is Incentivized
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Participation, which may use Reciprocity. Because Masquerade leads
to Reciprocity, it also indirectly leads to an implementation of Incen-
tivized Participation. This is the case so long as the actual implementa-
tion uses Reciprocity. Therefore, Masquerade may lead to Incentivized
Participation, as this may solve the generated problem. Due to this not being
a guarantee, the relationship is not explicit.

Further analysis regarding this topic is required, especially considering other systems,
before general assertions can be made, however. Where instances of this behavior are
useful, they are indicated in the pattern text. Note that Figures 6.1 and 6.2 do not
express relationships as a result of transitivity.

6.6 Conclusion

This chapter provides an overview of our newly introduced pattern systems. These
pattern systems enable improved practices which respect the data protection rights of
users. The patterns within the first system provide the information necessary to inform
users. Privacy engineers can thus convey the rights and risks in consenting to personal
data processing. The second system of patterns allows engineers to give users better
control over their personal data. Both systems include a balance of explanation in
which we strive not to be excessive or vague. In this, we seek to avoid information
which is overwhelming. Doing otherwise might discourage practitioners and users
alike from informing themselves. This should maximize transparency for a controller’s
processing activities, and autonomy in user decisions.

As discussed in the previous sections, our pattern systems appear to have all the qual-
ities suggested by Pattern Oriented System Architecture [BMR+96]. These included
organization and evolution, and a sufficient base of patterns featuring uniform descrip-
tions, relationships, and implementability. We note that satisfying these requirements
is difficult to demonstrate. We thus confirmed that our patterns had these qualities at
EuroPLoP’s writer’s workshop C [CC18]. As part of the feedback, however, participants
noted that more thorough examples would improve the pattern systems.

In both systems, we added implementability and relational comparisons to an already
large and evolving catalog. By doing this we strengthened the categorizations and
uniformity of the catalog. We improve these through further editing of the patterns.
The advanced pattern writing techniques of Harrison [Har06] aid this. This makes
vast improvements on implementability, and supports relationship illustration. These
depictions are valid for the current state of the patterns. Yet, as patterns evolve, we
may need to change them if they themselves diverge.

As patterns continue to evolve, engineers should not see this as a final solution. They
should also not take this solution in isolation. Instead these pattern systems are a
starting point towards proper consideration for transparent processing under informed
consent. Where we receive feedback, the patterns within these systems will further
improve. They may as a result become more holistic and diverse, accommodating
more contexts.

The right to information and control over personal data processing are only part of
the rights offered by the GDPR. Combining these pattern systems with others is an im-
portant step for further work. In particular, there is a need for data minimization and
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private defaults. Enforcement and demonstration of these elements is also important.
The next steps should account for these aspects.

Future work may include instances of the evolution suggested by an online platform.
Though this may be outside of the scope of our original privacy pattern collabora-
tion. Validation examples from real world implementations would also be useful. They
would help in identifying shortcomings in the pattern system. These are best retrieved
from a more holistic data protection perspective, though. Implementing privacy pat-
terns in a manner which successfully offers privacy protection requires considerations
from consent and minimization as well as demonstrative mechanisms.
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Chapter 7

Conclusion

In this thesis I studied how to leverage privacy patterns to address requirements from
the General Data Protection Regulation (GDPR). The approach I selected was to con-
nect privacy patterns to privacy by design, and to the Regulation itself. I aimed to
address the selection and use of such privacy patterns through multiple angles: their
relationship with privacy design strategies and tactics, with other privacy patterns, and
with specific legal requirements (rules).

To make the design strategies more suitable for making privacy by design concrete in
the context of the GDPR, I first improved them. Hoepman and I revisited the original
design strategy definitions, making them more concrete and specific. We strength-
ened the connection of the design strategies to the GDPR. I collected privacy patterns
from literature and with some assistance from other researchers combined them into
a consistent catalog1. For the majority of these patterns, which numbered around one
hundred, I had to rewrite and expand on them to properly integrate them into the cat-
alog. Many patterns, while valid, were poorly documented. At times privacy patterns
were only defined by a single paragraph or sentence.

While linking these patterns to design strategies, I introduced privacy design tactics
as intermediary subcategories between them. I also explored the use of the privacy
design strategies in two case studies together with other researchers. Aided by design
strategies, privacy engineers can consider their situation from a design perspective.
They can assess how their situation can impact privacy, and select appropriate de-
sign strategies and tactics. Once selected, they should also be able to browse privacy
patterns in those categories.

With the pattern systems, the privacy engineers will be able to further navigate the
patterns. The pattern system is the starting point when a design strategy or privacy
pattern in particular is already in mind. The proof-of-concept context filtering tool
for GDPR rules is the systematic alternative. A privacy expert can provide the de-
tails of their context to get a detailed overview of the rules to consider. These each
highlight relevant design strategies, tactics, and patterns. One can take these into ac-
count as influences on successful pattern application, and balance them along with
forces/concerns.

The patterns I used primarily with Caiza to create pattern systems were from the IN-
FORM and CONTROL design strategies. These contain the patterns which address data
subject rights. For this subset of the privacy patterns I collected, we sought to fur-
ther improve them through interconnection and implementability. For these patterns,

1See privacypatterns.org/about and privacypatterns.cs.ru.nl
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I also enhanced them to reflect requirements in the GDPR, specifically concerning con-
trollers and processors. I also improved the patterns according to the suggestions of
the pattern community. This included adding explicit pattern relationships with Caiza
to help privacy engineers navigate the patterns.

I also wanted a more systematic approach. With rules, which I extracted from the
GDPR articles and recitals with a separate collaboration, we can highlight legal require-
ments in specific contexts. The rules can make the relevant requirements somewhat
more complete, efficient, reliable, and familiar. Each of these rules point to related
privacy patterns, privacy design strategies, and tactics. The proof of concept I created
reports these rules based on a questionnaire2. Given a context, privacy experts can
explore solutions based on that context rather than its impacts.

As delineation, the rules only highlight privacy design strategies, tactics, and specific
privacy patterns in our pattern systems. These pattern systems only cover the data
subject rights related design strategies. The questionnaire for the proof of concept
may still be further developed for better results.

7.1 Completion of Sub-questions

The first sub-question was “Can we make Privacy by Design more concrete by cataloging
and connecting privacy patterns to privacy design strategies?” This is mainly addressed
in Chapters 3 and 4 of this thesis. In particular the catalog of privacy patterns that I
developed, together with others, during the course of the research project are a result
of this. As is the framework of refined privacy design strategies and associated tactics.
The case studies reported on in this thesis (Chapter 4) offer an exploration of this
approach.

The second of these sub-questions was “Can we simplify GDPR requirements for an
information system and filter them through a proof-of-concept tool which connects to
design strategies and patterns?” We cover this in Chapter 5.3. I addressed this by
investigating navigation from the GDPR itself. Together with a further collaboration,
I extracted and organized data protection requirements through rules. I then created
the proof of concept tool for filtering these rules through a questionnaire. I validated
this tool through privacy experts (expert review survey) from within a large company.
This confirmed that for this role the tool shows promise. It can be somewhat useful,
in particular when combined with existing rules. However this is dependent on how
the tool grows. With only 10 privacy experts providing a review, we cannot guarantee
the tool’s quality. However, the responses do suggest there is value.

The third and final sub-question was “Can we make systems of patterns supporting data
subject rights to further support their selection, navigation, and application?” Specifi-
cally, in another collaboration, I took the patterns in the privacy pattern catalog which
address data subject rights and improved them to address this question. That is, the
two pattern systems I created in collaboration brought those patterns in line with the
pattern community’s recommendations. As a result, the patterns are more connected
and navigable. As such, practitioners can use the tool, the design strategies and tac-
tics, or the pattern systems for planning their solution. This allows practitioners to
approach their respective contexts in the manner they prefer.

2See privacypatterns.cs.ru.nl/tool
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The overarching research question3 sought a way to help leverage privacy patterns
for addressing data protection requirements. Each of the sub-questions have been
explored to the degree necessary to address this. Each of these still allow for further
work, however. In the following sections we discuss this.

7.2 Reflection

My work over the course of this thesis gives privacy engineers (or experts) a clearer
window into the GDPR. With the help of privacy patterns, it allows them to focus on
relevant design decisions for supporting data protection. The results of my work are
the framework, tool, rules, and privacy patterns, in particular the systems of patterns
which aim to be consistent, navigable, and extensible. Without these, the privacy
engineers would need to rely on legal practitioners or their own understanding of the
regulation. In many cases the engineers, or their employers, would rather avoid the
time investment.

My work connects the GDPR to privacy design strategies, intermediary rules, and pri-
vacy patterns. These are concepts engineers are more familiar with. I provide a living
repository of patterns using these concepts, along with a means to select them. This
thesis focuses on a subset of these patterns, and gives less attention to the remain-
ing ones4. Together the pattern systems cover over half of all our collected privacy
patterns. While these are peer-reviewed, we have not evaluated the effectiveness of
individual patterns.

Through this work, I have reframed the GDPR into filterable rules, and improved the
state of privacy patterns. This helps privacy engineers to use appropriate patterns.
I helped bring together, document, and standardize many such patterns in a central
repository. Each pattern now adheres to a unified schema and is categorized by the
privacy design strategies and tactics. The consistency this brings makes the patterns
easier to find, navigate, and understand. This provides practitioners with a compre-
hensive living resource collecting privacy patterns.

Presenting these patterns at the EuroPLoP pattern community raised awareness and
provided feedback. With this, I determined that the patterns still needed more exten-
sive examples. This did not disqualify their classification as pattern systems, however.
Given more exposure, the patterns would collect more real-world applications. This
would also uncover further amendments in their descriptions.

Such privacy patterns can be leveraged to explain relevant legal requirements. Yet,
they do not ensure they are followed, since patterns only propose suggestions toward
a solution. They can be quite specific, or more general, and many patterns can exist in
a domain. This makes their navigation and traversal important for finding appropriate
patterns.

Having unified the privacy patterns, the main goal of the collaboration is complete.
It continues publicly on GitHub5, though its responsiveness varies. Small changes to

3We asked, “How can privacy patterns be leveraged to address privacy protection requirements, in particular,
which privacy patterns exist, and how can a privacy engineer identify which can be applied in a given context
focusing on data subject rights as the main domain of application?”

4The INFORM and CONTROL design strategies make up two of the larger potential pattern systems, leaving
the six remaining ones out of scope.

5See github.com/privacypatterns/patterns

github.com/privacypatterns/patterns
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individual patterns may be handled swiftly, though more comprehensive overhauls
can encounter delays. To help address this, the team is working on automatically
updating the website for accepted changes. As the collaboration gains contributors,
more will be allowed to accept Pull Requests. This will support contributions coming
in at a faster rate, while allowing the collaboration to limit privileges. One of the
contributions we are carrying out is the publication of the proof of concept tool on
privacypatterns.org. Through GitHub6, we aim to expose the tool and its data
to further contributions.

To give a critical assessment of this work, more options could have been explored for
linking the patterns to PbD. The design strategies were most convenient after only
a shallow review of the options. In hindsight, they continued to grow in popularity,
though they might not be the best framework to build upon. Using the design strate-
gies and tactics as a categorization mechanism was similarly convenient. The design
tactics only came up as a result, though they build on the design strategies. In the cat-
egorizations, I could have performed mapping one to many, rather than limiting each
pattern to one design tactic. Some of the patterns could have benefited from this.
Instead, limiting the categorization meant choosing only one area of applicability.

It would have been better to limit the intended audience earlier in the work. At first
it targeted system engineers, but even reworded for laypersons, the content is too in
depth. The work should have targeted privacy engineers from the beginning. Addi-
tionally, the tool I designed may still benefit from having an audience who are familiar
with data protection. One of the participants commented that for privacy experts out-
side the European Union, many concepts needed explanation. The tool should there-
fore either target that subset of privacy experts, or use better wording. The questions
used in the tool were not as carefully designed as the rules themselves. This likely led
to the lower levels of clarity reported in the questionnaire and overview of answers.
However, importantly, the simplicity of the rules was limited by the need to adequately
reflect the source.

In the case studies this work presents, the Privacy Shield example could be better
written for laypersons. By publishing at a venue focused on legislation, the work
focus more on legal aspects. This leads to more jargon than the rest of the thesis. The
case studies themselves should have been used as opportunities to apply the privacy
pattern systems and proof of concept tool. However, these case studies were conducted
prior to these being available. One case study only covered the design strategies, and
the other covered the privacy patterns as well. These should have been conducted
later. For the Gridflex case study, this would not have been possible, as it was time
sensitive. Meanwhile, the Privacy Shield case study now considers an invalidated
adequacy decision. While it was clear the Shield would not last, it was a popular
topic at the time.

7.2.1 Future Work

The next steps in this endeavor would be to create pattern systems for the remaining
privacy pattern categories (the privacy design strategies introduced in Chapter 3). As
the pattern systems are open to extension7, they can still be improved. An important

6See Pull Request github.com/privacypatterns/privacypatterns/pull/105
7We constructed the patterns so that they are easy to suggest improvements to. All that is needed is a

free GitHub account

privacypatter
ns.org
github.com/privacypatterns/privacypatterns/pull/105
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addition to these will be examples of real-world use. The individual patterns can be
evaluated as part of an ongoing community effort. This is needed to fully assess their
effectiveness in practice. There are otherwise too many variables in each pattern appli-
cation to consider in any single study. A pattern which works well in one context might
not in another, even if differences are minor. In many cases, though, this experience
could help refine the target context presented in the pattern’s documentation.

Another improvement would be for the rules to better point to specific patterns in
each new pattern system. These rules would also benefit greatly from a more com-
prehensive questionnaire. This would include a more diverse set of questions, filtered
by other answers for context. The proof of concept’s design should accommodate this
with minimal changes.

In the repository, patterns which lose relevance can be omitted, and new patterns may
offer new insights. GitHub users can also suggest updates to patterns, either in re-
sponse to new details or to improve accuracy and interconnection. Once integrated,
the same will apply to the rules, their attributes, and the questions and answers result-
ing in those attributes. The privacy patterns can also be connected back to the rules,
showing any that are relevant in a subsection of the Forces/Concerns field.

Finally, with feedback from increasing usage, shortcomings in each of these compo-
nents can be exposed and addressed. Those who perform these activities can be re-
searchers from the original collaboration, or users of GitHub who propose Pull Re-
quests. We can also add new administrative roles to aid in moderation. Alternatively,
anyone can create a ‘fork’ of the repository, which allows the project to carry on in-
dependent of the original collaboration. Considering the loss of momentum from the
original members, this is an important advantage.
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Appendix A

List of GDPR Rules

This appendix provides the rule introduced in Chap-
ter 5. For space constraints, we exclude rules in Ad-
ditional Considerations. We list each rule by cat-
egory, indexed according to their related recital or
article (and any specific clauses). At the end of each
rule we list applicable attributes.

A.1 User Rights
(1) As data protection is a fundamental human

right, every user is entitled to it. (Protec-
tion).

(2) Data protection is independent of the na-
tionality or residence of a user. (All).

(4) Data protection should be balanced with
other rights, particularly those which con-
tend with it. These include freedom of ex-
pression and information, freedom to con-
duct business, the right to an effective rem-
edy and to fair trial, as well as cultural, re-
ligious and linguistic diversity. (Reconcilia-
tion).

(7) Natural persons should have control over
their personal data. (All).

(59) Users must be provided with electronic
means for complementary and timely per-
sonal data access, correction, removal, and
objection to processing. Updates, such as
non-compliance, must be explained (e.g.
unidentifiable users) without delay, at most
within a month. Where proportionate, two
further months may be granted. Users must
be informed of their right to remedy. (All).

(63) Users have the right to access their per-
sonal data freely, electronically, and in a
timely manner. This includes information
about its source, purposes, categories, recip-
ients, retention, their rights, and potential
consequences of processing (including logic
used if automated/profiling and safeguards
if transferring). Access requests must be
proportionate to other’s rights and what is
feasible to perform before a fee is justified.
The controller must demonstrate the need
for a fee, or for better identifying the user.
(Access, Automated Processing).

(65) Users should be able to easily and freely rec-
tify or retract consent for their data without
undue delay. Users may request that data
without legitimate processing grounds, such
as their consent, are erased. Such legitimate
purposes may also include free speech, pub-
lic interest, legal claims, or legal obligation.
A legal obligation can also require erasure.
(Rectification and Erasure).

(66) Controllers requested to remove or restrict
publicly facing personal data should, within
reason, also relay this to other controllers
possessing the data. (Rectification and Era-
sure).

(67) User requests to restrict processing may be
honored through temporary storage (or re-
moval where permitted), and where auto-
mated, technical means may enforce these
restrictions, making their restricted state
clearly visible. Restriction may be on
grounds of inaccuracy, illegitimate interest,
unlawfulness, or legal claims. Users must be
notified before restrictions are lifted. (Re-
striction).

(68) Users who consent to processing outside
of legal obligations, or who undergo auto-
mated processing, should be provided with
data portability. Their data should be for-
matted in a common and interoperable for-
mat. Where feasible, the user has the right
for the data to transfer directly to another
controller. This right does not override the
rights of others. (Portability).

(69) Users have the right to object to any pro-
cessing, it is the controller’s responsibility to
demonstrate that public or legitimate inter-
ests override the user’s particular situation.
The user’s objection may be automated ac-
cording to technical specification. (Object).

(70) Users must be separately and clearly in-
formed of their right to object to direct mar-
keting free of charge and at any time. This
should occur by the first instance of commu-
nication with the user. (Object).
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(73) Legislation for certain restrictions to data
protection rights may apply in circum-
stances where public interest takes prece-
dence. This may include the right to no-
tification of a data breach. Any restric-
tions shall be proportionate, containing pro-
visions for purposes, categories, scope, safe-
guards, specification of controller(s), reten-
tion, and risks. Finally, users have the right
to be informed about the restriction, so long
as doing so is not prejudicial to its purpose.
(Public Interest).

(160) Users whose personal data is processed
for historical research are entitled to data
protection, even for genealogical purposes.
(All).

A.2 General Obligations
(6) Increased data processing does not preclude

a controller from high levels of data protec-
tion. (Protection).

(15) Data protection mechanisms have to be
technology-independent. (Protection).

(19) The protection of personal data should not
hinder proportional and necessary measures
taken by law enforcement or national se-
curity (governed by the Police Directive
2016/680/EC). This processing should be
by a competent authority, and may receive
additional regulation. (Cooperation).

(32) Consent for processing needs to be affirma-
tive, clearly distinguished from other mat-
ters, informed, specific, freely-given and
undisruptive for each purpose under which
it is processed. (Consent).

(58) Users to whom a controller directs their ser-
vices must be able to understand the impli-
cations of their consent, especially if they
are underage. Information on collection
and user rights should be concise, transpar-
ent, intelligible, accessible, and in clear and
plain language. When identified, the user
may request oral explanation. (Consent).

(60) Controllers should ensure that their poli-
cies feature clear and concise explanations
about processing, its consequences, and
user choices in the matter. They may use
machine-readable icons to assist this clarity.
(Transparency).

(61) Users must be informed at or reasonably
around the time of collection, prior to pro-
cessing, and not any later than a legitimate
recipient obtains the personal data. Con-
trollers must inform users of any necessary
repurposing or disclosure. (Transparency).

(62) Users do not need to be informed where it
poses a disproportionate burden, or is re-
quired by law. Archiving, statistical, scien-
tific, or historic purposes may make such

an effort disproportionate. (Transparency
Derogation, Legal Obligation, Public Inter-
est).

(71) Users have the right not to be subject to sig-
nificant consequences of solely automated
decisions or profiling unless authorized by
EU or member state law. It otherwise re-
quires explicit consent or contract, as well as
suitable safeguards. This includes review-
ing and challenging the automated decision,
as well as protection from discrimination.
Children may not be subject to such deci-
sions. (Automated Processing, Minors).

(72) Profiling must adhere to European data pro-
tection law, and consider guidance offered
by the Board (Automated Processing).

(74) Controllers should assign responsibility and
liability surrounding compliance with data
protection principles, taking into account
nature, scope, purposes and means of pro-
cessing, and its risk to user rights and
freedoms. Where proportionate, this shall
include appropriate data protection poli-
cies. Approved codes of conduct or certi-
fication mechanisms may help demonstrate
this. (Responsibility, Third Country, Codes
of Conduct, Certification).

(79) Controllers must establish responsibilities
concerning the requirements of European
data protection law. Joint data controllers,
those who together determine purposes and
means, must arrange for exercising user
rights between them, for instance through
a contact point. This arrangement shall re-
flect appropriate assignments and be avail-
able to users, but users may exercise their
rights irrespective of it. (Responsibility,
Joint).

(80) Where neither occasional nor minor in risk
to users, third country controllers must des-
ignate, in writing, a representative for pro-
cessing data from or within the Union. The
representative shall reside in and interact
with the supervisory authority and users of
the appropriate member state. Public bod-
ies do not need a representative. (Represen-
tative, Third Country).

(81) Controllers should only use processors
which provide, in writing, sufficient guar-
antees and assistance with data protec-
tion compliance, such as through approved
codes of conduct or certification. A mech-
anism should bind any processors to law-
ful processing on the controller’s behalf,
such as a contract, or standard contractual
clauses, detailing the specific processing re-
quirements, nature, restrictions, and poten-
tial effects on users. Processors who deter-
mine purposes or means will be treated as
controllers. (Protection, Codes of Conduct,
Certification, Standard Clauses).



APPENDIX A. LIST OF GDPR RULES 129

(85) Controllers must notify the supervisory au-
thority of a data breach within 72 hours, un-
less they can show that user rights were not
at risk. Any delay should be justified. Af-
ter which, information may be provided in
phases if necessary. (Breach).

(86) Users must be notified of data breaches
which may pose a high risk to their rights,
and advised on their mitigation. This should
be carried out in cooperation and adherence
to the supervisory authority. (Breach).

(87) Controllers must take measures to imme-
diately detect breaches and promptly no-
tify the supervisory authority. If feasible,
they must also notify users if likely to re-
sult in high risks to their rights and free-
doms, or if the authority deems it necessary.
Information on a breach must include its
nature, likely consequences, and measures
proposed to be taken in response. Contact
details of the data protection officer should
also be provided. The authority must also
be informed of affected categories of data
and how many records were affected. In the
case of a processor, it should notify its con-
troller after discovery without undue delay.
(Breach).

(88) Controllers should note the measures taken
to mitigate risks of breaches and in do-
ing so support investigation by authorities.
(Breach).

(156) Public interest purposes require safeguards
to protect user rights, particularly through
minimization and pseudonymization. Con-
trollers may only process for archiving or
academic purposes where data protection
principles and user rights are respected,
though derogations may be provided insofar
as those rights conflict with public interest.
(Protection).

(A7) Users may withdraw their consent, and con-
trollers must make this as easy as providing
it, without any unjustified consequences.
(Consent).

(A13) When obtaining personal data provide con-
tact information of the controller, its rep-
resentative, and data protection officer, the
recipients, their categories, if they’re in a
third country, adequacy therein, and finally
the grounds, purposes, and means (includ-
ing retention requirements), each where
applicable. At this time explain rights to
access, rectification, erasure, withdrawal,
complaint, and where their personal data is
legally required, the consequences of their
refusal. In automated processing or profil-
ing, explain the logic involved, and its po-
tential consequences. New purposes require
new consent. (Consent, Automated Process-
ing, Adequacy Decision, Third Country).

(A14) When not obtained from users, controllers
must provide information on processing
within a reasonable period of at most one
month, at the first communication with the
user, or else before the data is disclosed.
This does not apply if provision is dispro-
portionate, expressed by Union or member
state law which protects user rights, or must
be kept confidential due to professional or
statutory secrecy. (Transparency, Obtained
Data, Secrecy).

A.3 Grounds

(21) Data needs to be able to flow freely be-
tween member states, removing liability
from mere conduits and caching or hosting
services as they have no obligation to mon-
itor unless their member state imposes this.
(Legitimate Interest).

(33) Controllers with scientific purposes may use
more flexible means, but only within the
area of research or study they specify. (Pub-
lic Interest).

(41) Processing on grounds of legitimate interest
or legal basis may refer to international or
European law, as well as member state law,
but should have a clear, precise, and fore-
seeable application. (Legal Obligation, Le-
gitimate Interest).

(42) Where consent is given, the controller must
be able to demonstrate that it was obtained
through accessible and fair terms without
pressuring disclosure, identifying itself, its
purposes, and its means. (Consent).

(43) User consent is not valid where given un-
der duress, or solely in exchange for services
which can function without it, or services
which can reasonably be offered separately.
(Consent).

(44) Controllers may process a user’s personal
data when it is necessary to fulfill a contract
entered into by the user. (Legal Obligation,
Contract).

(45) Controllers may process personal data when
it is necessary to fulfill their legal obliga-
tions, or obligations to public interest or an
official authority. (Legal Obligation, Public
Interest).

(46) Processing of personal data without consent
may be permitted where it is necessary for
the vital interest of a natural person. (Vital
Interest).

(47) Overriding and carefully assessed legitimate
interests may permit processing without
consent. Where appropriate, this may in-
clude fraud detection, or even direct mar-
keting. (Legitimate Interest).
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(48) Controllers, who are a part of an under-
taking consisting of many controllers, may
share personal data for internal administra-
tion where it may be considered a legitimate
interest. (Legitimate Interest, Joint).

(49) Processing of personal data for the purposes
of network and information security may
be an overriding legitimate interest where
strictly necessary and proportionate to se-
curity levels, threats, and its effect. (Legiti-
mate Interest).

(50) Further processing without further consent
requires compatible purposes, considering
any links in purposes, the risks, appropriate
safeguards, nature, and contextual expecta-
tions therein. Such purposes may be for sci-
entific, public, or official authority interests.
(Public Interest).

(55) Users may have personal data processed by
an official authority serving constitutional
or international law, as well as any officially
recognized religious associations they be-
long to, on grounds of public interest. (Pub-
lic Interest).

(111) Controllers may perform international
transfers without an adequacy decision
where there is informed consent, or pub-
lic interest, taking fundamental rights into
account. This includes legal defense, vi-
tal interest, seeing a contract to conclusion
and limited transfers made from a public
register in adherence to member state law.
Where documented assessment shows that
both binding corporate rules and the above
criteria are insufficient, transfers must be
occasional, limited in scope, and necessary.
Users must be informed of the compelling
legitimate interests for these transfers. (Le-
gitimate Interest, Third Country, Adequacy
Decision).

(112) Users whose personal data is needed for
public interest or vital interest of a natural
person shall have that data processed, un-
less otherwise protected by their member
state. (Public Interest, Vital Interest).

(113) Properly assessed and low volume interna-
tional transfers may be permitted for legiti-
mate interests only where other grounds are
not applicable, and user rights are not un-
dermined. Users and supervisory authori-
ties should be informed of such transfers.
(Legitimate Interest).

(153) Controllers who process solely for journal-
istic, academic, or artistic purposes are sub-
ject to derogations and exemptions, if neces-
sary, to reconcile rights to free speech. (Pub-
lic Interest).

(154) Users may have personal data which is in-
tegral to documents in the public interest,

and is subject to proportional reconciliation
with this interest. (Public Interest).

(155) Member state law or collective agreements
may further regulate processing grounds
under an employment context. (Legal Obli-
gation).

(157) Controllers may process personal data for
research purposes under strict conditions
and safeguards. (Public Interest).

(158) Data processing for archiving purposes is
permitted when it endures value for general
public interest, and may be further permit-
ted under member state law. This includes
crimes against humanity. No grounds are re-
quired to process data solely personal to the
deceased. (Public Interest).

A.4 Principles
(28) Controllers may apply pseudonymization as

one of many measures to reduce data pro-
tection risks. (Pseudonymization).

(29) Where pseudonymization is used, the con-
troller themselves may perform it so long
as identification requires data which is kept
separately and securely. (Pseudonymiza-
tion).

(30) When considering personal data, note
that technical identifiers of personal de-
vices or network communication may be
combined to identify and profile a user.
(Pseudonymization, Profiling).

(39) Controllers must demonstrate that they fol-
low the principles of data protection, includ-
ing the provision of purposes and means,
acquisition of fair consent through trans-
parency, as well as data adequacy, accuracy,
relevance, limitation, and security. (Ac-
countability).

(40) Controllers may not process data without
consent or an adherence to legal require-
ments, including obligations for fulfilling a
contract with the user. (Lawfulness).

(57) Controllers should not collect additional
identifying information solely to comply
with data protection principles unless a user
volunteers it. This would be necessary to
access, rectify, erase, or restrict processing.
Where this is the case, users must be noti-
fied. Digital identifiers used by users to au-
thenticate shall be sufficient for identifica-
tion. (Minimization).

(64) Controllers shall use all reasonable mea-
sures to verify the identity of a user, but not
store personal data exclusively for this pur-
pose. (Minimization).

(78) Implement Data Protection by Design and
by Default as appropriate for the risks of
processing, including minimization, trans-
parency, intervenability, and state of the art
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security. Minimization includes the minimal
collection, processing, storage, and sharing
needed to fulfill a specified purpose. Techni-
cal and organizational measures surround-
ing this should be assessed when determin-
ing means, and during processing. Com-
pliance may be demonstrated through an
approved certification mechanism. (Trans-
parency, Minimization, Security, Certifica-
tion).

(82) Processing activities of large organizations
(250 employees or more), or which is reg-
ular, of sensitive data, or otherwise poses
a risk to users, should be logged so as to
demonstrate compliance to a supervisory
authority. Such logs should not provide dis-
proportionately invasive information, but
should indicate categories of data, users,
and recipients. There should also be contact
information of relevant entities, and details
on relevant data protection measures. (Ac-
countability, SMEs).

(83) Controllers should mitigate security risks us-
ing state of the art mechanisms within rea-
son considering risks, nature of the data, as
well as the cost of implementation. Con-
fidentiality, integrity, availability, and re-
silience must be maintained. They must
take measures to prevent misuse, whether
intentional or not. Approved codes of con-
duct or certification mechanisms may be
used to demonstrate security compliance.
(Confidentiality).

(A5a) Data processed by a controller or its proces-
sor must be done so lawfully, fairly, and in a
transparent manner. This includes uphold-
ing user rights and data protection princi-
ples. Users must comprehend the potential
consequences of their consent, and not be
coerced into it. (Lawfulness, Fairness, and
Transparency).

(-bce) Processing should be adequate, relevant,
and limited to that which is proportionate
to and necessary for compatible, specified,
explicit, and legitimate purposes. Personal
data should not be stored any longer than
necessary for these purposes, unless such
purposes are for archival in the public in-
terest. (Minimization, Storage, and Purpose
Limitation).

(-df) Personal data should be secured against
unauthorized or unlawful processing, in-
cluding loss of data, using appropriate
measures, and keeping such data accurate
where and as often as necessary. Where
no longer purposeful, such data should be
erased. (Security and Accuracy).

A.5 Special Obligations

(34) User data is considered genetic where relat-
ing to characteristics derived from the anal-
ysis of a biological sample or equivalently
informative element. (Special Category).

(35) User health is a special category of personal
data and includes anything relating to men-
tal or physical health, for health services,
and any derived information. (Special Cat-
egory).

(38) Controllers must consider whether users are
children under 16, or at least 13 depend-
ing on member state, as they cannot pro-
vide valid consent without their parents, un-
less they seek preventative or counselling
services. Such parental authorization must
be verified using available technology. (Mi-
nors).

(51) Special categories of data, including eth-
nicity or biometric information, need spe-
cific consent, or contextual allowances to be
processed. Biometric data may include im-
ages which permit facial detection. Member
states may provide additional rules for this.
(Special Category).

(52) Processing of special categories of data may
be permitted for public interest when car-
ried out with special safeguards regulated
by member state law. (Special Obligations,
Public Interest).

(53) Special categories of health data may be
processed for the benefit of natural persons
or public interest, where specified by mem-
ber state law which still allows free flow
of data, in particular where held to profes-
sional secrecy. (Special Obligations, Public
Interest, Secrecy).

(54) Processing of health data without consent
may be permitted for public interest when
carried out with special safeguards regu-
lated by member state law. (Special Obli-
gations, Public Interest).

(56) Political parties may process data on polit-
ical opinion during electoral activities, so
long as safeguards are taken. (Special Obli-
gations, Public Interest).

(75) Risks to user rights may include damage to
reputation, discrimination, fraud, financial
loss, deprivation of rights or control over
their personal data, leaked sensitive infor-
mation, or any other significant economic or
social disadvantage. (Impact Assessment).

(76) Risk assessment shall be performed objec-
tively, based on likelihood and severity of
the risks considering their nature, scope,
context, and purposes. (Impact Assess-
ment).
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(84) Data Protection Impact Assessments are re-
quired in situations which present high risk
to the rights of users. The supervisory au-
thorities shall make public a list of process-
ing operations which are likely to present
these risks, and another where no risks
should be present. Prior to finalization au-
thorities will seek consistency on this. Mit-
igation of high risks must be demonstrated
for compliance, consulting the supervisory
authority where necessary. (Impact Assess-
ment).

(89) Controllers should report to supervisory au-
thorities of intended processing operations
which are likely to result in high risks to
the rights of natural persons. Where des-
ignated, the controller should seek advice
of the data protection officer, or even users
where appropriate. They should also com-
ply with any related approved codes of con-
duct. (Impact Assessment, Codes of Con-
duct, Data Protection Officer).

(90) Data Protection Impact Assessments shall
include systematic descriptions of pro-
cessing purposes, grounds, and means;
their proportionality; resulting risks; and
prospective mitigation strategies therein.
Review must also take place in ongoing risk
prone or uncertain conditions, considering
the likelihood and severity of risks to per-
sonal data. (Impact Assessment).

(91) Controllers must use Data Protection Impact
Assessments where many users or much de-
tail is processed, where untested, sensitive,
or based on systematic profiling. This is es-
pecially the case concerning bulk process-
ing or automated decisions covering sensi-
tive data, or which can produce significant
effects. Even systematic monitoring of pub-
lic information may suggest high risk to user
rights and freedoms. This is particularly
the case where there is difficulty in exercis-
ing those rights. (Impact Assessment, Auto-
mated Processing, Profiling).

(94) Where a controller cannot feasibly mitigate
identified risks to user rights, due to avail-
able technologies and costs of implementa-
tion, the supervisory authority must be con-
sulted with mitigation details before pro-
cessing. They may restrict processing be-
yond their stated response deadlines. The
authority may advise within eight weeks,
extending by up to six when justified (e.g.
complexity) or suspending until they receive
requested details. Extensions shall come
within one month’s notice. (Impact Assess-
ment).

(95) Prior consultation for impact assessments
requires information on processing respon-
sibility; purposes and means; measures and
safeguards; the contact details of any data

protection officer; the assessment itself; and
any other requested detail. Upon request,
processors must help controllers to demon-
strate compliance with the requirements
identified through impact assessments. (Im-
pact Assessment).

(97) Core activities which pose high risks to user
rights, including that of non-judicial public
authorities, require the public appointment
(on staff or contracted) of a competent data
protection officer with independent author-
ity. The officer shall be involved, receive suf-
ficient resources, and may conduct other du-
ties, but be bound by confidentiality as an
officer. They shall at least monitor compli-
ance; advise on obligations and assessment;
cooperate with the authority; and act as a
contact point. Groups of undertakings or
public bodies need only one easily accessi-
ble officer assigned. Member state law may
require an officer for further reasons. (Data
Protection Officer, Impact Assessment).

(101) Controllers should ensure that any interna-
tional or onward transfers of personal data
from the Union ensure protection and com-
pliance with the same principles as in the
Union. (Adequacy Decision).

(108) Controllers must use appropriate safeguards
in countries lacking an adequacy decision,
such as binding corporate rules, standard
data protection clauses adopted by the com-
mission or supervisory authority, or con-
tractual clauses authorized therein. Use of
these safeguards and assurances negates the
need for specific authorization from author-
ities. However, this does not apply to non-
standard clauses and provisions. (Adequacy
Decision, BCR, Standard Clauses, Codes of
Conduct, Certification).

(109) Controllers or processors may use stan-
dard data protection clauses provided by
the Commission or supervisory authority
even in a manner more broad or protective,
but not contradictory. (Adequacy Decision,
Standard Clauses).

(110) Controllers who are part of a group may
use approved binding corporate rules for in-
ternational transfers within the group, so
long as they have appropriate safeguards.
These detail the parties involved; the pro-
cessing (type, categories, transfers); legal
binding; application of principles, rights, li-
ability, and transparency therein. They also
feature any applicable data protection of-
ficer tasks; the complaint procedure; the
compliance and cooperation mechanisms,
along with reporting changes; and appropri-
ate training for personnel. (Adequacy Deci-
sion, BCR).

(114) Where third countries have not been ap-
proved the controller is responsible for pro-
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tecting the rights of their users. (Adequacy
Decision).

(115) Transfers through extraterritorial applica-
tion of legal acts, which are not inter-
national agreements, to third countries
with inadequate data protection require
an important and proportionate processing
ground. Transfers which are based on inter-
national agreements, such as mutual legal
assistance, may still be recognized. (Ade-
quacy Decision).

(161) Consent into low-interventional studies
must conform with relevant provisions in
the European Regulation on Clinical Trials
on Medicinal Products for Human Use. This
includes the need for protecting rights over
other interests and supplying robust and re-
liable data. (Special Category).

(163) National and European statistics shall be
protected by the GDPR, but must also ad-
here to member state law where appropri-
ate. Union statistics must adhere to prin-

ciples laid out by Article 338(2) TFEU and
Regulation (EC) No 223/2009. (Public In-
terest).

(A9) Sensitive data may be processed as per con-
sent, legal obligations, vital interest, safe-
guarded legitimate membership or related
consensual contact, self-publicized informa-
tion, judicial activity, or substantial public
interest. Such interests may be preventative
medicine, pandemics, or for proportionate
archival. Professional secrecy must be up-
held. (Special Obligations, Public Interest,
Secrecy).

(A10) Personal data on criminal offences may only
be processed where authorized and appro-
priately safeguarded. Any comprehensive
register of such data may only be kept by
an official authority. (Special Category).

(A87) Member states may further regulate the pro-
cessing of generally applicable identification
numbers to be appropriately safeguarded.
(Special Category).



134 A.5. SPECIAL OBLIGATIONS



Appendix B

Sample of Filter Questions

B.1 Industry specifics:

Does your industry have approved Codes of Conduct
for you to follow in this context, or certification to
help demonstrate compliance? There are also dero-
gations for those subject to professional or statutory
secrecy.

� [Secrecy] We are sworn to secrecy

� [Codes of Conduct] We have Codes of Conduct

� [Certification] We have Certification

B.2 Special Contexts:

Are there special circumstances surrounding the
processing such as operating or transferring outside
the EU (third country), perhaps in a country with-
out adequate personal data protection? Other im-
portant processing distinctions are obtaining data
elsewhere than the user in question, as well as pro-
filing users and other types of automated decision
making. Children also have additional protection.

� [Third Country, Adequacy Decision, Main Estab-
lishment]We operate or transfer data outside the
EU

� [Automated Processing, Profiling] We profile or
otherwise automate decisions on users

� [Minors] We process the data of minors

� [Obtained Data] We obtain personal data from
other sources

B.3 Processing Grounds:
On what basis might you aim to process the per-
sonal data of users? Would their consent be legally
or contractually required, or will you ask them for
it and demonstrate that they agreed? Otherwise, is
it of important public interest, or perhaps vital to
the user’s wellbeing? If still not the case, is there a
legitimate interest for it in your context which you
can prove is more important than their interests?

� [Legitimate Interest, Vital Interest] Other Legiti-
mate Interest We Can Prove

� [Public Interest, Vital Interest] We process for
Public Interest

� [Consent] We rely on Consent

� [Legal Obligation, Contract] We have a Le-
gal/Contractual Obligation

B.4 Controller specifics:
Does the controller, the one who determines the
purposes and means for processing, have any spe-
cial circumstances? There are additional concerns
when dealing with multiple controllers or authori-
ties, and some derogations for small to medium en-
terprises.

� [Cooperation] We fall in scope of multiple au-
thorities

� [SMEs] We have under 250 employees

� [Joint]We are part of multiple controllers or un-
dertakings
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Appendix C

Sample of Privacy Patterns

C.1 The ‘Awareness Feed’ Com-
pound Pattern

C.1.1 Summary

An Awareness Feed warns the user about the poten-
tial consequences of sharing their personal data. It
does so before that data is collected or used, and
continues to do so whenever a change in context is
detected. This change may include newly provided
information by the user, and changes in the environ-
ment in which the controller (i.e. provider) operates
or processes personal data.

This pattern allows users to make informed deci-
sions regarding if, when, and how they share their
personal data. As more information is collected, the
user may become more identifiable, and the data re-
lating to them may become more invasive. Aware-
ness Feed keeps users aware of both the short-term
and long-term repercussions in their data sharing
choices.

C.1.2 Context

In a situation where user data is collected or oth-
erwise processed, particularly personal data, many
users are concerned about the potential repercus-
sions of their actions. Controllers (e.g. organiza-
tions), which have dynamic and evolving services
(or products) which users interact with, may share
this concern. This may be for legal, ethical, or public
appearance reasons.

These controllers also care about the monetary im-
plications of a solution, often including the oppor-
tunity cost of informed users against the risks and
profits of over-sharing. For-profit organizations reg-
ularly want to bolster their market share by over-
coming competition with state of the art technolo-
gies. These changes may have important conse-
quences, unintentional or otherwise, for users of the
system. Controllers want to limit the exposure of
these risks to their userbase, even if from a third
party, as they are responsible for their data.

Such controllers may already have in place a
Privacy Dashboard, seeking to complement

it, or wish to maintain awareness through vari-
ous other services. They likely consider Lawful
Consent and thus seek to ensure that their users
are properly and priorly informed before making
regrettable decisions. They would nonetheless
need to prevent notification fatigue if they were
Preventing Mistakes or Reducing Their
Impact like in this pattern.

C.1.3 Problem

Users are often unaware of the privacy risks in their
data sharing activities, especially risks which are in-
direct or long-term. How can we best ensure that
users become aware of these risks?

This problem is agitated by the organizational aim
to provide novel and competitive services while
keeping users informed. The difficulty of this is
frequently underestimated. The pitfalls controllers
face as a consequence manifest both in taking short-
cuts and in unexpected long-term effects.

Forces/Concerns

• Users do not necessarily realize the effects of
their information sharing, but often want to
use new or interesting features
• Some users are discouraged from sharing as

they do realize that they are not informed
about risks to their privacy, but cannot rea-
sonably change that themselves
• Controllers aim to provide or utilize novel

and or competitive services, but explaining
potential risks to privacy in those services is
often non-trivial and generates a fear of up-
setting the userbase and endangering trust
• Some controllers wish to empower users by

informing them, but do not want to jeopar-
dize their business model, or ability to pro-
cess in a timely fashion

Shortcuts The appeal of convenience features
may sway controllers into flawed implementations
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which undermine user privacy. Automated deci-
sions, influenced by past actions or by other poten-
tially inaccurate metrics, may result in sharing de-
cisions which users do not approve of. The same
holds for features which are not adequately as-
sessed. While a controller might intend all the nec-
essary tools for informed decisions to be present,
short-sighted process flows may violate user trust all
the same.

Long-term Effects Over time, supposedly harm-
less data may amass into more revealing informa-
tion, especially when paired with the right meta-
data. Being able to link user activity to other sources
of information may also result in far more exposing
situations than expected.

Not only are users often unaware of the poten-
tial consequences of their actions, even controllers
themselves regularly fail to anticipate how revealing
their services can be. While some users approach
this uncertainty with caution, others will risk their
privacy in hopes of using the services. Though the
uncertainty might not prevent their participation, it
may still jeopardize their trust in the system.

C.1.4 Solution

Warn users about potential consequences before col-
lecting or otherwise processing personal data, early
enough to be appreciated and late enough to be rel-
evant.

This information should be provided before the
point where privacy risks could materialize. If there
is some delay before further processing after collec-
tion, the user has some time to review the risks. Un-
til the user accepts them however, that further pro-
cessing should not take place.

This pattern is a compound pattern, one in which
multiple patterns work together to address a
broader problem. It combines the following pat-
terns:

• Impactful Information and
Feedback;
• Increasing Awareness of
Information Aggregation;
• Privacy Awareness Panel;
• Appropriate Privacy Feedback; and
• Who’s Listening.

Rationale It is not likely enough that users are
informed prior to being provided a service, nor is it
reasonable to expect that consent acquired in bulk is
properly informed. Consent is not necessarily freely
given, either, if the lack of consent presents a wall
to a service that the user wants or believes to need.

A concerted effort needs to be made to present the
user with unintimidating information relevant to
their privacy risks for a service. Providing too much
information lessens the chances that the user will
read it, while too little information may not prop-
erly inform the user. Informing the user too late also
puts the user at unnecessary risk.

By making this effort, the controller avoids accusa-
tions of negligence in informing their users.

[Implementation]

Every service which makes use of personal informa-
tion should be investigated by its creators during its
creation, or retrospectively if already available. The
controller in question is responsible for this. Not
only will this affect the user’s understanding once
presented to them in layperson terms, but it will
also allow the controller to realize the privacy im-
pact of their services. This may encourage them to
improve the services to be more respecting of pri-
vacy. A good solution composes of accessibility, as
well as transparency and openness.

Accessibility There needs to be a balance be-
tween the user effort required both to use a service
and maintain their privacy. Information about the
risks should not be deceptive, or difficult for layper-
sons to comprehend. Meeting this balance may also
be challenging, as fully comprehending the risks in-
volved might require a certain understanding of the
system itself.

In order to reduce the quantity of the presented
information, only the contextually significant in-
formation need be presented. Furthermore, the
information should be available in the level of
detail sought by the user: in both concise and
detailed variants. A short description may be
used in Preventing Mistakes or Reducing
Their Impact. A more in depth variation may
give them confidence that even if they cannot com-
prehend it, someone would speak out if something
were amiss. In a similar vein, detailed descriptions
should be comprehensible enough to avoid accusa-
tions of being deliberately complex or misleading.

One way in which to explain the risks involved in
a process is through example. This is particularly
useful in the case of information aggregation. Vi-
sualizing the publicity of data is also useful, users
can see how visible information would be, or is, to
the outside world. Similar decisions by those who
choose to set examples may also help in influencing
informed sharing behavior.

Transparency and Openness Users need to be
able to trust that a system does not pose unneces-
sary risks. Fostering a familiarity with openness and
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transparency about the processes involved may gar-
ner this trust. It allows those who invest time an
opportunity to be certain, and those who trust in
public perception to be at ease.

C.1.5 Consequences

The solution of this pattern will cause users to have a
better understanding of the potential consequences
of information they share. It may empower some
to share knowing they may do so safely, though it
will cause less activity overall, as many users will
be more careful about what they put online. This
is not necessarily a negative consequence, though,
since regretted decisions merely garner mistrust and
prevent future activity. The controller will be able
to introduce new services or update old ones with
confidence that users are given the opportunity to
consider their decisions in full light of the service’s
potential consequences.

In addition to lower adoption of risky services, due
to public consequences, there will be more cost in-
volved in reworking them. Unattended and system-
wide process changes, which negatively affect con-
sequences, will be more difficult to perform. They
will not be possible without first disabling the af-
fected services. This is similar to the way some con-
trollers (e.g. Google) handle changes in privacy poli-
cies.

Due to more privacy-minded implementations, the
system will not anticipate users as easily, though for
many this will be a worthwhile tradeoff. While there
is cost in creating good solutions, the long-term cost
of bad ones (especially in good faith) can often be
higher.

[Constraints]

By informing users prior to the activation of any
services which use personal data, many aspects of
a system are less fluid and thus require additional
forethought. Instead of quick integration into the
system, which may have come with many privacy
oversights, users will be exposed to consequences
that they might not have otherwise realized. Care
will need to be taken to ensure that these users do
not become overwhelmed. As a consequence of bet-
ter informed users, however, questionable services
are more open to scrutiny and thus many shortcuts
will no longer be viable.

C.1.6 Examples

Full adoption of this pattern is not yet common-
place, yet there exist examples of feedback loops to
users about activities corresponding to them. This
includes notifications such as ‘user X wants to access
Y’, or retrospectively, ‘user X accessed Y’. There also
exist services which require opt-in, accompanied by

explanations of their effects. Conversely telemetry
is often opt-out, but occasionally explains what in-
formation is at stake.

C.1.7 See Also

[Related Patterns]

Users must be assured of the controller’s dedication
to transparency and openness, which will be en-
abled by the consistent presentation of that relevant
information, along with other forms of Building
Trust and Credibility. As in Preventing
Mistakes or Reducing Their Impact, both
users and controllers themselves need to be aware
of the potential for certain services to leak unwar-
ranted personal information. Where the value of
the service is nonetheless still high, even after ef-
forts made to reduce leakage risks, users need to
be informed enough to choose for themselves ex-
actly what they share (see Lawful Consent and
Selective Disclosure).

This approach may be partnered with accessible
policies, including Privacy Aware Wording,
Layered Policy Design, and Privacy
Aware Network Client. It may also bene-
fit from visual cues, like Icons for Privacy
Policies, Appropriate Privacy Icons in
general, or Privacy Color Coding, which aid
in alluding to those policies.

This compound pattern benefits from also using
Task-based Processing, where personal data
is separated according to purpose. In this case, only
use data for which any necessary consent has been
granted, and which is within the scope of the per-
sonally enabled purposes. This precludes the appli-
cation of unattended process changes which would
induce new consequences.

This pattern complements Privacy Dashboard,
Trust Evaluation of Services Sides,
Appropriate Privacy Icons, Icons for
Privacy Policies, Privacy Color Coding,
Privacy Aware Wording, Layered Policy
Design, and Privacy-Aware Network Client.

As this pattern keeps users informed of processed
data, as well as what can be derived, and Privacy
Dashboard provides collective summaries of such
data, these patterns can work together. In doing
so, users are better equipped to take actions which
are in line with their personal privacy preferences.
Similar to this argument is the benefit of Trust
Evaluation of Services Sides, which high-
lights criteria which a service meets to build trust in
the user. With this pattern, it can also inform the
user of which parties with access to their data com-
ply with these criteria.

This pattern and its components also work well with
visual cues like Appropriate Privacy Icons,
Icons for Privacy Policies, and Privacy
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Color Coding. These assist in providing aware-
ness quickly through easily interpreted visual infor-
mation.

As this pattern seeks to inform users of poli-
cies in addition to notifying them of impor-
tant information, it benefits from the applica-
tion of accessible policies. Patterns which there-
fore complement this pattern include Privacy
Aware Wording, Layered Policy Design,
and Privacy-Aware Network Client.

This pattern is a compound pattern, one which
builds off of its component patterns. These include:

• Impactful Information and
Feedback;
• Increasing Awareness of
Information Aggregation;
• Privacy Awareness Panel;
• Appropriate Privacy Feedback; and
• Who’s Listening.

Related Pre-patterns

• Privacy Options in Social Networks;
• Selective Access Control in Forum Software;

and
• Privacy Enhanced Group Scheduling.

[Sources]

We provide the references for this pattern in
the Bibliography as: [ABJB10, AEG+07, BGH+14,
CHL+04, GWGT10, IH07, Sch04, FRBS04].

C.2 The ‘Lawful Consent’ Com-
pound Pattern

C.2.1 Summary

This pattern covers in detail the legal and social obli-
gations surrounding a data subject’s consent to pro-
cessing of their data in specific circumstances. Every
use of the subject’s personal data should be covered
by an explicit agreement in which the data subject
was made aware of the implications of their consent.

C.2.2 Context

Where data controllers (e.g. organizations) aim to
provide a service (or product) to users, there may
be opportunities to reuse data, gather feedback, or
make use of user data to further their system’s value.
Many controllers seek to continually collect and uti-
lize this data, often in ways which warrant privacy
concerns. For any data processing (including col-
lection), controllers should first obtain consent from
the users in question.

There are social norms surrounding the use of per-
sonal data which need to be adhered to if an con-
troller wishes to avoid scrutiny. Users do not in-
herently trust controllers to handle their personal
data with care for privacy. Without clearly defined
boundaries, these users may have justifiable con-
cerns about what is learned about them, and how
this information may be used. Additionally, vari-
ous jurisdictions supply varying compliance require-
ments, and these controllers need to cater to every
market they provide to.

Doing otherwise, possibly by disinterest or negli-
gence, may have financial consequences in addition
to potential public outcry. Despite this, controllers
regularly consider the impact that their decisions
may have on competitive edge and resulting prof-
its. The link between better decision making, possi-
bly less sharing, and reduced monetary gains sways
some controllers into unlawful forms of consent.

Concerned controllers aim to promote trust in
any number of ways, potentially including an
Awareness Feed and or Privacy Dashboard
to properly inform their users. The controller in this
context may wish to adhere to the corresponding
laws for their users, or above that, genuinely value
their users’ rights to self-determination.

C.2.3 Problem

An controller aims to maximize the value of their
services by gathering as much sharing and partic-
ipation as possible, potentially seeing user consent
as a barrier to functionality and efficiency. They may
inadvertently subvert notions of consent by unnec-
essarily bundling together desirable services with
needs for personal information, or downplaying the
significance of the data involved. They undermine
self-determination at the risk of losing trust from
their users, and attracting legal investigations which
may rule their practices unlawful.

Forces/Concerns

• Controllers want to encourage participation,
and thus may be less concerned with inves-
tigating or revealing tradeoffs
• Controllers may be tempted to bundle vari-

ous services under a single broad consent re-
quest, pressuring users into agreements they
might not otherwise accept
• Users often want to make use of new and ex-

citing features, and therefore easily overlook
downplayed privacy risks
• Some users avoid certain services as they re-

alize the potential privacy risks are not being
acknowledged
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C.2.4 Solution

A user should be given every opportunity to assess
their sharing choices prior to making their consent.
The controller should aid the user in comprehend-
ing the tradeoffs apparent in using each of their ser-
vices, without over-burdening the user. These con-
sented services should be purposed-separated, so
that users may make use of functionality without
first granting unnecessary consent.

Rationale Controllers need to ensure that any-
thing they do with a user’s sensitive or potentially
identifying data is legal. This pertains to lawfully
obtained consent, for purposes which are clear and
lawful in their own right. Additionally, anything
they do should be resistant to backlash from users.

[Implementation]

Separate Purposes Services should be separated
into distinct processes for which distinct consent is
acquired. Each purpose requires its own consent.
These permissions need to be given subsequent to
ascertaining sufficient awareness in the user about
the consequences of that consent.

Freely Given Consent The users should not be
pressured into providing consent. Instead, the ben-
efits may be presented along with the trade-offs
so that the users may make an informed decision.
Some users are not necessarily capable of making
these decisions themselves (e.g. children) and thus
provisions need to be made to cater to this. The
provided information should not be misleading, as
coerced consent is not a valid form of permission.
One way to present policies in an accessible manner
is through comparative examples (e.g. in addition
to further detail, what is unique about our privacy
policy?).

Providing too much information may also intimi-
date users into making uninformed decisions, and
thus awareness must be garnered in a way which
is broadly accessible (see Awareness Feed). Op-
portunities for further reading should be available,
though should not be necessary to understand the
trade-offs involved.

Personalized Negotiation In more personal ser-
vices (i.e. one-on-one), personal privacy policies
may undergo a formal negotiation. As opposed to
user preferences (both at sign-up and through ap-
propriate defaults), understanding a user’s personal
privacy requirements may benefit from the facilita-
tion of a human representative. This, however, suf-
fers from it’s own drawbacks where the represen-
tative may misunderstand the user’s requirements.
Even in interpersonal exchanges, controllers should

err on the side of caution. Where available, explicit
signing of an agreement aids in proving consent.

C.2.5 Consequences

With the ability to choose exactly what tradeoffs are
agreeable to them, users will be more content, and
trusting of the system. They may as a result use
more services, and participate more than they other-
wise would. Being aware of what information is ac-
tually needed to perform certain functionality may
also prevent its use, but rightfully so as to prevent
backlash.

The need for certain information for some services
will bring inappropriate business processes to the
foreground to be rectified, or otherwise questioned.
This will likely bring the controller towards better
practices, and may affect others as well. Once the
public sees the controller’s willingness to cooperate,
trust will grow even further.

Overall adoption will grow for controllers who are
shown to be trustworthy and upfront about their
data processing practices. This may very well off-
set the costs involved in maintaining transparency.

[Constraints]

Allowing informed and specific consent prevents
controllers from soliciting misplaced consent, which
greatly reduces the adoption of invasive services.
These are often the most profitable services.

[Related Patterns]

Lawful Consent is a compound pattern of var-
ious other consent-based patterns. Therefore it
may use a combination of Informed Consent
for Web-based Transactions, Obtaining
Explicit Consent, and Sign an Agreement
to Solve Lack of Trust on the Use of
Private Data Context (or simply, Contractual
Consent).

Since it contains crucial elements from each of its
constituents, with the potential for additional fo-
cus based on context, this compound pattern is use-
ful for every pattern that needs to consider user
consent. As such, the list of patterns which must
use this pattern is extensive and listed here non-
exhaustively. Within patterns for Control they in-
clude:

• Decoupling [content] and location
information visibility;
• Discouraging blanket strategies;
• Single Point of Contact;
• Buddy List;
• Reasonable Level of Control;
• Outsourcing [with consent];
• Negotiation of Privacy Policy;
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• Private link
• Active broadcast of presence;
• Pay Back;
• Reciprocity;
• Selective Access Control;
• Enable/Disable Functions;
• Incentivized Participation; and
• Support Selective Disclosure.

Based-on Explicit Consent / Obtaining Explicit
consent via privacy agreement / Permission to Use
Sensitive Data via Privacy Agreement / Sign an
Agreement to Solve Lack of Trust on the Use of Pri-
vate Data Context

Pre-patterns

• Creating/Maintaining Privacy Policy;
• Privacy Dashboard;
• Policy Matching Display;
• Visual Cues;
• Accessible Policies; and
• Awareness Feed.

[Sources]

We provide the references for this pattern in the Bib-
liography as: [EC16c, Art07, PJBK08, BK12].

C.3 The ‘Support Selective Dis-
closure’ Compound Pat-
tern

C.3.1 Summary

Many services (or products) require the collection
of a fixed, often large, amount of personal data be-
fore users can use them. Many users, instead, want
to freely choose what information they share. This
pattern recommends that services Support Selective
Disclosure, tailoring functionality to work with the
level of data the user feels comfortable sharing.

C.3.2 Context

Controllers aim to design services to be both main-
tainable and extensible, though as a result blanket
strategies are used to simplify designs. Users are in-
dividuals and do not always respond the same way
to different approaches. Restricting user choice on
processing displeases users, and bundling purposes
for that processing conflicts with international law.
Users want a service which works without the data
they do not want to provide, even so far as effec-
tively anonymous usage.

C.3.3 Problem

Controllers typically want to collect data by default,
and tend to limit the diversity of their services, and
the choices they provide, to encourage that. This
goes against the best interests of the users, who have
varying data collection tolerances.

The underlying issues are discussed in more detail
below.

An All or Nothing Mindset Controllers are
tempted to see consent as all-encompassing, see
held personal data as data available for use, and the
lack of that data as a barrier to service. This mindset
reduces adoption of the offering and may introduce
a lack of trust.

The Temptation to Share by Default User infor-
mation is frequently acquired before users are given
the opportunity to decide whether to share. An ex-
ample of this is in cookie policies, where the whole
site is loaded before the user is shown the policy.
From this loading, metadata is often generated even
if the user chooses to leave the site.

This problem is also present when users register for
or acquire a service, as unnecessary information is
often requested as part of the process. In the case of
account registration users are often provided with
inappropriate default settings. They are typically
sent additional offers by default as well. The nega-
tive implications of these defaults are also not nec-
essarily reversible, as the Internet is notorious for its
inability to forget.

Data Gluttony Services tend to collect a surplus
of information, especially in contexts where moni-
toring is integral to the system, such as in productiv-
ity tracking. This unnecessary level of detail results
in negative experience factors for the tracked indi-
viduals (for e.g. increased levels of anxiety) which
in a work environment may affect their actual pro-
ductiveness.

Forces/Concerns

• Controllers want their system to be applica-
ble to as many potential users as possible,
but do not want this to heavily inflate costs
or jeopardize profits
• Users want to be able to use a system anony-

mously, or with as little leakage of their
personal information as needed to perform
functionality
• Controllers do not want users to be capable

of malicious activity without consequence
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• Many controllers want to benefit from the
data they collect from their users, but do
not want to violate their users’ trust by us-
ing their information excessively or other-
wise inappropriately

C.3.4 Solution

Determine what information is integral to the func-
tioning of the system. If functionality may be sus-
tained with less, it should be an option for the
user, even if doing so comes with reduced usabil-
ity. Additionally, provide anonymous functionality
only where it cannot jeopardize the service. Lower
levels of anonymity may be provided in relation to
various capabilities for abuse.

Rationale The key to a successful solution is
meeting the correct balance between how little the
system can work with and what is feasible in perfor-
mance. This will affect the applicability of the sys-
tem; a system which optionally functions with less
will attract far more users. This increases the pop-
ularity of the system and therefore offsets a certain
amount of additional implementation costs.

[Implementation]

Anonymous Usage At one extent it may be possi-
ble to benefit from the system anonymously, though
whether this is feasible will depend on the level
of abuse anonymous usage might attract. Alterna-
tively, this can be approached from the perspective
of revocable privacy. That is, tentative or eroding
anonymity. If this would result in an unsustainable
business model, however, a re-balance of usability
may be sufficient.

It is important to note that while anonymous us-
age might not translate into direct profit, additional
contributors and positive public perception may in-
crease overall user activity. Furthermore, there are
payment methods which support [some level of]
anonymity if necessary.

Assumption of Modesty Where users choose to
register, it should not be assumed that they wish
to use all of the system’s services. Short of explic-
itly opting for ‘best experience settings’ (with suffi-
cient explanation; not the default option), user pref-
erences should default to the most privacy-friendly
configuration.

There exist numerous strategies for streamlining the
preference-tailoring process, including gradual ele-
vation as they begin to use services (see Awareness
Feed and Lawful Consent).

The Right to Reconsider User decisions should
be amendable. For example, an agreement to share
activity with another user may not carry over to all
future usage. A user may decide to share something
once in a while, or share regularly, but not always.
The system should be able to account for this behav-
ior if it aims to prevent mistaken actions.

Look Before You Leap In situations where there
are requirements for personal data, particularly
when strict, users should be aware of this prior to
their consent. These services should also not be cou-
pled with other services holding lower requirements
unless it would be infeasible not to. Where users are
required to use the system, no unnecessary informa-
tion should be used. In a productivity tracking ex-
ample, this may mean that users are only identified
when their productivity falls, or perhaps if they opt
to receive credit for their work.

C.3.5 Consequences

Benefits Due to increased control over their data,
users may be able to share pieces of information
which they otherwise wouldn’t due to it otherwise
being coupled with what they perceive to be more
sensitive.

Users will be less likely to mistakenly release per-
sonal information to the public, since they would
perhaps be able to set their own defaults, or by de-
fault stay private. To a further extent, users may
be capable of participating or benefiting from a sys-
tem anonymously. Where this is the case, the activ-
ity levels of the system will benefit, and users who
stayed anonymous due to mixed feelings about the
system may decide to register and authenticate later,
once trust has been built.

Liabilities The system’s complexity will increase
by a certain degree, as not only will each user need
to have their preferences set, stored, and adhered
to, but also services will need to account for vari-
able inputs. As such, flaws in the system will be felt
with greater effect.

Providing anonymity for some contexts may result
in increased undesired behavior, depending on the
level of anonymity provided. Anonymizing a ser-
vice often requires additional processing power, es-
pecially in the case of revocable privacy.

[Constraints]

By separating functionality according to purpose
and personal data needed, as well as providing vari-
ations where feasible, the system will be more com-
plex. Services will need to be designed while taking
into consideration the potential for limited access to
data.
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Improvements to results may therefore be limited as
well. However, the controller may be able to gauge
adoption in data-rich services while they are invest-
ing in them. The same holds for determining how
valuable non-invasive alternatives are, as users will
express their [in]tolerance for invasiveness through
their actions.

C.3.6 Examples

• TUKAN; a collaborative software devel-
opment environment which introduces
Modes of Collaboration: lightweight con-
texts which filter collaboration possibilities
according to user privacy preferences.
• Anonymous access; to a degree, there exist

many examples of websites which allow ac-
cess to content without a need to identify
users. Especially in cases where usage an-
alytics are kept to a minimum, or tracking is
disabled completely, users may use a service
without a need to be monitored.

[Related Patterns]

This pattern may be complemented by
Masquerade, as together they may focus on au-
dience and identifiability when determining disclo-
sure choices.

Support Selective Disclosure is a com-
pound pattern. It contains and therefore may use
a variety of patterns geared towards granular and
contextual privacy preferences and choices regard-
ing the provision of data. These include:

• Negotiation of Privacy Policy;
• Buddy List;
• Discouraging Blanket Strategies;
• Decoupling [Content] and Location
Information Visibility;
• Reasonable Level of Control;
• Selective Access Control; and
• Enable/Disable Functions.

It also may use Private link as a means to pro-
vide anonymous functionality in a resource sharing
context.

Support Selective Disclosure may be
aimed towards providing users with choice, but it
must still do so conscientiously. It must use Lawful
Consent in order to ensure that consent for each
choice is informed, explicit, and freely-given.

[Sources]

We provide the references for this pattern in the Bib-
liography as: [AEG+07, BGH+14, CHL+04, IH07,
PJBK08, RAH+06, Sch04].
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