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CHAPTER I
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Introduction

C

�������� ��� ������� devices have become an increasing part of our
lives. We control these tools through the use of keyboards and mice,
through touchscreens, and sometimes even by voice. These input
methods each provide diﬀerent ways to achieve one core task: convey our
intentions to these systems in order to produce specific actions or output.
The ultimate form of human computer interaction would pick up your
intentions to perform such actions straight from your brain, with no intermediate intervention from your body required: No fingers on a keyboard or
touchscreen, and no having to move your mouth to voice an instruction. This
is referred to as a Brain Computer Interface (BCI). Over the past decades researchers have explored possibilities for measuring brain activity in order to
control devices, using a range of measurement techniques to develop various
brain-driven applications (see Wolpaw & Wolpaw, 2012, for an overview).
Unfortunately—though in some respects also fortunately—it is not trivial
to obtain intentions, attitudes, or instructions directly from your brain activity.
Ongoing activity reflects the communication of the neurons in your brain. In
theory, if you can measure the right activity, then you can figure out the
intentions and mental state of the person. In practice, current measures
of brain activity each have their limitations and trade-oﬀs, for instance in
terms of their degree of invasiveness, their spatial or temporal resolution, or
their portability and cost. These characteristics aﬀect the activity that can
be measured, from access to single neuron activity to aggregated activity
from neuronal populations, from milliseconds resolution to seconds, and the
degree of noise that is present (signal-to-noise ratio; Min, Marzelli, & Yoo,
2010).
1

2
Electroencephalography (EEG) is an electrophysiological method in which
electrical brain activity is measured with electrodes placed on the scalp. It is
currently one of the most used measurement methods in the BCI field, due
to its low invasiveness, high temporal resolution, and relative portability. It,
however, has a comparatively low signal-to-noise ratio, due to interference of
external noise sources, and due to electrical activity being filtered through
and smeared-out by the skull, which is also the reason for its low spatial
resolution. It is therefore in practice not possible for someone to will a word
to appear on the screen and to use EEG to decode the intended word from the
resulting brain activity, even if we knew what such activity would look like.
But there are other ways to let people communicate words using EEG-based
BCIs.
One of the early EEG-based BCI paradigms is the ‘P300’ speller, introduced by Farwell and Donchin (1988). Electrical activity from the brain was
measured while a subject was presented with a letter grid on the screen (see
Figure �. for an example). Individual columns and rows of this letter grid
were intensified in turn, and the brain responses evoked by these ‘flashes’
were measured. By fixing their attention on a specific letter, the subject’s
brain responses in this column and row diﬀered for these intensifications.
From the brain responses to all columns and rows, it could then be deduced
on which letter they had focused their attention.
This BCI thus let a user select letters from a matrix of characters, thereby
allowing them to form words, sentences, and messages, without using their
muscles. An impressive feat, though at a reported 2.3 characters a minute,
not one that would be practical for most. On the other hand, for someone
who has a disability (e.g., paralysis) that makes it diﬃcult to communicate in
conventional ways, such a brain-activity-based speller may improve or restore
their ability to interact with their environment. For this target group, the
usability requirements for a BCI are diﬀerent than those for healthy users (in
absence of alternative options), and a large portion of current-day BCI research
is focused on designing solutions for such populations, for communication
(Akbari, Khalighinejad, Herrero, Mehta, & Mesgarani, 2019; Blankertz et al.,
2006; N. J. Hill et al., 2014; Kübler et al., 2001; van der Waal, Severens, Geuze,
& Desain, 2012; Vansteensel et al., 2016), but also, for instance, for control
of a wheelchair (Galán et al., 2008) or a limb prosthesis (Ajiboye et al., 2017;
Müller-Putz, Scherer, Pfurtscheller, & Rupp, 2005), using either EEG or more
invasive electrophysiological methods.
To develop this speller paradigm, the researchers took a brain signal that
was used in neuroscientific studies as an electrophysiological marker of at-
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������ �. : Example layout of a matrix speller paradigm. Letters and symbols are
arranged in rows and columns that are in intensified or ‘flashed’ in turn. The user
attends to a single letter, causing a P300 to be elicited only for the flashes of that
letter’s respective row and column.
tention, i.e., the P300 (Pritchard, 1981), and designed their speller to elicit
it, exploiting the fact that only flashes of the attended letter would induce a
P300. Thirty years later, such an attention-based speller is still one of the core
applications produced by the field (Acqualagna & Blankertz, 2011; Blankertz
et al., 2006; Klobassa et al., 2009).1 Furthermore, the P300 has been used in a
wide array of applications, oﬀering not only the option to spell but also e.g.,
‘yes’/‘no’ or other multiple choice selections, such as selection of diﬀerent
items or actions (N. J. Hill et al., 2014; Schreuder, Blankertz, & Tangermann,
2010).
In the absence of the ability to measure the intended instructions or intentions directly from the brain activity, designing applications around a known
brain response in order to allow users to communicate choices is a useful
approach. Such brain responses can be ones evoked by stimuli, i.e., Event
Related Potentials (ERPs), such as this P300, or induced internally by the user,
by performing mental tasks such as motor imagery and mental calculations
that result in changes in oscillatory activity, measured by the signal power in
specific brain regions and frequency bands (Gerven et al., 2009).
One such brain signal elicited by stimuli (i.e., an ERP) that has been
explored comparatively little for BCI usage is the N400 (Kutas & Federmeier,
2011). It can be measured in response to stimuli that carry meaning. More
1 Note

however that is not always purely attention that is exploited, as being allowed to
gaze at the intended letter elicits additional signals that a BCI can take advantage of (Treder
& Blankertz, 2010).
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interestingly, this response is modulated by the mental context of the subject.
Any prior context active on the subject’s mind, consisting, e.g., of a priming
word presented just previously, or the content of a paragraph recently read,
can aﬀect the strength of the N400 response. Specifically, when a stimulus is
related to this prior context, the amplitude of the elicited N400 is smaller than
when there was no specific relationship between the two (Kutas, 1993; Kutas
& Hillyard, 1980).
This N400 has a rich history in neuroscientific research, where it has
been used, amongst other things, to better understand how we as humans
process meaning (e.g., Baggio & Hagoort, 2011; Kutas & Federmeier, 2011;
Lau, Phillips, & Poeppel, 2008). In this thesis we approach the N400 from
a neural engineering perspective: How can we exploit this signal for Brain
Computer Interface purposes?

Exploiting the N400 for BCI applications
Our journey started with a specific idea for an N400-based BCI: The general
concept for communication BCIs is that a user has something in mind, such
as a word or a concept to convey, and we want to know what it is. With the
P300-based speller we ask them to use the BCI to spell the concept out letter
by letter. With the N400 we may be able to select the whole word in one
go: by showing them probe words and looking at the corresponding N400
responses to determine whether or not it is related to what they are thinking
of. For instance, if the word you want to convey is ‘water’, then ‘sea’ and
‘bottle’ may elicit a less negative N400 than unrelated probe words such as
‘traﬃc’ or ‘wall’. The BCI can then use the responses to each individual word,
together, in order to infer the intended word.
You can compare this approach to the game ‘Twenty Questions’, where
one player chooses a person (or object) and their opponent asks ‘yes/no’
questions to collect information. Or (if the brain response is more graduated)
to the game ‘Hot and Cold’, where a player gets repeated feedback on how
close ("Hot!") or far ("Cold!") they are to their target. Essentially, we treat the
user’s brain as a black box, where all we have access to is a signal indicating
whether what we present is related or unrelated to the content of the user’s
mind. Using words for which we know the meaning, we can ‘probe’ this black
box, and from the brain responses evoked by these stimuli, we should be able
determine what is and what is not related to their active mental context: A
BCI that probes the concept on a user’s mind (Figure �. ).
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brain response of user is measured

user has a concept in mind
system aims to guess concept

‘spoon’

system presents probe

OR

system makes
a guess

������ �. : Diagram of a semantic probing BCI. The user has an unknown word in
mind while the brain responses to presented stimuli (i.e., probes) are measured. The
system uses these responses to figure out which probes are and are not related to the
unknown target word by probing repeatedly until it has collected enough information
to make a guess.
An important aspect of these games is that the person should update
on the feedback for their next query or action, to quickly reduce the space
of possibilities. In the BCI paradigm it will also be important to update
continuously on incoming information, in order to present the right probes.
Of course, in the games, the rules require that the answers are correct (i.e.,
not noisy), which is unlikely to be true for the measured EEG responses.
Such an iterative probing design is useful for an EEG based application,
where the semantic content of the user’s mind cannot be accessed directly.
This is in contrast with functional Magnetic Resonance Imaging (fMRI) approaches, in which spatially distributed brain activity can directly encode
semantic representations of the active mental content of a subject (Huth, de
Heer, Griﬃths, Theunissen, & Gallant, 2016; Huth, Nishimoto, Vu, & Gallant,
2012; Mitchell et al., 2008). Some evoked EEG (or MEG) spatio-temporal activity specific to semantic categories or properties has been identified, but is
comparatively limited in allowing to distinguish a specific word or concept
out of many (Simanova, Gerven, Oostenveld, & Hagoort, 2010; Sudre et al.,
2012). Furthermore, this activity, like the N400, was measured in response
and in specific temporal relation to the stimulus presentation of that word.
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When the interest is to determine the active word on a subject’s mind, there
is no way to obtain such a time-lock. An application using fMRI to decode
the concept on a users mind, would on the other hand be limited by fMRI’s
non-portability and extraordinarily high costs of usage.
Work on this semantic probing paradigm became the primer for a more
general interest in the ways that the N400 could be used for BCI, prompting
us to develop an overview of the (other) current ways the N400 is used in
BCI (e.g., Kaufmann, Schulz, Grünzinger, & Kübler, 2011; Steppacher et al.,
2013; Wenzel, Bogojeski, & Blankertz, 2017), and to explore a new application
area: exploiting semantic processing for determining the attended speaker in
a cocktail party scenario. Before I go into more detail I will first provide more
background on EEG, ERPs, and the N400 in particular, describe a number
of measures of semantic relatedness that the N400 has been shown sensitive
to, and explain relevant concepts in BCI with regard to the decoding of brain
activity into markers of interest.

EEG, Event Related Potentials, and the N400
EEG measures the electrical activity that passes from the brain through the
skull and scalp. The activity measured at a given electrode is a mixture
of single neuron activity. The signal measured at an electrode consists of a
timeseries of samples of varying amplitude in microvolt, relative to a reference
electrode. Signals are typically measured at multiple locations distributed
across the scalp, as each combination of electrode-and-reference is sensitive to
diﬀerent underlying neuronal populations — with generally (but not always)
the neurons nearest the electrode (or reference) contributing most to the
measured signal.
Event Related Potentials (ERPs) are patterns of brain activity with a specific
timecourse and spatial distribution, evoked by a particular triggering event.
Importantly, this activity is time-locked to that event. However, such patterns
are generally not distinguishable by eye from EEG recorded in response to a
single event, even if the onset of the response is known, as they are masked
by background noise from non-brain sources and other non-related internal
brain processes. By averaging across the measured activity in response to the
same stimulus (or stimulus type), such uncorrelated noise is averaged out,
while the brain response to the stimulus remains. Averaging is thus one way
of decreasing noise in order to increase the signal-to-noise ratio.
The previously introduced P300 and N400 are two such ERPs. The P300
presents as a positive deflection around 300 ms, in centro-parietal electrodes,

7

that occurs, for instance, in response to a task-relevant stimulus in a series
of non-relevant stimuli (Pritchard, 1981). The N400 is a negative deflection
that peaks (i.e., reaches its minimum) around 400 ms after stimulus presentation, predominant over centro-parietal electrodes, in response to meaningful
stimuli. As mentioned, its amplitude is sensitive to the degree of relatedness
a stimulus has to the existing mental context, whether that was induced by
a story, a sentence, a ‘prime’ word, or an internally-induced context (Kutas,
1993; Nieuwland & van Berkum, 2006; van Vliet, Mühl, Reuderink, & Poel,
2010).
Like the P300, the N400 is not modality specific, i.e., it can be elicited
using both auditory or visual stimuli, and stimuli need not be linguistic to
elicit an N400 (see Kutas & Federmeier, 2011). The N400 is not only sensitive
to contextual manipulations, its amplitude can also be modulated by intrinsic
stimulus features such as word frequency, concreteness and orthographic or
phonological neighbour features (Laszlo & Federmeier, 2011; Winsler, Midgley, Grainger, & Holcomb, 2018). In Chapter IV we discuss the diﬀerent factors
that aﬀect the N400 amplitude in more detail.
A reduced N400 amplitude to related stimuli has been suggested to reflect
facilitated processing of related stimuli, due to e.g., facilitated recognition as
a result of pre-activation of features in semantic memory from prior stimuli
or internal context, or to reflect an easier integration of the meaning into
the existing context. Importantly, while earlier accounts of the N400 may
have aimed to determine which specific (sub)process the N400 reflected (e.g.,
recognition or integration), newer accounts suggest that the current breadth
of N400 data best supports a view in which the N400 reflects activity of
multiple lexical and semantic processes that interact and unfold in parallel
(Baggio & Hagoort, 2011; Kutas & Federmeier, 2011).

Semantic Relatedness and the N400
Our interest in the N400 is for its empirically observed sensitivity to the
"relatedness" status of a stimulus with regard to a user’s mental context. To
take advantage of this, we need some external measure of what is or is not
related. Specifically, we need to be able to determine whether or not we
would expect an N400 for a stimulus given some hypothesis about the mental
context. There are various ways in which ‘relatedness’ can be operationalised
and how such measures can be obtained.
Historically, stimuli to elicit N400 responses have often been defined manually, or obtained from (normed) databases, in which linguistic measures

CHAPTER I
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such as relatedness are based on responses collected from many subjects.
The study in which the N400 was first identified, for instance, used manually
constructed sentences ending with a congruent or incongruent word (Kutas
& Hillyard, 1980). Incongruent endings elicited a more negative response,
with its minimum amplitude around 400 ms after stimulus presentation, that
the authors then named the N400.
Within congruent sentence endings, the N400 amplitude is also sensitive
to how expected or predictable the final word is. This can be measured in
terms of cloze probability: the relative frequency with which people complete
a given sentence with a specific word. Endings with higher cloze probabilities
then elicit less negative N400s (Kutas & Hillyard, 1984). Studies using cloze
probability as a measure collect their own sentence completions from subjects
in order to determine the probability of a given ending (e.g., Holcomb, Coﬀey,
& Neville, 1992), or use normed databases such as Bloom and Fischler (1980)
(Kutas, 1993; Kutas & Hillyard, 1984; van Petten & Kutas, 1990).
For the BCI we outlined earlier. we are interested in word-to-word relatedness rather than sentence-level definitions. Here, there are also various
ways relatedness can be defined. For instance some definitions of relatedness
are based on what other words come to mind (e.g., ‘cup’ and ‘tea’). Others are
based on whether words are of the same category or whether the words share
semantic features ( ‘spoon’ and ‘fork’ are both utensils and used for eating).
Such associative and similarity based measures are often correlated, but can
independently elicit N400 eﬀects (Koivisto & Revonsuo, 2001).
Studies that use an associative measure of relatedness between word pairs,
for instance for priming, often use association norm databases such as the
Edinburgh Associative Thesaurus from Kiss, Armstrong, Milroy, and Piper
(1973) (Brown, Hagoort, & Chwilla, 2000; Chwilla, Brown, & Hagoort, 1995;
van Petten, 2014). Studies using stimuli based on semantic features, referred
to as semantic relatedness or semantic similarity, manually construct stimuli
pairs (Koivisto & Revonsuo, 2001), or e.g., use category norms (Kutas & Hillyard, 1989). A networked lexical database such as WordNet, explicitly links
words (or word senses), based on semantic relationships such as synonymy
(similar), antonymy (opposite), hyponymy (kind-of) and meronomy (part-of)
(Fellbaum, 2012). This can also be used to extract similarity-based relatedness
measures (Budanitsky & Hirst, 2006).
Over the years N400 studies have also started using computational measures to determine the relatedness status of stimuli, and show that these can
be used to index the N400 amplitude (e.g., Frank & Willems, 2017; van Petten,
2014). Computational approaches obtain relatedness measures or language
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models by training on large corpora of texts.
Such measures can, for instance, derive their relatedness from how often
words co-occur (Jurafsky & Martin, 2019). More popular are measures that
represent words as a vector of their co-occurrence count with other words. In
a way, these define a word’s meaning in terms of its usage with other words,
an ‘embedding’ of its meaning. This approach results in high dimensional,
but very sparse vectors. In a method such as Latent Semantic Analysis, a
singular value decomposition is performed on such sparse vectors to reduce
the dimensions to a manageable amount (e.g., 300; Landauer, Foltz, & Laham,
1998).
In recent years such vector space or word embedding models have been
repopularised with the introduction of word2vec, which provided a more
computationally eﬃcient approach to estimating such vectors from corpora
(Mikolov, Sutskever, Chen, Corrado, & Dean, 2013). By computing a distance measure between word vectors, such as the popular cosine similarity,
a measure of relatedness can be obtained. This measure generally captures
a mixture of associative and similarity types of relatedness, the balance of
which can in fact vary based on the hyperparameter choices of the model
(Levy, Goldberg, & Dagan, 2015).
Such computational features are attractive for BCI purposes, because once
a model is trained, it typically allows for labelling of arbitrary sentences or
word-pairs. Manual labelling or construction of stimuli, on the other hand,
is not possible on the fly, and normed databases are generally limited in coverage. For instance, to label the word pairs in a set of 50 words would require
50 ⇤ 49/2 = 1225 pairwise ratings to be collected. Given that computational
measures of stimulus relatedness, such as the cosine similarity between word
embeddings, have been successfully used to elicit the N400 (e.g., Frank &
Willems, 2017; van Petten, 2014), these oﬀer promise for use in BCI.

BCI: Decoding and Evaluation
While in general neuroscientific studies the aim is typically to determine
eﬀects in a population, by averaging ERPs across subjects and trials, in BCI
the goal is commonly to make inferences on the mental state or intentions of
the user based on a single piece of brain activity, i.e., single trial decoding.
For ERPs this means the brain activity in response to the relevant stimulus
is recorded and subsequently processed in order to make a prediction of the
user’s brain state. Based on this prediction the system can update its internal
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state and/or perform an action accordingly, such as typing a letter, making a
selection, or determining which stimulus to present next.
There is usually large variation in EEG measurements, both from subjectto-subject and session-to-session. This can be due to variations in environmental noise, or how the electrode cap is fitted, but also due to subject specific
factors such as anatomy, age, motivation, and mood, which can range from
relatively fixed to very situational. For this reason, classification models are
typically trained for a specific subject and a specific session rather than across
subjects and/or sessions. This means that before a subject is able to use a BCI,
there is a training phase in which data is collected for which the labels (i.e.,
mental state or intention) are known. From this, the classification model can
then learn the mapping from brain activity to the diﬀerent classes.
Transfer learning, in which such training is sped up by using data from
previous subjects or sessions and adapting the classifier to the current session
parameters, is an active topic of research in BCI (Lotte et al., 2018). Sometimes
such adaptation is even performed unsupervised, requiring no training data
at all—one way of creating a zero-training BCI (Lu, Guan, & Zhang, 2009).
But transfer learning or zero-training approaches have not yet been widely
adopted.
A wide variety of classification approaches have been used to classify EEG
data (Lotte, Congedo, Lécuyer, Lamarche, & Arnaldi, 2007). Linear classification approaches, such as linear discriminant analysis or logistic regression,
are in principle suﬃcient to map from EEG data to the relevant classes (see
Blankertz, Lemm, Treder, Haufe, & Müller, 2011 and Farquhar & Hill, 2013,
for example pipelines). For classification of ERPs, data is preprocessed, after
which a number of channels and timepoints can be passed to the classifier as
features for each trial. Without strict feature selection or dimensionality reduction, this results in a large number of input features relative to the amount
of training data, which can result in overfitting. In such a case, regularised
classifiers can be used to constrain the classifier weights (Lemm, Blankertz,
Dickhaus, & Müller, 2011).
How well a BCI works in practice can be determined by measuring the
performance in an online test, that is, the subject’s brain responses are decoded, and feedback or output is provided by the BCI system based on these
responses, in real-time. By observing the output, and knowing the subject’s
true intention (either through cueing, or post-reporting), the performance can
be estimated. However due to time-constraints, or for preliminary research
on a paradigm where the full online system has not been realised, such performance is often estimated oﬄine, e.g., from labelled training data. In such
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cases, crossvalidation, in which trials are repeatedly re-allocated to train and
test sets across so-called folds, is typically used to estimate performance on a
hypothetical test-set.
It is good to keep in mind that there are many pitfalls to crossvalidation
that can lead to over-estimation of online performance(Lemm et al., 2011).
For example, by not accounting for temporal dependencies in the data or
other changes that may occur in the task or environment between the training
and test phase, that are not accounted for in the crossvalidation. This does
not mean that oﬄine crossvalidation cannot be an appropriate tool. When
comparing between experimental conditions, for instance, the main interest is
determining whether there is a diﬀerence in performance between conditions,
rather than estimating online BCI performance.

Overview
When we started this project, we were interested in building the semantic
probing BCI that I outlined earlier. I focus on this in the early chapters
(Chapter II & III). As the project continued and we discovered more about the
N400 for this paradigm, our question became wider, looking at the general
question of the suitability of the N400 for BCI purposes (Chapter IV), and a
new potential application area (Chapter V).
To determine whether we can infer the concept on a user’s mind by probing repeatedly with words with various meanings, we first set out to establish
whether or not such repeated probes can be presented without attenuation
(i.e., a reduction of amplitude) of the N400. In Chapter II we report an
experiment in which subjects were given a target word to remember, and
subsequently were presented with up to ten consecutive stimuli words, either
related or unrelated to this target. By comparing ERPs to the probes presented immediately after the target word (1st position), to probes at the end
of the sequence (9th or 10th position), we aim to determine whether there is a
decrease in N400 amplitude, in terms of the diﬀerence between related and
unrelated probe words.
In Chapter III, we continue this line of research by further detailing the
design of a semantic probing BCI. We describe the diﬀerent components of
a prototype version of such a BCI, with a ⇠ 3000 word vocabulary, and we
run simulations to illustrate performance given various level of measurement
noise. In addition we compare a probing strategy that presents probes based
on uncertainty of the belief state to a random probing strategy. In the second
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part of this chapter we include results from a pilot study that moved toward
this BCI design, aimed at testing the trade-oﬀ between decoding accuracy
and the presentation rate of probes. We use the findings from both parts to
discuss the feasibility of such a BCI.
Having identified some realities of using the N400 to develop a BCI, we
continue with an overview of other neural engineering approaches that have
used the N400 for BCI purposes in Chapter IV. These include: (1) exploiting
the semantic processing of faces to enhance matrix speller performance, (2)
detecting language processing in patients with Disorders of Consciousness,
and (3) using semantic stimuli to probe what is on a user’s mind. We put
these in context of each other, and the findings of the wider N400 literature,
to obtain a clearer picture of where the N400 can usefully be exploited, and
what results in one application domain can tell us about another.
In Chapter V we explore a new paradigm, where the N400 may be useful
for decoding the mental state of the user: Auditory Attention Decoding. Here,
the goal is to identify which of multiple speakers a subject is attending to,
using electrophysiological measures of brain activity. In existing methods,
decoding is based on modelling the brain’s responses to signal properties
of the acoustic speech signal. Here we assess whether modelling the brain’s
responses to a contextual description of the spoken words (i.e., dissimilarity of
words to previous context), can provide an increase in decoding performance.
This research was inspired by Broderick, Anderson, Liberto, Crosse, and Lalor
(2018), who already demonstrated that using such a dissimilarity measure
to model the brain activity resulted in a modelled response that shares its
characteristics with the N400.

This chapter is based on:
Dĳkstra, K., Farquhar, J., Desain, P., (2019). Electrophysiological responses of relatedness to consecutive word stimuli in relation to an actively recollected target word.
Scientific Reports 9, 1–10. https://doi.org/10.1038/s41598-019-51011-4
Supplementary information is available online and can be accessed via the DOI.

Electrophysiological responses
of relatedness to consecutive
word stimuli in relation to an
actively recollected target word
Introduction

B

���� �������� ���������� (BCIs) use brain activity as a direct input for
a computer. Many BCI applications are designed to oﬀer alternative
means of communication to people that are no longer able to use
conventional input devices (e.g., keyboards). Existing communication BCIs
come in a number of paradigms, achieving communication in diﬀerent ways.
Some oﬀer binary choices selections, that, for instance, allow for "Yes"/"No"
answers to questions (e.g., N. J. Hill et al., 2014; Miner, McFarland, & Wolpaw,
1998). Others allow users to spell messages, by selecting characters one by
one (Acqualagna & Blankertz, 2011; Farwell & Donchin, 1988; Thielen, Broek,
Farquhar, & Desain, 2015; van der Waal et al., 2012). Each approach has their
strengths and weaknesses, allowing the choice of BCI to vary depending on
the needs and preferences of a user.
Here, we are working towards a BCI that allows for the selection of words
as a unit. In an approach similar to the game ‘20 questions’, in which someone
tries to guess the person or object that someone is thinking of by asking
only yes-no questions, we envision a BCI that infers the concept on a user’s
mind by, in essence, asking them if a presented word is related to the to15
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be-inferred concept. More specifically, the proposed BCI presents a word,
uses the electrophysiological responses of semantic relatedness to infer this
word’s relation to the target concept, and updates its belief state based on
this evidence. We refer to these words, designed to elicit information about
the unknown target, as ‘probe’ words. The BCI continues by presenting a
new probe word, measuring another brain response, and so on, until it has
suﬃcient confidence that the target concept has been identified. This can be
employed as a word selection application, for purposes of communication
(e.g., in sentence generation, or perhaps topic selection) as an alternative for
existing BCI communication approaches, or for tip-of-the-tongue scenarios,
in which the word for a to-be-communicated concept cannot be retrieved,
which can be a problem for patients with anomic aphasia (Laine & Martin,
2013), for instance. In the latter case, these patients could benefit from an
application that can help them find their word when issues arise, though
currently, even state-of-the-art BCIs are hard to incorporate into daily life,
making this an unrealistic application in the short term.
Such an approach toward word selection has been outlined in the past
(Geuze, Farquhar, & Desain, 2014). In that study by Geuze et al., users encoded a probe’s relatedness status using deliberate responses: Users were
presented with a stream of probes and asked to press a button when a presented word was related; a task designed to simultaneously induce a movement related de-synchronisation (ERD) and elicit a P300 for related probes
(due to their explicit task-related nature).
While using such deliberate signals is one way to approach such a BCI,
there already exists a brain response that is inherently sensitive to the semantic content of a stimulus: the N400. It is an Event Related Potential (ERP)
characterised as a wave that is more negative when a presented stimulus is
unrelated, compared to a related stimulus, in relation to a previously established context (Kutas & Federmeier, 2011). Over the years it has proven a
robust eﬀect that can be elicited in a sentence context, in which the response
to a word is measured based on its relation to earlier parts of the sentence, or
in a word-pair context, in which a prime is presented followed by a related or
unrelated probe. It is not only elicited with text on a screen, but also occurs
when stimuli are pictures (Ganis, Kutas, & Sereno, 1996) or when presented
auditorily, as speech (Hagoort & Brown, 2000; Holcomb & Neville, 1990),
though the N400’s scalp distribution can vary. There are also non-semantic
factors that aﬀect the N400 amplitude, for instance, the lexical properties of
the presented stimulus word (e.g., the word’s frequency, Laszlo & Federmeier, 2014; van Petten & Kutas, 1990; or the repetition of a stimulus within
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in a short timeframe, Rugg, 1990). These are of less inherent interest for a BCI
application, but may need to be accounted for as potential confounds.
Importantly, it is not necessary that subjects are explicitly tasked to evaluate the semantic content of a stimulus to elicit an N400, though it appears
to require that a stimulus’ meaning is processed (i.e., in a task where only
the length of the word is relevant, no semantic priming eﬀects from previous
stimuli occur, Deacon, Breton, Ritter, & Vaughan, 1991; Deacon & ShelleyTremblay, 2000). Using such an “automatic" brain response might be more
pleasant for the user, as they have to provide less eﬀort in deliberately evoking the right response. However, if we want to use the N400 for this BCI
paradigm, we first have to establish whether this signal lends itself to such an
approach.
Van Vliet et al. (2010) recognised the potential of the N400 for BCI purposes, and demonstrated that a prime word need not be presented, but can
simply be recalled, to elicit an N400 to subsequent ‘probe’ stimuli. To use
for BCI purposes, the N400 should be detectable from a brain response to a
single stimulus presentation, and not merely be observable in averages across
or within participants. More recent work has shown that indeed the N400
can be detected from single word pair presentations (i.e., a target word and
a single probe), with classification rates across individuals ranging from 54%
to 67% (Geuze, van Gerven, Farquhar, & Desain, 2013).
Secondly, to infer the concept on a user’s mind, a system would have
to present a number of probe words consecutively, for the same concept, in
order to collect suﬃcient evidence. Such a sequence of probe words could
conceivably influence the context on a users mind, and it is therefore possible
that results from a prime-single probe paradigm do not generalise to a setup
with multiple (i.e., many) probes. In other words, we want to know whether
single trial classification of relatedness based on the N400 is still possible
when multiple consecutive probes are presented following an initial target
word.
It is good to note that, given the described automatic nature of the N400,
we might expect that in the Geuze et al. (2014) study, that focused on deliberate
responses, to also elicit an N400 response. However, this N400 would predict
a diﬀerence in the same direction as their expected P300: a more positive
response for related probes after ⇠300 ms, so it is hard to estimate the potential
contribution of the N400 to their ERP findings. Notably, their grand average
ERPs do not show the downward deflection (with a minimum near 400 ms)
that is characteristic for the N400.
To establish what the eﬀects of multiple consecutive probes are on the
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decoding of semantic relatedness, we designed an experiment in which we
present a target word for participants to actively keep in mind, followed by up
to ten probe words that are either related or unrelated to this target. Subjects
are tasked to mentally evaluate the relatedness of probes, but without putting
emphasis on related over unrelated probes. While presenting ten probes is
not necessarily suﬃcient for decoding purposes, we will use this data to
determine if there is any indication of attenuation (i.e., a reduction of the
magnitude) of the N400, when comparing first probes and probes late in
the sequence. Specifically, we will compare grand average ERPs in response
to probes appearing immediately after the target, with those in response to
probes at the end of the sequence, combining data across participants to
increase the sensitivity for detecting a diﬀerence.
In addition to this, there is some evidence that tasks designed to elicit
N400s can also induce changes in oscillatory brain responses (L. Wang et al.,
2012). To evaluate this we will analyse the data in the frequency domain to
determine if there are any spectral diﬀerences that could be used as additional
features for decoding semantic relatedness.

Results
����������� �������

In each trial, participants were presented with a target word to keep in mind,
followed by up to ten probe words. At the end of each trial, participants
indicated with a button-press whether the most recently presented probe had
been related or unrelated to the initial target word (left vs. right button-press
respectively). We compared the answers of each participant to the label of
that probe and calculated the percentage of agreeing answers across all trials.
Agreement between the response and label ranged from 70% to 95% across
participants (mean 87%). A mismatch between the response and label can
reflect a user error, or a disagreement on the relatedness status of the probe,
as relatedness judgements can vary between individuals. Average reaction
times per participant ranged from 368 ms to 1420 ms (mean 632 ms), with
a strong correlation between reaction time and age (r = 0.80, n = 20, p =
0.00003, ages 18-61, mean = 29, sd = 12). On average, reaction times to related
probes were somewhat faster than to unrelated probes (578 ms and 650 ms
respectively; agreeing responses only).
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������ ��. : Grand average ERPs of responses to related and unrelated probes (Cz). (a)
Responses to probes diﬀerentiated by their predecessor (related or unrelated; ‘related,
related’ did not occur in the experiment) from -1.35 s (presentation of previous
probe) to 1.35 s (presentation of next probe). (b) Grand average of related and
unrelated probes that followed an unrelated probe. The grey area marks, for this
channel, the timepoints that were part of the significant cluster identified by the
cluster permutation test. The accompanying topoplot from 300 to 800 ms has been
included on top (unrelated-related).
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To determine if there were any diﬀerences in brain responses to related compared to unrelated probes, we computed a grand average ERP, averaging
across all related and unrelated probes presented in the experiment. This
analysis produced an unexpected result: the grand average showed a difference in response between related and unrelated probes prior to stimulus
onset, with the ERP for unrelated probes being more negative before, at, and
some period after time 0. A diﬀerence in ERPs occurring prior to presentation of the stimulus of interest cannot reflect a brain response to that stimulus,
suggesting that there is some structural factor (e.g., a previous stimulus) affecting the responses, that did not average out in the ERP. We hypothesise
that this is a consequence of our design: while two related stimuli were never
presented sequentially, unrelated stimuli could appear after either a related
or an unrelated probe. If we split the data into these three categories and
compute grand averages we obtain the results in Figure ��. a (for electrode
Cz; baselined to the predecessor stimulus). Here we see that the pre-stimulus
diﬀerence occurs only for unrelated probes occurring after a related probe.
More specifically, there appears to be a late response that diﬀers in amplitude between related and unrelated probes, which is still present when the
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next stimulus is presented. This is followed by a stimulus response (around
200 ms) after which the related!unrelated category behaves similarly to the
unrelated!unrelated, until at least 1 s after stimulus presentation.
With responses to probes preceded by an unrelated probe appearing unconfounded (i.e., behaving more or less identically at stimulus onset), from
here on we consider only these probe’s data, excluding the related!unrelated
data (unless noted otherwise), to ensure that eﬀects are not an artifact of our
experimental design.

��� ��������

The resulting grand average ERP can be found in Figure ��. b. Here we observe
a diﬀerence between the two conditions from around 400 ms to 800 ms, where
the response to unrelated probes is more negative than to related probes, as
would be expected for an N400. This diﬀerence corresponds to the significant
cluster found in a cluster permutation test (Maris & Oostenveld, 2007; p =
0.001, two-tailed test, = 0.05, n = 20, cluster marked in grey), confirming
that there is a significant diﬀerence in the response to related and unrelated
probes.
In order to determine whether or not the magnitude of the ERP decreases
after more probes have been presented, we compare the ERP in response to
the first probe in each plot, to the ERPs of those in final positions (i.e., the
9th and 10th position). Note, that due to the exclusion of unrelated probes
that were preceded by a related probe, there are fewer instances available
for unrelated probes in the final positions (104 in the first and 53 in the final
position respectively, per subject). For both locations (first vs final), we plot
the diﬀerence ERP (unrelated-related) in Figure ��. a.
For both probes in the first and final positions, the response to unrelated
probes was more negative than the response to related probes, resulting in a
negative diﬀerence from around 400 ms to 800 ms. In the cluster permutation
applied to the two diﬀerence waves (from 0 - 1 s; indicated by the grey frame),
no significant clusters were found (lowest cluster p-value observed: p = 0.21,
two-tailed test, = 0.05, n = 20). Unexpectedly, the figure suggests that there
is a diﬀerence after one second. To look at this in more detail, we plot the
individual ERPs for related and unrelated for both the first and final positions
in Figure ��. b. Here, we see that ERPs in response to first and final probes
look diﬀerent, even though their diﬀerence waves are similar. Furthermore,
the positive diﬀerence wave after 1 s in the final position, appears to be due to
a late negative response for related probes in particular. This may be related
to the late negative wave we observed in Figure ��. a for related probes, which
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would imply this late negative wave did not occur for probes in the first
position.
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As our interest is ultimately in the decoding of these signals from single
probe presentations, we trained classifiers to predict for a given probe response whether it is related or unrelated, separately for each subject, using a
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leave-one-sequence-out crossvalidation approach. No classifier was trained
for subject 19, as they were unable to complete the full experiment. The accuracy per subject can be found in Figure ��. a. Here, the accuracy of predicting
whether a presented probe was related or unrelated is plotted per subject. To
account for the larger number of unrelated probes in the test data, we report
a balanced accuracy ( (sensitivity + specificity)/2 ), rather than the percentage
of correctly predicted probes. In the figure, we shade the 99.74% binomial
confidence interval of chance performance in red to get an indication of which
participant’s results did not diﬀer from chance (i.e., a 95% confidence interval,
Bonferroni-corrected for 19 subjects, around 50%, estimated by drawing binomial proportions for each class to account for imbalance in class sizes). For 12
out of 19 participants, the classification accuracy could be distinguished from
chance level. On average, the relatedness of probes was predicted correctly
for 58.3% of probes (sd = 6.6%, AUC mean = 0.62, sd = 0.09). To ensure our
crossvalidation approach did not overestimate the classification accuracies,
we compare them to the accuracies obtained with a train-test split (80%-20%).
For this train-test split, the average accuracy across participants was 59.5%.
ERP plots for each individual subject are included in the Supplementary
Information1 (Supplemental Figure S1), with their respective classification
accuracy, as these may provide an idea of the variability across subjects in the
ERPs themselves.
Using the behavioural measure, we can determine whether there is a
relation between how well the participant’s behavioural responses agreed
with our labels, and how well the relatedness of a probe can be predicted
from their brain signals. The correlation between behavioural agreement and
classifier accuracy, across participants, was moderately high (r = 0.58, p =
0.009, = 0.05).
In Figure ��. b we plot the classification accuracy based on where the probe
occurred in a trial (i.e., the probe position). The boxplots show the distribution of performance across participants for a given probe position. There is
no clear pattern visible between probe position and the accuracy of the prediction. To determine statistical (in)significance of any trend, we performed
a permutation test, permuting the order of probe positions. Specifically, we
compared the regression coeﬃcient (of a line-fit) of the observed result against
regression coeﬃcients of results in which the order of probe positions was
randomly permuted per subject (1000 permutations). The observed regres1 The

Supplementary Information can be found online, at https://doi.org/10.1038/
s41598-019-51011-4
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������ ��. : Results from the time-frequency analysis. (a) Grand average TFR of
related probes subtracted from unrelated probes relative to the summed power per
frequency band, averaged across electrodes (frequency dependent window length).
(b) Topographies for the alpha (8-12 Hz) and beta (16-19 Hz) bands. Electrodes
belonging to an identified cluster are marked by ‘⇥’. (c) Classification results of the
ERP classifier, the TFR classifier, and a classifier trained on both feature sets.
sion coeﬃcient did not diﬀer statistically from the coeﬃcients from permuted
results (p = 0.562; two-tailed alpha = 0.05).
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To determine if there was any diﬀerence in oscillatory brain activity when
contrasting the related or unrelated probes, we also analysed the data in
the time-frequency domain. A cluster permutation test applied to the Time
Frequency Representations (TFRs) of related and unrelated probes, found a
significant diﬀerence between the two conditions, identifying a significant
negative cluster (p = 0.001, two-tailed, alpha = 0.05, n = 20)). To visualise this
data, we obtain the diﬀerence between the the TFR for related probes and the
TFR for unrelated probes (i.e., unrelated related), as a fraction of the total
power per frequency band (summed across the time-dimension) and plot this
normalised diﬀerence, averaged across electrodes, in Figure ��. a. Clusters
from a cluster-based permutation test are of limited use for determining
which frequencies, timepoints, and electrodes in particular contribute to the
significant diﬀerence, as the test does not control for the false alarm rate at
this level (only the condition level contrast; Maris, 2012). Therefore, to aid
interpretation, and in particular, to be able to compare our results to another
study reporting eﬀects in the time-frequency domain (L. Wang et al., 2012), we
performed two post-hoc significance tests, in which we isolated the alpha and
beta frequency band respectively, and applied two cluster permutation tests,
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each on data averaged over the relevant frequency bands, and timepoints for
the full trial (0 to 1.35 s). We Bonferroni corrected the significance values for
performing these two tests, resulting in a significant eﬀect for the beta band (p
= 0.001), but with a non-significant cluster (p = 0.015) for the alpha band, at the
two-tailed /2=0.0125 level (two-tailed tests, Bonferroni-corrected = 0.025, n
= 20). These results are plotted in Figure ��. b, with electrodes in a significant
cluster marked with ‘⇥’. In Figure ��. b, we see that the raw increase in power
was larger for the alpha band, than for the beta (see the respective colorbar
labels). However, the post-hoc significance tests determine that, though less
pronounced, the diﬀerence in the beta band is, in fact, significantly diﬀerent.
To determine if this diﬀerence in oscillatory behaviour can be decoded
from single probe presentations, we performed a classification analysis on
this TFR data, analogously to the ERP data classification, and also created
classifiers for both types of data combined. The results of this analysis can
be found in Figure ��. c. In the first boxplot we see a summary of the classification results shown earlier in Figure ��. a, together with the TFR results
and classifier accuracies from the combined data. It appears to be possible
to predict the relatedness of a probe based on the time-frequency data for
certain participants, but overall results look worse than for the ERP based
classifiers. Furthermore, it looks like there is no benefit from including this
data in addition to the ERP data when using a classifier.

������������ ����������� ������ ������ �� � �����

We have now generated predictions for single probes to estimate how well we
can classify related from unrelated probes. However, for a BCI, information
across multiple probes would need to be integrated to ultimately infer the
original target. We can simulate such an analysis with our data, by using the
consecutive predictions from a trial to predict which trial sequence they are
from.
Each trial has a pattern of related and unrelated probes occurring in
specific positions. We can try to predict from which trial a set of consecutive
probe predictions was obtained, by comparing the similarity between the
consecutive predictions and the true relatedness of all presented trials. That
is, for each trial, we compute a similarity as the inner product between the
probe relatedness scores predicted by the classifier (raw decision values), and
the ‘true’ relatedness expected for every possible trial, given the sequence of
probe words. We then rank the trials based on this similarity (high to low).
We can use this rank as an estimate of how well trials can be predicted from
the sequence of probe predictions, by interpreting it as a percentile: a trial
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������ ��. : Percentile rank scores for predicting a trial, with varying number of
consecutive probes considered. (a) Percentile ranks based on either the participants’
probe predictions, or on randomly generated probe predictions are depicted. Horizontal lines denote the highest percentile rank that can be achieved given the number of
unique trials. The amount of unique trials varies based on the number of consecutive
probes that are considered, denoted in grey with a ‘#’. (b) Results from simulated
data, projected beyond the 10 probes in the study, using simulated trial sequences
of varying length (10, 25, 50, 75 and 100 probes). Predictions for these trials were
generated for each participant, modelled by their classification accuracies.
that receives a high percentile rank (e.g., 99th rank), obtained (among) the
highest score on the basis of its predictions.
To show how this estimate changes as trials contain more probes, we start
by only considering the first probe of each trial, then both the first and second
probe, and so on, until all 10 probes are included in this analysis. In Figure ��. (a), the results for the probe predictions on the individual participants’
data can be found, together with the results for randomly generated probe
predictions (1000 randomisations). Note that the maximum percentile rank
that can be obtained is dependent on the total number of possible patterns.
This does not necessarily correspond to the total number of trials, as trials may
have duplicate patterns. This ceiling is plotted in the figure, together with the
number of unique patterns per number of consecutive probes considered.
The figure shows that for random predictions it does not matter how
many predictions are accumulated for the percentile rank of the correct trial.
For actual predictions, however, the (mean) percentile rank in which the
correct trial is found increases when more consecutive probes are considered.
There are also participants (in the tail of the boxplots) for which, even with
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10 consecutive probes, the percentile rank cannot be distinguished from the
random prediction data.
In Figure ��. (b), we use simulated data to extend this analysis beyond 10
consecutive probes, to 25, 50, 75 and a 100 probes. This simulation is achieved
by generating longer trials (permuted concatenations of existing trials), and
using each participant’s classification accuracy to simulate their responses to
these hypothetical probes. As trials extend, the diﬀerence between participants grows. An average percentile rank of <97%, means that correct trial
was on average within the top 3 predicted trial sequences (given a 105 unique
trials). For 25, 50, 75 and a 100 probes, this was achieved for 0, 2, 3 and 5
subjects, respectively.

Discussion
In this study we aimed to determine whether the N400 can be elicited reliably
using multiple probes after an initial target. Overall, our results show that
there is a diﬀerence in brain response to related versus unrelated probes,
as evidenced by both the grand average ERPs and the classification results.
Specifically, in the grand average ERP we see an early component, more
negative for unrelated stimuli, that matches the N400 in timing and location.
Furthermore, the amplitude of this N400 eﬀect is similar for probes appearing
at the start and end of a trial (Figure ��. ). In addition, classification results
did not show any change with probe position within a trial. Together, these
results allow us to conclude that the magnitude of the N400 does not diminish
over sequences of probes even when another, potentially distracting, semantic
context was presented in between.
This result is consistent with a recent publication (Wenzel et al., 2017),
aiming to decode word relevance to a category of interest using sequential
presentation of words and Fixation Related Potentials (i.e., ERPs time-locked
to eye fixation on the stimulus). The authors found a more negative ERP
for non-relevant words, similar to the N400. Interestingly, the results show
markedly diﬀerent brain responses for the online phase, where longer sequences were used (100 words), compared to the calibration phase (22 words).
This may still be an indication that the N400 amplitude reduces for very long
sequences (e.g., >10). Alternatively, with only a limited number of words
used per category, stimuli were likely repeated frequently, which is known to
cause a reduction in the N400 amplitude (Rugg, 1990).
An unexpected result in our initial analysis was an overlapping latenegative component occurring after related probes (see Figure ��. a and Fig-
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ure ��. b). This component may be useful for BCI applications if it represents
an additional signal to distinguish related from unrelated probes. Alternatively, as it appears most strongly for the final probes in a sequence, it may
be an experimental confound reflecting an expectation of trial end. In future
work we aim to investigate these possibilities further. In this work, to alleviate this late component overlapping with ERPs from the subsequent stimulus,
we post-hoc excluded unrelated probes that appeared after a related probe.
This reduced the number of unrelated probes in the final (53 probes) versus
starting positions (104 probes).
Previous research has indicated that N400-tasks may also induce changes
in power in the frequency domain (L. Wang et al., 2012). When decomposing
our data into the frequency domain, we visually observe higher power for
related probes in the alpha and beta band from 600 to 1200 ms post stimulus
presentation, though, only the beta band (16-19 Hz) increase was statistically
significant. This is in contrast to L. Wang et al., who showed a decrease in beta
power for in-congruent sentence endings (that elicit a more negative N400).
This inconsistency in response suggests that either the role of beta power in
relation to the N400 is diﬀerent for sentence close-word paradigms, or that
another aspect of our task (e.g., behavioural response preparation) results
in these changes in beta power. These conflicting results, together with the
classification analysis which showed no additional benefit from the inclusion
of time-frequency data over ERP data only, suggest only limited usability of
this response for a BCI.
Agreement between the behavioural responses and the probe labels
ranged from 70% to 95% across participants (mean 87%). Disagreement
can reflect an error, or an inherent disagreement on the relatedness of the
most recent probe and the target. Participants with higher percentage agreement, thus, may have been better at keeping the target on mind, or have more
conventional relatedness judgements. The significant correlation between
classification accuracy and behavioural agreement (r = 0.58), can in fact be
explained by both interpretations.
The classification results overall, show relatively low accuracies (⇠ = 58%)
and a large variability across subjects (50-72%). The fact that for about a third
of subjects their accuracy could not significantly be distinguished from chance
is a concern for using any BCI application on the basis of this paradigm. There
is some precedent in diﬃculty to detect the N400 within individual subjects in
other N400 experimental paradigms (Cruse et al., 2014), and having a subset
of users for whom the intended brain signal cannot be detected well, is a
not an uncommon problem for BCIs (see e.g., Allison & Neuper, 2010 for a
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discussion).
One approach to overcome low accuracies in a BCI is to aggregate results
over multiple stimulus repetitions. However, as the N400 amplitude can
be reduced by stimulus repetition (Rugg, 1990), we instead accumulate over
a sequence of diﬀerent probes, as shown in the analysis in Figure ��. . By
generating longer trials and simulating classifier predictions for each subject,
we then extrapolated the results beyond the 10 probes used in this study.
These results (Figure ��. b), suggest that accumulation can be eﬀective but
only for subjects with suﬃciently high single trial accuracy. Assuming these
simulations are valid, this implies this type of semantic BCI would be usable
(true target in the top-3 in <=100 probes) for only a small subset of participants
(2-5 out of 20). In reality such long sequences present additional challenges,
such as subject motivation and attention decrease over the trial, which may
reduce performance further. On the other hand, a closed-loop BCI, could
use the information accumulated from previous probes to select (the most)
informative future probes, which may reduce the required sequence length
compared to the non-optimised probe sequences used in these simulations.
This remains an area for future research.
While practical utility as a BCI that infers the target word may be limited, the consecutive probing paradigm may have alternate applications. For
instance, in assessing linguistic processing in patients with Disorders of Consciousness (Kotchoubey et al., 2005; Steppacher et al., 2013). For this purpose,
word-pair priming or sentence congruence paradigms have previously been
used, and the presence of the N400 in these tasks has been shown to correlate
with recovery (Steppacher et al., 2013). The sequential probing paradigm
used in our experiment, might be able to detect higher level cognitive processing in patients that exhibit a N400, by determining whether or not these
patients can hold a target active over multiple consecutive probe words. These
approaches may similarly be useful for assessment of patients in a Complete
Locked in State (Kübler & Birbaumer, 2008).
In summary, our results show that we can decode responses of relatedness from EEG, on the basis of the N400, and we find no indication that this
response attenuates across multiple consecutive probes. While this paradigm
can in theory be adapted to a BCI that infers the target word on a user’s mind,
low single trial accuracies and high variability in accuracy across subjects
make this unlikely to oﬀer practical utility in communication applications.
However, the paradigm itself may yet be of use for assessing cognitive processing in certain patients populations.
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Methods
Twenty-one participants took part in the experiment (12 female, 9 male),
ranging in age from 18 to 61 years old (mean age 29, sd = 12). Participants were
only eligible to participate if they were native Dutch speakers and reported
to have no reading problems (e.g., dyslexia)
One participant dropped out of the experiment due to excessive sleepiness. Her data are not included in the analysis. Response data are missing
for participant 9, block 6, due to a technical problem, and there is no data for
participant 19, block 6 (due to initial cap fitting diﬃculties, the experiment
could not be completed in the allotted time-frame).
All participants provided informed consent prior to participation, and
the study was approved by and conducted in accordance with the guidelines
of the Ethical Committee of the Faculty of Social Sciences at the Radboud
University.

����

In the experiment participants completed 212 trials, each consisting of a target
word, followed by one to ten probe words. For each trial, participants were
tasked to remember the target word, and subsequently mentally assess for
each probe whether or not it was semantically related to the target. At the
end of a trial participants were prompted to specify by button-press the relatedness status of the most recent probe (left = related, right = unrelated). 50%
of trials contained ten probes, while the remaining 50% contained an equal
distribution of one to ten probes. Trials with fewer probes were included
to ensure that participants would mentally evaluate all probes, and not only
those for which they could predict that a question would follow.
Participants were instructed to respond as fast as possible when prompted
with a question, and received their reaction time as feedback (this feedback
was coloured using a gradient: green to white to red at 700 ms, 950 ms,
1200ms, respectively). This feedback did not reflect ‘correctness’ of the choice
as relatedness judgements can vary between individuals. To increase salience
and facilitate memorisation, participants were asked to pronounce the target
word during its presentation.
Each target word was presented for 2000 ms, followed by a 1000 ms interstimulus interval (ISI). Each subsequent probe was presented for 350-370 ms
(jittered duration) and also followed by a 1000 ms ISI. The question prompt
was displayed after the last ISI, and was replaced by feedback on button press.
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������ ��. : Trial design with example stimuli. (a) Percentage of related stimuli per
probe position in the trial. (b) Example trials: A trial consists of an initial target,
followed by up to 10 probes. A probe is either related or unrelated to the target.
Each trial ends with a behavioural prompt. A translation of the first trial in English:
‘dog’ - ‘asked’, ‘operation’, ‘pet’, ‘birch tree’, ‘narrow’, ‘derive’, ‘hand’, ‘abrupt’, ‘bark’,
‘delivery van’.
Across the 212 trials a total of 539 related, and 1072 unrelated probes were
presented (33.5% related).
In our analyses we compare probes occurring in the first position with
probes occurring in the ‘final’ position (i.e., 9th and 10th position). Note that
we define the ‘final’ category to consist of two probe positions, in order to get
an equal number of brain responses, as only 50% of trials consisted of the full
10 probes. With this analysis in mind We designed trials such that there was
an equal distribution of related and unrelated probes for the first and final
position(s). Finally, these trials were set up such that no two related probes
were ever presented in a row, as a brain response signifying relatedness in
such a case could be purely from the pairing with the previous stimulus. The
percentage of related probes per probe position can be found in Figure ��. a.
Stimulus words were obtained from the Leuven association dataset (Deyne
& Storms, 2008). This Dutch dataset consists of cue-words and responses from
people who were asked to specify (up to) three words that a given cue-word
brought to mind. In our design we used Leuven cue-words as targets, and
Leuven response-words as (related) probes. We then used the CELEX Dutch
wordform database (Baayen, Piepenbrock, & Gulikers, 1995) to obtain words
unrelated the the targets, to use as unrelated probes. Probes never occurred
more than once across all trials, as repetition of concepts has been shown to
aﬀect the N400 amplitude (Rugg, 1990), though some targets also occurred
as probes. Unrelated words were selected to approximate the related probes
in distribution of both word length and word frequency. Word frequency
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in particular, is known to aﬀect N400 amplitudes, with words that occur
frequently in a language eliciting smaller N400s (Laszlo & Federmeier, 2014;
van Petten & Kutas, 1990). Across all probes, the mean (log) word-frequency
was 1.50 (sd = 0.65) for related, and 1.49 (sd = 0.63) for unrelated probes. On
average the length of a related probe was 5.68 characters (sd = 1.98), and an
unrelated probe 6.13 characters (sd = 1.92).
Stimuli for a few example trials are depicted in Figure ��. b. A detailed
description of the selection procedure and a full list of stimuli can be found
in the Supplementary Information.
Trial order was randomised per subject.
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EEG was recorded with 64 sintered Ag/AgCl active electrodes (BioSemi,
Amsterdam, The Netherlands), placed according to the international 10-20
system, at a sampling rate of 512 Hz. The Biosemi ActiveTwo system uses a
Common Mode Sense (CMS) and a Driven Right Leg (DRL) electrode, instead
of a ground electrode. The recorded signals reflect the voltages between
each electrode and the CMS, which can subsequently be re-referenced to any
electrode(s) of choice. We placed two electrodes on the mastoids for this
purpose and used four further electrodes to measure vertical and horizontal
EOG.

���� ��������

Preprocessing Data were recorded in 6 blocks of ⇠35 trial sequences each.
These data blocks were loaded, highpass filtered at 0.1 Hz (4th order Butterworth filter; Tanner, Morgan-Short, & Luck, 2015, and then sliced into segments (i.e., epochs), from 1.5 s prior to and 2 s after each probe presentation.
Then, data from diﬀerent blocks were combined and downsampled to 256Hz.
All electrodes were mean-corrected (centered) and re-referenced to the average of the mastoid electrodes. The four EOG channels were then regressed-out
of the EEG channels to remove any influence from eye movements or blinks
(Gratton, 1998). The EEG channels were subsequently lowpass filtered at
40Hz (6th order Butterworth filter).
After these preprocessing steps, any epochs or channels with abnormal
activity were marked for removal (epochs) or interpolation (channels). A
trial or channel was considered abnormal when the variance of the given
unit diverged more than 3.5 standard deviations from the median of all units
(channels or epochs). This was repeated, excluding previously marked units
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in the next iteration, until no units were considered abnormal (max 6 iterations). This resulted in between 12 and 156 epochs and up to 4 channels to be
marked per participant. Any identified bad channels were replaced with an
interpolated ‘virtual channel’ using a spherical spline interpolation (Perrin,
Pernier, Bertrand, & Echallier, 1989), while bad epochs were marked to be
ignored during grand average calculation and training of classifiers. Finally,
epochs were baselined to a period from -100 ms to 0 ms from stimulus onset.
Grand Averages For brain responses in the time domain, we obtained grand
average ERPs by averaging across relevant probes, and then averaging across
subjects. The data for the grand average ERPs were low-pass filtered at
20Hz, prior to averaging, for plotting purposes (smoothing). To analyse brain
responses in the frequency domain, the data from each trial was decomposed
into frequency bins of 2 Hz, from 2 to 40 Hz. The power in these bins was
calculated for each 50 ms, starting from 0.5 s prior to probe onset to 1.35 s
after, using a Hanning window and a frequency dependent window length
(ranging 3.5 s - to 175 ms respectively). These Time Frequency Representations
(TRFs) were then averaged across participants to obtain grand average TRFs.
Significance testing To determine whether brain responses between conditions (e.g., related vs unrelated) were significantly diﬀerent, we used nonparametric cluster-based permutation tests (Maris & Oostenveld, 2007) (as
implemented in Fieldtrip; Oostenveld, Fries, Maris, & Schoﬀelen, 2011). Such
a test allows for the combination of information across electrodes and timepoints, to increase sensitivity of the statistical test, without having to correct
for multiple comparisons with respect to those aspects. These tests were
performed using a within-subject design, and a dependent samples t-test as
test-statistic. Note that this non-parametric cluster-based permutation test
does not rely on assumptions with regard to the distribution of the data, regardless of the chosen test-statistic (the test-statistic is merely used to quantify
the diﬀerence between datapoints). In all cases, we performed a two-tailed
test, (tail-corrected alpha = 0.025), using 1000 permutations, supplying all
channels, and timepoints and/or frequency bins as specified.
Classification For classification analyses on data in the time domain, the preprocessed data were further downsampled to 64Hz and low-pass filtered to
15Hz to reduce the amount and complexity of data passed to the classifier and
prevent overfitting. We use a classification pipeline identified as robust for
diﬀerent types of ERPs (Farquhar & Hill, 2013), consisting of a spectral filter, a
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spatial whitening and classification using a regularized classifier. Specifically,
the preprocessed data from time 0 to 1s and all remaining epochs and channels (already spectrally filtered), were spatially whitened, and subsequently
classified using a L2-regularised logistic regression. The regularisation parameter was optimised using a 5-fold (nested) crossvalidation. A separate
classifier was trained for each participant. For classification analysis on data
in the time-frequency domain, preprocessed data were again decomposed
into frequency bins of 2 Hz (2-40Hz), but here the bins were calculated for
each 100 ms from probe onset (0 s), until the end of the trial (1.35 s), using a
Hanning window and a frequency dependent window length (1 s - 175 ms
respectively). These time-frequency data were then processed using the same
classification pipeline.
To estimate classification performance, the data were separated into crossvalidation folds of training and test sets, for each participant, where all but
one trial sequences were used as training data, and the data from probes in
the excluded trial sequence were used as the test set. Only trial sequences
in which ten probes were presented were used as test sets, to avoid biasing
the results toward responses to early probes. Epochs that were marked for
removal during preprocessing were excluded when occurring in a training
set, but were included when part of the test set (in an online BCI application
poor data quality does not always preclude an accurate prediction).

This chapter incorporates the pilot study reported in:
Dĳkstra, K., Farquhar, J., Desain, P., (2019). Presentation speeds for a N400-based BCI.
Proceedings of the 8th Graz Brain Computer Interface Conference 2019, Bridging Science
and Application. https://doi.org/10.3217/978-3-85125-682-6-16
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Introduction
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�� an electrophysiological brain response elicited by meaningful stimuli (Kutas & Federmeier, 2011). It is measured as an Event
Related Potential (ERP), time-locked to the presentation of the stimulus. Notably, it is sensitive to the mental context of the subject, resulting
a more negative response to stimuli that are unrelated, rather than related,
to the current mental context (e.g., Kutas & Hillyard, 1989; van Petten, 1993,
2014).
From a Brain Computer Interface (BCI) viewpoint we may be able to
exploit such N400 activity to get access to a user’s active mental context.
Specifically, we envision a ‘semantic probing’ BCI that uses the presentation of
semantic stimuli (e.g., words) to learn what this active semantic context is: by
decoding the N400 response to each stimulus presentation and accumulating
information across consecutive stimuli words. In other words, the user thinks
of a specific concept (we refer to this as the target word), and the BCI presents
multiple consecutive words (referred to as probes) that may or may not be
related to this target, and combines the information inferred from the brain
responses with knowledge of the relationships between the probe words and
any potential target word, to ultimately infer the target word.
A semantic BCI that selects words based on mental activation of the intended concept could be used as a tool for tip-of-the-tongue scenario’s, where
a user has trouble retrieving the right word themselves. This could be targeted
35
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at patients dealing with aphasia, whom can have frequent diﬃculty retrieving
the word they want to convey, or at healthy people, who may experience this
phenomenon occasionally themselves. In both cases practical applicability
would likely require selection as fast, or faster than could be achieved based
on behavioural responses.
Alternatively, it could be used as a BCI communication tool, targeted at
people whom can no longer use regular means of communication. A common example are patients with Amyotrophic lateral sclerosis (ALS), a neurodegenerative disease in which a person progressively loses muscle control.
Over time these patients become unable to communicate in traditional ways
and eventually lose control of even eye muscles. For this target population
it would, for instance, compete with BCI speller applications, where users
compose messages one letter at a time. One of the main advantages of our
proposed semantic BCI is that the N400 can be evoked readily using auditory
stimuli (Holcomb & Neville, 1990). It can thereby target populations that are
illiterate or have diﬃculty reading, or those that have compromised vision
or can no longer control their gaze. The gaze-independent spellers suitable
for people in the latter category often achieve much lower information transfer than the faster, but gaze-dependent, matrix spellers (Treder & Blankertz,
2010).
A caveat is that even if it can compete with BCI spellers in speed, the words
that can be selected using a semantic BCI would inherently be those carrying
meaning, and not function words with a primarily grammatical function. This
will limit the ability to form natural sentences. On the other hand, a benefit of
this word-selection approach is that users do not have to compose words letter
by letter, often asked to perform some mental task to indicate their character
of interest, but that this semantic BCI, in theory, only requires the subject to
keep the relevant concept active while evaluating probes, in order to achieve
a selection. We base this oﬀ the fact that N400s have been elicited even when
the task requires semantic analysis, but not active deliberation of the stimulus
with regard to the context (e.g., prime word ) (Deacon & Shelley-Tremblay,
2000).
A major component of practical applicability of our proposed semantic
BCI is thus the speed with which the intended word can be selected, as this
makes it possible to draw comparisons to relevant alternatives. In a previous
study, where we presented up to 10 probes to participants (Dĳkstra, Farquhar,
& Desain, 2019), we performed theoretical simulations and found that, for the
two subjects with the highest decoding accuracy, the intended target would
on average be in the top 3, after 50 probes. At a presentation rate of one probe
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every 1.35 seconds (i.e. Stimulus Onset Asynchrony = 1350 ms; SOA), this
would take just over a minute.
However, those simulations were based on a restricted set of hypothetical
targets (n = ⇠100), using probe sequences that were constructed to answer
the respective research question, rather than to represent realistic probe sequences. A particular consequence of that is that words were selected to be
either highly related or unrelated, something that cannot be enforced when
the target is unknown. For these reasons, the results from those simulations
may not be representative of a realistic semantic BCI scenario. It thus remains a question how many probes would be needed to accurately predict
the correct target in an actual probing application.
Next to the number of probes required, the speed of selection is determined by the rate at which probes are presented. The rate at which we
presented probes in this previous work, one probe each 1.35 seconds, was
selected to allow subjects to make deliberate decisions on the relatedness status of the probe and ensured there were no overlapping responses. However,
N400 responses in other experiments have certainly also been elicited at faster
presentation speeds, e.g., a 900 SOA for word-for-word sentence presentation
(van Petten & Kutas, 1990), or even in a self-paced reading context, where the
N400 was time-locked to eye-fixations to a word using an eye tracker (Dimigen, Sommer, Hohlfeld, Jacobs, & Kliegl, 2011). There, subjects gazed at a
stimulus for a mean of 278 ms before moving to the next word, suggesting
that an N400 can be detected at short SOAs.
Presentation at faster speeds may reduce decoding accuracy, due to an
attenuation of the N400 response due to decreased attention (no active deliberation possible; Cruse et al., 2014), or due to increase in signal to noise
from overlapping brain responses. However, a faster presentation rate may
still improve the overall time-to-selection due to the ability to present more
probes in the same time window. Furthermore, while standard decoding
approaches may not be suitable to deal with overlapping responses, there are
decoding approaches that allow for modelling such potentially overlapping
responses explicitly (Ehinger & Dimigen, 2019; Kristensen, Guerin-Dugué, &
Rivet, 2017).
The two main questions are then, how many probes are needed to make
a selection, and at what speed (i.e. presentation rate) can we present these
probes to the user? In this chapter we approach both of these questions side
by side, as these questions go hand in hand: On the one hand the number
of probes is dependent on the accuracy with which the relatedness can be
decoded, and on the other hand this accuracy may be dependent on the
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presentation rate.
In Part I, we introduce a prototype of a semantic BCI system. In this
prototype we use a continuous measure of relatedness and a vocabulary of
about 3000 words (nouns and verbs). This is in contrast to the previous study
where the simulations were based on binary relatedness and a limited number
of targets (n=100). We then use simulated user responses to make estimations
on the number of probes that are needed as a function of the measurement
noise of the relatedness responses of the user, for this prototype.
Then, in Part II, we report an empirical study aiming to determine the
trade-oﬀ, if any, of decoding accuracy versus presentation rate by measuring
the strength of the N400 relatedness response when presenting probes at
diﬀerent presentation rates (i.e., with varying SOA). We investigate this by
generating stimuli sequences ranging in length from 1 to 30 probes, and
presenting these at three diﬀerent SOAs: from a baseline rate (1250 ms) to an
intermediate (500 ms) and fast (250 ms) rate, in a within-subject design.
We follow these sections with a general discussion about the practical
feasibility given the results from both sections, as this feasibility will form the
basis for determining next steps toward development of an online implementation of the paradigm.

Part I: Semantic probing prototype
We depict a schematic of a suggested application in Figure ���. .
To make this probe and response cycle into a functional semantic BCI,
the system needs to: 1) map the raw response (e.g., EEG) to a relatedness
score, 2) update the belief state that assigns a probability to each word in
the vocabulary to be the target, based on the relatedness structure of the
possible target words, and 3) select a new probe to present to the user next.
Alternatively it can output its best guess of the target word, given the belief
state, when e.g., prompted by the user or having reached some measure of
confidence.
Below we outline a prototype of such an application, detailing the implementations of the diﬀerent components in this prototype. We then use
the prototype together with simulated user responses to get an impression of
relevant properties. The questions we aim to answer are 1) the relationship
between response measurement error and the number of probes required to
determine the target, and 2) whether a specific probe selection algorithm (uncertainty sampling) can improve over random probing, in terms of number
of probes required.
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������ ���. : Diagram of the BCI design and interaction with the user. There is a user
who has a (unknown) target concept in mind, that is assumed to be in the system’s
vocabulary. The system can then present probe words from this vocabulary. The
response to such a probe is measured and from this the relatedness status is estimated.
The model is updated accordingly, and a new probe is selected for presentation.

��������� ��������������

Vocabulary and Relatedness Model The vocabulary defines the words that can
be chosen as target by the user, and the probes that can be presented to
elicit responses. These need not be the same set. For instance, in a similar
BCI prototype by Wenzel et al. (2017), aimed at detecting word relevance,
an intended category (i.e., target) is guessed by presenting members from
the candidate categories (i.e., probes). Here, however, we aim for a system
that allows a freer selection of targets by constructing a comparatively large
vocabulary, and then, for simplicity, also use this set to draw our probes from.
To construct our vocabulary, we focus on frequently used words in English.
We start by obtaining the freely available list of the 5000 most frequent words
(lemmas) from the Corpus of Contemporary American English (Davies, 2008).
From these, we select only words that are tagged as noun (2542 words) or verb
(1001 words), thereby excluding words with a primarily grammatical function
as opposed to those conveying meaning. This also excludes parts of speech
categories that do convey meaning, such as adverbs or adjectives, but the
concepts expressed with such words can often also be expressed alternatively
(e.g., the adjective ‘beautiful’ and the noun ‘beauty’). This collection provides
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a restricted, but relatively broad base of concepts that can be expressed for
this initial prototype. The 2542 nouns and 1001 verbs result in a total of 3172
unique words, due to the fact that orthographic representations of words can
overlap across categories. We collapse these, as our relatedness model does
not have separate representations for them.
Next, we need a database or model to determine the relatedness status
between any pair of words in the vocabulary. Such a database can be built
by collecting responses from humans (e.g., Deyne & Storms, 2008; F. Hill,
Reichart, & Korhonen, 2015). However, it is not feasible to ask about all
possible combinations of words in this way (3000*3000/2=4,500,000 wordpairs for our limited database). An alternative approach is to learn these
concept or word relatedness from large text corpora, using methods from
the field of Computational Linguistics (Jurafsky & Martin, 2009, chap. 20;
Jurafsky & Martin, 2019, chap. 6). Such approaches are generally based on
the assumption that words that are used in similar contexts, i.e., co-occur with
the same words, have a similar meaning (F. Hill et al., 2015).
Examples of such methods are Latent Semantic Analysis (LSA) and the
more recently popular word2vec (Landauer et al., 1998; Mikolov et al.,
2013). In these models, words are represented as m-dimensional vectors
(e.g, m=300), and cosine similarity, i.e., the cosine of the angle between the
two vectors, is commonly used to obtain a measure of similarity or relatedness between word vectors (Jurafsky & Martin, 2009; Landauer et al., 1998).
This cosine similarity measure is symmetric (i.e., order does not matter), in
contrast to some of the human-response-based databases. The advantage of
these vector-based methods is that the relatedness between any two concepts
can be obtained, provided a vector has been learned for each term, while the
human-query based methods generally result in sparse databases.
Importantly, the amplitude of the N400 has been shown to correlate with a
(continuous) similarity measure obtained from such vector space models (van
Petten, 2014). We choose a continuous measure of relatedness here, rather
than a binary one, because it can capture intermediate degrees of relatedness,
potentially increasing the amount of information that can be extracted from a
user’s brain response to a probe. We have reproduced a figure from van Petten
(2014) that provides graphical support for the (linear) relationship between
N400 amplitude and the similarity Figure ���. a.
We obtain word vectors for the words in the vocabulary from a pretrained word2vec model (GoogleNews-vectors-negative300.bin1; Mikolov et
1 From

https://code.google.com/archive/p/word2vec/
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al., 2013). Note that the word embedding models train a single vector for
a specific orthographic representation, so if a verb and noun have the same
spelling, they share their word vector representation (this is why we removed
any such duplicates earlier).
The cosine similarity between any two words ? and @ can now be calculated by obtaining the cosine of the angle between the two word vectors ?Æ and
@Æ:
Õ<
?Æ · @Æ
8 ?8 @8
5?@ = sim(?, @) =
=q
(III.1)
Õ < 2 qÕ < 2
| ?Æ ||Æ@ |
8 ?8
8 @8
This similarity can take values between (and including) -1 and 1 and is
symmetric, i.e., 5?@ == 5@? . The distribution of cosine similarities for all word
pairs in our database is shown in figure ���. b. Note that this distribution
exhibits a second peak at a cosine similarity of 1, as the pair-wise similarity
of a word with itself is 1.

Decoding brain responses With a vocabulary in place and a measure of similarity defined, we can implement the interaction with the user. The first
component we consider is the interpretation of the brain response of the user
in response to a given probe word. For that we assume that there is a user
with a target in mind that is included in this vocabulary. The user’s brain
response is then assumed to reflect the relatedness status of the probe with
the unknown target.
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������ ���. : (a) Relationship between (z-scored) N400 amplitude and LSA-based
cosine similarity in a study by van Petten (2014), across 32 subjects, responding
to 303 items each. (Figure adopted from van Petten, 2014) (b) Distribution of all
pairwise cosine similarities of the 3172 word vocabulary.
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The system has to map the measured EEG activity to the similarity score
used by the application in the relatedness model. This can be achieved
by collecting training data in which the user is presented with a target to
remember prior to presenting probes, so both the probe ? and target C are
known. This labelled data can then be used to learn a mapping from (multichannel) EEG data to the similarity score 5?C . Figure ���. suggests that the
relationship between EEG and the similarity score is linear. Thus, we have:
5ˆ? = h, , -i

(III.2)

5ˆ? = 5?C⇤ + &

(III.3)

where, X is the EEG data in a spatiotemporal matrix of channels by time, W is
a weighting matrix obtained from training data and 5ˆ? is the estimate of the
similarity from the EEG data.
With this we thus model the similarity estimated from the EEG ( 5ˆ? ) as a
noise corrupted version of the true similarity ( 5?C⇤ ):

where ? is a given probe and C⇤ the true target, 5?C is the similarity between
probe ? and target C, and 5ˆ? is the observed similarity for probe ? (which
implicitly depends on the unknown true target C⇤). For modelling convenience
we assume here that the error in this estimate, &, is a zero-mean Gaussian
with some standard deviation : & 2 N(0, 2 ). So for a given probe ? and
target C, the likelihood of an observed response is given by:
%( 5ˆ? | C) = N( 5ˆ? | 5?C ,

2

)

(III.4)

Whether this an appropriate likelihood function will have to be determined empirically. Note: while the cosine similarity measure itself is inherently constrained to be in the -1 to 1 range, this restriction is not imposed on
the estimate 5ˆ? .
Inference A single target-probe pair does not give suﬃcient information to
identify the unknown target in a single step. Therefore, the system must
accumulate information over multiple probes. To do this the system uses
Bayesian inference to keep track of the information it has collected through
a belief state. The belief state of the system is represented as a probability
distribution % ( ) ), where ) is a random variable for the identity of the true
target C⇤, V = {21 , 22 , ..., 2 = } is the vocabulary of concepts or words, with
C⇤ 2 V and ) has a domain V. Prior to receiving any responses from the user
this is set to a uniform distribution.
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When a new observation comes in, we update this distribution using Bayes
Rule:

%() = C | 5ˆ? ) =

%( 5ˆ? | ) = C) %() = C)

Õ

C

%( 5ˆ? | ) = C) %() = C)

(III.5)

Probe selection In each iteration, the system has to select a probe to present
to the user. This can be achieved naively by drawing at random from the full
set of concepts in the vocabulary. Depending on the true target, however,
there may be probes for which an observed response would provide more
information than others. Choosing such probes may allow the target to be
identified faster than using only randomly selected probes.
For this we draw inspiration from the field of ‘Active Learning’, in which
a machine learning algorithm can iteratively request to receive a label for a
specific instance of data, to update its model on, rather than being presented
with a pre-defined training set (Settles, 2012). This is similar to our problem,
where the system can request a label for a probe (= instance) to improve its
belief state. However, while the goal in active learning is typically to make
better predictions on new instances of data, the goal in the probing paradigm
is to predict the unknown target. But, since in our model predictions are
conditioned on the unknown target, being able to make better predictions of
the relatedness status of probes requires better beliefs about the unknown
target. So we can use active learning techniques to improve the belief state,
until we have narrowed it down to a likely target.
In all but the simplest cases, identifying an optimal instance is intractable,
thus active learning researchers have developed a number of approximate
selection strategies that could be adapted to a probing algorithm for our
application. One frequently used strategy is uncertainty sampling (Settles,
2012, chap. 2), in which the algorithm requests a label for the instance for
which the predicted label is most uncertain with respect to the current model
(assuming it is a classifier that can express uncertainty or probability).
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where ? is the presented probe, and 5ˆ? is the observed similarity for probe
? (eq. III.3). % 5ˆ? | ) = C is the likelihood that we observe 5ˆ? with probe ?
given ) == C (eq. III.4).
The posterior distribution % ) = C | 5ˆ? , then serves as a prior in the next
iteration.
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For a continuous output variable, one natural measure of uncertainty for
an instance is the variance in the prediction of its output label with respect to
the current model, or, in our case, the belief state. To find the most uncertain
probe, we can use our belief state to estimate the expected similarity score
for a given probe by considering its similarity to all targets, weighted by their
probability in the distribution over targets (% ( ) = C⇤ )). To implement uncertainty sampling we then compute the variance of this estimate for all possible
probes, and select the probe with maximum uncertainty (or variance):

⇥

? ⇤ = argmax Var) 5?C
?

= argmax E)
?

= argmax
?

’
C

⇣

5?C

⇤

⇥

E) 5?C
⇣

% ( ) = C ) 5?C

⇤ ⌘2

’
C0

% ( ) = C 0 ) 5?C 0

⌘2

(III.6)

The rationale behind this approach is that receiving a response for a probe
should reduce the uncertainty of its prediction (i.e., expected relatedness
score) through an update of the belief state. Presenting the most uncertain
probe has therefore the most potential for uncertainty to be reduced. However, the most uncertain probe is not necessarily the best probe, as only this
probe’s prediction variance is considered. Another probe might have reduced
overall variance more. Furthermore, it can suﬀer from selection bias, as its
sampling strategy depends on the system’s current beliefs, which in turn depend on the previously selected probes. Therefore, it can, for instance, take
a long time to re-examine a target that an early probe erroneously strongly
implied was not the target.
It is also possible to pick probes such that the overall (i.e., across all probes)
expected prediction variance is maximally reduced (i.e., minimised), given
the presentation of that probe. This is referred to as variance reduction by
Settles (2012). This strategy is less ‘shortsighted’ than uncertainty sampling,
as it not only considers the potential to reduce variance for the candidate
probe, but also the eﬀect of obtaining a label for this probe on the prediction
distributions of all other probes. This also makes it computationally expensive
as it requires an estimation of the model update given presentation of this
probe, and recomputing the resulting prediction variance for each probe. For
our current prototype we only compare the uncertainty sampling to random
sampling, leaving the implementability and potential benefit of an eﬃcient
variance reduction approach for future research.
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Outputting predictions As the purpose of the application is to select the word
of interest (i.e., the target) that the user has in mind, at some point the application needs to output its guess of the target to the user. We have abstracted
away from this detail so far, as there are various strategies possible for obtaining this final selection, and it is not prima facie obvious which is the most
suitable here.
For instance, the application may aim to use a separate signal, emitted
intentionally or unintentionally by the user, to determine when the actual
target has been presented as a probe. This could be, for example, a brain
signal like the P300, though it is unlikely that this signal would be suﬃciently
strong to accurately determine the true target presentation, at least from a
single presentation. In such an approach, the system would need some policy
to choose between presenting candidate targets and its probing strategy (e.g.,
uncertainty sampling), leading to an exploitation or exploration trade-oﬀ.
Alternatively, the system may implement some stopping rule that determines the appropriate time to output the final prediction. This can be a
relatively simple rule, such as a suitable fixed number of iterations estimated
from training data, or more sophisticated rules that take into account the belief state of the system or, for instance, statistics over consecutive predictions
across iterations, given the belief state (Schreuder et al., 2013).
Furthermore, the proposed system may be good at reducing the space of
candidate targets initially, but poor at selecting the true target out of a last
handful of candidates. In such a case it may be more suitable to switch to
a (BCI-based) selection algorithm, to disambiguate between the remaining
targets.
Which approach is most suitable for an intended application would be
best determined in a future stage, and established based on empirical data.
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With a vocabulary size of more than 3000, it is unlikely for a probe to be
selected more than once in a run when using random sampling. However,
this may be more likely to happen in uncertainty sampling (e.g., when a noisy
response does not decrease prediction variance for that probe). The N400
that we aim to exploit as a response reflecting relatedness, is known to also be
sensitive to repetition of words, for instance in sequentially presented word
lists (Rugg, 1990; Rugg & Nagy, 1989). In the prototype, we therefore do not
allow the probe selection algorithm(s) to re-use words that have already been
presented in that run.
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To illustrate the behaviour of the prototype we run simulations in which
we vary the target words, the noise parameter in the simulated responses
from the user, and/or the probe selection algorithm (random or uncertainty
sampling).2 The prototype is given a fixed number of probes to present
() = 120), and at each timepoint (i.e., probe presentation) we compute the
percentile rank of the true target in the array of all concepts, sorted by their
probability according to the current belief state. That is, if the percentile rank
is 50, the true target was considered the 1584th most likely by the system (out
of 3172).
First, we simulate responses of a hypothetical user, using eq. III.3,
varying the amount of observation noise that is inserted (
2
{0.1, 0.2, 0.3, 0.4, 0.5, 0.75, 1}). In absence of empirical data, these are just
a range of example selections of noise levels, to illustrate the eﬀect varying
noise levels, rather than empirically grounded estimates of the number of
required probes. For reference, within the vocabulary, the similarity values
range between -0.15 and 1 (see Figure ���. ). We set the corresponding ˆ in
the likelihood function (eq. III.4) to the respective . We run simulations
using 500 diﬀerent target words (i.e., N=500), chosen at random from the
vocabulary, and randomly sample the probes presented in each run.
We plot the median percentile rank at each iteration in Figure ���. a. The
shaded areas represent the bootstrapped 95% confidence interval of the respective median. Across all values, median percentile ranks increase as
more probes are presented, illustrating the accumulation of information in
the inference. More observation noise results in slower accumulation of information and higher variance of the median percentile rank of the true target.
In Figure ���. b, we compare random sampling of probes to the uncertainty sampling strategy, using = 0.25, on inference of again 500 random
targets. We compare the percentile rank distributions across runs of the two
algorithms at intervals of 10 probes to determine if there is any diﬀerence,
using a Kolmogorov–Smirnov test (to account for skewed, non-normal distributions). Tests which are significant at a Bonferroni-corrected alpha level of
0.05 ( = 0.05/13) are marked with an asterisk (*) in the figure.
We zoom the plot on the 95th to 100th percentile to show performance for
2 For this evaluation we have manually disabled the probe selection algorithms from selecting the true target as a probe, as the similarity of a concept with itself appears to be an
outlier in the probe distribution (cosine similarity of 1), and we want to exclude any advantage
of uncertainty sampling from being more likely to select the true target as a probe, as we do
not know whether the brain-based response would be similarly strong.
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������ ���. : Simulation results. (a) Random probe selection using a simulated user
with varying values of in eq. III.3 ( 2 {0.1, 0.2, 0.3, 0.4, 0.5, 0.75, 1}, N=500).
Shaded regions represent a 95% bootstrap confidence interval of the median. (b)
Random probing (���) vs. uncertainty sampling (���), using the same targets
for both algorithms (N=500). In the zoomed region, grey, dashed lines indicate
which percentile ranks correspond to the respective top 10, top 50 and top 100 of
the 3172 words. At the top, at an interval of 10 probes, asterisks (*) indicate a
statistical significant diﬀerence between the two distributions, for that iteration. (c
& d), Distribution of percentile ranks from (b) at intervals of 10 probes for random
sampling (c) and uncertainty sampling (d).
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later iterations. Gray lines denote the percentiles that correspond to the top
10, top 50 and top 100 out of 3172 concepts. In Figure ���. c and ���. d we
show the distributions for these runs using boxplots. These show that while
median performance is high, there are runs where the target is far from being
identified correctly, for both probing strategies. After 50 probes, the correct
word is predicted to be the target in 39.8% of cases for uncertainty sampling,
or in 4.6% of cases using random sampling. After 120 probes, this is in 89.0%,
or in 23.6% of cases, respectively.

����������

In this section, we have introduced a semantic prototype that attempts to
infer a target word of interest from a ⇠3000 word vocabulary, based on user
responses to consecutively presented probe words.
Simulation results obtained with this prototype show that the degree of
noise from the decoded responses, in terms of similarity between the probe
and target, is an important determiner of the number of probes needed to
identify the target (or reduce the space significantly), and by extension, the
practical applicability of this technique. An estimate of observational noise
in mapping EEG to the similarity measure will have to be determined from
empirical data.
The prototype uses an uncertainty sampling based strategy to increase
the amount of information obtained per probe response, when compared to a
random probing approach. This is evident from the higher median percentile
ranks achieved by the uncertainty sampling approach, as compared to random sampling, with the same number of probes presented. This uncertainty
sampling is only one of the possible approaches to optimise probe selection. Future research can explore whether other techniques provide further
enhancements while remaining tractable.
Furthermore, we put together a vocabulary of approximately 3000 words
here. The choice for this size was relatively arbitrary and it remains an
open question how this approach scales with diﬀerent vocabulary sizes, both
smaller and larger. For reference, research indicates that the average ‘vocabulary’ of an adult consists of approximately 42,000 lemmas (i.e., the form of
the word found in the dictionary). This shows clearly that a 3000 word vocabulary is not suﬃcient for free expression, though knowing a word does not
mean one uses it as well. Furthermore, by only including lemmas in our vocabulary, we have implicitly collapsed inflected forms of a word in the lemma
wordform (e.g., ‘are’, ‘is’ and ‘am’ are under ‘be’), but these are not collapsed
in the word2vec model. When retrieving the vector for ‘be’, we thus ignored
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the potentially additional information from these entries. Accounting for this
may (or may not) lead to better performance. This is all to say that there
are various alternative choices for composing a vocabulary and defining the
relatedness model that we leave for future study.
The results here are not suﬃcient to make statements about practical
applicability. Instead, this section is used to introduce the prototype and
the accompanying simulation framework that will allow us to estimate the
number of probes needed for a given level of observational noise, once we are
able to estimate these from empirical data.

Note to the reader: Before running a full study into the eﬀect of presentation rate on
N400 amplitude and decoding accuracy, we ran a pilot study with 7 participants.
While the aim for a full scale study would be to determine what, if any, decrease in
information transfer rate occurs for faster SOAs, this pilot was aimed at validating
the experimental design. In this pilot study we found that, even though an N400
was distinguishable in the baseline condition in a grand average across subjects, the
relatedness status could not be decoded for any subjects. These results were such that
we decided not to run the full-scale study, and we therefore report the results from
this pilot here instead.
The amount of information that can be extracted from a response to a
probe word depends on both the accuracy with which the relatedness can
be decoded, and the number of stimuli that can be presented in a given time
frame. Previous studies suggest that the N400 response has high variability
and can be decoded with only limited accuracy (50-75% on a binary problem;
Dĳkstra et al., 2019; Geuze et al., 2013), making the speed at which stimuli can
be presented particularly relevant. In the second of these studies, in which
we tested the robustness of this N400 over multiple consecutive probes after
a specific target word, we used a Stimulus Onset Asynchrony (SOA) of 1350
ms, i.e., presenting a stimulus every 1.35 seconds.
Here we propose and pilot an experimental design aimed at determining
the trade oﬀ between N400 strength and the rate at which stimuli (i.e., probe
words) are presented. We test an SOA of 1250 ms (����), an SOA of 750 ms
(������) and a 250 ms SOA (����). One consequence of a faster presentation
rate is, for example, that subjects have less (or no) time to actively deliberate
on the relatedness of the probe to the target. N400’s have been elicited in
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experimental designs in absence of an explicit task (i.e., passively; Cruse et
al., 2014), suggesting that elicitation of the N400 does not require deliberate
semantic analysis on the part of the participant. However, in that same study,
the N400 could be identified for more subjects in tasks that involved active
analysis, suggesting the N400 is stronger in those cases. On the other hand, an
N400 BCI paradigm that does not require an active task on the part of the user
would also be preferable from a user point of view. The question therefore is
how, for a given time-window, the ability to present more stimuli trades oﬀ
with a potential reduction in decoding accuracy of a single stimulus.3
We report preliminary results of seven participants of a pilot of this experimental design. While the aim for a full scale study would be to determine
what, if any, decrease in information transfer rates occurs for faster SOAs, we
restrict ourself here to validating the experimental design. Specifically, we use
Grand Average ERPs across subjects, and single trial decoding results within
subjects, to ascertain that the baseline condition (����), elicits a distinguishable N400 response for related and unrelated probes, as some experimental
parameters have changed with regard to our previous study (Dĳkstra et al.,
2019; in particular the participants’ task and the ground truth model). Further, we aim to determine for the faster SOAs whether either of those elicit a
detectable N400. Lastly, we evaluate the performance of participants on the
behavioural task to determine whether it is suitable as a behavioural check of
the participant’s attention to the stimuli.

�������

In each trial, participants were presented with a target word to remember,
and then shown multiple consecutive probe words that had a varying degree
of relatedness to this target word. Words were drawn from the vocabulary of
3172 words that we defined for the semantic probing prototype in Part I. The
rate at which these probe words were presented depended on the condition:
• ����: SOA 1250ms = 250 ms stimulus + 1000 ms fixation cross
• ������: SOA 750ms = 250 ms stimulus + 500 ms fixation cross
• ����: SOA 250ms = 250 ms stimulus + no fixation cross
A behavioural task was added to the experiment to ensure subjects kept the
target word in mind during the presentation of the sequence, and attended
3 For

this, it should also be taken into account that if new probes are presented at a faster
rate than the N400 responses can be processed (e.g., 250 ms < 400+ ms of the N400), then
selection of new probes cannot take into account the most recent response.
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each of the probe words. After a certain number of probe words, the subject
was prompted to decide whether the probe word was related or unrelated
to the target (see Figure ���. ). A total of a 150 of these trials were presented
across 6 blocks of ⇠10 minutes each (50 in each condition).
Participants Seven participants completed the pilot study, ranging in age
between 20 and 30. While there is a large population of Dutch native speakers available locally, we used English stimuli, as there are more good-quality
vector-space models available for English. As stimuli were all English, the advertisement was aimed at participants who categorised themselves as "speaking and understanding English" ‘Well’ or ‘Very Well’. Note that native speakers were also able to participate, but only non-native speakers of English
volunteered. For a more objective measure we used LexTale (lextale.com,
Lemhöfer & Broersma, 2012), to estimate their English vocabulary knowledge.
Two subjects scored low on this task (50-60%); the remaining five all scored
above 80%.
Stimuli and Task To determine relatedness we use the relatedness model from
the semantic probing prototype detailed in the previous section. Target words
were selected at random from the 3172 word vocabulary. For each target word,
between 1 and 30 probe words were selected of varying relatedness with the
target word. Specifically, we sampled from a uniform distribution in the range
of the similarity values 0.15  G  1 and picked the probe for which the
probe-target pair had the closest similarity value. We refer to the combination
of a target word together with all of its probes as a trial.
Trials contained a varying number of probes (between 1 and 30), so that
participants would not know when a behavioural prompt would appear. Each
condition (����, ������, and ����) was created to have an approximately
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������ ���. : Example of a trial. A trial starts with a target, followed by up to 30 probe
words with varying relatedness to the target. The trial is followed by a behavioural
prompt, with subsequent feedback on the participant’s decision.
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equal number of probes per trial, but consequently did not have an equal
duration; a trial with 30 probes would last ~10s, ~25 or ~40s, for ����, ������,
and ����, respectively. Every 5 trials, the condition changed, with the subject
being notified of the next presentation rate. The order in which conditions
appeared was randomised across subjects. An example of a trial is depicted
in Figure ���. .
Participants were prompted at the end of each sequence to respond by
button-press on whether the latest probe was or was not related to the original target. In order to keep subjects engaged, we provided feedback and
gave points when subjects responses agreed with the ground-truth relatedness model. As the relatedness model was continuous, while (for simplicity)
behavioural responses were binary, we discretised the continuous cosine similarity scores from the similarity model.
To account for any potential disagreement between the word2vec model
relatedness judgements and their own, subjects received a short explanation
of the corpus-trained vector-space similarity methods, so that they could
calibrate their ‘threshold’ of relatedness to the model. To account for noisy
similarity values in the model, the similarity scores from the similarity model
were discretised into three bins: 1  G < 0.15, 0.15  G < 0.3, 0.3  G  1,
labelled ‘unrelated’, ‘maybe related’ and, ‘related’ respectively. If the subjects
choice matched the model’s label, they received one point. Participants did
not have a ‘maybe’ option, instead they received a point if they predicted a
‘maybe’ as related, and half a point if they predicted it as unrelated (to account
for the increased diﬃculty). Participants were given a 1250 ms window to
respond, and a point was deducted if no choice was made.
We added an additional condition at the start of the experiment, in which
subjects performed this behavioural task on targets followed directly by a
single probe, in order for them to practice. We repeated this condition at the
start of each of the 6 blocks to collect responses for a baseline performance on
this task.
Updated design After three subjects, we inspected ERPs and noted that in
the ���� condition, the expected location of the N400, in time, coincides with
the stimulus response to the subsequent stimulus. To oﬀset this, we added a
jitter of the stimulus duration between 1 and 100 ms in duration. We jittered
the stimulus duration, rather than the fixation cross duration, as the fastest
condition did not have a fixation cross presentation. As, on average, the SOA
was now increased by 50ms we reduced the fixation cross duration by this
amount to compensate (applicable only to the ������ and ���� condition).
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Analysis EEG was recorded with 32 sintered Ag/AgCl active electrodes
(BioSemi ActiveTwo, Biosemi, Amsterdam, The Netherlands), at a sampling
rate of 256 Hz. Two additional electrodes were placed on the mastoids, and
four more electrodes were used to measure horizontal and vertical EOG.
For the analysis, the recorded data were loaded and highpass filtered at
0.1 Hz (4th order Butterworth filter). Data were then sliced into epochs with
respect to each probe onset. These epochs were re-referenced to the mastoid
electrodes. To ensure any EEG signals were not contaminated with eye muscle
activity, we regressed the signals from the EOG out of the EEG channels
(Gratton, 1998). The data were subsequently low-pass filtered at 20Hz. EEG
channels that had a variance of more than 3.5 times the standard deviation
from the mean across channels were rejected, and replaced by an interpolated
channel from nearby channels using a spherical spline interpolation (Perrin
et al., 1989). Epochs with abnormal activity were identified with the same 3.5
deviations measure and excluded from further analysis.
Regression to similarity scores In order to determine how well the similarity
scores between a given probe and the corresponding target can be estimated
from EEG data, we run a crossvalidated regression analysis on the EEG
responses to the probes.
For this, the preprocessed data were downsampled further to 64Hz to
reduce the amount and complexity of data passed to the classifier and prevent
overfitting. The preprocessed data from time 0 to 1s, were spatially whitened,
and subsequently regressed to the cosine similarity of the probe and the
corresponding target, using a ridge regression. The regularisation parameter
was optimised using a 10-fold (nested) crossvalidation. A separate model
was trained for each participant.
To estimate prediction performance, the data were separated into 5 (outer)
crossvalidation folds of training and test data, for each participant, stratifying
the probes by their sequence, i.e., for a given sequence probes were either all
in the training or all in the test set. Epochs that were marked for removal
during preprocessing were excluded when occurring in a training set, but
were included when part of the test set.

�������

Behavioural We report the participants behavioural scores as a fraction of the
maximum obtainable score. Performance on the behavioural task can give us
an estimate of their attention to the sequences, but is also dependent on their
baseline ability to predict the word2vec model’s relatedness judgements. For
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������ ���. : Participant accuracy on the behavioural task. Participants received
points when their behavioural decisions of relatedness agreed with discretised ratings
from the similarity model. Score is relative to the maximal achievable score. A
baseline is provided by a task in which participants received a target with only a
single subsequent probe. The grey line represents an average score obtained from
random guessing.
this reason we included a baseline task. The behavioural scores for the three
conditions and this baseline task can be found in Figure ���. .
The figure shows an increase in (median) score for faster presentation
rates, with participants performing similarly or higher on the fast sequences
compared to the baseline task, but achieving lower scores on the ������ and
���� condition. Keep in mind that across the three conditions sequences were
equal in length with respect to the number of probes, and not the duration of
the trial in seconds.
Event Related Potentials To evaluate the suitability of the experimental design
we look at grand average ERPs for each of the three conditions (����, ������
and ����), contrasting responses to related and unrelated probes. For this
purpose we select only epochs with probes that were highly unrelated or
highly related according to the model: in the range 0.15  G < 0.1 and
0.3 < G  1, respectively. The ranges were chosen so that an approximately
equal number of probes were assigned to related as to unrelated (200-250
probes per class).
To test whether there was a significant diﬀerence between related and
unrelated probes for each condition, we used a non-parametric cluster-based
permutation test (Fieldtrip implementation, (Maris & Oostenveld, 2007)). The
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test was performed on all channels, in the 300-800 ms timerange, using a
Bonferroni corrected one-sided alpha-level over conditions ( = 0.05/3 =
0.0167). A significant eﬀect was found for both the ���� and ������ condition
(? = 0.0010 and p=? = 0.0150, respectively. The Grand Average ERPs across
subjects can be found in Figure ���. . The top plot and middle plot show
the average ERPs for the ���� and ������ condition, respectively. The grey
areas mark the timepoints in the respective significant clusters identified by
the permutation test. The ERPs for these conditions look largely similar in
shape, though at the end of the 1 second window, for the ������ condition,
the stimulus response to the next stimulus may already be visible.
For the ���� condition (Figure ���. C) no significant cluster was identified
( = 0.0167, ? = 0.0220). In this condition four stimulus responses can be
observed in the 1 second window, with the second one corresponding to the
epochs that were averaged. The stimulus response to these epochs looks
similar to those in the other conditions, but the stimulus response to the next
stimulus co-occurs with the region in which the N400 could be detected in
those other conditions. We introduced the jitter to separate these in time,
but are averaging here across both jittered and unjittered data, with the jitter
having been first introduced for subject S04.
Incidentally, during ERP analysis it became apparent that trial sequences
had not in fact been counterbalanced across subjects. This counterbalancing
was intended to remove any bias in e.g., relatedness scores from the probe
immediately prior to the current probe. The absence of counterbalancing
resulted in a (practically negligible) bias of +0.019, for the ‘slow’ condition,
a bias of -0.025 for the ‘medium’ condition and a bias of 0.006 for the ‘fast’
condition (in terms of similarity scores). We did not impose a pre-stimulus
baseline (instead opting for a 0.1 Hz high-pass filter, to remove any DC-oﬀset),
as for the ‘fast’ condition many stimuli are overlapping and therefore would
expect a high variance in the pre-stimulus region. This seems suﬃcient for
the current analysis, but there may be better methods for dealing with this
(e.g., baselining to the start of a trial).
Mapping EEG to similarity Next, we use the data obtained here to determine
how well we can estimate the cosine similarity scores for a target and given
probe, from EEG data, using a regularised least squares regression. We evaluate the model fit using the signed A 2 of the true similarity and the estimated
similarity scores. We plot the A 2 ’s for the 7 participants in Figure ���. a, for
the three conditions. We compare these A 2 scores to a reference distribution
of A 2 fits obtained from permuting the true labels and retraining the regres-
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������ ���. : (Grand Average ERPs across 7 subjects. (a, b & c) grand average ERPs
for the central midline electrode (Cz), in response to related related (-) and unrelated
(–) probes, for the three conditions: (a) ����, (b) ������, (c) ����. Arrows ( H )
indicate the onset of (average) subsequent stimuli. Shaded regions represent the
standard error of the mean across 7 subjects.
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������ ���. : Signed A 2 scores for the fit of the (crossvalidated) regression predicting
similarity scores from the EEG data. (a) Signed A 2 scores for each subjects, for the
three the conditions in this trial. Shaded regions denote a 95% A 2 interval obtained
from permuted data (100 permutations per subject). (b) Comparable A 2 scores from
data from Dĳkstra et al. (2019), across 19 subjects.
sions 100 times for each subject. We shade the 2.5 percentile to 97.5 percentile
interval of this distribution in red in Figure ���. a.
Results show that in neither of the three conditions, the model fit for any
subject is outside the 95% interval of this reference distribution.

����������

The goal of this preliminary study was to determine whether this experimental design is suitable for determining the trade-oﬀ between the presentation
rate and strength of the N400 response. Specifically, we wanted to make sure
that (1), the behavioural task was suitable for measuring the degree to which
the subject was able to maintain attention during the repeated presentations
of probes, and (2) whether at the least the baseline condition (����), elicited
an N400, as expected, either in grand average ERPs or single-trial decoding
for individual subjects.
Behaviourally, we see that participants achieved scores above chance level
(though we did not test for significance here), and that their performance
appears to decrease, rather than increase for slower presentation rates. This
is not what we would expect, and may suggest that the task in its current
state does not benefit from the extra evaluation time of the probe prior to the
behavioural prompt appearing. This could mean that conscious evaluation
in that window is not important for the task, or that participants are not using
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this time for evaluating the relatedness to the original target (some comments
made by participants suggest it is the latter). Additionally, all participants
reported finding it harder to sustain attention during the ���� condition, and
some noted that it made them sleepy. This suggests that the decrease in
performance may be an eﬀect of reduced attention, however, this may not be
intrinsically due to the SOA of this condition, but simply because the time
between the original target and the behavioural prompt was larger.
Our grand average ERP results show that a diﬀerence between related
and unrelated probes can be identified from the ���� condition, in the time
range associated with the N400. This provides evidence that the experimental
design is able to elicit N400 responses. A significant cluster in the 300-800ms
range was also found in the grand average ERPs in the ������ condition,
though not in the ���� condition. Note that due to the small number of
subjects (n=7), and consequent low statistical power, probability of a type II
error is large. Furthermore, finding a diﬀerence in one condition and not
in the other does not itself mean that there is a diﬀerence between those
conditions (Gelman & Stern, 2006). Such a comparison is left for a full-scale
study.
The decoding analysis, where we used a linear regression to predict the
similarity scores for individual subjects, did not achieve an above-chance fit
for any of the subjects. For the analysis of this pilot data we did not yet adjust
our decoding approach to deal with any overlapping responses, which would
likely be needed for the ���� condition. However, as we have no significant
results for the slowest condition(s) either, we do not think this is a relevant
factor here.
In our previous study (Dĳkstra et al., 2019), we could decode the relatedness status, at least for about 60% of the subjects. One important diﬀerence
between the two studies is that in the 2019 study, we used a binary relatedness, rather than a continuous measure. The binary decoding results from
our previous study thus cannot be compared directly to the continuous decoding attempted here. In order to provide a valid comparison, we obtained
a dutch word2vec model to post-hoc compute similarity values for the probes
in the 2019 experiment. We run a comparable crossvalidated regression on
that data and obtain the results in Figure ���. b. Here we find that for 10/19
subjects the similarity scores can be predicted with higher than chance accuracy (compared to 12/19 for the binary classification). This suggests that
at least it is not inherently the change from binary to continuous relatedness
that drives the poor decoding results for our current study.
However, there are a number of other diﬀerences between the two exper-
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imental designs that could have aﬀected the signal-to-noise ratio. Some of
these changes were made in order to get closer to a realistic semantic probing
BCI, and are therefore relevant in determining practical applicability, while
others were otherwise motivated. Examples of the first category are: the
change in task from explicit evaluation (as the shorter SOAs would not give
a participant an opportunity to do this), the number of consecutive probes
(from ten to thirty), the number of probes in the training set (⇠1100 - ⇠750),
features of the probes themselves, or allowing repeats of probes between runs.
Task may indeed play a role in any diﬀerence in N400 strength between
the two studies. In a study by Cruse et al. (2014), a behavioural task allowed
for identification in more participants than a cognitive task only. Fewer still
had an identifiable N400 when attending the stimuli without an explicit task.
There may thus also be a diﬀerence in N400 amplitude between our previous
study, where participants were encouraged to evaluate the relatedness before
the prompt appeared, and our current study, where participants were not
encouraged to do so, given that the faster SOAs did not allow such evaluation.
This task change is not inherent in the BCI design, at least for slower probing
speeds, but would cost significant cognitive eﬀort, which can be an important
drawback in terms of practical use.
The most notable change that was not motivated by a potential semantic
BCI design is our use of non-native speakers in this pilot. We chose to use an
English relatedness model as there are more pre-trained models available for
English than for Dutch, and these models are generally trained on much larger
corpora. We opened our participant pool to both native English speakers,
and (self-assessed) proficient non-native speakers. However, only non-native
speakers volunteered, with their Lextale scores ranging from 57.5 out of 100
(close to chance) to 98.75. While non-native speakers can certainly exhibit
N400 responses in a second language (McLaughlin, Osterhout, & Kim, 2004;
Newman, Tremblay, Nichols, Neville, & Ullman, 2012), these may have a
decreased amplitude diﬀerence relative to native speakers. For instance,
Newman et al. investigate the N400 amplitude for first or second language,
but find that it is not inherently the group, but language proficiency that is
the relevant factor for the N400 amplitude. In light of this, we note that 5 of
our subjects obtained a Lextale score >80 (4 of them >90), which, for the dutch
subject pool in Lemhöfer and Broersma (2012), could roughly be equated to
the C1/C2 language levels in the Common European Framework, indicative
of ‘proficient users’.
Overall, we find that the experimental design allows subjects to make
behavioural judgements on the relatedness status, even at the fastest pre-
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sentation rates, and that the experimental design appears to be able to elicit
N400 responses, at least as measured by grand average ERPs. However, as
in no case the decoding accuracy exceeded chance level, it appears that the
experimental design was not able to elicit suﬃciently strong responses for the
relatedness status of the probe to be detectable at the single trial level. This
single trial level detection for individual subjects, is crucial for converting this
design to a BCI paradigm. Due to a mix of factors that may have contributed
to a decrease in signal-to-noise ratio in comparison to our previous study, we
cannot determine to which degree this was based on factors inherent to the
paradigm rather than changes that could be rolled-back in an updated study.

General Discussion
The goal of this chapter was to get a better view of the practical applicability of
a semantic probing BCI by improving our estimates of the time to the selection
of the intended target. We approached this matter on two fronts: 1) estimate
the number of probes that are needed as a function of the measurement
noise of the relatedness responses of the user, and 2) estimating the trade-oﬀ
between the rate at which probe words are presented and the accuracy with
which the relatedness status can be estimated.
In Part I, we established a prototype semantic BCI with a vocabulary of
>3000 words, that uses a continuous, word2vec-based cosine similarity measure. We simulated users by generating relatedness responses based on a
gaussian likelihood model, and adding diﬀerent degrees of response noise.
Using a Bayesian inference to iteratively update the belief state across the possible targets, we determined the position of the true target in the belief state
after each simulated probe presentation (i.e., the percentile rank of the true
target). With this, we plotted a trade-oﬀ between the response noise and the
number of probes required to achieve a certain level of performance. Overall,
the simulation results demonstrate that, given suﬃcient signal-to-noise ratio,
the prototype as suggested can be used to determine the intended target by
probing. Furthermore we established that a probe selection algorithm that selects the next probe to present based on uncertainty in the expected response
(uncertainty sampling), on average needed fewer probes to achieve the same
performance as random probe selection. By determining the likelihood parameters on empirical data from the brain responses of actual subjects, such
simulations could be used to estimate the expected number of probes required
for that subject and this prototype.

61

In Part II, we reported on a pilot study in which probe sequences were presented at diﬀerent presentation rates. This was intended to be the preliminary
step to a full-scale study with new participants. However, results from this
pilot were such that the practical applicability can be brought into question
on the basis of these findings alone. On one hand, in this experimental data
we were able to identify an N400 response in two of the conditions (slow and
medium rates), suggesting that at least the experimental design was suitable
to elicit an N400 at all. On the other hand, on an individual level we were
unable to regress the single trial EEG to the similarity scores, for any of the
subjects and conditions.
The fact that this regression was possible for our data from the 2019 study,
at least for an equivalent number of subjects for whom binary decoding was
also possible, suggests that it is not the change to a continuous relatedness
measure that is the issue. It remains an open question which factors, in
the diﬀerence between the two studies, led to this diﬀerence in results. In
fact, the current data may not be suﬃcient to determine whether or not
there is a diﬀerence between the two designs, as the two proportions 0/7
and 12/19, have overlapping 95% binomial confidence intervals (0%-41% and
38%-84%). However, that would suggest the original estimation of 63% of
subjects having a decodability better than chance, from our previous study,
is an over-estimation. If this were the case, less than half of subjects would
be able to use the BCI at all, regardless of the number of probes presented,
which also puts practical applicability into question.
Furthermore, users appeared to perform worse in evaluating relatedness
in the slow sequences, and reported diﬃculty in attending the longer sequences of this slow rate. The longest sequences in this experiment consisted
of only 30 consecutive probes, which given the results in Part I is a rather low
estimate for the required number of probes. Furthermore, there appeared to
be a decrease in task performance for the slowest presentation rate compared
to the faster presentations. While this is conflated with the time that passed
since the trial-start, this may also be a sign of decreased attention. This suggests that probing at this speed may be undesirable from a user perspective,
even if it would provide a higher signal-to-noise ratio.
Further experiments could certainly help identify which factors played
a role in the apparent reduction in the signal-to-noise ratio, and determine
their relative impact. This can help to increase our understanding of what
the limiting factors are, and whether or not these are inherent properties of
the intended application, or whether adaptations can be made. From another
angle, improvements to the paradigm, for instance in terms of decoding ap-
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proaches, could also be explored. Perhaps non-linear regression approaches
are more suitable to model the relationship between the N400 amplitude and
the cosine similarity. Or, advances in computational measures of relatedness
may allow for better modelling of the N400 amplitude. However, it has become clear that this semantic probing paradigm is, at least currently, not a
trivial application to achieve.
That is, at least when using EEG. An N400-like signal has also been detected using an invasive measurement approach such as Electrocorticography
(ECoG; McCarthy, Nobre, Bentin, & Spencer, 1995; Nobre & McCarthy, 1995).
ECoG generally has a higher signal-to-noise ratio than EEG, as signals do
not first pass through the skull. However, when implemented invasively it
would compete with other solutions that are being developed, such as (imagined) speech decoding (see e.g., Martin, Millán, Knight, & Pasley, 2019, for
a review), that also benefit from an increased signal-to-noise ratio. Speech
decoding approaches would be a more natural way to re-establish communication, than selecting words in this way. On the other hand, an invasive
semantic BCI still oﬀers possibilities for aphasic patients, as theirs is a word
retrieval rather than an expression issue. More research would be required to
determine whether N400 responses in aphasia patients can be elicited reliably
in ECoG.

This chapter is based on:
Dĳkstra, K., Farquhar, J., Desain, P., (2020). The N400 for brain computer interfacing: complexities and opportunities. Journal of Neural Engineering 17 (2).
https://doi.org/10.1088/1741-2552/ab702e
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The N400 for Brain Computer
Interfacing: Complexities and
Opportunities

A

����� �������� ��������� measures brain activity to infer something
about the user and take appropriate action based on that inference.
This can be the passive recognition of the user’s mental state, or the
detection of an intention that the user is actively trying to transmit. In an
ideal world, the user’s intention would be extracted directly from their brain
activity: for instance, if they wish to convey a message, the user simply thinks
of the words and the system decodes the brain signature(s) that accompany
them. In practice this is generally not possible, as the representation of such
thoughts is currently unknown and the limited temporal or spatial resolution
of current neuroimaging systems likely precludes them from real-time detection. Advancements have been made in decoding or reconstructing speech
from invasive electrophysiological recordings (intracranial or intracortical),
with the aim to extend these to imagined speech (see Martin et al. (2019) for
a recent overview), but this field is still young and the invasive nature limits
wide applicability.
In absence of the ability to measure a desired action directly from someone’s brain activity, it can be useful to look at brain signatures or signals that
we know can be measured reliably from brain activity, and center the design
of a Brain Computer Interface around those. For instance, using electroen65
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cephalography (EEG), Event Related Potentials (ERPs) can be measured that
reflect the brain activity in response to stimuli. The P300 is an ERP that is
elicited for stimuli that are relevant to the task a user is performing in a stream
of non-target stimuli (Pritchard, 1981). By designing a stimulus set such that
the subject has the option to determine which stimuli are task-relevant (by
directing their attention to the stimuli associated with the selection of interest), a P300 BCI can enable a user to make multiple-choice selections. A well
known example is the P300 speller. When flashing the columns and rows of
the letter matrix, the user’s attention to a single letter elicits P300s only for
flashes on that letter’s row/column coordinates. This subsequently enables
the system to infer (the position of) the attended letter based on the extracted
ERP responses. Other examples of such an approach are using neurofeedback of the mismatch negativity for sound discrimination learning (Chang,
Iizuka, Naruse, Ando, & Maeda, 2014), or using the power changes in the
posterior alpha associated with (covert) spatial attention for indicating a direction (Treder, Bahramisharif, Schmidt, van Gerven, & Blankertz, 2011; van
Gerven & Jensen, 2009).
The N400 is another well established ERP in neuroscience literature. It was
first discovered when in sentential contexts, incongruent sentence endings
exhibited a more negative ERP than congruent sentence endings, peaking at
around 400 ms (Kutas & Hillyard, 1980). In the decades since, it has been
investigated extensively (see Kutas & Federmeier, 2011, for an overview).
The N400 is not limited to sentence contexts, and can also be elicited through
semantic priming: presenting a prime word followed by a related or unrelated
stimulus, with the unrelated stimuli eliciting a more negative N400 (Bentin,
McCarthy, & Wood, 1985). This extends to cases where the prime is not
presented, but merely actively recollected (van Vliet et al., 2010). Broadly
speaking, it is sensitive to the relation of the presented stimulus to the mental
context of the user.
This is interesting from a BCI perspective, because it suggests that the
N400 could be used to infer information about the user’s mental context,
without the user having to make this explicit. That is, given that BCIs are
(currently) unable to read what someone is thinking directly from their brain
activity, the N400 could potentially be used to infer information about the
user’s active mental context by presenting stimuli with specific content, and
observing the size of the elicited N400 to these stimuli. However, in addition
to these contextual eﬀects, numerous (inherent) stimulus characteristics have
been shown to also aﬀect the N400: for instance, simply the frequency that a
word occurs in a language can aﬀect the N400 amplitude. These may need to
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be controlled or accounted for when using the N400 for a BCI application.
Given the prominence of the N400 in the neuroscience literature, attention
for the N400 in the BCI field has been comparatively limited. This may reflect
a disinterest in the kind of BCI paradigms that could be designed around
a N400 eﬀect, or, a (perceived) diﬃculty to make such paradigms work. To
obtain more insight, we searched for the keywords "Brain Computer Interface"
and "N400" and identified three research lines that do make use of an N400
eﬀect: (1) the use of the N400 in response to familiar face stimuli for boosting
performance of the matrix speller (Jin, Allison, Zhang, Wang, & Cichocki,
2014; Kaufmann et al., 2011, 2013), (2) to detect the absence or presence
of language processing in patients with impaired levels of consciousness
(Disorders of Consciousness; Daltrozzo et al., 2009; Kotchoubey et al., 2005;
Steppacher et al., 2013), and (3) to probe for information about the active
mental state of the user, e.g., a category or word on the user’s mind, by
presenting stimuli that elicit responses of relatedness with regard to this
mental context (Dĳkstra et al., 2019; Geuze et al., 2013; Wenzel et al., 2017).
In the following sections we discuss these research lines to provide an
overview of the current ways the N400 is exploited for BCI purposes, to
determine limitations, and to identify opportunities for improving existing
paradigms or developing new paradigms. To provide context, we start with
a more detailed description of the N400 and the conditions in which it is
elicited. The neuroscience literature on this N400 eﬀect is extensive, and
a good overview article already exists (Kutas & Federmeier, 2011), so the
focus here is not to be comprehensive, but to summarise the most important
aspects and to take the opportunity to discuss its properties with a BCI context
in mind. With this N400 overview and an analysis of the limitations and
potential opportunities in existing N400 BCI research, we hope to provide
a starting point for researchers with an interest in using the N400 for a BCI
paradigm, in deciding whether or not their intended application may be
feasible.

Overview of the N400
������� �������

The N400 is characterised as a negative going wave that reaches its maximum (negative) amplitude around 400ms after stimulus presentation over
centro-parietal electrodes (Kutas & Federmeier, 2011). It is most known for
its sensitivity to semantic context, being more negative to incongruent than
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congruent words in a sentence (Kutas & Hillyard, 1980), or more negative for
unrelated than related words following a prime word (Bentin et al., 1985).
Figure ��. depicts the N400 in response to related and unrelated stimulus
words in relation to a remembered target word, showing the characteristic
negativity, latency and topography (Dĳkstra et al., 2019).
Importantly, it is not only the ‘local’ (e.g., sentence level) semantic context
in which a stimulus occurs that is relevant for the N400 amplitude. Discourse
(i.e., context on a larger scale), built up over a few preceding sentences,
can increase the N400 amplitude when violating expectations from previous context (van Berkum, Brown, Zwitserlood, Kooĳman, & Hagoort, 2005),
or decrease the N400 amplitude when prior context causes a normally incongruent sentence ending to be interpretable as congruent (Nieuwland &
van Berkum, 2006). Furthermore, beyond active mental context, even passive world-knowledge can elicit a larger negativity when it is incongruent
with a presented stimulus: world-knowledge violations, e.g., a sentence asserting that that dutch trains are white, elicited a negativity similar to the
N400 from semantic violations, e.g., a sentences asserting dutch trains are
sour (Hagoort, Baggio, & Willems, 2009; Hagoort, Hald, Bastiaansen, & Petersson, 2004). Note however, that this does not distinguish between the kind
of world knowledge that stems from a learned association between concepts
(e.g., ‘train’ and ‘yellow’), and world knowledge that allows truth-values to
be assigned to statements (propositional knowledge). In the latter case the
relation with the N400 may not always be straightforward (see e.g., the eﬀect
of negation on the N400 Fischler, Bloom, Childers, Roucos, & Perry, 1983;
Nieuwland & Kuperberg, 2008).
Repetition of a stimulus within an experimental session can also aﬀect
the N400 to that stimulus, with subsequent presentations having a reduced
N400 amplitude (Rugg, 1990; Rugg & Nagy, 1989). This reduction is larger
the sooner the repetition occurs, but persists even when e.g., 19 intervening
words are presented before the item is repeated, in a list (Rugg & Nagy,
1989), or when up to several hundred words are read before encountering
the repetition in a text (van Petten & Kutas, 1990). A 15 min break, on the
other hand, can be suﬃcient to make the repetition eﬀect nearly undetectable
(Rugg, 1990).

����� ������� ��� ������������

In addition to these contextual manipulations, the N400 amplitude has been
shown to be sensitive to other factors, such as properties of the stimulus or the
subject themselves. Word stimuli, for instance, can induce lexical eﬀects that
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������ ��. : Brain responses to related and unrelated stimuli-words in relation to a
memorised target-word (data from Dĳkstra et al., 2019). (a) Grand average ERPs
for channels Fz, Cz and Pz, for 20 subjects. Shaded areas represent a bootstrapped
95% confidence interval of the mean (b) grand average topography for the 300-700
ms period, (unrelated - related).
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can be measured even in isolated stimulus presentations. Instances of such
(lexical) properties are: the (written) frequency with which a word occurs
in a language (larger N400 for low frequency words; Rugg, 1990; van Petten,
1993), the concreteness of a word (larger N400 for concrete than abstract
words; Barber, Otten, Kousta, & Vigliocco, 2013; Kounios & Holcomb, 1994),
and the orthographic neighbourhood size (i.e., how many words are similar
in spelling; a larger N400 for words with a larger/denser neighbourhood;
Holcomb, Grainger, & O’Rourke, 2002; Laszlo & Federmeier, 2011). The latter
is only one of several neighbourhood eﬀects, where a neighbourhood can be
defined both orthographically and associatively (which words are related to
this word). In both definitions a larger neighbourhood size, and even a higher
word frequency of the neighbours can increase the N400 amplitude (Laszlo
& Federmeier, 2011).
Experiments where both contextual and lexical eﬀects have been manipulated, show that these eﬀects can interact: for instance, both stimulus repetition and higher word frequency lead to a smaller N400 amplitude in isolation,
however, when both low and high frequency words were presented twice, the
eﬀect of the repetition on the high frequency word’s ERP was small to none,
while the repetition of the low frequency words reduced the size of the N400
(Rugg, 1990). Kounios and Holcomb (1994) find a similar interaction between
concreteness and repetition. A study by Dambacher, Kliegl, Hofmann, and
Jacobs (2006) shows another interaction, that of sentence context (measured as
word predictability), and word frequency, with the eﬀect of word frequency
decreasing as predictability increases.
Another BCI relevant eﬀect is that of age, where for certain experimental
manipulations the N400 amplitude decreases with age (reminiscent of the
changes in the P300 with age; van Dinteren, Arns, Jongsma, & Kessels, 2014),
but does not decrease for others. For instance, while sentential context eﬀects
have been shown to elicit smaller N400 diﬀerences in older subjects (Federmeier, van Petten, Schwartz, & Kutas, 2003; Payne & Federmeier, 2018), Payne
and Federmeier found that this did not extend to the lexical eﬀects they tested
(i.e., word frequency and orthographical neighbourhood). Federmeier et al.
(2003) found a reduction of the N400 for sentence final-word (in)congruency,
for their older subjects, but no reduced N400 diﬀerence for lexical association
(i.e., priming) eﬀects, within those sentences.
An overview of the mentioned eﬀects can be found in Tables ��. & ��. .
Here the diﬀerent variables that have an eﬀect on the N400 are listed, with a
short description and the direction of the eﬀect.

71

CHAPTER IV. THE N��� FOR BCI� COMPLEXITIES AND OPPORTUNITIES

context eﬀects

Level Variable

Description

Direction

stimulus repetition

Whether it concerns the first presentation of a stimulus or a second or
nth presentation. The interval (time
before repetition) is also relevant.

first presentation >
repetition
long interval > short
interval

lexical relatedness
or association

Semantic priming occurs when a
word was preceded by a semantically similar word (cup - bowl) or associated word (tea - cup) compared to
an unrelated or unassociated word.

unrelated > related
unassociated > associated

sentence context

How well does a word fit in the existing sentence semantic context. Does
it fit with the sentence so far (:=congruent) or is it anomalous (:=incongruent).
How often would people end the
sentence word the word in question
(:= cloze probability).

incongruent > congruent
low cloze-prob.
>
high prob.

discourse
context
or
worldknowledge

How well does a word fit in the context of a larger preceding text, or
with existing world-knowledge

incongruent > congruent

non linguistic context

Other types of meaningful stimuli
in the form of e.g., drawings, photos, videos, sounds and smells representing concepts such as objects,
actions, faces and even mathematics
can elicit N400 eﬀects (Kutas & Federmeier, 2011).

incongruent > congruent
un-primed > primed

������� ��������������

It is important to note that whilst most N400 studies have focused on visually presented word stimuli, the diﬀerential eﬀect with respect to the active
mental context has also been demonstrated with other presentation modalities. Spoken words elicit N400 eﬀects analogous to the visual presented
stimuli (Holcomb & Neville, 1990; Winsler et al., 2018; with phonological
neighbourhood as the auditory analogue of orthographic neighbourhood).
Furthermore, they are not limited to words: pictures of faces, for instance,
have been found to elicit N400 (priming) eﬀects (Barrett & Rugg, 1989; Bentin
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����� ��. : Summary of the contextual eﬀects aﬀecting the N400 amplitude, with
a short description. The direction of the eﬀect is noted, with ’>’ indicating which
will obtain a larger N400 amplitude (i.e., have a more negative ERP in the N400
timerange).
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����� ��. : Summary of the lexical eﬀects aﬀecting the N400 amplitude, with a short
description. The direction of the eﬀect is noted, with ’>’ indicating which will obtain
a larger N400 amplitude (i.e., have a more negative ERP in the N400 timerange).

lexical eﬀects

Level Variable

Description

Direction

word frequency

How often a word occurs in (written) language. House is a frequent
word, parsimonious is not.

low freq. > high freq.

word
hood

The neighbourhood size (or density)
refers to the number of words that
are within close distance of a given
word by a certain definition: e.g., orthographic neighbourhood (similar
spelling when visual presentated),
mine has neighbours such as mane,
line.
Phonological neighbourhood (similar sounding when presented auditorily): genes is a neighbour of jeans.

large > small neighbourhood
dense
>
sparse
neighb.

Concreteness (as opposed to abstractness) describes the degree with
which a word can be experienced
with the senses (Brysbaert, Warriner, & Kuperman, 2014). House is
a concrete word, justice is abstract.

concrete > abstract

neighbour-

word concreteness

& McCarthy, 1994; Eimer, 2000). More broadly, actions or objects, represented
with pictures (drawings or photo’s), videos, sounds and even smells have successfully been used to elicit N400 eﬀects (see Kutas & Federmeier, 2011). This
does not mean that the N400 eﬀects are identical across modalities. For instance, in a priming experiment Holcomb and Neville (1990) found a larger
N400 amplitude and an earlier N400 onset for auditory stimuli than for the
same stimuli presented visually.
From a BCI standpoint it is also relevant to know whether subjects need an
explicit task to elicit the signal. For the N400 it is generally suﬃcient for subjects to attend the stimuli to elicit the eﬀects, as processing stimuli for meaning
happens automatically. Additional experimental manipulations have shown
that the processing of the stimuli does not need to reach conscious awareness for a detectable N400, with both attentional blink and masked priming
studies finding eﬀects of priming on the N400 (see Kutas & Federmeier, 2011
and Deacon & Shelley-Tremblay, 2000 for overviews). However, the degree
of attention does play a role in the strength of the elicited N400 eﬀect. Cruse
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et al. (2014), for instance, link the degree of active semantic task involvement
of the subjects to the number of subjects for which a N400 can be detected,
finding progressively smaller N400s for a covert (mental decision only) and
passive task (no task), compared to an overt task (requiring a behavioural
response).
In addition to the N400, language manipulations sometimes elicit later
positive ERPs: the late positive component or complex (LPC), or P600 (Kos,
van den Brink, & Hagoort, 2012; Leckey & Federmeier, 2019; Osterhout &
Holcomb, 1992; van Petten & Luka, 2012). Such a late ERP can co-occur with
the N400 (van Petten & Luka, 2012), or be elicited independently, e.g., in
response to syntactic violations (Osterhout & Holcomb, 1992). In sentence
congruence paradigms, it does not occur as consistently as the N400, with
various studies not finding a positivity in this late range (600-900 ms; van
Petten & Luka, 2012), and its occurrence appears to vary across individuals
(Kos et al., 2012). Some studies attempt to interpret this late response as a late
P300 (P3b; Sassenhagen, Schlesewsky, & Bornkessel-Schlesewsky, 2014). In
fact, it is unclear whether these late eﬀects represent a single brain response,
or multiple functionally dissociable responses (Leckey & Federmeier, 2019).
The functional explanation of the N400 is still a matter of debate. To
summarise the main views, the N400 has been suggested to reflect brain
activity from the activation of (the representation of) the stimulus in long
term memory, to reflect activity of the integration of the stimulus in the
active mental context, or, to reflect a combination of such processes (Baggio
& Hagoort, 2011; Hagoort et al., 2009; Kutas & Federmeier, 2011; Lau et al.,
2008; Nieuwland et al., 2019). In the first view the amplitude of the N400 is
reduced when the stimulus’ representation was (partially) pre-activated by
prior stimuli, facilitating semantic access. In the integration account the N400
amplitude reflects the diﬃculty with which the stimulus can be incorporated
into the previously accrued context.
To summarise, the N400 is a complex response that has been shown
sensitive to many parameters of the user or user’s mental context, ranging
from general-world-knowledge and subject age, to stimulus properties (such
as word frequency, orthographic or phonological neighbourhood size and
concreteness), from long range document-context eﬀects, to short range sentence congruency eﬀects and direct prime-probe relations or repetition eﬀects.
These multiple levels of interaction make the N400 response both potentially
attractive for many possible BCI applications, and particularly challenging for
these possible applications to control for all the other possible interactions.
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Current approaches using N400 for BCI purposes
��������� �������� ��� ������������

We mentioned briefly in the previous section that the N400 can also be elicited
in response to (pictures of) faces. This is both in the priming sense (Barrett &
Rugg, 1989), eﬀects of repetition (Bentin & McCarthy, 1994), and by presenting
faces outside of context, where, similar to the lexical eﬀects in language,
diﬀerences have been identified in response to familiar and unknown faces
(Eimer, 2000). Specifically, familiar faces elicit a larger N400 than the unknown
faces, which appears at odds with the frequency eﬀects in words, where
pseudo-words elicit larger N400s than real words. A suggested reason for
this is that the unknown faces do not initiate semantic processing and show
no N400 negativity at all (Bentin & Deouell, 2000). This used to be similarly
suggested for illegal character strings, which (without context) generally do
elicit more positive ERPs than legal words, but Laszlo and Federmeier have
showed that illegal non-words can in fact elicit N400 eﬀects, and attribute
the reduced N400 to factors such as lower (orthographic) neighbourhood
competition (Laszlo & Federmeier, 2011; Laszlo, Stites, & Federmeier, 2012).
In addition to the N400 elicited by these familiar faces, the presentation of
faces in comparison to other non-face stimuli (e.g., objects) elicits a negativity
at 170ms (the N170; Eimer, 2000).
In their famous-faces speller, Kaufmann et al. demonstrate how these responses to (familiar) faces can be exploited by replacing the flashing of a letter
in the matrix speller, by the superposition of a face over the letter (for each
letter in a given row or column; Kaufmann et al., 2011, 2013). This is shown
to improve speller performance, with accuracy for 5 sequences of highlights
at ~95% for the classic speller and ~100% for the famous faces in Kaufmann
et al. (2011). In Kaufmann et al. (2013), both patients and healthy subjects
were tested. There, again for 5 sequences, healthy subjects achieved ~90%
and ~99% for the classic and faces speller respectively. The improvement for
the patients was even more pronounced, improving from ~77% to ~100%,
from the classic to the faces condition. In this followup-study they tested
two additional face conditions: personal familiar faces and unfamiliar faces.
The N400(f) eﬀect for all three conditions were indistinguishable, while all
significantly more negative than in the classic speller. The authors speculate
that the presence of an N400 for the unfamiliar faces may have been due to an
induced familiarity from the repeated presentations, however if unfamiliar
faces are indeed analogous to (illegal) non-words, it is not surprising that they
elicit N400 activity (Laszlo et al., 2012).
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In these studies a single face is used for all highlights across a session.
Given the attenuating eﬀect of repetition on the N400 amplitude (also applicable to faces; Bentin & McCarthy, 1994; Eimer, 2000), this may not be ideal.
While the increased performance of the face speller compared to the classic
version shows that even a potentially attenuated eﬀect is suﬃcient to increase
the signal(s)-to-noise ratio of the speller, a collection of faces rather than a
single face may improve performance further. Jin et al. (2014) investigate
this possibility, comparing a single face versus a multi-face paradigm. They
find an increase in classification accuracy for the multi-face paradigm, (also
specifically in the N400 window: 450-600ms). It is relevant to note that in
their ERP grand averages, the single face condition had a consistently more
negative amplitude than the multi-face condition in this time-window, which
we would not expect if the N400 had attenuated due to a larger repetition
eﬀect in the single-face condition. Furthermore, their multi-face condition
consisted of five faces; given that N400 repetition eﬀects (for word stimuli)
were still distinguishable at an interval of 20 intervening words before the
repetition in previous literature (Rugg & Nagy, 1989), a set of five may not
be suﬃcient to measure the eﬀect of this on the N400 (20-100 may be more
appropriate).
Overall, the faces speller paradigm oﬀers a nice illustration of how the
signal-to-noise ratio of an existing application can be boosted by adding an
additional signal, and how automatic processing of meaning, as indexed by
the N400, can be exploited for this purpose.

�������� ���������� ��������� ��� ��������� �� �������������

Another field where the N400 has been used is the detection of language processing in patients with Disorders of Consciousness (DoC). Such disorders
range from coma, to unresponsive wakefulness syndrome (UWS; formerly
referred to as vegetative state), in which patients appear awake but are completely unresponsive, to minimally conscious state (MCS), in which there is
some evidence of behavioural responses to commands, but no communication is achieved (Giacino et al., 2002; Laureys et al., 2010). In these cases the
lack of behavioural communication is attributed to impaired consciousness,
as opposed to a disability arising from paralysis (e.g. complete locked-in
state, CLIS). However, patients in the latter category may also have impaired
levels of consciousness (Kübler & Birbaumer, 2008; Kübler & Kotchoubey,
2007), so in practice the dichotomy may not be clear-cut.
Detection of language processing in patients with DoC can give insight
into what level of cognitive processing is intact in a given individual. This is
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not a BCI application in the traditional sense of oﬀering control to the user,
but a BCI as a (oﬄine) diagnostics or prognostics tool. Possibilities for providing communication BCIs for these patients have also been explored, with
a number of studies showing that for certain patients, command following
(i.e., performing a mental task when prompted) can be detected (e.g., in fMRI,
Monti et al., 2010; Owen et al., 2006; or EEG, Cruse et al., 2011; F. Wang et al.,
2017).
Generally, studies that use EEG to determine cognitive processing in DoC
patients, use a range of ERP tasks. These are most commonly oddball tasks,
to elicit signals such as the MMN or the P300, and semantic tasks to elicit a
N400 and/or a late positive component. Stimuli are presented auditorily, as
hearing is assumed to be intact. In Kotchoubey et al. (2005), for instance, a
large group of patients (n = 78) with DoC are investigated, with three oddball
and three semantic tasks. The percentage of patients for whom a significant
ERP could be detected ranged from 8% to 95%, depending on the group (UWS
or MCS) and the brain signal under consideration (N1/P2, MMN, P300, P600
or N400). In particular, ~14% (UWS) to ~23% (MCS) of patients a N400 could
be detected for a given semantic task. These were similar to the percentages
for a group of severely brain damaged but conscious control group.
Such studies generally check whether the patients improve, and/or regain
some degree of communication at a later date, to assess whether detection
of these ERPs is predictive of patient outcome. In Kotchoubey et al. (2005),
patients that exhibited a MMN improved significantly more often than those
that did not. For the N400, this eﬀect was not significant (p=0.079), but in
a more recent study by Steppacher et al. (2013), a significant correlation was
found for the N400 and recovery. In that study, the P300, did not have a
significant relationship with recovery, even though overall it was detected
more frequently in patients,
Whether someone exhibits a given ERP can be decided in multiple ways:
by performing one of various statistical tests to single trial data, or employing
human raters to judge average ERPs. In all approaches there is some balance
between the possibility of a false positive or false negative: judging someone
to exhibit an ERP when in fact they do not, or vice versa (Kotchoubey et al.,
2013). This is still separate from the issue of whether or not someone who
does not (appear to) exhibit an identifiable N400, is in fact processing the
stimuli. The latter cannot be excluded as a possibility, as even in the healthy
population, the N400 can not always be detected in single subjects, even with
behavioural confirmation that they are processing the stimulus’s content.
The degree to which this is a relevant factor depends on the rate in which
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the N400 can be detected in healthy subjects. While the N400 literature is
large, this is not a question that is usually addressed in general neuroscience.
In Tables ��. and ��. we have compiled a number of studies who do report
individual detection rates, for both the general population and data from DoC
studies, respectively. Studies who had a control group of healthy students
are listed twice in the table, in split by their respective categories. Two
studies employed a control group of patients with brain damage, but without
a disorder of consciousness, as a closer control. These have been included
with the label CTRL. We specify a number of variables that may aﬀect the
identification rate: the task and stimuli used, the number of stimuli collected
per class, and the test used to determine significance. Both the sample of
studies and the sample sizes within studies are small, limiting our ability to
draw conclusions.
In some sense the detection of a significant N400 eﬀect in a single subject
is an easier problem than making single trial predictions for BCI control.
Table ��. shows that even this detection is/can be non trivial for the N400,
even for healthy subjects. Furthermore, the data from the DoC studies suggest
that in this application often relatively few stimuli per class are used to make
these decisions. This may be due to time-constraints, as the N400 is often a
single task in a task battery (i.e., combined with other tasks such as oddball
paradigms), but likely hampers detectability. For instance, if we limit the
number of trials per class to 50, in the Dĳkstra et al. (2019) study (listed in
the table), then only about 6/19 individuals would have been identified as
exhibiting an N400, rather than the 15/19 from using 400 brain responses per
class. We determined this by running a cluster-based permutation test on the
data from each individual subject, drawing a sample of trials per class (with
replacement; 50 samples) from the full data of the respective individual, for
a number of subset sizes ([30, 50, 75, 100, 150, 200, 300, 400]). The results of
this analysis can be found in Figure ��. .
At 100 stimuli per class only about 50% of participants are identified to
exhibit an N400, compared to when 400 stimuli per class are considered.
The task employed in this study may not be ideal for detecting a N400: an
implicit priming task was used in which the subject was given a target word
to remember, followed by 1-10 probe words that they needed to assess the
relatedness status to the target to. Yet, this analysis clearly illustrates that
if the goal is to determine whether a given subject exhibits an N400, using
50-100 stimuli may produce a considerable amount of false negatives.
The fact that increasing the number of stimuli per class has such a eﬀect
on detection rates suggests that this is a signal-to-noise problem. Sculthorpe-
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Petley et al. (2015) approach this problem by accruing information across
participants, rather than increasing the number of presented stimuli. They
train a Support Vector Machine on the averaged ERPs of each single subject,
one for related and one for unrelated stimuli, and obtain a 92% accuracy in a
leave-one-subject-out training approach. We note however, that this appears
to be the accuracy for predictions of both the related and unrelated ERPs
for each subject, while the decision of whether a subject exhibits an N400
when only one of the two was classified correctly is non-straightforward. An
open question is furthermore, whether this approach can be extended to the
detection of the N400 in DoC patients, as they do not always exhibit a typical
ERP (Kotchoubey et al., 2005).
If more time were available for these diagnostic tasks, there may be additional opportunities for assessing language processing. For instance, a subject
that is listening to a story, may exhibit N400 eﬀects based on the lexical properties of each given item, but not be tracking sentence level or discourse level
content. Currently the paradigms outlined in Tables ��. and ��. , only asses
the mid level semantic content (primed words or [in]congruent sentences).
The low level stimulus properties may help determine whether for a given
individual an N400 can be detected, and if so, if this person also exhibit
higher level language processing. This does assume that such lexical eﬀects
are easier (or as easy) to identify, which ought to be determined empirically
in healthy subjects first. Similarly, manipulating discourse level semantics
may allow to determine whether a patient accrues semantic context on longer
timescales, though such manipulations may require longer sessions in order
to collect suﬃcient data.

��������� ����������� ����� ��� ����’� ������ ������ �������

The fact that the active mental context of a subject modulates the N400 to a
given stimulus can be exploited for BCI purposes by presenting stimuli of
which the semantic content is known and, through presentation of stimuli
with varying semantic content and decoding the (absence) of relationships,
inferring this mental context.
One line of research in this direction is that of relevance detection: figuring
out what a user is searching for based on their brain response to specific
words or images. For instance, Wenzel et al. (2017) attempt to decode a
category of interest based on brain responses to stimuli words out of various
categories. To make the setting more natural, multiple words were presented
simultaneously, distributed spatially across the screen. The time-lock of the
brain response to the stimulus was achieved with an eye tracker, based on the
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����� ��. : Studies reporting detection rates of the N400 in individuals, from the general population or in patients
with Disorders of Consciousness.
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f
unpaired
t-test criterion: p  0.05 on a minimum of 5 samples and 10 electrodes
averaged ERPs evaluated by neurophysiologists.
one-tailed ANOVA of factor condition (related vs unrelated) on (windowed) ERP amplitude
h
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subject

#stimuli per class

moments of eye fixation. In the (online) test phase of the experiment, subjects
picked a single category out of five as a target and attended stimuli of all
five categories. Attended stimuli disappeared (based on gaze detection), and
were replaced with new stimuli. Incoming data was then analysed to update
ranking of the expected target category, online. After a 100 stimuli a trial
ended and new categories were selected.
Given the semantic nature of this task, this should elicit a N400 response,
and the reported results indeed show a N400-like negativity in Cz for stimuli
that were not members of the target category. It is important to note that the
relevant-irrelevant diﬀerence was markedly reduced in the online phase. The
authors suggest this may be due to a change in task (during training subjects were asked to count, during testing only to search for relevant terms).
However, since the experiment used a total of 17 categories with 20 stimuli
each, subjects would have seen most stimuli at least once during training, and
while during a given trial in the testing phase subjects saw each stimuli only
once, categories would return in other trials, leading to repetitions of stimuli.
It is therefore possible this attenuation can be attributed to a N400 repetition
eﬀect. In addition to the N400, they found a positive component in left posterior electrodes (e.g., P9), from 200-600 ms. This positive component was more
pronounced in the online phase, and persisted past 800 ms. Furthermore, in
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������ ��. : (a) Percentage of individuals (n=19) for whom a significant N400 can
be detected for an increasing number of stimuli per class (data from Dĳkstra et al.
(2019)). The plot represents the mean and standard deviations across 50 bootstrapped
samples of each participant’s data. (b & c) Per participant, the percentage of bootstrap
samples in which an N400 eﬀect could be identified using (b) 400 or (c) 100 stimuli
per class, sorted by the 100-per-class detection percentage.
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this online phase, this positive component was more widespread, showing a
left lateralised eﬀect, that showed up as a late positive component (following
the attenuated N400), in electrode Cz. Performance for this BCI was measured
based on the ranking of the correct category out of all five categories, with a
mean rank of 1.68 (chance level is 3) across all subjects (range 1.12-2.47).
In Golenia, Wenzel, Bogojeski, and Blankertz (2018) a similar paradigm is
used to detect which concept is relevant to a users search, but here the aim is to
disambiguate between multiple meanings of a term using images. Fixationrelated potentials were collected in response to pictures each depicting one of
two interpretations of a search term (e.g., bass the fish, or bass the instrument).
While this task can be interpreted as presenting related and unrelated stimuli
in context of a target (the intended meaning), this task did not appear to elicit a
N400 eﬀect. Instead, there was a late eﬀect (>500ms), more negative for images
with the intended meaning (i.e., related), compared to the images with the
alternative meaning, that could successfully be exploited for classification.
Picture stimuli have been shown to elicit N400 eﬀects in priming studies
(Barrett & Rugg, 1990), so an N400 could have reasonably been expected and
we have no clear hypothesis for why this paradigm would not elicit one.
In our own research group we have pursued a similar application, presenting stimuli to deduce information about the active mental context, but
aimed for word selection, rather than category selection or word/concept
disambiguation. Our studies thus far have been oﬄine experiments, that aim
to determine the suitability of the N400 for the intended task. Specifically,
a first study determined whether or the N400 could be decoded in single
trials by determining whether a given stimulus (i.e., the probe) was related
to the active mental context (the immediately preceding prime; Geuze et al.,
2013). These stimuli were presented in word-pairs where half of the primes
were related and half unrelated. Across 12 subjects, classification accuracies
ranged from 54% to 67%, (average ~60%).
In a follow-up study we aimed to determine whether or not the N400
can reliably be detected when the prime word is not presented, but actively
recalled by the subject, while multiple consecutive probe words are presented.
An earlier study by van Vliet et al. (2010) had already established that it is
not necessary to actually present a prime word, it is suﬃcient for the subject
to actively recall it. In this consecutive probing experiment a trial started by
supplying the subject with a target word to remember, after which one to
ten probe words were presented, with probe words either strongly related
or unrelated to the target. No attenuation between the first and 9th or 10th
probe was detected, suggesting that multiple consecutive probes can be used
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to elicit information about a target concept on the users mind. At the same
time, classification rates were again low: accuracies for single probes ranged
from 50% (indistinguishable from chance level) to 72% (mean 58%), and for
approximately 1/3 of subject the accuracy was not distinguishable from the
(Bonferroni-corrected 95%) confidence interval of chance performance. While
it is not an unknown problem for a subset of users unable to use a BCI (Allison
& Neuper, 2010), this can be a concern for BCI development.
Low single trial classification rates can be overcome by accumulating data
over multiple brain responses. Given the sensitivity of the N400 to repetition
of stimuli, this does not have to be limited to aggregation of information over
a single repeated probe, but can consist of accumulating information across
diﬀerent probes. The Wenzel et al. relevance detection study is an clear example where category detection is possible, when the set of categories is
small, and inference is performed on the aggregating over a large number
of stimuli presentations (~100 stimuli). Their fixation-related-potentials approach allows users to decide their own pace, and the short fixation times
(~200 to ~300ms), show that requiring many stimuli is not necessarily a problem, when single responses can be obtained quickly. However, it remains a
question how well this approach can be expanded to allow selections from
a larger number of categories or concepts. In the Dĳkstra et al. study, no
online phase was included, but simulations were used to estimate how well
the correct target could be inferred from the others (~120 possible targets).
The results from these simulations indicated that only for about 5 subjects,
100 stimuli would be suﬃcient to have the correct target in the top 3 guesses
(on average; see Dĳkstra et al., 2019 for more details). Such simulations make
various (implicit) assumptions and have limited interpretability compared to
results from an online test, but this illustrates that extending this approach
to larger concept dictionaries (e.g., 1000), would likely require an impractical
number of consecutive probes, with this approach.
The limiting factor here is likely the signal-to-noise ratio of the N400 that,
for the average subject, appears to be lower than that of e.g., the P300, given
the diﬃculty of even finding a significant eﬀect in a given individual (see
Figure ��. ). A possible solution may be to increase the signal-to-noise by
evoking an additional signal, e.g., by coupling the probing approach with a
task to elicit a P300, similar to the use of faces in the famous faces speller. This
approach was used in Geuze et al. (2014), in which subjects were instructed
to press a button for all related stimuli in a stream, intended to elicit both
a P300 and an event-related desynchronisation (ERD) over the motor cortex.
The authors found a positive ERP for related stimuli from 300ms to 1 sec-
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ond, and obtain classification rates ranging from 59% to 77% using time and
time-frequency features. These classification rates may depend on the P300,
the ERD, and/or the N400, and it is unclear to which degree each contribute.
Regardless, they are higher than the 50%-72% for cross-validated, oﬄine classification of the N400 in a similar task (Dĳkstra et al., 2019). The Wenzel study,
notably, also established an ERP in addition to the N400, a left-lateralised late
positivity for unrelated stimuli. This matches the LPC or P600 responses
that are sometimes reported to co-occur with N400 tasks, and that have been
interpreted as late P300’s by some (Leckey & Federmeier, 2019). However,
this response is in the opposite direction as ERP in the Geuze et al. (2014)
study, where the unrelated stimuli were more negative. Furthermore, in the
Wenzel et al. study, the relative strength of the N400 and this P600 diﬀered
between the training and test phases (where subjects received an explicit task,
or no task, respectively). Further research would be required to understand
the diﬀerent factors at play here. While adding deliberate responses such
as an ERD or a P300 to this approach may certainly be successful, it does
detract from one of the main draws of the N400, its more automatic nature:
an intuitive task ("process these stimuli") is likely less cognitively taxing than
an deliberate task ("do X when this stimulus appears").
These probing paradigms can also be improved by determining the right
stimuli to present at a given time, similar to the optimisation of flashing patterns in P300 spellers. By updating after each new stimulus, the information
accumulated thus far can then be exploited to select which stimulus would
be particularly informative or to determine whether suﬃcient confidence has
been reached to make a prediction. Which stimulus to present next, in this
scenario, is analogous to asking for which instance (i.e., stimulus) the system
would prefer to receive a label (i.e., the relatedness status) next. This is a
question explored in the field of active learning, and techniques from this
field may be easy to adopt (see Settles, 2012 for an overview). A simple strategy is, for instance, to present the stimulus for which the distribution across
predicted/expected response(s) currently has the highest variance (known as
‘uncertainty sampling’). More sophisticated strategies avoid potential pitfalls
of uncertainty sampling, but can become computationally expensive (Settles,
2012).

Discussion
We have outlined how the N400 can be elicited in various ways (visually or
auditorily, with linguistic or other meaningful stimuli) and how its amplitude
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is sensitive to a range of experimental manipulations and parameters (active
or passive mental context, stimulus properties). Analyses of BCI studies
across three application areas suggests that the N400 can successfully be
exploited for BCI purposes, but that the signal-to-noise ratio is a limiting
factor, with signal strength also varying strongly across subjects. We have
shown how this oﬀers a range of opportunities for exploitation, evidenced
by the applications discussed, as well as how it poses diﬃculty in designing
BCI paradigms, due to both an apparent low signal-to-noise ratio and a high
potential of confounding variables.
One unaddressed aspect is how to obtain labelled stimuli for eliciting
these eﬀects. For linguistic stimuli there many resources. For instance, for determining the relatedness of two words there are association norms databases
(e.g., Deyne & Storms, 2008; Kiss et al., 1973). Alternative measures of relatedness (e.g., similarity) can be extracted from WordNet (Fellbaum, 2012;
see e.g., Budanitsky & Hirst, 2006). Word embeddings from Computational
Linguistic represent the meaning of a word as a (high dimensional) vector,
that can be used to compute relatedness: e.g., word2vec (Mikolov et al., 2013)1
or LSA (Landauer et al., 1998).2 Lexical properties (e.g, word frequency and
neighbourhood measures) can be found in lexical databases (e.g., Baayen
et al., 1995; Balota et al., 2007). Databases also exist for sentence stimuli
(e.g., Block & Baldwin, 2010), and word-embeddings can be extended to
represent larger contexts by averaging over terms (see e.g., Broderick et al.,
2018). For non-linguistic stimuli it is less trivial to obtain labelled stimuli.
For pictures Golenia et al. (2018) used the Flickr API that allows images to
be retrieved based on tags. For face images in particular, there is a Microsoft
database for celebrity faces (MSRA-CFW),3 though it may be non-trivial to
make these suitable for insertion into e.g., a matrix speller.
We have discussed three lines of current research that use a N400 for BCI
purposes: First, the success of the use of famous faces in matrix spelling
applications in boosting spelling performance shows that the N400 can successfully be exploited for BCI purposes. It would be of interest to see whether
this performance boost extends to covert speller paradigms, where the diﬀerences between face presentations for attended and unattended letters derive
only from the users interpretation of the relevance of the stimulus, not the
location of its presentation (foveal or peripheral; Treder & Blankertz, 2010).
1 Available

at https://code.google.com/archive/p/word2vec/
at http://lsa.colorado.edu/
3 Available
at
https://msropendata.com/datasets/d80afccb-991d-4ec2-9f67
-9ce188a2b7fc
2 Available
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Furthermore, the fact that repetitions of (face) stimuli have been established
to attenuate the N400 amplitude provides an opportunity to explore whether
presenting larger sets of faces may boost performance further.
In the second line of research, the diagnosis of language processing in
patients with DoC on the basis of the N400, was shown to have prognostic
value: patients that can be shown to exhibit an N400 are more likely to improve
in their condition or recover. At the same time it is clear from comparative
paradigms in healthy controls that the detection of the N400 even in the
general population is non-trivial. An analysis in which we increased the
number of stimuli per class that are considered when making the decision for
a given subject, illustrated that detection rates continue to rise well beyond
the number of stimuli typically considered when judging the presence or
absence of an N400. Low detection rates of the N400, when considering small
numbers of trials, can thus easily be attributed to low signal-to-noise ratios as
opposed to an indication of a lack of linguistic processing. Next to increasing
the number of stimuli presented to the subject in order to make a judgement,
this low signal-to-noise ratio can also be overcome by accruing data across
individuals, as demonstrated by Sculthorpe-Petley et al. (2015). However
whether ERPs from DoC patients are similar enough for this to work remains
an open question. To summarise, it is clear that when the N400 is used as a
proxy for determining language processing in an individual, the potential of a
false negative (deciding a patient does not process language when in fact they
do), is substantial, regardless of the statistical method, evidenced by the nonperfect detection rates in healthy subjects. The probability of a false positive,
conversely, will depend mostly on the approach. Statistical approaches, if
properly applied, are typically designed to have a 5% probability of a type I
error (i.e., a false positive). Using human raters gives a less clear control of
the false positive rate, though the results from Steppacher et al. (2013) show
that it is not necessarily the case that human raters are more likely to produce
positive judgements, than a statistical method (see Tables ��. and ��. ).
Patients with a disorder of consciousness, whom have been determined
to exhibit an N400, could also be a target population for BCI paradigms that
attempt to infer information about the active mental context of the user, using
the probing approaches. Whether this has a potential for success depends
on whether BCI control beyond command following is even theoretically
possible for DoC patients, and may depend on the specific diagnosis (e.g.,
UWS or MCS).
This application of inferring information about the active mental context
of the user was the third application we discussed. On one hand there is
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evidence that this approach can be used successfully to determine which of
a small number of categories a subject aims to select ("has on mind"; Wenzel
et al., 2017). By using fixation-related potentials, stimuli can be presented
to a user at a fast speed, as the inter-stimulus interval is determined by the
subject, through their gaze. On the other hand, approaches where this is
attempted to infer concepts from a larger space, the low signal-to-noise ratio
becomes a problem, and subject variability is amplified. Here limits to the
exploitation of the N400 become clear: Single trial classification rates are low
(~50-75%), and there is high variability across subjects in the strength of the
N400 (see also Figure ��. ), if it can be identified at all. There are possibilities
for improving these paradigms: e.g., by inducing an additional signal such
as the P300 or by using techniques to do informed probe selection, however,
it is unclear whether this could ever lead to an application where subjects can
select from a large concept space (e.g, >1000).
The BCI applications explored so far focus on sentence level and priming
eﬀects. However, as higher level discourse or context also aﬀect the N400, it
may be possible to design BCI paradigms that exploit such eﬀects. For this it
is useful to have representations of meaning coherence at a higher level. As
alluded to earlier, word embedding vectors can used for this purpose. For
instance, Broderick et al. (2018), demonstrate how a regression to a wordembedding measure of relatedness can be used to measure comprehension
of an audiobook. The authors fit Temporal Response Functions (TRFs) of
EEG responses to word (dis)similarity values extracted from word2vec, using
averaged word vectors to represent sentence level context. These TRFs subsequently exhibited a stronger negativity in the N400 time-range when fitted
to an attended story, compared to a, simultaneously presented, unattended
story. While in that study the authors use the embeddings to calculate sentence level congruence, this measure could also be extended to asses higher
level semantic content, by averaging word vectors over larger units of text
(e.g., paragraphs and sections).
Combining measures of comprehension at diﬀerent levels, could allow
indexation of the level of understanding of a given text. Such an approach
could be used to detect text comprehension, which may be of interest for a
DoC language processing application, but also for detecting whether someone
is able to understand a given text in a non-patient population. It may be
non-trivial to develop an application that detects the level of expertise in a
academic field (do word-embeddings then need to be trained on this academic
literature?), but a more straightforward application may be to determine
appropriate reading levels in children. A study by Holcomb et al. (1992)
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investigated the N400 in ages between 5 and 26 and found N400 amplitudes
to be larger for younger subjects, with amplitudes stabilising around age
15-16. A comprehension detection application may thus prove especially
sensitive when aimed at children. Such an approach could also be applied
to adult second language learners. These learners have, for instance, been
shown to have distinguishable N400 responses to foreign language words and
pseudo-words after only 14 hours of instruction in the respective language
(McLaughlin et al., 2004). On a more speculative note, N400-like waves have
even been identified during sleep (Ibáñez, Martín, Hurtado, & López, 2009),
which may allow for evaluation paradigms for which subjects need not be
awake.
These applications do not only exploit the active contextual eﬀects ("are
you processing the meaning of this text"), but also whether the passive requisite knowledge is present for understanding. It is good to point out that this
can also be used to elicit more personally identifying information about an
individual. A strong illustration of this is a recent study in which congruency
eﬀects were elicited using Harry Potter related stimuli, and the authors found
a correlation between the N400 strength to these stimuli and the self-reported
familiarity with the Harry Potter fandom (Troyer & Kutas, 2018). Such an
approach could be extended to predict an individual’s familiarity with the
books, raising ethical considerations: an application based on active mental
context, can be subverted more easily than an application that probes your
passive (world-) knowledge. While (un)familiarity with Harry Potter may
not constitute sensitive personal information for most, these methods could
perhaps be used to elicit other personal details, such as political or religious
beliefs. If BCI applications become more widely adopted, it may become possible for malicious parties to covertly extract such information, by strategically
inserting certain linguistic stimuli within another application.
Whether these suggested applications are viable as BCI paradigms remains an open question. It would be useful to have a better idea of the
relative size of the diﬀerent manipulations and a predictive model that can
take the eﬀect size or signal-to-noise ratio for a given manipulation and determine whether the N400 eﬀect is suﬃciently strong that it is suitable for an
intended BCI task. However, it appears size of the N400 amplitude diﬀerence
is highly dependent on the manipulation, task and subject characteristics,
making such an estimation non-trivial.
Overall, the N400 oﬀers access to someone’s active mental context or their
passive knowledge and associations, which makes it highly interesting for BCI
applications, yet its relatively low signal-to-noise ratio makes it diﬃcult to ex-
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ploit. This makes the N400 most suitable for applications where longer integration times (i.e., more stimulus information that is averaged/accumulated
over) are acceptable, such as the suggested use of determining language processing through presentation of texts or audiobooks.
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CHAPTER V

A

������� ��������� ������� us to attend to a single auditory source
while ‘tuning out’ other sources (Cherry, 1953; Haykin & Chen,
2005). This ability allows us to function in the so-called ‘Cocktail
Party’ situation, where multiple conversations are held simultaneously, yet
we are able to perceive and understand the speech of a single speaker of interest. Recent developments in the neuroscience of understanding of speech
have shown that in such a scenario certain features of the attended speech are
represented more strongly in electrophysiological brain activity, than features
of the unattended speech (Ding & Simon, 2012; Kubanek, Brunner, Gunduz,
Poeppel, & Schalk, 2013; Mesgarani & Chang, 2012; Zion Golumbic et al.,
2013).
These diﬀerences in neural representations of attended and unattended
speech have subsequently been shown to allow us to decode from brain activity which speaker someone is paying attention to: auditory attention decoding
(Dĳkstra et al., 2015; Fuglsang, Dau, & Hjortkjær, 2017; Mirkovic, Debener,
Jaeger, & Vos, 2015; O’Sullivan et al., 2015; Wong et al., 2018). This provides a
proof of concept of the neurosciencific phenomenon, but also opens the path
to develop neurotechnology that exploits this decoding. Such attentional
decoding, in combination with technologically driven source separation of
speech sources, could for instance lead to the development of hearing aids
that selectively amplify the speaker of interest based on the user’s attention
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(O’Sullivan et al., 2017).
Auditory attention decoding approaches take advantage of features of
the speech signal that are known to be selectively enhanced for attended
over unattended speech. Examples of such speech features are for instance
the changes in sound intensity over time (the speech envelope; Dĳkstra et
al., 2015; Mirkovic et al., 2015; O’Sullivan et al., 2015; Wong et al., 2018),
or the changes in intensity over time across frequency bands (the speech
spectogram; Crosse, Di Liberto, Bednar, & Lalor, 2016; O’Sullivan et al., 2017).
Generally, a (regularised) regression is used to learn a mapping from the
subject’s electrophysiological data (e.g., EEG), to the chosen speech signal
features based on data for which the attended speech is known.
This mapping from electrophysiological data to speech signal features can
then be applied to EEG data for which the attended source is unknown, to
produce an estimate of the signal features of the attended speech fragment.
The estimated attended speech signal features can be compared to features
extracted from the candidate speech fragments that the subject was exposed to
when the EEG was recorded. The candidate whose stimulus feature matches
most closely (e.g., is more correlated) to the estimated feature is predicted to
belong to the attended speech fragment. In a real-life scenario those candidate
speech fragments will have to be obtained by performing source separation on
the mixed audio, but in experimental settings, the unmixed speech fragments
are often available.
The above presented approach, in which the brain’s response is used to
predict the original stimulus features, is referred to as backward modelling.
The same decoding approach can be performed using a forward model, in
which the stimulus feature is mapped to the EEG. While forward models
are more straightforward to interpret (Haufe et al., 2014), Wong et al. (2018),
demonstrate how for (regularised) attention decoding based on the speech
envelope the backward modelling approach is superior, achieving both a
better fit (i.e., higher correlation) with the attended speech, and a higher
decoding accuracy.
A recent publication describes how the brain response representing the
semantic processing of presented speech can be modelled analogously by
building a stimulus feature vector that tags the onset of each content word
with its dissimilarity to the preceding context (Broderick et al., 2018). Content words, here, broadly refer to the words in the sentence that convey the
meaning, as opposed to words with a primarily grammatical function (i.e.,
function words). This brain response modelled in response to these dissimilarity values presents as a negative going wave in the 300-600 ms time range,
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and shares characteristics with the N400, an event related potential associated
with the semantic processing of stimuli (Kutas & Federmeier, 2011). In the
paper the authors train (amongst others), (forward) models on the dissimilarity values of attended speech and models on unattended speech. When
these models are subsequently used to for estimation, the attended speech
model provides significantly higher correlations between the predicted and
true EEG than the unattended speech model.
However, the question remains to which degree this dissimilarity feature
can be used for auditory attention decoding, and if so, whether it provides
additional value over currently used features (e.g., the speech envelope). To
answer this question we train models for both a semantic dissimilarity feature and a speech envelope feature to identify attended speech. We investigate
whether the dissimilarity model alone can achieve better than chance accuracy, and whether combining the dissimilarity and speech envelope models
works better than using the speech envelope model alone.
To answer these questions we make use of the data from the Broderick et al.
study that has been made available online (Broderick, Anderson, Di Liberto,
Crosse, & Lalor, 2019). Specifically, we use data from the ‘Cocktail Party’
dataset, in which 33 subjects attended to one of two simultaneously presented
audiobook narrations, for 30 one minute fragments.

To determine whether the addition of a semantic dissimilarity feature can
improve auditory attention decoding, we compute the accuracy with which
the attended stimulus can be predicted based on the semantic feature, the
envelope feature, and a combination of both. We illustrate how we obtain
such accuracy for a given stimulus feature in Figure �. . For each subject,
we first train a (regularised) linear regression to predict the stimulus feature
from their (z-scored) EEG, for each time-point. At test time, the trained
weights can then be applied to new EEG data to obtain an estimation of
the respective stimulus feature that corresponds to the (unknown) attended
speech. By correlating this estimation to the stimulus feature extracted from
the two candidate speech fragments, a prediction for the attended source can
be made.

�������� �������

Results for the identification of the attended speech can be found in Figure �. .
Here we show the accuracy for the model trained on the semantic dissimilar-
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������ �. : (a) Auditory Attention Paradigm. (b) Feature extraction. From the
presented speech we extract the features of interest: the auditory envelope of the
speech signal, and the semantic dissimilarity of content words tagged to their word
onset. The non-content words, generally function words, are ignored. (c) Training:
A given stimulus feature (here, the envelope), together with the EEG, is used to train
the weights of a regression model, using a moving window of time lags (0-800ms).
Testing: we have EEG data and two presented speech stimuli, but which of the two
was attended is unknown. By applying the model (i.e., trained weights F) to this
EEG data, an estimation of the attended stimulus feature ( Ĥ) is obtained. These are
correlated to the relevant stimulus feature of the two candidate stimuli. The speech
stimulus corresponding to the highest correlation is predicted to have been attended.
ity feature, a model trained on the speech envelope feature and a combined
model. The accuracy of the combined model (env+sem) is obtained by summing the correlations of the two individual models, prior to prediction of
the attended stimulus. This could be considered a naive approach, but we
note that a (crossvalidated) classifier trained to weight the respective feature
correlations did not improve decoding performance (p = 0.458, one sided,
= 0.05, randomisation test, see Methods).
These accuracies are obtained using a nested crossvalidation of the available trials. In each test fold, the full trials (60 s) were evaluated at three
segment lengths: 15, 30 and 60 seconds. Segments were created by taking
non-overlapping slices of the full trials, resulting in a varying number of segments across durations. In the figure, we also plot a 95% binomial confidence
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interval for the chance level (50%), taking into account the respective number
of observations (test segments) per subject. All three models achieve a median
accuracy outside of the chance accuracy confidence interval. Note that five
subjects were missing one out of 30 full trials, so the ntest variable represents
the median number of trials per subject, and that the confidence interval is
thus not always suitable for drawing inference with regard to a single subject.
To determine whether there is an increase in accuracy when using the combined model over the envelope model, we run a randomisation test (1000 randomisations; see Methods). Comparing the observed diﬀerence we obtained
between our models (⇠2><1 = 86.61% ⇠4=E = 85.44% = 1.17 percentage
points), to the null-distribution of the randomisations, we find a significant
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������ �. : (a) Accuracy of identifying the correct stimulus as attended, based
on a model trained on either the semantic dissimilarity, the speech envelope or the
combination of both (summed correlations), across all subjects, for three diﬀerent
lengths of the test segments (15, 30 and 60 s). Segments were created by taking
non-overlapping slices of the full (60 s) trials, resulting in a varying number of
segments across durations (Ntest ). The red shaded area depicts the 95% binomial
confidence interval of chance accuracy (50%), based on the number of test segments
considered (Ntest ). (b) Diﬀerences in accuracy between the speech envelope and
combined (env+sem) model, per subject. An upward bar reflects a higher accuracy
for the combined model, a downward bar a higher accuracy for the envelope model, in
percentage points.
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������ �. : The weights of the backward models, transformed into (forward) Temporal
Response Functions (TRFs). (a & c) The TRFs for two channels are plotted, for
the speech envelope (a), and semantic dissimilarity model (c). The shaded regions
represent the bootstrapped 95% confidence interval of the respective means (across
subjects). (b & d) The TRFs across all channels, for the envelope (b) and dissimilarity
model (d), ordered from anterior to posterior (top to bottom, respectively).
diﬀerence (p = 0.001, one-sided,
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= 0.05).

The weights from the trained models represent the filter that maps the EEG
signal to the stimulus feature in question. The weights from a backward
model are not directly interpretable in terms of the brain activity in response
to that stimulus feature, but Haufe et al. (2014) provide an approach for
transforming these weights to an interpretable activation pattern. These are
then comparable to the Temporal Response Functions (TRFs) obtained from
forward models (e.g., those reported by Broderick et al., 2018). We plot these
TRFs for the semantic dissimilarity and speech envelope in Figure �. . In
Figure �. a and �. c we plot the time course together with a 95% bootstrapped
confidence interval, for channels Fz and Pz respectively. In Figure �. b and
�. d we plot the timecourse for all channels, using a colormap to reflect the
TRF amplitude.
For the model based on the speech envelope there is an initial (100-200ms)
positivity for fronto-central channels, and a broad negativity in the 200-400
ms, strongest in the centro-parietal channels. Finally, there is a a positivity
across the parietal occipital channels in the 500-800 ms range. The TRF in
response to the semantic dissimilarity, has a broader fronto-central positivity
(100-200 ms), followed by a negativity in the 300-600 ms range). Note that
amplitude of these TRFs is dependent on both the (z-scored) EEG and the
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������ �. : Comparison between the semantic dissimilarity model and models based
on word onset only. (a) Features based on dissimilarity, the onset of content words,
and the onset of function words, from top to bottom, respectively. (b) TRFs for the
dissimilarity and the content word onset models. (c) TRFs for the onset models
of the content words and function words. Shading represents the 95% bootstrapped
confidence interval of the mean (across subjects). Boxes denote significant clusters of a
non-parametric cluster-based permutation test obtained from comparing the respective
TRFs. (d) Topographical plots for the dissimilarity, content onset and non-content
onset, in the 300-500ms time range
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The semantic dissimilarity feature consists of the values of the dissimilarity of
a given content word with respect to the preceding context, tagged to the onset
of the word in question. The results reported above show that there is a brain
response to this feature (Figure �. ) and that combining this feature with the
audio-envelope results in marginally improved attended speech identification
(Figure �. ).
By referring to it as a dissimilarity feature, it is suggested that it is the
context-based dissimilarity that is driving the brain response. However, this
feature implicitly encodes other information about the (semantic) content of
the sentence, such as the onsets of the words and in particular, the onsets of
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feature values, so the two features’ TRF amplitudes are not comparable.
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the content words only. In the neuroscientific literature the most likely ERP
corresponding to the brain response to this semantic feature is the N400. Previous work in this field suggests that open-class (i.e., content words) generally
elicit a degree of N400 activity even in a congruent context, and that these
open-class words result in a more negative N400 than closed-class words (i.e.,
function words) do (Petten, 1995). Therefore, as a post-hoc question not addressed by Broderick et al., we investigate the relative contribution of these
aspects in the resulting TRFs (Broderick et al., 2018).
First, we created an additional feature that tags the word onset of content
words with a constant value. For comparison purposes we use the mean
value of the dissimilarity feature values (see Fig. �. a). We train backward
models for both the dissimilarity and the word onset feature to determine the
relative contribution, and plot the resulting TRFs in Figure �. b.
We use a non-parametric cluster-based test to determine whether there is
any diﬀerence between the TRF of the content word onset feature, and the
content word dissimilarity feature in the 300-500ms (Maris & Oostenveld,
2007). This is based on the specific hypothesis that if the dissimilarity feature
drives the semantic response, as indexed by the N400 (Kutas & Federmeier,
2011), it would have a stronger negativity in the 300-500 ms range. We find
no significant negative clusters (smallest p = 0.132, one-sided, alpha = 0.05).
Furthermore, the model based on the content word onsets achieves the same
mean accuracy (75.13%) as the dissimilarity based model (75.03%).
Next, we perform a post-hoc comparison to a feature indexing the onsets
of the non-content words, with the aim to determine whether the word onset
TRFs represent the activity to any arbitrary word, or content words in particular. If the latter were the case we would expect that the content words
should show a more negative response in the 300-500ms range. The TRFs in
response to the onset of content and the onset of non-content (i.e., function)
words, can be found in Figure �. c. We test the diﬀerence between these in the
same 300-500 ms window and find a significant negative cluster (p = 0.001,
one-sided, alpha = 0.05), representing the lower amplitude in this time range
for the content words.
We plot topographies of this 300-500 ms range in Figure �. d. Here we
see a broad similarity between the dissimilarity and ‘onset content’ activity,
and a reduction in centro-parietal negativity, and a frontal positivity for the
function word onsets.

CHAPTER V. EXPLOITING SEMANTIC PROCESSING FOR AUDITORY ATTENTION DECODING

99

The aim of this study was to determine the potential benefit of the addition
of a semantic dissimilarity feature for the purposes of auditory attention
decoding, over the use of the speech envelope alone. We obtain three main
results: 1) the dissimilarity feature on its own is suﬃcient to achieve betterthan-chance accuracy, 2) there is a significant (but marginal) benefit from
combining models in comparison to the envelope-only model and 3) when
attempting to quantify the contribution of the word onsets to the TRFs of the
dissimilarity feature, we find that these are highly similar, suggesting that it is
not primarily the dissimilarity information that is driving this brain response,
but rather the onset information of these content words.
On average, the combination of the dissimilarity and envelope model increases classifier accuracy by 1.2 percentage points (85.44% to 86.61%). A
larger increase in accuracy could have been expected from combining models if the two features were completely independent in their eﬀect on brain
activity. This is unlikely to fully be the case (e.g., if the subject’s attention
lapses for an audio fragment this would aﬀect the brain response, and hence
model predictions, for both features). Furthermore, the features can also be
(partially or fully) dependent, in that they both encode the same information
from the speech signal that the brain is responding to. The fact that the dissimilarity model’s TRFs are so similar to the TRFs of the word onset model
may be an indication that the latter is the case, as it is more plausible that
the speech envelope implicitly encodes the word onsets, than that it encodes
contextual dissimilarity.
In fact, we can re-use the same regression approach to determine if this is
the case: by fitting a model that predicts the content-word onsets on the basis
of the speech envelope (rather than EEG). We use a crossvalidation approach
to generate predictions and correlate these to the true onset vector, finding
higher correlations for the matching (true) onsets than onsets of the other
text (0.118 vs 0.002, respectively). While a seemingly weak correlation, this
in fact a stronger correlation than obtained from using EEG as a predictor
(0.040, for the best subject). The envelope feature, thus, indeed encodes the
word onsets of content words to some degree, and to such a degree that it
may explain the limited increase in performance from adding the semantic
model/dissimilarity information.
For this study we used the existing Cocktail Party dataset from Broderick
et al. (2018) (Broderick et al., 2019). However, this experiment’s design has
an important limitation when used for within-subject decoding of auditory
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attention: The experiment fixes the attended speaker, story and presentation
side per subject, varying it only between subjects. This means that the trained
models could have learned to exploit characteristics of the stimulus features
that depend on speaker, story, or side, rather than attention. We do not know
to which degree this has aﬀected our reported decoding accuracies, but the
median decoding accuracies for our speech envelope model are, if anything,
somewhat lower than the comparable work of Wong et al. (2018), who do
vary these factors within-subject. Furthermore, while the accuracies may not
generalise to those from a realistic cocktail party scenario, we see no plausible
mechanism for this to confound the conclusion with regard to the relative
contribution of the semantic dissimilarity feature to the brain response TRFs.
The high similarity between the content word onset feature and the dissimilarity feature puts into question to what degree these TRFs indeed represent "electrophysiological correlates of semantic dissimilarity", described
as such by Broderick et al. (2018). The authors do provide a figure in their
supplementary materials that shows a graded response to increasing values
of dissimilarity, derived by binning the dissimilarities and re-obtaining a TRF
per bin. This may suggest that the contribution of the dissimilarity is not
zero, however, they provide no statistical analysis, and our results suggest
this contribution, if anything, is small.
On the other hand, the fact that the TRFs to content and non-content
words are significantly diﬀerent, suggests that the TRFs also do not represent
purely a word onset response. Furthermore, the TRFs of these content word
or dissimilarity features have a similar waveform to that of the N400 that
is known to be sensitive to semantic manipulations (Kutas & Federmeier,
2011). On the basis of the N400 literature, we could also predict a diﬀerence
between the responses to the content and the non-content words, as a smaller
negativity of the N400 has been observed for closed-class words (i.e., function
words; Petten, 1995. Other ERP diﬀerences have been observed between the
two word classes (open vs. closed), see e.g., Münte et al. (2001). An example is
the N400-700 that may correspond to the late (>400ms) negativity for function
words seen in Fig. �. . Note however that the N400 is not only sensitive to
semantic manipulations of context, but also to inherent word properties, such
as word frequency or length that can correlate with word class. Overall, we
think there is no reason to question that the Broderick et al. TRFs reflect the
semantic processing of the (attended) natural speech, at least in as much as
the N400 is an index thereof, even if the contribution of the dissimilarity
measure itself is minimal.
Furthermore, the fact that we find the contribution of the dissimilarity
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Data were obtained from the Broderick et al. (2019) public dataset. We analyse data from the ‘Cocktail Party’ dataset in which subjects attended to one of
two simultaneous narrations of two separate audiobooks. The experimental
data consists of 1) the 128 channel EEG data, recorded with the Biosemi Active 2 system, 2) the envelopes extracted from audio signals of the audiobook
fragments that were used as stimuli and 3) the wordforms for the spoken
text together with word onset and oﬀset information. In the experiment, 33
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information to the decoding of auditory attention here to be small-to-nonexistent, does not mean that using features to describe variations in semantic
context of speech cannot be successfully exploited for these purposes. As
Broderick et al. note, there are certainly more sophisticated measures of dissimilarity possible, using e.g., diﬀerent definitions of ‘context’ (the words
against which the dissimilarity is calculated), or diﬀerent ways of encoding
this dissimilarity in the features. Furthermore, the type of word-embeddings
(i.e., word2vec) exploited for this dissimilarity measure are a relatively recent
advancement in computational linguistics, and further advancements in that
field could lead to better descriptors of semantic context to regress against.
Interestingly, even the function word onset feature can be exploited to
identify the attended speaker from the unattended (mean accuracy 72.9%).
This suggests that there are other linguistic descriptions of speech that could
potentially be exploited for attention decoding. An exploration of such features and whether they can further increase auditory attention decoding
accuracy would be a promising area for for further research.
In conclusion, with the current method of extracting a dissimilarity measurement from narrative speech, the semantic dissimilarity feature only
marginally improves auditory attention decoding over using the speech envelopes alone. More sophisticated methods for extracting a continuous measure of the semantic content of (narrative) speech, may yet lead to improvements in the future, as may other linguistic descriptive features. Importantly,
the current dissimilarity information does not contribute much, if anything,
beyond the content word onset information, which means that anyone interested in using the eﬀect outlined by Broderick et al. as a measure of semantic
processing, may be served just as well by only determining the (content) word
onsets.
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subjects attended to one of two simultaneously presented audiobook narrations, for 30 one minute fragments. The two audiobooks, “Twenty thousand
leagues under the sea” and “Journey to the center of the earth” by Jules Verne,
were each narrated by diﬀerent (male) speakers and presented on the left and
right side respectively. 17 subjects attended the left, and 16 the right side.
According to the authors: "All procedures were undertaken in accordance
with the Declaration of Helsinki and were approved by the Ethics Committees
of the School of Psychology at Trinity College Dublin, and the Health Sciences
Faculty at Trinity College Dublin" (Broderick et al., 2018). This included
obtaining informed consent from all participants (Power, Foxe, Forde, Reilly,
& Lalor, 2012). For further details on the experiment, please refer to Broderick
et al. (2018), or the study by Power et al. (2012), for which the data were
originally collected.
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The available EEG data consisted of 128 channels, sampled at 128 Hz, sliced
by trial for each subject. Two additional mastoid channels were recorded to
serve as a reference. We preprocessed this data by first highpass filtering at 0.5
Hz (4th order Butterworth filter) and re-referencing the data to the mastoids
electrodes. We chose a 0.5 Hz filter, rather than the 1 Hz chosen by Broderick
et al., as the N400 has been shown to be sensitive to higher high-pass filters,
but do not go as low as the 0.1 Hz suggested by Tanner et al. (2015), as
we judged on the basis of a visual inspection that this resulted in too many
low frequency artefacts. We then regressed out any eye movement related
activity by selecting the 5 frontal channels (C29, C30, C17, C16 and C8; roughly
corresponding to Fp1, AF7, Fpz, Fp2 and AF8) as a proxy for EOG channels
(Gratton, 1998). These channels were subsequently removed from the data.
Next, we lowpass filtered the data at 8 Hz (4th order Butterworth). A filter of
8 Hz has previously been used for the modelling of a brain response to both
the semantic feature (Broderick et al., 2018), and a speech envelope feature
(O’Sullivan et al., 2015). A standard deviation based approach was used to
identify bad channels (>3.5 deviations above the mean channel std), and any
bad channels were then replaced by their interpolated equivalents using a
spherical spline interpolation (Perrin et al., 1989). Note, for some subjects,
a number of channels had an unusually small amplitude for the duration of
the trials, prior to re-referencing; we treated these channels as bad channels
in our analysis. Finally, we z-score the EEG (for each trial independently), to
follow the procedure used by Broderick et al.
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For computational eﬃciency, the data were then down sampled to 64Hz,
and reduced from 123 (128-5) channels to a subset of channels most closely
matching a Biosemi 64 channel layout. The 5 frontal channels used to remove
eye movement related activity were omitted, for a total of 59 channels. Given
the 8 Hz lowpass filter, the data can be reduced to a 64 Hz sampling frequency
without loss of information, and a 64 channel layout has e.g., been shown
suﬃcient for auditory attention decoding based on speech envelopes (Wong
et al., 2018).

The available stimulus data consisted of speech envelopes, sampled at 128 Hz,
together with a transcription of the content words in each speech fragment
and their respective onset time. These speech envelopes were extracted by
Broderick et al. from the raw audio signals using (the absolute of) the Hilbert
transform and time-locked to the EEG. We downsampled these speech envelopes to 64 Hz to match the sampling rate of the EEG. To create the semantic
dissimilarity vector on the basis of the speech, we computed the semantic dissimilarity for each content word in the speech fragments as described in
Broderick et al.. For determining which were the content words, we followed
the categorisation of Broderick et al., that came pre-specified in the stimulus
files in the public dataset. We obtained word vectors from the pre-trained
word2vec model (Baroni, Dinu, & Kruszewski, 2014b), also publicly available, that Broderick et al. reported to use. This word2vec model defines
400-dimensional word vectors that can be used to calculate (cosine) similarity between the vectors of any arbitrary pair of words or phrases. For more
details, refer to Baroni, Dinu, and Kruszewski (2014a).
The semantic similarity for a given word in the speech stimuli was calculated by taking the word vector of the respective word and correlating it to a
phrase vector representing the previous context. This phrase vector was constructed by averaging the word-vectors of the previous words in the current
sentence, or the average of the word-vectors in the previous sentence when the
current word was the first content word in the sentence. The dissimilarity was
then computed by subtracting this similarity from one, resulting in a value
between 0 and 2, with higher values indicating higher dissimilarity to the
previous context. The semantic dissimilarity feature was created by tagging
the onset of each content word with this dissimilarity value.
For creation of our word onset features (‘content’ or ‘function’), we use
the words listed as content words by Broderick et al. for the content word
feature. For the function words we then take all words not classed as content
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by that definition, and use a function-word list to remove proper nouns and
other words of unknown status. These latter words would presumably have
been excluded by from the content word list when there was no word2vec
vector available, even though these would normally be classed as open-class
or content words.

��������

We determine the decoding accuracy for a given subject and a given stimulus
feature, with a nested crossvalidation (10-by-3 folds). For a given trial’s
EEG and (attended) stimulus feature we train a backward model using the
mTRF toolbox (Crosse et al., 2016)(version 1.5). We train backward models
(predict stimulus from EEG) rather than forward models (predict EEG from
stimulus), as backward models have been shown to achieve a better fit, at least
for envelope-based attention decoding (Wong et al., 2018). The mTRF toolbox
fits a set of weights using a Tikhonov regularised least squares regression
to predict a given stimulus feature from EEG data. To capture the temporal
dynamics of the brain’s response to the stimulus feature in question, this
EEG signal is lagged in time, resulting in a TRF weight for each channel and
timepoint combination in the time-lag window (0-800 ms). We train a separate
model for each trial and average over the models of the trials in the training
set to obtain the model for a respective crossvalidation fold. For a given
training set, the optimal value for the regularisation hyperparameter lambda
is determined in an inner 3-fold crossvalidation loop from a range of lambda
values (⌫ = 20 , 22 , ..., 220 ; Crosse et al., 2016). Note, we modified functions in
mTRF toolbox for our analysis to increase training eﬃciency (e.g., to reduce
the number of times the time-lagged variance-covariance EEG matrix - ) - is
computed).
To evaluate the performance on the test set, a prediction of the attended
stimulus feature is generated by multiplying the TRF weights with the observed (time-lagged) EEG. This prediction is then compared to the two features of the candidate stimuli, and the stimulus with the highest (Pearson’s)
correlation is predicted to belong to the attended stimulus. The trained
weights of the backward models reflect the contribution of each timepoint
and channel, but cannot be interpreted directly as brain activation in response to the stimulus feature (in the way that the weights of forward models
can be (Haufe et al., 2014)). However, Haufe et al. define a way to transform
the backward weights (filter) to an interpretable activation pattern (i.e., TRF),
such that the trained models can be interpreted. We apply this by multiplying
the weights with the covariance of the EEG and the inverse of the covariance
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of the feature vector H (note, this is slightly diﬀerent from Haufe et al. eq.
6, as in the supervised case the latent factors, B, and feature vector, H, are
equivalent).
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To compare the accuracies between two models, we run a (Monte Carlo) randomisation test. We use the diﬀerence in accuracy between the two models as
the test statistic, and obtain a null distribution for this diﬀerence by computing this test statistic across data where we shuﬄe predictions across the two
methods. Specifically, we swap the prediction status (i.e., correct/incorrect) of
a given trial and subject, between the two methods under consideration, with
probability 0.5. We take the data across durations into account by swapping
the subtrials (of 15 or 30s) based on whether the full trial (60s) was swapped.
We then recompute the accuracy for each method, across all subjects, trials,
and durations. We run a total of 1000 of such randomisations, computing the
test statistic (diﬀerence in accuracy between the two methods) for each, resulting in a null distribution for the hypothesis that the accuracies from the two
models are drawn from the same distribution. We compare the observed teststatistic against this null distribution to obtain a p-value (%(C =D;; C >1B )). To
account for the fact that we generate only a subset of all possible randomizations, a more conservative p-value is calculated by including the observed test
statistic in the null distribution (? = ( [ C =D;; C >1B ] + 1)/(= + 1) ; Edgington
& Onghena, 2007; Phipson & Smyth, 2010).
To determine statistical significance between weight vectors/TRFs (representing channels by time), we use non-parametric cluster-based permutation
tests (Maris & Oostenveld, 2007) (as implemented in Fieldtrip, Oostenveld
et al., 2011). Such a test allows for the combination of information across
electrodes and timepoints to increase sensitivity of the statistical test without having to correct for multiple comparisons with respect to those aspects.
These tests were performed using a within-subject design, and a dependent
samples t-test as test-statistic. Note that this non-parametric cluster-based
permutation test does not rely on assumptions with regard to the distribution
of the data, regardless of the chosen test-statistic (the test-statistic is merely
used to quantify the diﬀerence between datapoints). We performed onetailed tests (alpha = 0.05), using 1000 permutations, supplying all channels
and timepoints as specified. This cluster-based permutation test outputs the
clusters it has identified, if any. Each identified cluster has an associated
p-value. The test is determined significant when at least one cluster has a
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p-value below the alpha level. If one or more clusters are found, we report
the smallest p-value (whether significant or not).
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General Discussion

T

�� ��� �� this thesis is to consider the ways in which a neural signature
of semantic processing, specifically the N400, can be used for Brain
Computer Interfacing. In the preceding chapters, I have discussed a
number of these possibilities. Some of these concerned our own empirical
results with regard to a semantic probing BCI paradigm (Chapter II & III).
Another chapter (Chapter IV) reviewed this and other lines of research in
the BCI literature. Finally, the previous chapter (Chapter V), focused on
determining a new application area, where the N400 could be exploited to
improve an existing paradigm: using a descriptive semantic dissimilarity
feature of text to determine the locus of auditory attention.

For a system that uses a series of words as probes, in order to be able to
infer from brain responses which word a user is keeping active in mind, it is
required that both the active word and the responses are stable over the probing period. In the preliminary study for the semantic probing paradigm, we
thus investigated whether presenting consecutive probes aﬀected the N400
response. In this study, we found no evidence for attenuation of the N400
magnitude across the presentation of up to 10 consecutive probes for a given
target (Dĳkstra et al., 2019). We assessed this through a comparison of the
grand averages of the first and the final (9th or 10th ) probes and found no
statistical diﬀerence in the respective diﬀerence waves of the responses to related and unrelated probes. This result was corroborated by the classification
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accuracies obtained for the diﬀerent probe positions, where we could identify
no downward trend in performance from early to later probes.
However, for about about a third of subjects we could not decode relatedness based on the N400 with better than chance accuracy. For the subjects for
whom we could, accuracy of a related/unrelated classification was between
56% and 73%. Low accuracy is not inherently an obstacle, as we demonstrate by simulating how information can be accumulated across trials even
with low single-trial reliability. However, these simulations are based on an
experimental paradigm that cannot be easily extended to the intended BCI
paradigm, e.g., due to the fact that the stimuli were chosen with a certain
degree of relatedness to the target. It remains a question how many probe
responses are needed to determine the right target in practice, an important
factor in determining practical applicability of such a BCI paradigm.
In our follow-up work, we first demonstrated the principle of determining
the target word on a user’s mind based on (noisy) responses of relatedness
through simulations of user data in a prototype application. This prototype
application used a cosine similarity based (continuous) relatedness model and
had a vocabulary of over 3000 words. This inference, in general, converged
toward predicting the true target, with the number of probes required a
function of the degree of response noise. Furthermore, we demonstrated
that probing could be improved over selecting random probes by using an
‘uncertainty sampling’ based approach.
In a 7-participant pilot study we subsequently tested an experimental
design for determining the trade-oﬀ between presentation rate (in terms of
stimulus onset asynchrony) and N400 strength and accompanying decoding
accuracy. Grand averages of responses across subjects suggested that there
was an N400 response for at least two presentation rates. However, regressions from the (individual subject’s) brain responses to the word2vec-based
relatedness performed at chance level. The limited scope of this pilot makes it
diﬃcult to determine why we were unable to learn a mapping from EEG data
to the cosine similarity values. The fact that a similar analysis of the Dĳkstra
et al. (2019) data, did allow for a better-than-chance regression to the similarity
values, suggests it is not purely attributable to the regression approach.
These results raised questions about the experimental design that we
tested in this pilot, and require further scrutiny before initiating a full-scale
study. This could be approached by, for instance, running additional pilot
studies that reduce the number of diﬀerences between the study in Chapter II
(Dĳkstra et al., 2019) and this first pilot study. However, we took these results
as an indication that the proposed semantic probing paradigm is non-trivial
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to realise. This does not mean the paradigm is impossible in principle. In fact,
the category-based BCI from Wenzel et al. (2017) (discussed in more detail
in Chapter IV) could be considered an implementation of such a paradigm.
Nonetheless, being able to distinguish between a handful of categories oﬀers
diﬀerent applications than the large vocabularies (i.e., >1000 words) that we
envisioned. We had already identified practical applicability as a concern in
our 2019 study, in part due to the number of subjects for whom the relatedness
status on the basis of the N400 could already not be decoded, and for the
purposes of this thesis we therefore focused our eﬀorts on other topics.
With our experience of working toward this semantic probing paradigm,
we decided to take a closer look at other BCI paradigms that use the N400. In
our ‘N400 for BCI’ chapter (Chapter IV), we therefore draw on the diﬀerent
ways the N400 has been used or investigated in BCI literature. We assessed
these to get a better overview of the complexities of exploiting the N400, and
to determine if there are still unexplored opportunities for exploitation. This
helped us to identify application areas where the N400 has successfully been
applied. One example is the ‘famous faces’ speller, in which flashes in matrix
spelling application are replaced with pictures of faces to elicit both a P300 and
face-based N400 (Kaufmann et al., 2011). Another example is the detection
of N400 activity in patients with Disorders of Consciousness (DoC), where
a detectable N400 has shown to have prognostic value for patient outcomes
(e.g, Steppacher et al., 2013).
We concluded this fourth chapter by suggesting that the N400 could
most suitably be exploited in applications where information can be accrued,
e.g., averaged or based on inference across many observations. One as-yetunexplored application we identified as having potential, was that of using
the N400 to determine the attended speaker in a multi-speaker environment.
This was based on a study by Broderick et al. (2018), whom suggested that
the word2vec-based word-embeddings that we used in our semantic probing
paradigm can be used to model the brain’s response (e.g., N400) to changes
in (dis)similarity of narrative speech. In particular, they showed that the
modelled responses to such a semantic feature were more strongly present
for attended than for simultaneously unattended speech.
In the fifth chapter of this thesis we explored to which degree this indicator of semantic processing could be exploited to identify the attended speech
stream in single subjects. We aimed to determine whether this measure of
comprehension was predictive of the attended speech, but also whether or
not existing approaches in auditory attention decoding (i.e., those regressing
on acoustic features) could be improved by the addition of such a semantic
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feature. While overall this resulted in only a modest increase in decoding
accuracy, it is another example where the N400 could be exploited in conjunction with other brain signals (like in the ‘famous faces’ speller). Notably,
given that we showed that the relevant aspect of the dissimilarity feature
for modelling the brain response was in fact the onset times of the content
words, this application could be argued to exploit the absence or presence of
the N400, rather than gradations of relatedness or similarity. This argument
could also be made for the famous-faces speller, as in those studies subjects
were allowed to gaze at the target, making it a face versus no face comparison,
rather than a covertly attended versus an unattended face stimulus comparison (Kaufmann et al., 2011, 2013).
While we did not explicitly address this in the auditory attention decoding
chapter, there is also the possibility to exploit this approach of extracting the
N400 as marker of semantic processing when attending to narrative speech,
as a diagnostic or prognostic tool in DoC patients. In such a case, it is not
necessary to present two concurrent speech streams. Instead, modelled responses could be compared to a baseline in which patients are exposed to
time-reversed speech. This provides a good control condition, as a reversed
speech signal has the same spectrotemporal features as speech, but is incomprehensible. This contrast was also used in Broderick et al. (2018) to
demonstrate the lack of a response in such a condition, though in grand
averages across subjects.
In the attention decoding chapter, we could identify the attended speaker
on the basis of only the semantic feature, with better than chance accuracy, for
31 out of 33 subjects (94%, for 60 second segments). This is among the higher
detection percentages (top 3), when compared to other studies with healthy
subjects that we tabulated in Table ��. . This was, however, for models trained
on 30 minutes of data. Current paradigms in which the N400 is elicited in DoC
studies frequently use much shorter tasks (50-100 stimuli per class, probably
in the order of 5-10 minutes of data collection).
As we previously showed in our discussion of N400 detection in healthy
subjects, the number of participants that an N400 can be detected in is,
amongst others, a function of the number of brain responses used to make that
decision (Fig. ��. ). This presumably also holds for DoC patients. We do not
know what detection rates we could have achieved in this auditory attention
data with a shorter training duration, but we should also take into account that
determining the attended speaker may in fact be a harder problem than distinguishing attended speech from non-comprehensible audio (i.e., reversed
speech). A direct comparison between methods would be needed to deter-
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mine whether this narrative speech approach would be more suitable than
the word-priming or sentence congruence paradigms that are now frequently
applied in the DoC literature.
In this thesis we have focused on the N400 as an evoked potential that
indexes semantic processing, in particular. In our preliminary study on consecutive probing we additionally looked at using oscillatory brain responses
(through a time-frequency decomposition) in order to determine relatedness
status of probes. While our results showed a statistically significant diﬀerence between related and unrelated probes across participants in beta-band
activity, the direction of this eﬀect was opposite to a previously suggested
relationship between the N400 and associated oscillatory activity (L. Wang
et al., 2012). Furthermore, these time-frequency features did not result in an
improved decoding accuracy when provided to the classifier in addition to
the timepoint features.
There are also late positive ERPs that are known to be sensitive to linguistic
manipulations, sometimes co-occurring with the N400 (e.g., the Late Positive
Component or Complex, or P600; Kos et al., 2012; Leckey & Federmeier,
2019; Osterhout & Holcomb, 1992; van Petten & Luka, 2012, see Chapter IV
for a more detailed discussion). In the studies in this thesis we have been
fairly agnostic about the presence or absence of such responses, typically
not restricting the window of EEG data passed to the classifier to the specific
window of the N400 (300-500 ms), but passing timepoints from stimulus onset
to 800 or 1000 ms onwards. Our limited attention to these signals is a matter
of scope rather than a suggestion that these cannot be successfully exploited
for BCI purposes, whether for the applications we have discussed here, or for
others.

Considerations
An important aspect of BCIs and other neurotechnologies are the ethical
concerns regarding topics such as agency and identity, augmentation, bias,
and privacy and consent (Yuste et al., 2017). For certain applications, for
instance, when the brain activity is not only measured, but also stimulated
(e.g., deep brain stimulation), there are important questions to be raised about
agency and identity. Furthermore, neurotechnology aimed at enhancing
cognitive capacities raises concerns regarding equality if, in practice, such
technologies end up being available to only a subset of the world’s population.
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Since we identified the N400 as an interesting signal due to the fact that it can
provide access to mental content, the most relevant ethical concern in regard
to this thesis is privacy (and consent).
The semantic probing paradigm we introduced in Chapters II & III, aims
to elicit information about a user’s active mental context through repeated
presentation of words. A recent paper groups such approaches, in which
stimuli are used to extract information about the mental state of the user,
under the header ‘cognitive probing’ (Krol, Haselager, & Zander, 2020). The
authors acknowledge the privacy concerns raised by such paradigms, indicating, for instance, the importance of informed consent. They further address
the relevance of criteria such as enforceability and concealability, introduced
by Mecacci and Haselager (2019).
For our semantic probing paradigm, in which the intention is to extract the
‘active’ mental context, users can disrupt the ongoing inference by changing
the active context (low enforceability). However, as we have explained, it is
not only active mental context that the N400 is sensitive to; it can also reflect
passive knowledge. This was empirically illustrated for familiarity with the
Harry Potter fandom (Troyer & Kutas, 2018), but it could also apply to topics
that the subject may not want to disclose (e.g., religious knowledge or beliefs).
Users could still disrupt any inference by e.g., intentionally creating EEG artifacts, when not consenting to such information being collected. However,
this requires them to be are aware of the collection of such information and
thus depends on concealability. Just like how, for a long time, many internet
users were not aware of the degree to which their behaviour was tracked
across websites in order to create personal user profiles, detection of such
information could be concealed within other neurotechnology. Laws protecting the collection of personal information without explicit consent, such as
the General Data Protection Regulation in Europe, should be the minimum
that we expect for such technology.
Mecacci and Haselager (2019) also identify criteria such as accuracy and
reliability, suggesting that applications with low accuracy or reliability warrant less immediate concern. Our limited progress in developing a real-time
semantic probing paradigm can be mostly attributed to these factors. This
makes concerns about privacy less urgent, as it appears that the signal-tonoise ratio of the N400 is a limiting factor. On the other hand, while low
accuracy in a probing application intended for communication limits practical applicability due to the number of responses that would need to be
collected, commercial parties aiming to exploit such data for their own gain
may have more patience and be willing to track users for longer periods of
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time.
Furthermore, accuracy or reliability can also become a point of contention,
as in the case of the so-called ‘Brain Fingerprinting’ technique. In this application crime suspects are shown both regular images and images that contain
information of the crime scene that only a perpetrator or accomplice would
recognise. The implication is that based on a P300 (or a P300-like response) to
the crime-relevant images can be determined whether someone has knowledge of the crime. This technique is claimed to be able to determine whether
a crime suspect has ‘guilty-knowledge’ or ‘concealed information’, with 100%
accuracy1 by its inventor (Farwell, 2012). However, this (implausible) accuracy estimate is contested by other academic scholars (Meĳer, Ben-Shakhar,
Verschuere, & Donchin, 2013; Rosenfeld, 2005). Over-interpretation of such
an approach as evidence in courtrooms, can certainly be harmful.
To exploit ERPs such as the N400 in concealment, applications would
require knowledge of the stimulus that the user is attending, in addition
to recorded EEG. Specifically, with evoked potentials a time-lock between
the stimulus (i.e., a specific word) and the resulting EEG response would
be required, which may not be trivial to obtain. Furthermore, BCIs and
commercial EEG headsets are currently not adopted by consumers at a rate
that we need to worry about this in the short term. However, as a field
it is important to acknowledge (and catalogue) such ways that BCIs can be
exploited and be mindful of future developments in BCI technology where
such approaches become feasible.

In recent years there has been considerable attention for scientific practices
and how the incentive structure in academia can lead to unintended and
undesirable consequences (Ioannidis, Munafò, Fusar-Poli, Nosek, & David,
2014). These issues have also been acknowledged to apply to the BCI field
(Lotte et al., 2019).
For example, it is generally assumed or observed that ‘positive’ and ‘novel’
findings are easier to publish than null results or ‘negative’ findings. Together
with the focus on researcher productivity and the impact of one’s publications,
this can result in publication bias or file drawer eﬀects (Franco, Malhotra, &
Simonovits, 2014). When results of studies of approaches that turned out
not to work or of hypothesised eﬀects that turned out to be negligible, are
1 To

be precise, it is claimed to have 100% accuracy when making a determination, but
allows for a result of ‘undetermined’ (claimed to occur in 3% of cases).
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not published, this can leave a gap in the literature. Such an absence of the
‘negative’ findings can for instance cause researchers to re-run similar studies
without knowledge of one another’s findings, or aﬀect estimations in metaanalytic studies (Sutton, Duval, Tweedie, Abrams, & Jones, 2000). This is
not a new issue, discussion of this phenomenon can be tracked back at least
decades (Rosenthal, 1979; Smart, 1964), but it is still relevant today.
There is also increased awareness for how researcher degrees of freedom,
in combination with null-hypothesis significance testing, can lead to spurious
findings. For instance, meta-analyses find that there are more studies that
report p-values just below the alpha threshold (e.g., 0.05) than would statistically be expected (Head, Holman, Lanfear, Kahn, & Jennions, 2015). This
is attributed to the fact that choices researchers make in their analysis can
be influenced by the data, therefore increasing the chance of finding significant eﬀects (implicit multiple comparisons). This is sometimes referred to as
‘p-hacking’, though that term suggests a degree of intention on the part of
the researcher that is certainly not necessary for this phenomenon to occur
(Gelman & Stern, 2006).
In our work, we have aimed for transparency and openness. For instance
by publishing preprints (e.g., for Chapter II, IV & V, on biorXiv or arXiv).
Furthermore we made (or will make) our code and/or data for the consecutive
probing and the auditory attention study publicly available. Open availability
of the Broderick et al. (2019) data is also what allowed us to answer our
research question for the auditory attention decoding study without having
to collect data of our own.2
We could have achieved further transparency in our methodology by
pre-registering experimental designs and planned analyses. Such preregistrations require researchers to be explicit about adjusting analyses based
on the data, if needing to diverge from the registered analysis. The preprocessing and other analysis steps involved in neuroimaging studies, for instance,
provide many choices and parameters that can lead to researchers obtaining diﬀerent results for the same data and hypothesis (Botvinik-Nezer et al.,
2020). While we certainly have not tweaked our preprocessing with the intent
of achieving desired results, analysis choices were sometimes based on data.
For instance, in the auditory attention dataset, we discovered certain subjects
had channels with unusually small amplitude prior to mastoid re-referencing,
2 In fact, we looked at extending our study on the, also publicly available, data from Wong
et al. (2018) (obtained in Fuglsang et al., 2017). However, the stimuli in this study were in
Danish and we did not have access to an automatic transcription tool that determines the word
onset and duration for each spoken word that would needed to extract the semantic feature.
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after noticing that topographies for individual subjects looked unusual.3 We
subsequently chose to ignore those channels during preprocessing, and interpolated these from neighbouring electrodes instead. This choice had a
clear scientific motivation, i.e. producing more accurate topographies, but it
is good to acknowledge that making such choices in order to make results
‘look right’ can still unintentionally bias results towards expected outcomes.

Advances in BCI come from various angles. They can be brought about by, for
instance, the development of new stimulation paradigms, or by improvements
in hardware that increase the signal-to-noise ratio. Advancements in signal
processing and decoding techniques have also led to improvements over the
years, increasing the performance of existing BCI applications. Lotte et al.
(2018) review a number of developments in this area across the last decade, in
terms of new machine learning algorithms, such as deep learning or matrix
and tensor based classifiers, as well as approaches to achieve eﬀective transfer
learning, and creating adaptive and/or zero-train classifiers.
Given the domination of deep learning techniques in fields such as computer vision and speech recognition in recent years (see e.g., LeCun, Bengio,
& Hinton, 2015, for a review), one may expect that this has become an important tool in the field of BCI. However, while deep learning has been applied
to various problems (see Lotte et al., 2018, for an overview), and convolutional neural networks have been shown to be able to reach state-of-the-art
performance (e.g., Schirrmeister et al., 2017), this has not (yet) led to a comparative revolution in the BCI field. Lotte et al. attribute this to specific aspects
of BCI learning problems. For instance, deep neural networks are typically
successful when there are large amounts of training data available, as a lot
of examples are required for training compared to e.g., simple linear classifiers. Such large datasets are typically not available in BCI. Another aspect
is the training time, where the current approach of collecting training data
just prior to an online phase requires a classifier that can be trained in a short
time frame. However, large datasets could also be created by collecting data
across many subjects. Deep learning models trained on such datasets may
then generalise well to unknown subjects (perhaps with a short adaptation
phase), reducing the need for such training phases in the first place.
3 While

these electrode channels did not show near-zero activity after the mastoid rereference, they did appear noticeably uncorrelated to their neighbours.
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In this thesis, we have used relatively simple (regularised) linear classification or regression techniques that have been shown to be eﬀective in the past
(Blankertz et al., 2011; Farquhar & Hill, 2013; Lotte et al., 2007). More sophisticated techniques or other future advances in decoding approaches could
certainly help to mitigate some of the signal-to-noise issues we identified for
the decoding of the N400, and may be worth exploring further. Below we
address some other angles that may make the N400 easier to take advantage
of for BCI purposes.

�������� ������ ����������� �������� �� �������

Many advances have also taken place in the field of computational linguistics
over recent years, also with regard to the word embedding or vector space
models that we employed in two of our chapters. Such models are trained on
large text corpora and produce word vectors that embed their meaning relative to each other. Such embeddings can vary based on the training method
used to produce them, such as word2vec, Glove or fastText (Bojanowski,
Grave, Joulin, & Mikolov, 2017; Mikolov et al., 2013; Pennington, Socher, &
Manning, 2014). But models also vary based on the hyper-parameters chosen
of a specific approach, or which set of texts (i.e., corpora) the model is trained
on. We explored little of this space, having used only a few well-known
pre-trained word2vec models (Baroni et al., 2014b; Mikolov et al., 2013).
Further exploration of this space may be useful. For instance, the N400 can
reflect both associative and similarity-based relatedness (Koivisto & Revonsuo, 2001), but which type of relation better models the N400 amplitude is
not a settled question. Whether the word embedding models better represent
associative or similarity relations, depends on how these models are trained,
but also strongly on the (hyper-) parametrisation of the model. Levy et al.
(2015) illustrate this by comparing diﬀerent embedding-models with diﬀerent
parameter sets, and show that specific hyper-parameters can be used to make
models with diﬀerent training approaches produce more alike relatedness.
An open question is thus to which degree those parameters aﬀect how predictive the similarity values of the resulting vectors are of the N400 amplitude.
This may also help provide a better understanding of what the N400 responds
to. Such relatedness models are now frequently validated based on databases
of human judgements of word-pair relatedness (see e.g., F. Hill et al., 2015).
This could be replaced by neural responses to such word pairs, but would
require responses from many subjects, and/or many repeated presentations,4
4 Given

the N400 repetition eﬀects, this would be most appropriate by repeating across
multiple sessions.
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to obtain reliable measures (e.g., an extended version of van Petten, 2014).
One alternative for word2vec, fastText, allows for building embedding
vectors for sub strings (Bojanowski et al., 2017). For processing of auditory
stimuli it is known that N400 activity is influenced by phonological competition at sub-string level, i.e., the onset of the N400 for incongruent words is
diﬀerent when these share initial phonemes with congruent endings (Van Petten, Coulson, Rubin, Plante, & Parks, 1999). A model like fastText could thus
be used to create a semantic feature that does not only tag word onsets with
their relatedness value, but represents it as a continuously changing vector.
Of course fastText based similarity will incorporate orthographic rather than
phonological competition, so languages (like English) for which orthography
and phonology do not map one-to-one, this may be of limited success. It
would be more appropriate to train a word-embedding model on phonological data for this purpose, but this is certainly non-trivial. For a reading-based
paradigm a fastText model could be appropriate. Eye trackers have been
used to obtain a timelock for N400, based on eye fixations of words in a natural reading task (Dimigen et al., 2011). It is however, harder to determine
which sub-parts of a word readers have been perceptually exposed to with an
eye-tracker, as not each letter or even syllable is individually fixated by eye.
Furthermore, the N400 eﬀects in sentence completions have been attributed to a range of factors, such as probability, semantic relatedness, and/or
plausibility that can also vary in their operationalisations. Frank and Willems
(2017) for instance use a computational measure of word predictability, based
on n-gram-frequencies, together with a word-embedding-based similarity
feature, and find both can be shown to model the N400 amplitude in response to words in a natural reading task. Nieuwland et al. (2020) use a
cloze probability measure, obtained from the frequency with which subject’s
complete a given sentence, a human rated measure of sentence plausibility,
and a word-embedding-based similarity feature. They find no eﬀect of similarity on the N400, over and above predictability and plausibility. Given
an unclear contribution of specific features, combining diﬀerent measures
may be an appropriate catch-all approach to modelling the amplitude of the
N400. For instance, by including a computational feature of predictability,
and two word-embedding based features (one trained better model associative relatedness and one to better reflect similarity).5 With such a combination
of stimulus features, a more sensitive measure of the comprehension of the
5 Computational features may not be the best quality operationalisations for specific factors,

but can usually be generated for arbitrary stimuli, on the fly, without having to consult people.
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attended speech may be achieved, leading e.g., to better detection of the
attended speech. It remains an open question, whether in our attention decoding study, the dissimilarity feature did not model the N400 better than a
content word onset feature due to the quality of the feature, due to it not being
the right feature, or whether there is simply too little variation in relatedness
in narrative text to model the resulting variations in N400 amplitude, given
its signal-to-noise ratio.
Approaches could also be extended by modelling the additional factors
known to aﬀect the N400 amplitude that do not necessarily reflect meaning,
such as word frequency, phonological or orthographic neighbourhood size,
and concreteness (Laszlo & Federmeier, 2014; van Petten, 2014; Winsler et
al., 2018). For the suggested application of detecting N400 activity in DoC,
including such measures of low-level features could allow for determining
the level of language processing that a person is capable of. Depending on
the degree of consciousness, it may be the case that a patient only responds
to low level features, but is unable to keep track of context in order to elicit
responses according to higher level context. However, if we want to track
higher level context, this needs to be manually labelled, or we need computational models that can encode such high level features from texts, something
the dissimilarity feature appeared limited in.
In the last few years there have been further advances in language modelling, using specific network architectures (Vaswani et al., 2017). These
have generated improvements on various Computational Linguistic tasks,
and have become famous for their ability to generate surprisingly coherent
text in response to textual prompts (Radford et al., 2019). These models
can consider contexts of e.g., several hundred words and generate word predictability (compared to e.g., the (dis)similarity computed from the word
embedding vectors). A recent paper used OpenAI’s GPT-2 model to determine predictability scores of narrative texts, and regressed these to respective
brain responses (Heilbron, Ehinger, Hagoort, & de Lange, 2019).6 The authors
found that the GPT-2 based predictability feature resulted in a larger N400
amplitude in the modelled response than the Broderick et al. (2018) dissimilarity feature that we used in our auditory attention study. This suggests it
is better at modelling the relevant features of the text that contribute towards
eliciting the N400 response.
Ultimately, the better the field becomes at creating language models that
can represent or produce human-level language, the better we will be able to
6 Notably,

they also used one of the Broderick et al. (2018) data sets (single speaker).
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represent the relevant stimulus features that elicit brain responses such as the
N400. For this reason, the advances in Computational Linguistics will likely
continue to play an important role in modelling brain activity involved in the
processing of linguistic stimuli.

In this thesis, we have used only signals obtained through non-invasive electrophysiology (i.e., EEG). It is possible that the approaches discussed here,
that appear to have a low signal-to-noise ratio in EEG, may be more successful using invasive electrophysiology, such as electrocorticography (ECoG), or
micro-electrode arrays (Otto, Ludwig, & Kipke, 2012; Schalk, 2012).
In ECoG, electrode arrays are placed under or on top of the dura, rather
than inserted in the brain. Because ECoG measures activity under the skull,
it has a better signal-to-noise ratio than non-invasive methods, and the measured activity is also less smeared than in EEG. Relevantly, N400-like signals
to semantic tasks have been detected using ECoG (McCarthy et al., 1995;
Nobre & McCarthy, 1995).
Achieving a higher signal-to-noise ratio would be beneficial for all of
the potential applications we have discussed. For instance, for the purpose of
auditory attention decoding, it is likely that using ECoG could result in higher
classification rates of identifying the attended speaker using a dissimilarity
feature of speech. On the other hand, attention decoding based on envelope
features is also easier using ECoG (O’Sullivan et al., 2017), so the relative
contribution of a dissimilarity feature could, but need not increase when
using ECoG. We saw in our EEG study, that the dissimilarity feature acts
merely as a word onset indicator, but perhaps with an increase in signal-tonoise, from switching to ECoG recordings, variations in similarity could be
extracted, providing a more sensitive measure. However, auditory attention
decoding applications are typically targeted at hearing aid users, whom have
diﬃculty with selectively attending auditory sources such as speech, but this
may not be suﬃciently debilitating to warrant such invasive technology.
The semantic probing paradigm we introduced may also benefit from the
increased signal-to-noise ratio of invasively recorded signals. However, while
patients that are unable to communicate conventionally may be a suitable
target group for invasive imaging methods, there is again competition from
other BCI approaches that also benefit from the increased signal-to-noise in
ECoG. For instance, impressive advances in speech decoding or movement
restoration through limb prostheses or functional electrical stimulation (FES),
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based on ECoG or implanted microelectrode arrays, have been demonstrated
in recent years (Ajiboye et al., 2017; Martin et al., 2019).
Such invasive BCIs aimed at control or communication are currently typically tested in epilepsy patients for whom invasive electrodes are implanted
over a period of days in order to locate the epileptic zone and important functional areas, or in lab studies that oﬀer no functionality for the test-subject
patients at home. A notable exception is an ALS patient participating in a
study for a communication-based application that allows selection of letters
in a matrix, based on thresholded activity in ECoG electrode(s) over the motor
cortex (Vansteensel et al., 2016). While a comparatively simple application,
this patient has been set up use the technology in their daily life (i.e., home
use), and has been able to use it for this purpose for at least three years (Pels
et al., 2019).
Of course, similar advancement of the exploitation of semantic processing
could come from improvements in EEG hardware, or through development
of alternative brain imaging techniques.

Conclusion
The N400 is a signal that oﬀers access to the mental state/context of a user,
by means of interpreting the responses to meaningful stimuli. This has many
applications in theory, but turns out to be diﬃcult to apply in practice. Areas
where successful exploitation is most promising are those where the N400
is one of multiple brain signals being exploited (i.e., auditory attention decoding, or the addition of face stimuli to the P300 speller), or in applications
where the aim is to determine the presence or absence of the N400, (i.e., in
patients with Disorders of Consciousness, where it has been shown to have
prognostic value). While we were able to show that our semantic probing
paradigm would work in theory, our experiences with decoding relatedness
for this paradigm, in practice, raised concerns about practical applicability of
the current approach. Advancements along diﬀerent axes, e.g., advances in
hardware, signal processing and/or inference techniques, and/or models of
relatedness could allow for exploiting of smaller gradations of relatedness,
making applications such as the semantic probing paradigm we outlined,
practically feasible.
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The aim of this thesis was to explore the possibilities of N400 based BCIs. We
noted in the introduction that there were relatively few studies reporting on
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N400 based BCIs, and perhaps we now better understand why: While it is
a robust electrophysiological signal that has provided important insight into
human cognition, measuring gradations of relatedness within single subjects
and/or trials is non-trivial. With regard to the BCI field, it remains a question
whether this signal was explored by relatively few as possibly exploitable,
because a) there had been only limited exploration of possibilities, b) others
had better estimations of expected usability, or c) because of a potential publication bias: the unsuccessful studies were never written up to become part of
the scientific literature. In this sense an important contribution of this thesis
is to record our approaches, even those with limited success, so that others
can be aware of these limitations, and obtain a better understanding of what
has or has not been explored already.
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Summary

I

� � ����� �������� ��������� the input from the user to the computer
takes place on the basis of brain activity, without requiring physical actions such as the use of a mouse, keyboard, touch screen, or, for instance,
speech. This may appeal to the imagination: Who does not recognize the
frustration of knowing exactly what you want, but not which physical actions
are required to achieve it in a system, computer, tablet or phone. Perhaps
the ultimate form of human computer interaction would then be for such
intentions to be detected and performed directly from your mind (the activity
in your brain).
However, in practice, this is not trivial. Brain activity must first be measured, this activity must be interpreted, and the correct interpretation must
be converted into an action or remembered as relevant knowledge in future
interactions. Measuring such activity is not always easy or very precise, and
we do not yet understand well enough how exactly those kinds of intentions
are represented in your head.
But it can also already be considered brain computer interaction when
someone performs a certain mental task to produce a specific brain signal
that is already known from neuroscience. Such a signal can then be detected
in brain activity and assigned to a desired action. This is less evocative, but
could be the solution for people who are paralyzed by a condition or disease
and can no longer communicate eﬀectively in conventional ways.
The research in this thesis was inspired by such a specific brain signal,
called the N400. You can measure this signal in brain activity when a person
processes information with meaning, such as words. How easily that meaning
fits within that person’s current mental content or context aﬀects what this
N400 signal looks like: the signal is more negative when the information is
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unrelated than when it is related, about 400 milliseconds after the information
is perceived.
You could use this signal for a brain computer interface if, for instance,
you want to know what word someone is thinking of, and, by showing a
range of words, gain insight into what is or is not related. You can compare
it to the game ’Twenty Questions’ where a player has to guess a person or
object by asking only yes/no questions. With each question you get closer to
the answer until you are able to guess it. This could be a way for people who
are paralyzed to select words without having to spell them letter by letter, as
is often the case in other brain computer interfaces. Or perhaps it could be a
tool for people who have trouble finding the right word, for example if they
have aphasia.
In order to explore the possibility of developing such a brain computer interface, we identified in Chapter 2 whether that N400 signal would decrease in
strength if you were to show several words in succession. It could be the case,
for instance, that presenting words consecutively in this way disrupts that
mental context. In the experiment we asked test subjects to remember one
word at a time, and then presented up to ten words in a row, either related
or unrelated to this target word. We then compared brain signals in response
to words that had appeared at the beginning of a sequence with signals in
response to words at the end of the sequence. In this study, we found no
decrease in the signal strength of the N400.
In a follow-up study, reported in Chapter 3, we further elaborated on how
such a brain computer interface could then infer what word the person has
in mind based on the estimated relatedness of words. To do this, you need a
model that can estimate the relatedness of every possible pair of words. For
this purpose, computational models exist nowadays, which learn, based on
the large amounts of text available on the internet, which words are often
used together or in the same context. The idea is that such words are then
surely related or have similar meanings.
In that same chapter we go on to describe a preliminary study that we
conducted in which we gave subjects another word to remember and again
showed them words consecutively, the relatedness of which we had determined beforehand. With this we then wanted to see if we could correctly
predict which words were related or unrelated. At the same time, we wanted
to find out whether showing words in quick succession would weaken the
signal, and if so, whether this would oﬀset the increased number of words
that can be presented in the same timeframe. If for example you have to
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show 50-100 words in order to guess the unknown word, the presentation
speed can have a big impact on usability. Unfortunately, this experimental
setup did not allow us to accurately estimate for individuals whether a word
was related or not, even with the same presentation speed as in the previous
experiment. Further research is needed to explain why this was the case.
Since it proved non-trivial to deploy the N400 for our intended application,
we were curious about the broader possibilities of this signal for developing
brain computer interfaces. In Chapter 4, we therefore made an overview
of the various applications in the field that make use of this signal. We
discuss three areas of application: The use of the N400 in response to pictures
of faces in brain computer interface applications that allow people to spell
words; the use of the N400 in detecting whether individuals with a disorder
of consciousness still process information semantically; and the use of the
N400 to gain insight into a person’s mental context, like the research in the
previous chapters.
For example, in the case of the face speller, which ordinarily relies on
other brain signals, it appears that eliciting an N400 in this way makes it
even easier to identify which letter a person wants to select. In the case of
individuals with a disorder of consciousness, it appears that being able to
elicit an N400 may help in estimating the likelihood of someone waking up
again. However, the absence of a detectable N400 is not necessarily evidence
that a person is not processing information semantically, as with the typical
experimental setups in this field, the N400 is routinely undetectable in brain
activity even in healthy subjects. Finally, in the case of determining mental
context, there is one study that shows that in many cases it is possible to
determine which of five categories a person is thinking about, from the brain
activity in response to words from the various categories. However, this is a
considerably limited version of what we had envisioned ourselves, since for
communication purposes selection from a much larger number of concepts
ought to be possible.
In Chapter 5, we then looked at whether the N400 signal could also be used for
a very diﬀerent kind of brain computer interface: a system that detects who
you are listening to when two people are speaking at the same time. In that
field of research, the correlation between the person’s brain activity and the
acoustic characteristics of the spoken words is often used. But a recent study
has shown that if you calculate a measure of relatedness based on running
text, and model the resulting brain activity, you can use that to find a brain
signal that is remarkably similar to the N400. Moreover, this signal is stronger
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for speech that the person is actively listening to than speech that the person
is simultaneously actively ignoring.
Inspired by this, we investigated whether using both acoustic and semantic
features of speech in interpreting brain activity makes it easier to detect who
someone is listening to, than using acoustic features alone. This proved to be
the case, although it resulted in only a relatively small improvement. What
was more notable is that it did not matter whether we used that measure of
semantic relatedness of the words, or just the information of when the word
started. This could perhaps be explained by the fact that, as mentioned earlier,
words with a meaning all, in principle, elicit an N400, and that the context on
top of this determines the relative strength. We may not yet be able to model
this latter relative eﬀect well, and therefore only happen to measure the first
eﬀect. Fortunately, for purposes of the application, it does not matter whether
it works on the basis of the word onset or on the estimation of its relatedness,
and any improvement is welcome.
Taken together, the N400 signal currently seems to be useful primarily for
applications where there are many measurements that can be taken together,
or where the possible selections are limited. This is the case, for example,
when determining whether a person with a consciousness disorder is still processing information semantically, or when detecting which of a few speakers
someone is listening to, based on processing the content of the spoken words.
Moreover, the latter application exploits multiple brain signals, just like it was
the case for the face-based speller. The possibilities for guessing the word one
is thinking of seem limited at the moment. But that is now, and developments in various fields, such as computational linguistics, where measures of
relatedness come from, or the technologies or techniques with which brain
activity is measured, could certainly open up new possibilities in the future.
To some, this captures the imagination; others have legitimate concerns about
mental privacy. The current limited possibilities of using a signal like the N400
may then actually be reassuring. In addition, it is not currently possible to
readily measure someone’s brain activity without their awareness. However,
it is certainly the case that in any brain computer interface research mental
privacy should be an important consideration and given the wide potential
for future developments in this area it is a topic that deserves an active and
ongoing discussion.
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�� �����-�������� ��������� is een systeem waar de invoer van de
gebruiker naar de computer plaatsvindt op basis van hersenactiviteit,
zonder tussenkomst van fysieke acties zoals het gebruik van een muis,
toetsenbord, touchscreen of bĳvoorbeeld spraak. Dit spreekt wellicht tot de
verbeelding: Wie kent er niet de frustratie dat je precies weet wat je wil, maar
niet weet met welke fysieke acties je dat in een systeem, computer, tablet of
telefoon kan bereiken. De meest ultieme vorm van mens-machine interactie
is dan misschien wel dat zulke intenties direct uit je hoofd (de activiteit in je
hersenen) kunnen worden opgemaakt en uitgevoerd.
Echter, in de praktĳk is dit nog niet zo makkelĳk. Er moet eerst hersenactiviteit worden gemeten, deze activiteit moet worden geïnterpreteerd en de
juiste interpretatie moet worden omgezet in een actie of onthouden worden
als relevante kennis bĳ toekomstige interacties. Zulke activiteit meten is niet
altĳd makkelĳk of erg precies, en we begrĳpen bĳvoorbeeld ook nog niet goed
genoeg hoe dat soort intenties precies in je hoofd worden gerepresenteerd.
Maar het is ook al brein-computer interactie wanneer iemand een bepaalde
mentale taak uitvoert om een specifiek, in de neurowetenschappen al bekend,
hersensignaal te produceren. Zo’n signaal kan dan gedetecteerd worden op
basis van hersenactiviteit en worden toegekend aan een gewenste actie. Dit
spreekt minder tot de verbeelding, maar kan wel de oplossing zĳn voor
mensen die door een aandoening of ziekte verlamd zĳn en op gebruikelĳke
manieren niet goed meer kunnen communiceren.
Het onderzoek in dit proefschrift is geïnspireerd door zo’n specifiek
hersensignaal, genaamd de N400. Dit signaal kan je meten in hersenactiviteit
als een persoon informatie met betekenis, bĳvoorbeeld woorden, verwerkt.
Hoe makkelĳk die betekenis past binnen de huidige mentale inhoud of con149
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text van die persoon heeft invloed op hoe dit N400 signaal eruitziet: het
signaal is negatiever als de informatie niet gerelateerd is dan wanneer het wel
gerelateerd is, zo’n 400 milliseconden nadat de informatie is waargenomen.
Dit signaal zou je voor een brein-computer interface kunnen gebruiken
als je bĳvoorbeeld wil weten aan welk woord iemand denkt, en, door allerlei
woorden te laten zien, inzicht kan krĳgen over wat wel of niet gerelateerd is.
Je kan het vergelĳken met het spel ’Twenty Questions’ waar men een persoon
of object moet raden door alleen ja/nee vragen te stellen. Met elke vraag kom
je dichter bĳ het antwoord, tot je het kan raden. Dit zou een manier kunnen
zĳn voor mensen die verlamd zĳn om woorden te kiezen, zonder die letter
voor letter te moeten spellen, zoals dat in andere brein-computer interfaces
vaak het geval is. Of misschien kan het een hulp zĳn voor mensen die moeite
hebben om het juiste woord te vinden, bĳvoorbeeld als ze afasie hebben.
Om te onderzoeken of het mogelĳk is om zo’n brein-computer interface te
ontwikkelen hebben we in de studie van hoofdstuk 2 eerst in kaart gebracht
of dat N400 signaal in sterkte afneemt, als je op die manier verschillende
woorden achter elkaar zou laten zien. Het zou bĳvoorbeeld zo kunnen zĳn
dat de op elkaar volgende woorden die mentale context verstoren. We vroegen in het experiment proefpersonen elke keer een woord te onthouden, en
lieten vervolgens achter elkaar zo’n tien woorden, al dan niet gerelateerd, op
het scherm zien. We vergeleken vervolgens de hersensignalen in reactie op
woorden die aan het begin van een reeks op het scherm waren verschenen
met de signalen in reactie op woorden aan het einde van de reeks. In deze
studie vonden wĳ geen afname van het sterkte van het signaal.
In een vervolgonderzoek, gerapporteerd in hoofdstuk 3, hebben we verder
uitgewerkt hoe zo’n brein-computer interface op basis van de geschatte gerelateerdheid van woorden vervolgens zou kunnen afleiden welk woord de
persoon in gedachten heeft. Daar heb je bĳvoorbeeld een model voor nodig
die de gerelateerdheid in kaart kan brengen voor elke mogelĳk paar van woorden. Hiervoor bestaan tegenwoordig computationele modellen die leren
op basis van de grote hoeveelheden tekst die beschikbaar zĳn op het internet,
welke woorden vaak bĳ elkaar of in dezelfde context worden gebruikt. Het
idee is dat zulke woorden dan ongetwĳfeld gerelateerd zĳn of een vergelĳkbare betekenis hebben.
In dat zelfde hoofdstuk beschrĳven we een vooronderzoek dat we gedaan
hebben waarin we proefpersonen weer een woord gaven om te onthouden
en vervolgens woorden achterelkaar lieten zien, waarvan we de gerelateerdheid vooraf hadden bepaald. Hiermee wilden we dan achteraf kĳken of we
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correct konden voorspellen welke woorden wel of niet gerelateerd waren.
Daarbovenop wilden we tegelĳkertĳd onderzoeken of als je woorden sneller
achter elkaar laat zien, het signaal dan zwakker wordt, en zo ja of dat opweegt
tegen een eventuele winst aan snelheid. Als je bĳvoorbeeld 50-100 woorden
moet laten zien om het onbekende woord te kunnen raden, kan de snelheid
grote invloed hebben op de bruikbaarheid. Helaas bleek het niet mogelĳk
om met deze experimentele opzet voor individuele personen nauwkeurig te
schatten of een woord wel of niet gerelateerd was, zelfs met dezelfde presentatiesnelheid als in het vorige experiment. Verder onderzoek is nodig om
precies te verklaren waarom dat het geval was.
Omdat het niet triviaal bleek de N400 in te zetten voor onze beoogde toepassing, waren we benieuwd naar de bredere mogelĳkheden van dit signaal voor
het ontwikkelen van brein-computer interfaces. In hoofdstuk 4 hebben we
daarvoor een overzicht gemaakt van de verschillende toepassingen in het
veld waar gebruik gemaakt wordt van dit signaal. We bespraken daar drie
toepassingsgebieden: Het gebruik van de N400 in reactie op plaatjes van
gezichten bĳ brein-computer interface applicaties waarmee men woorden
kan spellen, het gebruik van de N400 bĳ het detecteren of personen met een
bewustzĳnsstoornis informatie nog semantisch verwerken, en het gebruik
van de N400 om inzicht te krĳgen op de mentale context van de persoon,
waar de vorige hoofdstukken ook onder vallen.
In het geval van de speller met gezichten, dat normaliter op basis andere
hersensignalen werkt, blĳkt bĳvoorbeeld dat het op deze manier uitlokken
van een N400 het nog makkelĳker maakt te identificeren welke letter men
wil selecteren. In het geval van personen met een bewustzĳnsstoornis kan
het kunnen uitlokken van een N400 helpen bĳ het inschatten van de kans dat
iemand weer wakker wordt. Het ontbreken van een detecteerbare N400 hoeft
echter nog niet te betekenen dat iemand informatie niet semantisch verwerkt,
omdat met de veel gebruikte experimentele opzetten er ook bĳ gezonde proefpersoenen regelmatig geen N400 te herkennen is in de hersenactiviteit. Ten
slotte, in het geval van het bepalen van de mentale context, laat een andere
studie zien dat het in veel gevallen mogelĳk is te bepalen aan welke van vĳf
categorieën een persoon denkt, op basis van het laten zien van woorden uit
de verschillende categorieën. Dit is echter wel een flink beperkte versie van
wat we zelf voor ogen hadden, omdat voor communicatie selectie uit een veel
groter aantal concepten mogelĳk zou moeten zĳn.
In hoofdstuk 5 hebben we daarna gekeken of het N400 signaal ook gebruikt
kan worden voor een heel ander soort brein-computer interface: een systeem
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dat detecteert naar wie je luistert als er twee personen tegelĳk spreken. In dat
onderzoeksveld wordt vaak gebruik gemaakt van de samenhang tussen de
hersenactiviteit van de persoon en akoestische kenmerken van de gesproken
woorden waar men de aandacht op gevestigd heeft. Maar een recente studie
had aangetoond dat als je een maat van gerelateerdheid berekend op basis
van lopende tekst, en de hersenactiviteit in reactie daarop modelleert, je aan
de hand daarvan een hersensignaal kan vinden dat sprekend op de N400
lĳkt. Bovendien is dit signaal sterker voor tekst waar het persoon actief naar
luistert dan spraak die dat het persoon tegelĳkertĳd actief negeert.
Geïnspireerd hierdoor hebben we onderzocht of het gebruik van zowel
de akoestische en semantische kenmerken van spraak bĳ het interpreteren
van de hersenactiviteit het makkelĳker maakt te detecteren naar wie iemand
luistert, dan alleen het gebruik akoestische kenmerken. Dit bleek het geval,
al gaf het maar een relatief kleine verbetering. Wat verder nog op viel is dat
het daarbĳ niet uitmaakte of we die maat van semantische gerelateerdheid
van de woorden gebruikten, of alleen de informatie van wanneer het woord
begon. Dit is mogelĳk te verklaren door het feit dat, zoals al eerder genoemd,
woorden met een betekenis allemaal in principe een N400 ontlokken, en de
context daarbovenop nog bepalend is voor de relatieve sterkte ervan. Dit
laatste relatieve eﬀect is misschien nog niet goed te modelleren, waardoor we
alleen het basis-eﬀect meten. Gelukkig maakt het voor de toepassing niet uit
of het op basis van het woord begon of de schatting van de gerelateerdheid
werkt, en is elke verbetering mooi meegenomen.
Alles bĳ elkaar genomen lĳkt het N400 signaal voor nu voornamelĳk bruikbaar voor toepassingen waar er veel metingen samengenomen kunnen worden, of de keuzemogelĳkheden beperkt zĳn. Dit is bĳvoorbeeld het geval
bĳ het bepalen of een persoon met een bewustzĳnsstoornis nog informatie
semantisch verwerkt en het detecteren naar welke van enkele sprekers iemand luistert op basis van het verwerken van de inhoud van de gesproken
woorden. Bovendien wordt er in die laatste toepassing gebruik gemaakt van
meerdere hersensignalen, zoals dat ook het geval was voor de speller op basis
van gezichten. De mogelĳkheden op het gebied van het raden van een woord
waar men aan denkt lĳkt op dit moment nog beperkt. Maar dat is nù, en
ontwikkelingen in verschillende vakgebieden, zoals de computationele linguïstiek waar de maten van gerelateerdheid vandaan komen, of de technieken
waarmee hersenactiviteit wordt gemeten, zouden in de toekomst nog nieuwe
mogelĳkheden kunnen bieden.
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Bĳ de een spreekt dit tot de verbeelding, een ander maakt zich terecht zorgen
over zĳn of haar mentale privacy. De huidige beperkte mogelĳkheden van
het gebruiken van een signaal als de N400 zĳn dan misschien dan juist geruststellend. Daarbovenop is het op het moment ook niet zo dat men makkelĳk
iemands hersenactiviteit kan meten zonder dat iemand zich daar bewust van
is. Maar het is zeker zo dat bĳ onderzoek naar brein-computer interfaces
mentale privacy een belangrĳk aandachtspunt hoort te zĳn en dat met oog
op mogelĳke toekomstige ontwikkelingen op dit gebied het goed is hier actief
over te blĳven discussiëren.
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Research Data Management
Ethics Any of our studies with human subjects were conducted in accordance with the principles of the Declaration of Helsinki. The experimental
procedures were evaluated by the Ethical Committee of the faculty of Social Sciences (ECSS) at the Radboud University, and subsequently formally
approved by the Dean of the faculty (ECSW2014-3107-237).
Chapter V is based on an electrophysiological dataset that was made
publicly available by Broderick et al. (2018). The authors of the study for
which this data was originally collected have stated that this was conducted
in accordance with the principles of the Declaration of Helsinki, and that the
Ethics Committees of the Nathan Kline Institute and the School of Psychology
at Trinity College Dublin approved the experimental procedures (Power et
al., 2012).
Data Storage and Accessibility The data, experimental setup and analysis files
for Chapter II are available here: doi:10.34973/mkwf-jk83,1 under the RU-DINH-1.0 license. The data and analyses for Chapter III have not been stored
in a public repository but are available on request. Chapter IV primarily
summarizes and discusses results from external studies, with the exception
of Figure ��. and Figure ��. . These figures were created with the data
from Chapter II. Finally, the data for Chapter V is publicly available here:
doi:10.5061/dryad.070jc,2 (Broderick et al., 2019). The analysis and other
relevant research files specific to our study are in a Donders repository. This
repository is currently open only to reviewers, but will be made publicly
available once the article has been published.
Interoperability & Reusability Where applicable the repositories with data,
analyses or other research files contain descriptive readme files. Any files were
written, organized or annotated with the aim of facilitating other researcher’s
reproduction of the obtained results.
Privacy Measures were taken to safeguard the privacy of any participants
in our studies. Participant’s identities were pseudonymized in any research
documentation or data, immediately upon data collection. A single file linking the pseudonymization keys to the participant’s personal information was
encrypted and stored separately, and kept only for purposes such as allowing
a participant to revoke consent to the use of their data.
1 http://hdl.handle.net/11633/di.dcc.DSC_2016.00314_172

2 https://datadryad.org/stash/dataset/doi:10.5061/dryad.070jc
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Donders Graduate School for Cognitive Neuroscience
For a successful research Institute, it is vital to train the next generation of
young scientists. To achieve this goal, the Donders Institute for Brain, Cognition and Behaviour established the Donders Graduate School for Cognitive
Neuroscience (DGCN), which was oﬃcially recognised as a national graduate school in 2009. The Graduate School covers training at both Master’s and
PhD level and provides an excellent educational context fully aligned with
the research programme of the Donders Institute.
The school successfully attracts highly talented national and international students in biology, physics, psycholinguistics, psychology, behavioral science,
medicine and related disciplines. Selective admission and assessment centers
guarantee the enrollment of the best and most motivated students.
The DGCN tracks the career of PhD graduates carefully. More than 50% of
PhD alumni show a continuation in academia with postdoc positions at top
institutes worldwide, e.g. Stanford University, University of Oxford, University of Cambridge, UCL London, MPI Leipzig, Hanyang University in
South Korea, NTNU Norway, University of Illinois, North Western University, Northeastern University in Boston, ETH Zürich, University of Vienna
etc.. Positions outside academia spread among the following sectors: specialists in a medical environment, mainly in genetics, geriatrics, psychiatry and
neurology. Specialists in a psychological environment, e.g. as specialist in
neuropsychology, psychological diagnostics or therapy. Positions in higher
education as coordinators or lecturers. A smaller percentage enters business
as research consultants, analysts or head of research and development. Fewer
graduates stay in a research environment as lab coordinators, technical support or policy advisors. Upcoming possibilities are positions in the IT sector
and management position in pharmaceutical industry. In general, the PhDs
graduates almost invariably continue with high-quality positions that play an
important role in our knowledge economy.
For more information on the DGCN as well as past and upcoming defenses
please visit:
http://www.ru.nl/donders/graduate-school/phd/

