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Part I

General introduction and
literature review

1

Is it not good that a brain should have memory? Not at all,
I reply — only when the environment is of a type in which
the future often copies the past.
— Ross Ashby, Principles of the self-organizing system.

3

Chapter 1

Introduction

5

It seems apt to choose the quote by Ross Ashby as the opener for this
thesis. Even though neither the original topic (self-organizing systems)
nor memory per se are the central topics herein. In his seminal paper,
Ashby (1962) highlights the adaptive value of the properties that a system
can possess and their coupling to the environment. The quoted example
serves to illustrate that any observed characteristic or capacity of the
brain — even such a common place one as memory — could become
considered disadvantageous (mal-adaptive) should the properties of the
environment change. For the purpose of this thesis, however, the quote
unrolls a much-needed linking thread between the seemingly disparate
subjects dealt with presently. All of the narrower topics introduced
and studied in the following pages – predictive processing, language
comprehension, neuronal oscillations, recurrent neural networks, and
spike-rate adaptation – share the common aspect introduced in the
opening quote: the future often copies the past.
In linguistic behavior and language data, the future often copies
the past. Words that frequently occur together can be exploited for
anticipation. Such statistical regularities or distributional properties have
been used to fruition in many aspects of the study of natural languages.
For example, by studying how frequently words tend to co-occur with
one another one can learn a great deal about the meaning and lexical
properties of words (Turney & Pantel, 2010). To give a recent example,
by exploiting word distributions in the scientific literature of materials
science, it is possible to infer the functional uses of materials (Tshitoyan
et al., 2019). The field is today known as distributional semantics
(Lenci, 2018) and its ‘principle’ has been enshrined in the famous
quote by linguist John Rupert Firth: ‘You shall know a word by the
company it keeps’ (Firth, 1957). Similarly, many modern-day language
technologies exploit the statistical regularities in language data for
practical applications (Manning & Schütze, 1999).
At a more fundamental level, the ‘future-copies-past’ thread is directly
expressed in contemporary theories of mind-brain whose explanatory
power focuses on the role of anticipation or prediction in living organisms
(Bar, 2009a; A. Clark, 2016; K. Friston, 2005; Hohwy, 2013; Rao & Ballard,
1999; Rosen, 2012). Such theories attempt to explain human behaviour
broadly — language comprehension, production and dialogue included
(Kuperberg & Jaeger, 2016; Levinson, 2016; Levy, 2008; Pickering &
Garrod, 2013) — by postulating some minimal property of systems to
actively predict the future states based on the context. The brain is
6

viewed as an anticipatory device, constantly generating and evaluating
expectations about its own and the environmental state. The future thus
not only copies the past, but in fact actively controls and determines the
organism’s behaviour in the present.
In neural dynamics, the future often copies the past. Electrophysiological responses in the brain exhibit transient or sustained periods
of quasi-periodicity; sustained synchronous firing of a large pool of
neurons. These phenomena are referred to as ‘neuronal oscillations’
(and are popularly known as ‘brain rhythms’) (Buzsáki, 2006).1 Such
oscillatory time-series signals have temporal autocorrelation, where
knowing the past values of the signal allows you to predict the future
values (Gao et al., 2020). In other words, the brain dynamics exhibit
temporal structure. Whereas the functional-computational relevance
of synchrony in neural systems remains widely debated, the broad
suggestion in the neuroscientific literature is that the ability of neuronal
populations to fire in rhythmic synchrony enables efficient information
transfer within and between brain areas (Fries, 2015; Singer, 1993).
Our present linking thread serves expository purposes only: no
originality in insight is claimed as the relationships between the broad
topics of prediction, memory, language, and oscillations have been
studied before (Bar, 2009b; Engel et al., 2001; Lewis & Bastiaansen,
2015).2 Before outlining the techniques used in the thesis, I briefly
introduce the notions of neuronal oscillations, prediction and processing
memory.

1 As has been noted elsewhere before, the term ‘neuronal oscillations’ in itself is not
unproblematic. A spectral analysis of a neural time-domain signal showing a frequencyspecific peak in amplitude does not imply an oscillatory source. Similarly, canonical
spectral analysis techniques assume that neuronal time-series can be described by
non-stationary sinusoidal shapes, which is often oversimplifying the underlying biological
reality (Cole & Voytek, 2017; Sherman et al., 2016). Even in the case of genuine oscillatory
events, the underlying sources are likely heterogenous (Giraud, 2020). As such the
term oscillations is partially loaded with the desired interpretation of the outcome of a
particular analysis technique (Cohen & Gulbinaite, 2014). We use the term here to keep
continuity with the established literature.
2 Indeed, in exposing the general connection between predictability for behaviour,
language, memory, and signals we do so at the risk of becoming trivial: many topics
can be reached in that matter, for example information theory, where the statistical
structure of messages is used for constructing efficient encoding schemes (Pierce, 1980),
or weather forecasting (Bauer et al., 2015).

7

1.1

Predictive processing and neural oscillations in
language

Language comprehension is rapid and incremental. A skilled reader
can read 250-350 words per minute and normal speaking rate ranges
from 120 to 200 words per minute (Rayner & Clifton, 2009). How can
listeners cope with such fast delivery rates? One possible solution is
that the readers and listeners exploit the fact that the language input is
predictable to some extent (Altmann & Mirković, 2009; Christiansen &
Chater, 2016; Federmeier, 2007; Kuperberg & Jaeger, 2016; Levy, 2008;
Lewis & Bastiaansen, 2015). Under predictive processing accounts, the
cortical systems are continuously generating graded expectations about
likely input based on prior knowledge (A. Clark, 2013; K. Friston, 2005).
Once the input is encountered, these expectations are either confirmed
or disconfirmed which leads to a revision of the context representation
(i.e. a ‘prior’ or ‘internal model’).
Behavioral and electrophysiological experimental evidence supports
the notion that listeners anticipate the upcoming input when possible.
More predictable words in sentences receive shorter fixation times
(Staub, 2015) and are read faster (N. J. Smith & Levy, 2013). Eventrelated potentials (ERPs), scalp-recorded electrophysiological responses
indexing online cognitive processes (Luck, 2014), show increases in
signal amplitude to unpredictable/incongruent words when sentential
context is constraining (Broderick et al., 2018; S. L. Frank et al., 2015;
Kuperberg & Jaeger, 2016; Kutas & Federmeier, 2011). Importantly,
recent theoretical and empirical accounts also suggest a relationship
between aspects of predictive language processing and ongoing neural
dynamics – neural oscillations (Lewis & Bastiaansen, 2015; Rommers
et al., 2017).
With the exception of the final chapter, the neuroimaging methodology of choice in this thesis is magnetoencephalography (MEG). MEG
is a non-invasive technique for measuring magnetic fields induced
by synaptic and transmembrane electric currents in large populations
(~10,000–50,000 cells) of nearby pyramidal neurons in the neocortex
(Baillet et al., 2001; Baillet, 2017). Due to the superposition of many
concurrent biophysical sources, electrophysiological scalp recordings
(MEG and EEG) reflect aggregated contributions of multiple (distal and
proximal) neuronal inputs to any given neuronal source location (Buzsáki
et al., 2012). The rapid nature of the electrophysiological events and the
8

high sampling rate of the measurement device provide a millisecondlevel temporal resolution of the observed neural signals (Gross, 2019;
Hämäläinen et al., 1993). The temporal resolution — together with its
direct relation to the underlying electric biophysical events — makes
MEG particularly suitable for the study of the relationship between
neuronal measurements and the cognitive processing operations during
language comprehension which occur at a millisecond to second speech
rates (Rayner & Clifton, 2009).
As outlined above, a prominent feature of scalp-recorded electrophysiological signals is the presence of oscillatory activity — quasi-periodic,
rhythmic fluctuations which span four orders of magnitude across the
frequency domain; from the infra-slow fluctuations in the range below
0.01 Hz to the ultra fast range of up to 600 Hz (Buzsáki & Draguhn, 2004).
Such quasi-periodicity tends to be preserved across mammalian animal
species (Buzsáki et al., 2013). In human MEG, the frequency spectrum
ranges from 1–100 Hz (Roopun, 2008). Frequency-specific modulations
of electrophysiological spectra are a well-studied phenomenon spanning
several decades of research (Berger, 1929). They have been observed
across the range of cognitive domains: sensory perception (VanRullen,
2016), object processing (Tallon-Baudry, 1999), motor function (Hari
et al., 1998), and cognitive control (Cohen, 2017a). Frequency-specific
modulations of neuronal dynamics are typically investigated by categorizing the electrophysiological power spectrum into pre-defined
frequency bins with progressively larger frequency windows (linear on
a logarithmic scale) with Greek letter taxonomy indicating each specific
bin, for example: delta (1-4 Hz), theta (4-8 Hz), alpha (8-12 Hz), beta
(12-30 Hz), and gamma (30-90 Hz) frequency (Cole & Voytek, 2017) 3.
Modulations of oscillatory spectra in language comprehension (reading and listening) have been observed in the slow-, mid- and fast ends
of the electrophysiological spectrum (see M. C. Bastiaansen & Hagoort,
2006; M. Bastiaansen et al., 2011; Giraud & Poeppel, 2012, for reviews).
In narrative comprehension, MEG power in the delta and theta ranges —
which have been shown to be the predominant modulation frequencies
of acoustic patterns in language and music across cultures (Ding et al.,
2017) — have been frequently reported to co-modulate with fluctua3 Because

such taxonomy is not based on the underlying generating mechanisms,
the definitions and nomenclature will tend to vary across research contexts (e.g. the
hippocampal ‘theta’ in rats frequently includes the 2-10 Hz range; the same spectrum
is in human research studied as the delta and theta bands, that is, as two supposedly
distinct frequency components).
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tions in acoustic speech envelope, a phenomenon known as speech
entrainment (Ahissar et al., 2001; Gross, Hoogenboom, et al., 2013; Keitel
et al., 2017; Lam et al., 2018; Park et al., 2015). Modulations (decreases)
in the mid-range (beta band) oscillatory power have been observed
in sentence and discourse expectation violations (Kielar et al., 2015;
Lewis et al., 2017; L. Wang, Jensen, et al., 2012) and linked to top-down
context maintenance (Lewis & Bastiaansen, 2015; see Weiss & Mueller,
2012, for a broader overview of beta functional characterization). Other
studies reported the anatomical motor origin of beta band decreases and
interpreted their functional role as providing the temporal predictive
codes during speech comprehension (Keitel et al., 2017; Morillon &
Baillet, 2017). More recently, the use of computational linguistics and
natural language processing (NLP) techniques allowed the researchers to
more precisely model aspects of predictive processing and its relation to
oscillatory dynamics in narrative comprehension (Donhauser & Baillet,
2020; Koskinen et al., 2020).
In Chapter 1, we provide a review on the use of computational
linguistic techniques for modeling predictive processes in narrative
comprehension settings. In Chapter 2, we report an empirical study
on the relations between predictive processing and neural oscillations
applying the tools described in Chapter 1.

1.2

Processing memory

Understanding language is fundamentally unfolding in time. Language
has a temporal structure and any neural infrastructure supporting language understanding must be able to extract it (Elman, 1990; Gallistel
& King, 2009, p. 183). In order to assign meaning to a string of words,
the speaker-lister must actively maintain the past context in memory
and integrate it with the upcoming language input. Moreover, the language input evolves over multiple timescales, ranging from milliseconds
(phonemes, syllables, words), seconds (phrases, sentences) to minutes
(discourse) (Jackendoff, 2003). Thus, the building blocks of language
are organized hierarchically and their processing is context-dependent.
For example, certain words, and hence certain syllables, will be more
likely to follow in a specific sentential context. The neural infrastructure
supporting real-time comprehension must therefore not only be able
to extract temporal structure, but also do so in parallel over hierarchical
timescales.
10

In recent proposals, it has been suggested that the brain employs
a hierarchical and distributed architecture of neuronal timescales for
coping with nested temporal processing (Kiebel et al., 2008). Cortical
areas closer to the sensory periphery (e.g. primary auditory cortex) are
predominantly modulated by rapid, transient and short-lived sensory
events whereas the non-sensory, association cortices (e.g. parietal cortex) will predominantly track the long time-scale structure in the input
(e.g. narrative coherence). It was proposed, that such temporal receptive
windows (TRWs, Hasson et al., 2015) form a gradient of progressively
longer timescales along the posterior-to-anterior cortical axis. TRWs are
organized hierarchically in the sense that higher-order areas integrate
over the output of areas lower in the hierarchy. Indeed, human intracranial and functional neuroimaging studies on narrative comprehension
have largely shown the preferential sensitivity of neural responses to
short and long timescale input structure (i.e. increased TRWs) along the
sensory-to-association cortical axes (Baldassano et al., 2017; Hasson et al.,
2008; Honey et al., 2012; Jain & Huth, 2018; Kell et al., 2018; Lerner et al.,
2011; Stephens et al., 2013).
The core functional aspect of TRWs is the notion of processing memory
(Hasson et al., 2015). Under this account, TRWs by virtue of integrating
or chunking (Christiansen & Chater, 2016) the input along progressively
longer temporal scales at the same time provide the neural systems
with hierarchical memory buffers. As opposed to the classical Von
Neuman computer architecture where processing and memory units
are separate (Graves et al., 2016), from the processing memory view,
memory in neural systems is intrinsic to neuronal processes involved
in processing; single-cell characteristics (Giordano et al., 2017) and
circuit-level properties (Duarte et al., 2017) enable neuronal processes to
maintain traces of past computation while processing the new input. In
other words, computation with neuronal processes is history-dependent.
History-dependent computation is the hallmark of recurrent neural
networks (RNN) (Elman, 1990; Goodfellow et al., 2016), a family of
artificial neural network (ANN) algorithms specialized for processing
sequential data, such as natural languages (Graves, 2014). The key
architectural feature of RNNs in processing structured sequences is
recurrence. On every processing step 𝑡 (e.g. a word 𝑤 𝑡 ), the network not
only sees the current input 𝑤 𝑡 , but also the result of its own computation
from the previous step ℎ 𝑡−1 (the hidden state, representing context). The
input 𝑤 𝑡 and the past hidden state ℎ 𝑡−1 are then used to update the
11

state of the network, producing a new hidden state ℎ 𝑡 . Thus, RNNs in
effect implement an architecture where memory is part of the processing
machinery (Gallistel & King, 2009).
In chapter 4 of this thesis, inspired by the parallels between processing
memory framework (Hasson et al., 2015) and RNNs, we explored
the possibilities to model the phenomenon of hierarchical TRWs and
processing memory in MEG by directly training RNNs on MEG data
during narrative comprehension.

1.3

Neuronal adaptation for processing memory

Currently, two main candidate neurophysiological mechanisms of working memory are proposed (see Barak & Tsodyks, 2014, for review).
Under the persistent firing account, the memory trace (the ‘engram’ ) is
instantiated as continuous firing of stimulus-selective neurons after the
stimulus presentation has ceased (Zylberberg & Strowbridge, 2017). For
example, single-unit studies in non-human primates, commonly report
persistent firing in frontal and parietal cortices (Chafee & GoldmanRakic, 1998; Funahashi et al., 1989; see Sreenivasan & D’Esposito, 2019,
for further evidence). Yet, it has also been observed that persistent
activity is dynamic and varies between tasks (Masse et al., 2020; Stokes,
2015). This suggests that persistent activity is likely complemented by
more dynamic neuronal mechanisms. In one alternative proposal, memory is not manifest in visible persistent neuronal firing but instead as
short-term synaptic plasticity (STSP): a spike-triggered synaptic facilitation
at the onset of a stimulus allows the memory trace to persist in the
patterns of transiently modified synaptic connections. Modelling work
has shown that such synaptic facilitation at stimulation time 𝑡0 allows a
stimulus-specific reactivation of the network pattern at recall time 𝑡0 + 𝛿𝑡
(Mongillo et al., 2008).
In addition to synaptic plasticity driven mechanisms, it is known
that processes intrinsic to cellular neuronal dynamics also show activitydependent adaptive properties which makes their firing patterns historydependent (Debanne et al., 2019; Fitz et al., 2020; Marder et al., 1996;
Titley et al., 2017; Zhang & Linden, 2003). From the perspective of
language processing, many current modeling efforts focus on working
memory paradigms involving an explicit delay period during which
memoranda are retained and after which a behavioural response is
required (Sreenivasan & D’Esposito, 2019). Yet, it is not clear whether
12

this is a suitable paradigm for testing processing memory mechanisms
in language where no such delay occurs and processing is ongoing (Fitz
et al., 2020; Hasson et al., 2015; Christiansen & Chater, 2016; Jackendoff,
2003, p. 205).
In chapter 5, we test the role of spike-rate adaptation (Liu & Wang,
2001) — the mechanism that has been shown to provide neuronal
memory for thematic role assignment in sentences (Fitz et al., 2020)
— as a plausible neurobiological mechanism for memory formation in
maintenance in processing sequences with non-adjacent dependencies.

1.4

Desiderata for computational models of cortical
processing

A common theme running through the chapters of this thesis is the use
of narrative comprehension settings and model-based techniques for
exploration and hypothesis testing. Hence, the term ‘model’ is commonly used. With the rise of computationally involved and statistically
sophisticated analyses in cognitive neuroscience, the term has obtained
multiple meanings in its scientific usage and can easily lead to misleading
expectations and overloaded interpretations if it is not appropriately
defined. For example, Kriegeskorte and Douglas (2018) distinguish,
among others, between ‘models of data’ (or ‘data analysis models’) and
‘models of brain computation’.
Importantly, in order to be able to evaluate the success of modeling
efforts and to provide their fair assessment, it is important that researchers
make explicit what are the desiderata and targets of models (Cichy &
Kaiser, 2019). For example, in outlining the minimal criteria for adequate
computational models of sensory cortices, Yamins and DiCarlo (2016)
ask the following: ‘What should one expect of a model of sensory
cortex?’. They propose three general criteria that should be met when
building predictive models of sensory processing: predictivity, stimuluscomputability, and mappability (see Box 1 in Yamins & DiCarlo, 2016)4.
Below, I attempt to relate these characteristics to language processing.
I then situate the techniques adopted in this thesis relative to the brief
framework introduced below.
4 As pointed out poignantly by Cichy and Kaiser (2019) (see Box 3), there is always a
trade-off between different desiderata (e.g. theoretical goals versus practical possibilities)
and, importantly, how scientists set their modeling goals and targets is shaped by the
possibilities offered by currently available tools and techniques.
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1.4.1

Predictivity

Predictivity refers to the ability of any model of cortical processing to
predict stimulus-by-stimulus responses of a target neural unit/activity
(e.g. neurons, population of neurons, brain area etc.) as a function of the
hypothesized stimulus features (Yamins & DiCarlo, 2016). The ability
to successfully predict brain signals alone does not constitute genuine
explanation; it does, however, provide the starting point of explanatory
understanding5. For example, by comparing predictive success of
models that embody different assumptions on types of representation
plausibly underlying language processing phenomena, one can narrow
the search space of plausible cognitive theories (e.g. S. L. Frank et al.,
2015; Nelson, Karoui, et al., 2017). At the same time, if a model of
a certain architecture is consistently outperforming other architecture
in predicting brain activity, this becomes a starting phenomenon that
warrants further explanation: in virtue of what characteristics is this
theory/model successful? What property of biologically plausible neural
circuits aligns with the descriptions provided in the model?

1.4.2

Stimulus-computability

Stimulus-computability refers to the ability of the model to ‘accept arbitrary stimuli within the general domain of interest’ (Yamins & DiCarlo,
2016). Ideally, these are ‘real-world’ stimuli (or a close approximation)
in the domain of interest. That is, after the proof-of-concept testing,
the competence of the model should scale to real-world problems for
ecological validity. For example, a model that can process connected
discourse (e.g. narratives) is considered more successful (ecologically
valid) relative to a model that operates on artificially curated so-called
toy languages (S. L. Frank, 2014), assuming other things being equal.
In the case of language comprehension, the model operates over
sequences of words or another representation of the language input.
Such representations or the encoding schemes (i.e. descriptions of experimental stimuli) are also commonly termed ‘features’. The exact
5 Some have explicitly opposed explanatory and predictive goals in science. For
example, Yarkoni and Westfall (2017) have expressed concerns that with its too strong
focus on explanation researchers in the field of cognitive (neuro)science have neglected
development of statistically valid predictive models. We see this as a methodological
criticism; it might be true that in their strong focus on explanation, researchers neglect the
statistical validity that would allow them to build accurate predictive models. However,
as it is clear from the discussion, we do not see the two goals mutually exclusive.
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nature of chosen features depends on the theory embedded in the model
(Naselaris et al., 2011). Processing ideally is incremental in that the inputs
are processed in sequences, rather than all at once. Put differently, for
the listener-speaker, the language input is for the most part incomplete;
a computationally adequate model therefore should be able to cope
with the uncertainty due to incompleteness of input data inherent in
language processing (albeit in ecologically valid conditions, the cognitive
system will exploit the available linguistic and non-linguistic context to
overcome such uncertainty).

1.4.3

Mappability

Mappability refers to the fact that ‘The components of the model should
correspond to experimentally definable components of the neural system’ (Yamins & DiCarlo, 2016). Similarly, Kaplan (2011) identified the
‘mechanism-model-mapping’ which postulates that ‘models are explanatory of a phenomenon if there is a mapping between elements in the
model and elements in the mechanism for the phenomenon’. From the
point of view of explanation, this is a crucial criterion as it requires that
we must establish formal relations between variables in computational
descriptions and empirically observed neural variables. The task of
mapping is what Poeppel (2012) expressed as ‘the investigation of the
(ultimately necessary) formal relations between two sets of hypothesized
inventories: the inventory constructed by the language sciences and that
constructed by the neurosciences’.
Together, the above three considerations highlight the need to specify
the precise computations and architectures (and their relations to neural
components) for studying language processing in cognitive neuroscience.
It should be pointed out, however, that in this approach we are only
interested in the behavior and success of a trained and developed model.
In other words, we are interested in processing models, but we do not treat
them as models of learning or acquisition. The focus on the architectures,
learning rules, and objective functions used by the system to arrive at the
computational solutions for processing is another major body of work
(Lillicrap & Santoro, 2019; Richards et al., 2019; Whittington & Bogacz,
2019) beyond the scope of this thesis.
In this thesis, we cover some of the abovementioned spectrum. Before
concluding the Introduction, I briefly situate, for the sake of clarity, the
approaches we adopted as either models of competence, data analysis
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models, and models of the system.6

1.5

Modeling the competence

Under ‘modeling the competence’ we subsume approaches where either
the task or the output of the model receive an a priori cognitive interpretation. Put differently, competence models operationalize a cognitive
hypothesis/computation and guide the inferential step in the scientific
process. Hence, these are ‘computational’ models in the relevant sense,
in that they attempt to explain the data/phenomena (behavioral or neural) as a sequence of computational steps (Palmeri et al., 2017; Piccinini,
2007; Turner et al., 2017). Such models do not necessarily address the
biological constraints governing the competence postulated in the model
(Kriegeskorte & Douglas, 2018). Instead, applying cognitive models to
experimental stimuli yields quantitative predictions for mental states,
for example processing or memory load during language comprehension (Armeni et al., 2017; Brennan, 2016; Lakretz et al., 2020). These
predictions can be related to neural or behavioral responses through
a separate statistical model fit (e.g. a general linear model). This type
of modeling which focuses on abstract computational explanations is
commonly aligned with the explanatory goals in the cognitive sciences
(McClelland, 2009).
To take example from Chapters 1 and 2, a common goal or task in
natural language processing and computational linguistic techniques
is to predict the next word in a sequence by estimating the probability
distribution of all upcoming words given the sentence context seen so far.
This is known as language modeling (LM).7 In cognitive neuroscience, LMs
are commonly used as the basis technique for computing word-by-word
information-theoretical metrics (e.g. S. L. Frank et al., 2015; Willems
et al., 2016) that operationalize cognitive load associated with processing
individual words in sentences (Brennan, 2016; J. Hale, 2016). As such,
6 The categorization adopted here is an ad hoc one, we are primarily concerned with

clearly distinguishing the different approaches we adopted. We at this point do not focus
on – otherwise pertinent – debates on levels of explanation (Churchland & Sejnowski,
1988; C. F. Craver, 2014), mechanistic explanations (e.g. Bechtel, 2008; C. F. Craver, 2006),
the relationship between computational and mechanistic explanation (e.g. Chirimuuta,
2014; Piccinini & Bahar, 2013; Pylyshyn, 1989; Piccinini, 2006; Boone & Piccinini, 2016)
and other issues in the philosophy of cognitive neuroscience.
7 The reader is warned of the narrow meaning of the term ‘model’ in this case. See
the remark in Section on the criteria for computational models above.
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LMs satisfy the criterion of stimulus computability and predictivity
as they provide quantitative prediction for every stimulus item in the
experiment. However, the mappability constraint is not satisfied as there
are no model-internal variables that would allow alignment between
parts of a postulated mechanism and the neural systems (Armeni et al.,
2017; Kaplan, 2011). The view taken in this thesis is that when the output
of a cognitive-computational model is fit to neural data, this provides
a way to characterize the phenomenon — an observed relationship
between the model and the data — that warrants further (mechanistic)
explanation (Poeppel, 2012; Shagrir & Bechtel, 2017b).

1.6

Modeling the data

The term ‘model’ commonly refers to data analysis models which are
‘generic statistical models quantifying the relationship between two
variables’ (Kriegeskorte & Douglas, 2018). As opposed to models of
competence (cognitive modelling) and (neural) system modeling, generic
data analysis models do not have a data-independent, a priori cognitive
interpretation nor do any of the parameters correspond a priori to elements of the system under study (Breiman, 2001). Data analysis models,
for example the general linear model, have been a common practice in
cognitive neuroscience since the advent of cognitive neuroimaging (K. J.
Friston, 2005). More recently, with increased statistical sophistication
and reliance on multivariate techniques from machine learning, the use
of data analysis models has received more attention and scrutiny with
respect to their interpretability and their explanatory import (Barsalou,
2017; Carlson et al., 2017; Haufe et al., 2014; Kriegeskorte & Douglas,
2019; Ritchie et al., 2019).
In chapter 4 of this thesis, we explored the possibility to train artificial
neural networks as encoding, that is, predictive models (C. R. Holdgraf
et al., 2017; Naselaris et al., 2011) of MEG dynamics during narrative
comprehension. The contemporary use of neural networks frequently
emphasizes their brain-like computational characteristics (Kriegeskorte,
2015; Richards et al., 2019). Here, we motivated our choice of RNNs as
models of MEG dynamics due to their known ability to process sequences
with long temporal dependencies to some degree (Goodfellow et al., 2016;
Linzen & Baroni, 2020) and their internal architecture which would allow
us to explore the internal dynamics mediating the relationship between
language structure in narratives and language processing timescales in
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MEG dynamics. Hence, in our use case, RNNs as models of MEG data
satisfy the criteria of stimulus computability and predictivity. They also
satisfy the criterion of mappability as we attempt to link the internal
dynamics or hidden states as a candidate variable indicating timepointby-timepoint computations mediating between a continuous language
input and the observed MEG responses. In doing so, we therefore treat
RNNs as models of abstract computation (Kriegeskorte & Golan, 2019)
rather than system models.

Reliably training and validating ANNs presently requires sufficient amounts of appropriate data and strong computational resources
(Dvornek et al., 2018; Sejnowski, 2020). In today’s data-driven research
landscape, organizations and institutions with access to data and adequate computational resources can be at an advantage over those who
are less likely able to afford the development of large datasets and
huge computing infrastructure. Both data acquisition, management
and computing time come at a cost. The access to data barrier can be
overcome by encouraging data sharing and open science (OS) practices in
human neuroimaging (Poldrack & Gorgolewski, 2014). In addition, OS
is becoming the ‘modus operandi’ in the scholarly environments of the
European Union (Burgelman et al., 2019). Over the past years, cognitive
neuroimaging community has seen several calls to OS initiatives ranging
from code sharing (e.g. Gleeson et al., 2017) to the development of
standards for facilitation of data sharing in fMRI (Gorgolewski et al.,
2016) and electrophysiology (C. Holdgraf et al., 2019; Niso et al., 2018;
Pernet et al., 2019).

Narrative datasets in particular are very amenable to model-based
analyses and data reuse (Willems et al., 2020; see also Thompson et
al., 2020, for statistical concerns and solutions related to sequential
analyses of open datasets). With this in mind, Chapter 3 presents a
step in providing a BIDS-compatible (Gorgolewski et al., 2016) dataset
descriptor of an MEG-narrative dataset suitable, but not exclusive, for
training artificial neural networks during language processing directly
on brain data.
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1.7

Modeling the system

The core principles underlying human linguistic behaviour are ultimately
grounded in the neurobiological system.8 Competence models and data
analysis models as introduced above (e.g. language models or artificial
neural networks as models of data) do not directly model the system
under study — neuronal circuits. Closer to the neurobiological reality
are spiking neural networks (SNNs) (SNNs Gerstner et al., 2014; Maass,
1997) as used in Chapter 5 of the thesis. Although computational neuroscience is increasingly developing ways of testing cognitive capacities of
biological networks at various level of details (Abbott et al., 2016; Kim
et al., 2019), building task-performing networks of spiking neurons that
can solve high-level cognitive tasks such as language comprehension
nevertheless remains a challenging endeavor (Kriegeskorte & Douglas,
2018; Lakretz et al., 2020; Marblestone et al., 2016). In attempting to build
models of spiking neurons performing a cognitive task, we are directly
fulfilling the criterion of mappability as we are modeling the system at
some level of detail (Herz et al., 2006; Marder, 2015) and observing how
its properties determine its desired cognitive abilities (e.g. assigning
thematic roles to words in sentences as in Fitz et al., 2020).

8 This

is not to say that every aspect of linguistic behaviour should be explained by
properties of neuronal dynamics alone nor that the neurobiological theoretical toolkit is
the only one appropriate. However, in order to arrive at mechanistic explanations, rather
than purely phenomenological input-output mappings, we need to develop models
that capture the basic principles of neurobiology at some level of biological reality
(Chirimuuta, 2014; C. Craver & Kaplan, 2018; Kaplan, 2011).
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Chapter 2

Probabilistic language models
in cognitive neuroscience:
Promises and pitfalls

This chapter has been published as: Armeni, Kristĳan, Roel M. Willems, and Stefan
L. Frank, 2017. Probabilistic Language Models in Cognitive Neuroscience:
Promises and Pitfalls. Neuroscience & Biobehavioral Reviews 83 (Supplement
C): 579–88. https://doi.org/10.1016/j.neubiorev.2017.09.001.
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Abstract
Cognitive neuroscientists of language comprehension study
how neural computations relate to cognitive computations during comprehension. On the cognitive part of the equation, it is
important that the computations and processing complexity are
explicitly defined. Probabilistic language models can be used to
give a computationally explicit account of language complexity
during comprehension. Whereas such models have so far predominantly been evaluated against behavioral data, only recently
have the models been used to explain neurobiological signals.
Measures obtained from these models emphasize the probabilistic, information-processing view of language understanding and
provide a set of tools that can be used for testing neural hypotheses about language comprehension. Here, we provide a cursory
review of the theoretical foundations and example neuroimaging
studies employing probabilistic language models. We highlight
the advantages and potential pitfalls of this approach and indicate
avenues for future research.
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2.1

Introduction

Neuroimaging studies of language comprehension have over the course
of the past decades generated a wealth of data which have inspired several
neurobiological models and frameworks (Friederici, 2012; Hagoort, 2013;
Hickok & Poeppel, 2007). Such studies typically correlate or compare
task-based changes in cognitive processing with changes in neural
metabolic demands by means of functional magnetic resonance imaging
(Logothetis, 2008) or changes in electrophysiological responses with
magneto- or electroencephalography (Hansen et al., 2010; Luck, 2014).
In a complementary fashion, brain stimulation techniques can be used to
stimulate or to perturb neural populations and thus to probe the relevant
pathways for language comprehension (J. T. Devlin & Watkins, 2007).
More broadly, one of the main goals of cognitive neuroscience is
to identify the explanatory relations between neuronal and cognitive
computations that account for behaviour (Poeppel, 2012; Poldrack, 2010).
This requires explicit formalization of the hypothesized cognitive computations (Forstmann & Wagenmakers, 2015). It has been noted before
that the relative lack of well-defined computational characterizations of
comprehension processes is one important factor hindering progress in
explanatory neuroscience (Embick & Poeppel, 2015; Hagoort, 2009).
Recently, such motivations have led to adoption of computational
linguistic methods in cognitive neuroscience (Brennan, 2016). Grounded
in expectation-based theories of sentence comprehension (J. Hale, 2006;
Levy, 2008), statistical or probabilistic language models which assign conditional probabilities to linguistic representations (e.g., words, words’
parts-of-speech, or syntactic structures) in a sequence are increasingly being used, in conjunction with information-theoretic complexity measures,
to estimate word-by-word comprehension difficulty in neuroscience studies of language comprehension (Figure 2.1).
While the use of probabilistic language models represents a step
forward towards explicit account of expectation-based cognitive computations, it is important to critically acknowledge both the respective
strengths and limitations. What are the promises and pitfalls of the
approach? What can we expect to learn from it? Can probabilistic
modeling go beyond localizing candidate cognitive computations in
space and time?
The purpose of this paper is to provide a balanced review and discussion of the use of probabilistic language models in cognitive neuroscience
of language. We first provide a cursory review of the general framework
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Figure 2.1: A schematic depiction of the interdisciplinary collaboration between probabilistic
modeling and cognitive neuroscience of language.

and review recent example applications. We then critically discuss the
promises and limitations of this nascent interdisciplinary bridging. We
conclude by outlining outstanding questions for future research.

2.2
2.2.1

Probabilities and information in language
Probabilistic constraints in language processing

Probabilistic models of cognition have witnessed a surge of interest in recent years (Chater et al., 2006). In the domain of language, it has generally
been recognised that the cognitive system is sensitive to distributional
properties of the language input and that probabilistic constraints play a
role in both early language acquisition and later language processing
(Griffiths, 2011; Kuhl, 2010; Seidenberg, 1997). Empirical support for
human sensitivity to statistical/probabilistic constraints at the level of
words has been shown through the word frequency effect on word recognition, disambiguation, and ease of processing (see Jurafsky, 2003, for
review and evidence). Additionally, the role of statistical/probabilistic
constraints in language processing and production has been shown
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through the effect of contextual constraints, that is, as graded sensitivity
of behavioural or neural measures (e.g., reading times or amplitudes
of event-related potentials) to how constraining the prior context is on
possible sentence continuations (Gibson & Pearlmutter, 1998).
The effects of contextual constraints and word probabilities are
commonly interpreted as reflecting some form of graded prediction,
expectation or anticipation in language comprehension (Huettig, 2015;
see also Kuperberg & Jaeger, 2016, for a terminological remark). Word
probability in sentences is normally measured by means of human
judgments in the cloze task (Taylor, 1953). In this task, participants
are presented with sentence contexts where the target word position
is blank. They are asked to fill the blank with a plausible word. The
cloze probability of a word is then determined by counting the number
of participants that used the word to continue the sentence.
Word probability effects and effects of contextual constraints provide
evidence that graded statistical/probabilistic constraints in the linguistic
signal and linguistic experience more broadly impact the real-time human language processing system; however, in experimental settings the
exact computations explaining such effects are often not modelled explicitly. In what follows, we provide a cursory review on how probabilistic
information can be modelled and quantified formally.

2.2.2

Probabilistic language models

In a nutshell, probabilistic language models (LM) are mathematical
formalisms describing probability distributions over language data
(Goldberg, 2017). One of the most common applications of probabilistic
language models is in so-called sequence-prediction tasks. In the case of
language, this means probabilistic models can be used for generating
expectations about upcoming words given the words seen so far in a
sentence (usually up to a limited length).
A distinction can be made between sequence-based language models
that predict the words based on sequences of past words—a domain also
called ‘statistical language modelling’—and models that estimate the
probability of a syntactic structure underlying the observed sequence
of words or the probability of the upcoming word given the syntactic
parse so far (see also Section 2.2.2 and 2.2). This is a domain proper
to ‘computational linguistics’ and as such normally considered distinct
from statistical language modelling; there is, however, a great deal of
overlap between the two research domains (Rosenfeld, 2000).
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Figure 2.2: Classification of language models according to context-boundedness and the nature of
representations. Classification according to the type of representation is depicted row-wise, and
amount of context column-wise.

For the sake of convenience, we will in this review subsume this
distinction and use a single term ‘probabilistic language models’ because
the neuroimaging studies reviewed presently in Section 2.3 employ
descriptions at both levels of granularity.
Common ways of estimating probabilities
𝑁-gram models, also known as Markov models, represent the simplest
architecture for estimating the probabilities. The term 𝑛-gram stands
for any sequence with the length of 𝑛-items where the model order
𝑛 denotes the number of context words (𝑛 − 1) plus the word (𝑛-th
word) for which the probability is computed (Jurafsky & Martin, 2009).
Therefore, a 4-gram model takes into account three preceding words in
a sequence for computing the conditional probability of occurrence for
the fourth word. The basis for computing these probabilities are the
relative frequencies of co-occurrence of word sequences derived from
the training data in language corpora. We add that an 𝑛-gram can stand
for the sequence of actual words or, alternatively, syntactic categories of
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words (or parts-of-speech).
Apart from 𝑛-grams, LMs and thus probabilities of the upcoming
words can also be estimated by using either feed-forward (FNN) or
recurrent neural networks (RNNs) (Bengio et al., 2003; see De Mulder
et al., 2015, for a review on RNNs). In these architectures, the words
are not represented as symbol strings as with 𝑛-grams, but are instead
converted into vector representations; each word is coded as a sequence
of real numbers—a real-valued feature vector. These input feature vectors
are projected to a pre-specified number of neuron-like hidden units where
activation of these units is a result of transformations applied to the
input word vectors.
In recurrent neural networks, the hidden units also receive recurrent
input from the hidden states encoded in previous steps (see Figure
2.2, bottom right) which means any current state of the layer reflects
the history (of an undetermined length) of past network states (e.g.,
representing sentential context in language tasks). During model training
in word prediction tasks, the models adjust the weights (or parameters)
assigned to each hidden unit and individual components of word vectors
such that the difference between words predicted by the model and
words that actually appear is minimized. The activation of the output
units are rescaled such that the output vector can be interpreted as
a probability distribution over words. Each unit’s activation is the
estimated probability that the corresponding word will appear next,
given the word sequence presented to the model.
PSGs are sets of so-called rewrite rules relating a phrasal class (e.g.,
a noun phrase) to its constituent parts-of-speech (e.g., a determiner,
an adjective, and a noun) to the actual word strings (e.g., ‘a red hat’).
A PSG therefore provides, by sequentially applying the rewrite rules
in a process called derivation, the structural description underlying a
given sequence of words. A probabilistic (or stochastic) PSG assigns
a probability of a syntactic parse given a surface level string, or the
probability of the upcoming word given the syntactic parse so far (Roark,
2001, see also Figure 2.2, top right). The probability of the entire parse is
determined as a joint probability of all rewrite rules needed to generate
the complete parse. The probabilities of rewrite rules are determined
from occurrences in syntactically-annotated corpora known as tree-banks
(see e.g. M. Marcus et al., 1993).
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Context-boundedness and representations
To see how these classes of models compare to one another, it is useful
to consider their characteristics along two key dimensions: whether
there is a limit to the amount of context considered for computing
the conditional probabilities (boundedness) and what is the nature of
representations over which these models compute. This gross classification with boundedness and representations is schematically depicted in
Figure 2.2.
In terms of the amount of context that can be taken into account
for estimating the probabilities, models fall either in the category of
bounded or unbounded models (represented column-wise in Figure 2.2).
Bounded models impose a finite bound to the length of the preceding
context considered; model classes with bounded limit are the n-gram
models and FNNs where the probabilities are conditioned on a fixed
number of preceding words. RNNs and PSGs, on the other hand, are
unbounded models. An RNN’s hidden layer activation depends on the
entire input string so far (Fig. 2, bottom right) whereas in PSGs the
current word can depend on words at any earlier point which makes it
possible to model long-distance dependencies between the words—a
hallmark of language structure.
The second classification dimension is the nature of representations
over which the models compute (represented row-wise in Figure 2.2).
Specifically, the representations can either be symbolic or vector-based
(the latter are also termed as: analogue, continuous or distributed representations). N-grams and PSGs fall into the first category whereas FNNs
and RNNs operate over continuous or distributed vector word representations. The critical difference between the two types of representations
is that symbolic representations (e.g., word strings ‘dog’ and ‘cat’) can
only be equal or unequal with no inherent measure of similarity apart
from the relationship reflected in the frequency of co-occurrence. In
contrast, numerical, vector representations in neural networks can be
compared using a similarity measure. For example, because a every
vector has a direction in a vector-space, a distance between two word
vectors (quantifying semantic distance between two words encoded by
these vectors) can be computed mathematically as a function of the
angle between two vectors (smaller angle indicates more closely related
words).
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2.2.3

Quantifying complexity: entropy and surprisal

On the basis of probabilities estimated with probabilistic models described above it is possible to compute the amount of information conveyed by each word in a sequence. This is quantified with informationtheoretic complexity metrics such as word surprisal and word entropy. A
complexity metric is any measure quantifying hypothesized processing
difficulty at the current word and need not be probabilistic; the number
of nodes traversed in a hierarchical syntactic derivation is another example of a metric capturing comprehension difficulty (Gibson & Thomas,
1999). For a complete treatment on information-theoretic complexity
metrics specifically, we point the reader to a recent review by J. Hale
(2016). Here, we provide a brief overview to establish the necessary
coherence with rest of the paper.
Surprisal is an information-theoretic measure quantifying how unexpected and thus how informative the current word (𝑤 𝑡 ) is given the
words that precede it (𝑤 1 , ..., 𝑤 𝑡−1 ). A higher word surprisal values
indicates that the currently encountered word is less expected given
the context. In mathematical terms, surprisal 𝑆(𝑤 𝑡 ) is defined as the
negative logarithm of the word’s conditional probability of occurrence:
𝑆(𝑤 𝑡 ) = − log 𝑃(𝑤 𝑡 | 𝑤1 , ..., 𝑤 𝑡−1 )

(2.1)

If base-2 logarithm is used, surprisal is expressed in bits. The same
is true for the word entropy information measure, which quantifies how
narrow or spread-out the probability distribution of possible next words
is. If taken as a measure of cognitive effort, it models the degree of the
listener’s or reader’s uncertainty about the upcoming word given the
words encountered so far. Higher entropy values represent a higher
degree of uncertainty (due to a higher number of possible candidate
continuations) whereas lower entropy values signify a higher degree of
certainty with fewer, highly probable continuations given the context so
far. Mathematically, entropy at the current word position 𝐻(𝑡) is defined
as the expected value of surprisal for the upcoming word (𝑤 𝑡+1 ) given
the words encountered so far (𝑤1 , ..., 𝑤 𝑡 ):

𝐻(𝑡) = −

Õ
𝑤 𝑡+1 ∈𝑊

𝑃(𝑤 𝑡+1 | 𝑤 1 , ..., 𝑤 𝑡 ) log 𝑃(𝑤 𝑡+1 | 𝑤 1 , ..., 𝑤 𝑡 )
29

(2.2)

where 𝑊 denotes the set of all possible words.
Above, we introduced surprisal and entropy as defined over actually
observed words in sentences, however, both metrics can also be computed
on the basis of words’ parts-of-speech (S. L. Frank, 2010) or syntactic
structures as obtained from probabilistic grammars (J. Hale, 2003; Roark
et al., 2009). If the models take into account the actually observed words,
a metric is said to be lexicalized, whereas in the case of unlexicalized
metric, only structural probabilities or probabilities of parts-of-speech
are used for computing complexity (Demberg & Keller, 2008). In other
words, unlexicalized complexity metrics are not concerned with lexicalsemantic properties of language input. However, additional assumptions
are required on the type of syntactic structures plausibly involved in
human comprehension (S. L. Frank, 2013; J. Hale, 2003).
In addition to surprisal and entropy, another relevant complexity
metric is entropy reduction. Originally, (J. Hale, 2006) defined the entropy
reduction resulting from integrating word 𝑤 𝑡 into the derivation of the
sentence so far, as the amount by which uncertainty about the complete
sentence’s structure gets reduced by excluding structures incompatible
with 𝑤 𝑡 . In practice, however, estimating the probabilities of all possible
sentence structures is not feasible. For this reason, the scope of the
entropy computation has been reduced to, for example, the possible
sentence continuations (Wu et al., 2010), a subset of upcoming four
words (S. L. Frank, 2013), or even just the single next word (Roark et al.,
2009).
In brief, cognitive neuroscience and probabilistic language modeling
conceptually share a common point in emphasizing information processing and probabilistic aspects of language comprehension. We now
turn to the literature where probabilistic language models were used to
analyze neural measures of interest.

2.3

Example applications

Until recently, probabilistic language models were predominantly tested
against behavioural data, such as grammaticality judgments, self-paced
reading times, and eye-movements (Boston et al., 2008; Demberg &
Keller, 2008; S. L. Frank & Bod, 2011; Lau et al., 2017; Linzen & Jaeger,
2014). The use of probabilistic language models in cognitive neuroscience
of language comprehension represents a recent trend; here we review
example studies where probabilistic language models were used word30

by-word to quantify complexity in sentence or story comprehension
tasks. We begin by reviewing studies where information measures
represented the predictor of interest and continue with those where they
were used as an additional predictor to non-probabilistic complexity
measures.

2.3.1

Information measures as predictors of interest

Given that word surprisal and entropy quantify different aspects of the
incoming linguistic signal, Willems et al. (2016) used 3-gram language
models and asked whether the two measures yield distinct loci of
activation in the brain while participants listened to auditory narratives.
Word entropy negatively correlated with blood oxygen level dependent
(BOLD) signal in the right inferior frontal gyrus, the left ventral premotor
cortex, left middle frontal gyrus, supplementary motor area, and the
left inferior parietal lobule whereas word surprisal showed positive
correlations bilaterally in the superior temporal lobes and in a set of
(sub)cortical regions in the right hemisphere (see Figure 2.3). These
results were interpreted within the predictive coding framework; regions
sensitive to entropy were taken to reflect active predictions of the coming
words (predictions are possible in low entropy states) and areas related
with word surprisal (how surprising the current word is) were interpreted
as possibly reflecting prediction errors in the early auditory areas.
As explained in Sections 2.2.2 and 2.2.3, language probabilities and
complexity metrics can also be computed on the basis of syntactic structures. Henderson et al. (2016) used the probabilistic phrase structure
parser by Roark (2001) to study the cortical infrastructure sensitive to
syntactic surprisal during naturalistic comprehension. The authors
simultaneously measured BOLD responses and eye-movements while
participants silently read stories in paragraphs. A whole-brain comparison between word groups with high and low syntactic surprisal
revealed significant differences in the inferior frontal gyrus bilaterally,
left anterior temporal lobes (under a less conservative statistical threshold), bilateral insula, fusiform gyrus, and the putamen. There were no
statistically significant predicted differences in superior temporal lobes
or the superior temporal sulcus.
The authors discuss the results as in line with current neurobiological
models that place the cortical systems for syntactic computations to
inferior frontal and anterior temporal cortices. It is interesting to note
that eye-tracking data revealed no differences for the syntactic surprisal
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Figure 2.3: Brain areas activated more strongly (real stories compared with reversed story fragments)
for word surprisal (blue) and word entropy (red). Reproduced from Willems et al. (2016).

contrast; this stands in contrast to previous reports showing relations
between syntactic surprisal metrics and eye movements (e.g. Boston et
al., 2008; Demberg & Keller, 2008). The authors speculate that the novel
use of a lexicalized syntactic surprisal—as opposed to unlexicalized
syntactic surprisal used in previous reports—might be a possible source
of discrepancy.
In cognitive electrophysiology, one of the most studied signals is
the event-related potential (ERP); time-averaged voltage deflections
reflecting an integrated (summed) response of large populations of
spatially and temporally coherent cortical pyramidal neurons (Luck,
2014). Under the assumption that those models and complexity metrics
that best explain the data also more closely resemble putative cognitive
mechanisms, S. L. Frank et al. (2015) computed word surprisal and
entropy reduction of words and their parts-of-speech under three types
of models: 𝑛-grams (𝑛 = 2, 3, and 4), PSGs, and RNNs.
Out of all the possible relations between word information measures
and six candidate ERP component amplitudes from an exploratory
analysis, word surprisal measure computed on the basis of 4-grams
and RNNs significantly improved the fit of the regression model to the
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N400 ERP amplitude over and above PSGs but not vice versa; that is, the
inclusion of hierarchical syntactic information in the models was not
reflected in better statistical fit. In terms of mechanistic interpretation, the
authors take this result as compatible with the lexical retrieval account
of the N400 component (Kutas & Federmeier, 2011).

2.3.2

Information measures as additional predictor

The studies reviewed above looked exclusively at the effects of information measures computed by probabilistic language models. We now
turn to studies where such measures are investigated in addition to
non-probabilistic measures of complexity.
Brennan et al. (2016) investigated the neural correlates of syntactic
complexity during naturalistic comprehension. Comprehension difficulty was characterized with 𝑛-grams, PSGs, and minimalist grammars
(a formal grammar that accounts for syntactic phenomena not accounted
for by PSGs). A stepwise inclusion of progressively more ‘syntactically
sophisticated’ language predictors improved the statistical fit to BOLD
time courses in the bilateral anterior temporal lobes, left inferior frontal
gyrus, left posterior temporal lobe, left inferior parietal lobule, and left
premotor area. When taken on their own, the 2- and 3-gram surprisal
measures revealed significant effects in the anterior temporal lobes, left
inferior frontal gyrus and the left posterior temporal lobe.
Based on the fact that models including knowledge of hierarchical
syntax explained variance over and above the models that incorporate
only linear, word sequence-based statistics, the authors take their results
as evidence for the involvement of abstract syntactic linguistic knowledge
in every-day sentence comprehension. The effects of surprisal are in part
consistent with the results by Willems et al. (2016) who similarly report
word surprisal effect in the posterior temporal lobe.
Nelson, Karoui, et al. (2017) investigated modulations of average
high frequency (70–150 Hz) power in intracranially recorded electrophysiological signals by hypothesized syntactic phrase-structure
building operations during a word-by-word sentence reading task. In
model-comparison analysis, they contrasted explanatory power of nonprobabilistic hierarchical syntactic predictors (counting the number of
open syntactic nodes at the moment when each word was presented)
and probabilistic language models. The former showed significant
effects in several left superior temporal and inferior frontal electrode
sites, whereas lexical and part-of-speech bigram surprisal (i.e., transition
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probability) and next-word entropy showed positive and negative effects,
respectively, in electrodes surrounding the left posterior superior and
middle temporal gyri.
Based on these results, the authors argue in favor of neurophysiological reality of hierarchical syntactic operations during sentence
comprehension. They interpreted the probabilistic predictability effects
as consistent with other reports localizing neural generators of singleword semantic priming, N400, and repetition suppression effects to
posterior temporal regions.
Van Schĳndel et al. (2015) investigated the role of syntactic memory
load during auditory story comprehension. The strength of spectral
coherence of MEG oscillatory neural activity in the 10 Hz (alpha-band)
range was taken as a neural indicator of increased working memory
usage. Syntactic complexity was quantified as the number of incomplete
syntactic structures maintained at any word position (depth of syntactic
embeddedness estimated based on the most likely parse of a probabilistic
PSG). 𝑁-gram probability predictors and a PSG surprisal were used as
control measures.
The authors report that the average alpha-band coherence in a pair
of left posterior and anterior sensors range was significantly different for
two levels of syntactic depth while controlling for n-gram probability
effects; 3-gram probability showed marginal alpha-band coherence
effects prior to correcting for multiple comparisons. Similar to the
interpretations by Brennan et al. (2016) and Nelson, Karoui, et al. (2017),
the authors interpreted the results as showing that hierarchical linguistic
structure is computed during comprehension because it improves the fit
to empirical data over competitive non-hierarchical models.

2.4
2.4.1

Advantages
Formalized cognitive computations

What can we expect to learn from model-based analyses? Probabilistic
language models represent the computational level of explanation in
cognitive neuroscience in the time-honoured sense of (Marr, 2010): What
aspect of the language input enters into the computation? What is being
computed and why? Quantitative methods represent a complement to
subtraction paradigms in neuroimaging (see Hagoort, 2014, for a recent
review on sentence comprehension) where cognitive computations
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are inferred on the basis of informal, qualitative task-based cognitive
contrasts.
Reading off cognitive computations from tasks is not straightforward
(Boone & Piccinini, 2016) in that it must first be assured that the task
taps into the target linguistic computation and not, for example, metalinguistic processes. This can be assured by comparing several informal
task contrasts (see, e.g., Kaan & Swaab, 2002, for a discussion on task
contrasts for syntactic computations) or by computationally modelling
the task itself (see, e.g., Norris et al., 2000, for a model of phoneme
monitoring). Once this is established, it is possible to draw links to the
observed neural effects. In model-based approaches, however, markers
of sentence-level cognitive computations, for example syntactic surprisal,
are directly statistically related to neural signals.
From a methodological perspective, explicit mathematical definitions and computational implementations lead to a more rigorous and
standardized quantification of independent variables which reduces
dependence on researchers’ operationalizations of specific concepts (but
see Section 5.1 for potential pitfalls related to allures of formalization).

2.4.2

Theory evaluation

In other domains of cognitive neuroscience, such as decision-making
and cognitive control, linking neural data to parameters of formal models served as a fruitful way to overcome the impasse when competing
models could not be distinguished based on overt behavioral responses
alone (Forstmann et al., 2011). As such, model comparison proved to
be a major contribution of combining model-based approaches with
neurobiological data (Mars et al., 2012). Given the fast pace and incrementality of language comprehension processes, covert, online measures
of comprehension difficulty such as eye-movement records have been a
key component of empirical evaluations for competing models in reading
and spoken comprehension (see Huettig et al., 2011; Rayner, 1998, for
reviews).
Brain signals can be similarly considered as covert markers of online
cognitive difficulty and as such taken as empirical test bed for cognitive
hypotheses implemented in language models. Whereas in language,
compared to model-based approaches in other domains, neural measures
do not necessarily represent exclusive diagnostic data for evaluating
cognitive-computational theories, any neurophysiologically valid cognitive theory should ultimately account for neural measures as these are
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closely linked to the underlying neural computations. As such, neural
validation of cognitive theories provides cognitive-computational constraints for plausible neuronal computations (Mars et al., 2012; Palmeri
et al., 2017, see also Section 2.5.5).

2.4.3

Statistical efficiency in analyses

In most current empirical applications of language models, complexity
metrics are computed for all words in experiments which improves
statistical sensitivity in the studies compared to the traditional experimental approach. For example, the three stories used by Willems et al.
(2016) yielded approximately 3000 words, all of which were considered
as separate trials in the analysis. This contrasts with the currently prevailing experimental approaches, where, most often, studies will only
investigate neurobiological effects on target words in non-filler items.
This of course follows from the logic of experimental designs; however,
it also means that large stretches of neural data are collected without
being inspected or considered in the analysis.
Further, probabilistic language models provide a quantification over
a range of values, rather than only the extreme poles of the spectrum
which is common in subtraction-based designs (but see, e.g., Pallier
et al., 2011, for an exception). In case of significant statistical dependence
between variables, parametric variation gives stronger support to the
actual workings posited by the model compared to factorial designs
(Bechtel & Abrahamsen, 2010).

2.4.4

Naturalistic stimuli and data reuse

Apart from explicitness and increased statistical sensitivity of research
designs, there is another potential advantage of language modelling:
it makes it easier to study the brain responses to naturalistic stimuli
(Brennan, 2016). Even though the study of language in its ecological
setting has in certain cognitive traditions been regarded as an ill-advised
enterprise on principled and practical grounds (Chomsky, 1959, 1995),
it was highlighted as a necessary empirical step to study the brain from
the systems level (see Hasson & Honey, 2012; Small & Nusbaum, 2004).
The approaches reviewed here strike a balance between the two
perspectives: while the computational part enables rigorous formalization of the cognitive hypothesis, absence of secondary task during the
experiment enables the study the of brain responses to more ecologically
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valid stimuli. Studying the brain in naturalistic settings is a desirable research approach (for a recent overview of challenges and developments,
see the contributions in Willems, 2015), nevertheless, we hasten to add
that it should complement established experimental approaches which
capitalize on well-controlled task-based designs (see e.g. Fetsch, 2016,
for a recent opinion on the importance of experimental designs); for
example because a specific cognitive hypothesis might not be available
and implemented as a probabilistic language model.
It is also worth emphasizing that the absence of specific task constraints in the experimental design lends these types of neuroimaging
data sets appropriate for reuse and sharing for analyses with new
language models that embody novel hypotheses; a component of contemporary research practice which is being actively recognized in the
neuroscience community (Poldrack & Gorgolewski, 2014).

2.5

Limitations and pitfalls

Even though probabilistic modelling comes with evident advantages, it
has, as is true for any methodological advancements, specific limitations.
In light of increasing acceptance of model-based analyses by experimental
cognitive neuroscientists, it is important to render these pitfalls explicit.

2.5.1

Allures of formalization

Due to their computational implementation and quantitative nature,
formally estimated language probabilities can be seen as representing a
more objective estimate than measures of cloze probability obtained on
the basis of subjective, human judgments (Staub, 2015). It is true that
language models and complexity metrics improve the comparability
between experiments and can be viewed as objective from that point of
view.
Nevertheless, even for formal estimates the extent to which they
capture the “ground truth” can be debated. Using complexity measures
obtained from a single language model on experimental stimuli would
be comparable to using judgments of a single participant for quantifying
measures of cloze probabilities (see also N. J. Smith & Levy, 2011, for
discussion on the two types of language probabilities). The complementarity of the two ways of estimating probabilities is further underscored
if we consider that in speech recognition tasks, for example, human
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judgments (providing knowledge not captured in the models alone) can
be used to improve model performance (Rosenfeld, 2000).
Second, probabilistic language models describe the probability distributions over words but do not model the human language acquisition
trajectory. Specifically, models are trained on large amounts of language
data which does not correspond to how such knowledge is acquired by
humans, who exploit a variety of other multimodal sensory and social
cues (see Kuhl, 2010; Saffran, 2003, for reviews). From an explanatory
perspective, it would therefore be inaccurate to implicitly treat models
trained on collections of text as models of language acquisition.

2.5.2

Lexical confounds

All ways of estimating formal language probabilities, in one way or
another, rely on observed frequencies of occurrence in collections of
texts—language corpora. Together with the fact that complexity measures are computed on a word-by-word basis, this means that by construction probabilistic complexity measures are likely to correlate with
well-known lexical nuisance variables in psycholinguistics, for example,
lexical frequency (i.e., unigram probability), word length, phonological
neighbourhood size, transitional probability (i.e., bigram probability)
etc.
These lexical measures characterize separate aspects of words. For
example, lexical frequency is a property of the word alone whereas a
4-gram probability is conditioned on the three preceding words and
therefore operationalizes context-dependent computations. Whereas
both can be viewed as effects of ‘’lexical predictability”, they can be
related to distinct cognitive computations; for example, ease of lexical
retrieval and expectation-based processing, respectively (Huettig, 2015;
Kuperberg & Jaeger, 2016; Staub, 2015).
Given that probabilistic language models afford the use of less
experimentally constrained, naturalistic stimuli, confound variables
must be controlled statistically. They should be included as covariates
of no interest in regression-type analyses; for example S. L. Frank et al.
(2015) included word frequency, word length, and word position in the
sentence as nuisance variables. Alternatively, in factorial designs, it must
be ensured that experimental conditions are chosen such that they are
matched for other lexical variables as was done in Henderson et al. (2016).
The list of potentially confounding variables can extend depending on
the experimental settings; in an eye-tracking study, Demberg and Keller
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(2008), for example, included also the eye-movement specific variables
about whether the previous word was fixated or not, launch distance,
and fixation landing position in addition to word length, word frequency,
forward transitional probability, backward transitional probability, and
word position in the sentence.

2.5.3

Syntactic and semantic complexity

A distinction between abstract, syntactic computations and meaningbearing semantic operations has been a cornerstone in cognitive sciences
of language and represents a theoretical framework for research cognitive
neuroscience (see Friederici & Weissenborn, 2007; Kuperberg, 2007, for
discussion). A word’s frequency of co-occurrence is in principle governed
by both its syntactic valence and its lexical–semantic relationships to
neighbouring words. In terms of probabilistic language models, it is
important to note that lexical, word-based probabilistic language models
(n-grams, RNNs) reviewed presently cannot disentangle sources of
semantic and syntactic complexities apart.
Whereas the issue of resolving semantic and syntactic influences at
the level of words seems to be a technical rather than a principled one
(see Padó et al., 2009; S. L. Frank & Vigliocco, 2011, for suggestions on
formalizing syntactic versus semantic probabilities), at present, lexical–
semantic influences on probability estimates can be overcome by using
predictors based on unlexicalized complexity measures on the basis
of parts-of-speech n-gram models as in (S. L. Frank et al., 2015) or
probabilistic PSGs as in (Henderson et al., 2016), and (Brennan, 2016)
rather than using lexicalized metrics based on actual words themselves.

2.5.4

Linguistic levels of analysis

A hallmark of linguistic analyses is to view the language system as
comprising of different levels of linguistic granularity, minimally of
the phonological, lexical-semantic (word-based) and syntactic linguistic
levels (Jackendoff, 2003). One of the important properties of language
models and complexity metrics is that in practice these can be computed
per each word in a sentence capturing the incrementality of human
sentence processing (J. Hale, 2016).
However, it must be emphasized, that neural effects are cannot
always be assessed for all individual words. For example, temporal
evolution of the BOLD-response as measured with fMRI is slower than
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the presentation rate of words. However, this limitation can be overcome
for instance by performing linear regression with a regressor which
differs on a word-by-word basis such as perplexity or lexical frequency
(see Yarkoni et al., 2008, for an illustration of this approach).

2.5.5

Explanatory status: maps or mapping?

Finally, it is worth touching upon the explanatory scope of the approach
presented here. What constitutes an adequate account of explanation in
the sense of (C. F. Craver, 2009) in cognitive neuroscience and how to
approach it remains a debated topic and has received increased attention
in cognitive neuroscience communities recently see (Embick & Poeppel,
2015; Jonas & Kording, 2017; Krakauer et al., 2017; Pulvermüller et al.,
2014, for some recent discussions). It has been emphasized previously
that localizing specific cognitive computations to circumscribed cortical
areas does not in itself constitute a sufficient explanation (Poeppel, 2012).
Seeking a fit between probabilistically modelled cognitive states and
neural data by means of a statistical model remains silent on the algorithmic and the neural levels of explanation. Specifically, complexity metrics
are estimators of comprehension difficulty and can provide evidence for
or against cognitive theories to the extent that the latter provide distinct
predictions on where in a sentence the human cognitive system will
experience difficulties (Martin, 2016). Currently, probabilistic models
do not offer explanations in terms of how the cognitive (and neural)
computation is achieved (but see J. T. Hale, 2011, for an algorithmic proposal). Clearly, any empirical success of probabilistic language models in
explaining neural signals does not entail that mathematical formalisms,
information measures or language probabilities per se are instantiated
in the brain (Jurafsky, 2003).
From the perspective of neurophysiological explanation, current
fMRI-based applications stay within what has been dubbed the ‘cartographic imperative’ (Poeppel, 2012) with the goal of tentatively localizing
hypothesized computations to gross-level brain areas (as in Henderson
et al., 2016; Willems et al., 2016). On the other hand, electrophysiological
results are predominantly informing cognitive theories (as in S. L. Frank
et al., 2015; Van Schĳndel et al., 2015). However, it is becoming increasingly clear in cognitive and systems neurosciences that brain signals
are not only indices representing diagnostic evidence for theories cast
at the cognitive-computational levels of analyses, but are biophysically
meaningful signals reflecting underlying neuronal computations and
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circuit configurations (Cohen, 2017b) occurring at lower levels of spatiotemporal cortical organizations (this is conveyed by the upper part of our
schematic in Figure 2.1). In this respect, electrophysiological methods
represent a powerful tool, compared to hemodynamic methods, due
to a closer link to electrophysiological events at lower spatial scales (as
in Nelson, Karoui, et al., 2017, where high frequency power is taken to
reflect relevant neural computations).
Although model-based analyses reviewed above can reveal what
information content during comprehension makes a difference in terms
of neural signals, this type of correlational ‘bridging’ represents an initial
step towards a more ambitious goal of describing the plausible neural
computational principles that explain the mapping to hypothesized
linguistic/cognitive computations and taxonomies (Dehaene et al., 2015;
G. Marcus et al., 2014). If probabilistic computations at some level represent a valid cognitive hypothesis underlying the behaviour, this should
provide constraints on the target neural computations, mechanisms and
algorithmic descriptions. Before concluding, we outline below some
outstanding challenges that deserve further attention in the future.

2.6

Future challenges

Cognitive neuroscience shows that human listeners can integrate several
sources of information to interpret an utterance (Hagoort & van Berkum,
2007). This translates into a long-standing challenge in the language
modelling community: how can we bring probabilistic models to bear
on larger linguistic units and contextually relevant information, for
example by making use of discourse coherence in models of sentence
comprehension, or long short-term memory neural networks (e.g. Dubey
et al., 2013; Hochreiter & Schmidhuber, 1997)?
Similarly, different classes of models perform with different success
rates on empirical data. If a certain class of models (e.g., n-grams or
PSGs) turns out to be consistently more successful empirically, what
are the consequences for neurocognitive theories? Which aspect of
the model architecture (the underlying cognitive hypothesis) or model
training yields this difference compared to other models?
Theoretical and empirical investigations in psycholinguistics and
cognitive neuroscience show that language processing consists of distinct
representational and temporal scales, including, but not limited to, at the
level of phonemes, words, sentences, and discourse (Jackendoff, 2003;
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Lerner et al., 2011). Typically, these stages are investigated in separate
experiments with different experimental paradigms. Can probabilistic
language models be used as a tool for investigating expectation-based
processing at distinct representational and temporal levels of complexity
concurrently in a single experiment within the same dataset (e.g.
Lopopolo et al., 2017)?
Regardless of the specific computational theory embedded in the
models, efforts should be spent in laying out the constraints to algorithmic and neurophysiological explanations (see Embick & Poeppel,
2015; Martin, 2016). How does probabilistic cognitive computation
relate to the general principles of cortical organization for language and
other cognitive-perceptual systems (Battaglia et al., 2012; Friederici &
Singer, 2015)? What general property of cortical circuitry is required to
explain any observed correlations and directions of the effects between
probabilistic computation and neurobiological signals? More specifically, what neuronal circuit configuration and computation allows us
to make a linking hypothesis to probabilistic cognitive computation?
What statistical learning mechanisms must be in place to account for
development of probabilistic computation in language (Kumaran et al.,
2016)?
Lastly, probabilistic language models reduce the dimensions of language comprehension by focusing on the properties of the linguistic
signal alone. An important explanatory consideration of the what and
the why of probabilistic language computation will eventually have
to account for the pragmatic and communicative perspective on language understanding: What purpose would probabilistic language
computation serve in models of pragmatic language understanding as
probabilistic inference (Goodman & Frank, 2016)? What does probabilistic computation entail for the rapid and flexible human communicative
behaviour in social and interactional settings (see e.g. Levinson, 2016;
Stolk et al., 2016)?

2.7

Conclusion

In the present chapter, we provided a general overview of probabilistic language models, presented example applications in neuroscience
studies, and discussed advantages and disadvantages. The approach
advocated here should be viewed as complementary to the established
experimental paradigms in cognitive neuroscience. Probabilistic lan42

guage models provide computationally implemented tools for evaluating
cognitive theories on neural data, mapping cognitive computations to
gross-level brain areas, and offer tentative cognitive-computational explanation of electrophysiological responses. Future challenges lie in
widening the scope of language models to meet the known characteristics
of human linguistic-communicative capacities and moving from brain
mapping to linking specific cognitive explanations of macroscopic brain
signals to plausible underlying neuronal computations.
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Part II

Model-based cognitive
neuroscience
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Chapter 3

Frequency-specific brain
dynamics related to prediction
during language
comprehension

This chapter has been published as: Armeni, Kristĳan, Roel M. Willems, Antal van
den Bosch, and Jan-Mathĳs Schoffelen, 2019. Frequency-Specific Brain Dynamics Related to Prediction During Language Comprehension. NeuroImage, May.
https://doi.org/10.1016/j.neuroimage.2019.04.083.
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Abstract
The brain’s remarkable capacity to process spoken language virtually in real time requires fast and efficient information processing
machinery. In this study, we investigated how frequency-specific
brain dynamics relate to models of probabilistic language prediction during auditory narrative comprehension. We recorded MEG
activity while participants were listening to auditory stories in
Dutch. Using trigram statistical language models, we estimated
for every word in a story its conditional probability of occurrence.
On the basis of word probabilities, we computed how unexpected
the current word is given its context (word perplexity) and how
(un)predictable the current linguistic context is (word entropy).
We then evaluated whether source-reconstructed MEG oscillations
at different frequency bands are modulated as a function of these
language processing metrics. We show that theta-band source
dynamics are increased in high relative to low entropy states, likely
reflecting lexical computations. Beta-band dynamics are increased
in situations of low word entropy and perplexity possibly reflecting
maintenance of ongoing cognitive context. These findings lend
support to the idea that the brain engages in the active generation and evaluation of predicted language based on the statistical
properties of the input signal.
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The brain’s remarkable capacity to process spoken language virtually
in real time requires fast and efficient information processing machinery.
The efficiency of the brain network for language might in fact rely
partially on its ability to dynamically generate predictions from, and
apply them to the incoming linguistic signal. In recent years, numerous
theoretical accounts of brain function have emphasized the capacity of
the brain to use its ongoing contextual embedding for anticipating the
future states of environment and the outcomes of its own actions (Bar,
2009a; A. Clark, 2013; K. Friston, 2005).
The notion of prediction in the brain and probabilistic processing
under uncertainty has received increased attention in domains such as
memory, perception, and decision-making (Bach & Dolan, 2012; den
Ouden et al., 2012; Hasson, 2017; Pouget et al., 2013). Probabilistic
predictive computations in language comprehension, however, have
proven to be notoriously elusive to operationalize. As a consequence, the
term ‘prediction’ has received differing interpretations in the broader
community (Huettig & Mani, 2016; Kuperberg & Jaeger, 2016). In
the current study, we turn to computational linguistics, specifically
probabilistic language models and information theory, which provide
a principled framework for operationalizing predictions in language
comprehension as expectation-based processing.
A language model is an estimate of a probability distribution over
words in a sentence given a fixed number of words seen so far. Specifically,
trigram models used presently estimate the probability of the current
word’s occurrence based on the two words just seen. From estimates
of probabilities, it is straightforward to compute information-theoretic
measures—word perplexity (surprisal) and word entropy—that quantify
the amount of information-processing work (in the sense of Shannon
information) performed by the cognitive system in transitioning from
one word to the next in the narrative (see J. Hale, 2016, for a recent
review).
Early eye-tracking studies have shown that predictable words in
sentences receive less fixations compared to less predictable words
(Boston et al., 2008; Demberg & Keller, 2008; S. L. Frank & Bod, 2011;
McDonald & Shillcock, 2003; N. J. Smith & Levy, 2013; see Staub, 2015,
for review). Recently, information-theoretic metrics have been tested
against neuroimaging data to explore whether there is support for the
idea that the brain might use statistics of the input implicitly to generate
and evaluate predictions for efficient processing.
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Work using fMRI has delineated the neural correlates of informationprocessing metrics in brain regions (see Bachrach, 2008, for early developments). In a study by Willems et al. (2016), word entropy was
shown to be negatively related to hemodynamic responses in the right
inferior frontal gyrus, the left ventral premotor cortex, left middle frontal
gyrus, supplementary motor area, and the left inferior parietal lobule,
whereas word surprisal showed positive relationship bilaterally in the
superior temporal lobes and in a set of (sub)cortical regions in the right
hemisphere. Henderson et al. (2016) have shown that syntactic surprisal
is related to activity in the left inferior frontal gyrus and in the left
anterior temporal lobes during natural story reading. Lopopolo et al.
(2017) further showed that fluctuations in part-of-speech, word, and
phoneme perplexity during auditory narrative comprehension are related to largely separated brain activity in the temporal, inferior parietal
and perisylvian cortical areas.
Electrophysiological methods are beginning to shed light on spectrotemporal neural correlates of probabilistic models. Word surprisal has
been shown to correlate with the EEG N400 amplitude, a well-known
marker of language processing, during sentence reading (S. L. Frank
et al., 2015; see also Rabovsky & McRae, 2014; Rabovsky et al., 2018,
for work on simulating N400 amplitudes with analogues of surprise
in connectionist models of reading). In a recent ECoG study, (Nelson,
Karoui, et al., 2017) showed that bigram word entropy during sentence
reading is negatively related with fluctuations in the high gamma (70–150
Hz) power on electrodes overlying left posterior temporal regions. In
a separate analysis of the same dataset, entropy reduction (changes in
word-by-word syntactic uncertainty) was found to have a positive linear
relationship with high gamma power in the left anterior and posterior
inferior temporal electrode sites (Nelson, Dehaene, et al., 2017).

3.1
3.1.1

Methods
Participants and data acquisition

We recruited 25 healthy left- or right-handed (see Willems et al., 2014, for
inclusion justification) participants (13 female, mean age 25.8 ± 7.6 [M ±
SD]). Participants gave informed consent and were financially compensated for their participation. The study was approved by the ‘Committee
on Research Involving Human Participants’ (CMO) in the Arnhem—
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Figure 3.1: Design and data analysis. A) We recorded MEG responses while participants listened to
auditory stories (excerpts from novels recorded as audiobooks). For each individual word in a story,
we computed a complexity score (word perplexity or entropy) on the basis of trigram language
model probabilities. B) Full story datasets were cut (epoched) into 0.5 second long snippets. On
the basis of the average linguistic complexity within each snippet, we assigned the snippets into
high or low complexity bins. We then compared frequency-specific power of MEG source activity
across the complexity bins.

Nĳmegen region and followed the guidelines of the Helsinki declaration.
Participants received monetary compensation for the participation.
We collected MEG data with a 275 axial gradiometer system (CTF)
in seated position at the Donders Centre for Cognitive Neuroimaging in
Nĳmegen, The Netherlands. The signals were digitized at a sampling
frequency of 1200 Hz. Three coils were attached to the participant’s
head (nasion, left, and right ear canals) to determine the position of the
head relative to the MEG sensors. Throughout the measurement, the
head position was continuously monitored using custom software (Stolk
et al., 2013). During breaks, the participant was allowed to reposition
to the original position if needed. Participants were able to maintain
a head position within 5 mm of their original position. Three bipolar
Ag/AgCl electrode pairs were used to measure the horizontal and
vertical electro-oculogram, and the electro-cardiogram.
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3.1.2

Experimental procedure and stimulus materials

In the present analysis, we combined two sets of recordings of in total
25 participants (7 from the first set and 18 from the second set). In both
datasets, participants listened to the same short stories in Dutch. The
number of heard stories for the first ten subjects varied from 6 to 8. All
subjects in the second dataset heard 5 stories. All subjects were instructed
to listen to stories attentively for comprehension. The 18 subjects of
the second dataset were additionally informed that they would answer
two short multiple choice comprehension questions after each story (see
Appendix A). They responded to comprehension questions by means of
a button press.
Each story was presented binaurally via a sound pressure transducer
through two plastic tubes terminating in plastic insert earpieces. A
black screen was maintained while participants listened to the stories.
Presentation of the auditory stories was controlled with Presentation
software (version 16.4, NeuroBehavioral Systems Inc.). During story
listening, participants were looking at a black screen and were not
otherwise constrained.
The auditory stories were obtained from the subcorpus of Dutch
literary stories available in the Spoken Dutch Corpus,‘Corpus Gesproken
Nederland’ (Oostdĳk, 2000). The recordings were excerpts (mostly
chapters) from audiobooks that were originally produced for Dutch
Libraries for the Blind. The excerpts were spoken at a normal rate, in a
quiet room, by different speakers (one speaker per story). As part of the
Spoken Dutch Corpus project, word onset times and word offset times
were determined (see Martens et al., 2002, for details), which we used
for assigning language model output values to individual words (see
Section 3.3). The details for each of the stories are reported in Table 1.

3.1.3

N-gram language models

Word probabilities were estimated with a trigram language model, also
known as a third order Markov model. A trigram language model
relies on the simplifying (Markov) assumption that the probability of
occurrence of the current word depends on the past two words only,
rather than on the entire preceding string of words. The probability 𝑃
of the of the word 𝑤 𝑡 is thus conditioned on the past two words in the
sentence:
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Figure 3.2: Scatterplot matrix for entropy, log10-transformed perplexity, log10-transformed lexical
frequency, and word duration (msec) per story. Color-coding represents data for individual stories.
Values in the upper off-diagonal panels are story-specific Pearson correlation coefficients for the
corresponding variable pair. On the diagonal are story-specific density plots for the corresponding
variable. Lower off-diagonal panels show scatterplots for the corresponding variable pair.

𝑃(𝑤 𝑡 ) = 𝑃(𝑤 𝑡 | 𝑤 𝑡−2 , 𝑤 𝑡−1 )

(3.1)

The stories were tokenized with the Frog natural language processing
toolkit (van den Bosch et al., 2007). Language models for word entropy
and perplexity estimates were then computed using the SRILM (Stolcke,
2002) and WOPR (van den Bosch & Berck, 2009) software packages,
respectively. The model was trained on a selection of 10 million sentences
(comprising 197 million word tokens; 2.1 million types) from the Dutch
Corpus of Web, NLCOW (Schäfer & Bildhauer, 2012).
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3.1.4

Lexical perplexity

High word perplexity values indicate that the currently encountered
word was less expected given the context. In psychological terms,
perplexity is a ‘backward-looking’ metric in that it models the degree
of listener’s surprise upon encountering the word (higher perplexity
means higher surprise) and the amount of information processing work
required (higher surprise requires more information processing) given
the past context. Perplexity is mathematically related to the informationtheoretic measure of surprisal which is defined as the negative logarithm
of the word’s conditional probability of occurrence:
𝑠𝑢𝑟𝑝𝑟𝑖𝑠 𝑎𝑙(𝑤 𝑡 ) = − log 𝑃(𝑤 𝑡 | 𝑤 𝑡−2 , 𝑤 𝑡−1 )

(3.2)

Perplexity is defined as the exponential transformation of surprisal:
𝑝𝑒𝑟𝑝𝑙𝑒 𝑥𝑖𝑡 𝑦(𝑤 𝑡 ) = 2𝑠𝑢𝑟𝑝𝑟𝑖𝑠 𝑎𝑙(𝑤𝑡 ) = 2− log 𝑃(𝑤𝑡 |𝑤𝑡−2 ,𝑤𝑡−1 )

3.1.5

(3.3)

Lexical entropy

Word entropy quantifies uncertainty in the probability distribution
of possible upcoming words. High entropy signifies that there are
many possible words that can follow the current word, whereas low
entropy indicates that there are only few, highly probable words that
can complete current sentence position. In other words, word entropy
is a ‘forward-looking’ metric and models the degree of the listener’s
or reader’s uncertainty about the upcoming word given the words
encountered so far. Entropy for the current word position is defined
as the information-theoretic chaos in the distribution of all possible
upcoming words at 𝑡 + 1 given the words encountered so far (𝑤1,...,𝑡 ):
𝑒𝑛𝑡𝑟𝑜𝑝𝑦(𝑡) = −

Õ
𝑤 𝑡+1 ∈𝑊

𝑃(𝑤 𝑡+1 | 𝑤 1 , ..., 𝑤 𝑡 ) log 𝑃(𝑤 𝑡+1 | 𝑤 1 , ..., 𝑤 𝑡 )
(3.4)

where 𝑊 denotes the set of possible words following (𝑤1,...,𝑡 ).
We used base-2 logarithm as the scaling factor, therefore both perplexity and entropy are expressed in bits. A descriptive visualization
for word perplexity and word entropy along with two control variables
(lexical frequency and word duration) is provided in Figure 3.2. Along
the diagonal, the matrix shows distributions for word entropy, perplexity,
lexical frequency, and word duration (msec) per story. Distributions for
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lexical perplexity and lexical frequency have been log 10-rescaled for
visualization purposes. Lower off-diagonal panels display scatterplots
for combinations of variables. The corresponding upper off-diagonal
panels show the corresponding Pearson correlation coefficient between
variables.

3.2

Preprocessing

The analysis of MEG data was performed in MATLAB, version 2016b
(Mathworks, Inc.) with the FieldTrip software package (Oostenveld et al.,
2011), together with a custom in-house MATLAB code. The complete
code used in the analysis with cursory documentation is available at:
https://github.com/KristĳanArmeni/dyncon_streams/tree/master.

3.2.1

MEG

Prior to preprocessing, the raw data were demeaned. We then applied
notch filtering at the bandwidth of 49–51, 99–101, and 149–151 Hz to
remove the potential line noise artifacts. Artifacts related to muscle
contraction and squidjumps were identified and removed using a semiautomatic artifact rejection procedure (http://www.fieldtriptoolbox.org/
tutorial/automatic_artifact_rejec tion). The data were then downsampled to 300 Hz. MEG components reflecting eye-blinks were estimated
using the FastICA algorithm (https://research.ics.aalto.fi/ica/fastica/)
as implemented in Fieldtrip functionalities. Relevant components were
identified based on their topography and time-courses and removed
from the data.

3.2.2

MRI

Original volumes of T1-weighted MRI images of each participant were
manually co-registered to the MNI headspace coordinate system. MRI
images were then re-sliced to an isomorphic 256 × 256 × 256 space
and co-registered to the MEG (CTF) headspace coordinate system by
defining the positions of pre-auricular points and the nasion MEG coil
on the re-sliced MRI images. To reproduce and localize the position of
the left and right pre-auricular points on the MRI images, we placed
custom-made markers (vitamin E capsules) in participants’ ear molds
during MR image acquisition (see http://www.fieldtriptoolbox.org/faq/
how_are_the_lpa_and_rpa_points_defined). To make the co-registration
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as precise as possible, we used the same ear molds as in the MEG session.
No specific marker, other than anatomical identification on the image,
was used to localize the nasion coil.
After co-registration, the Brain Extraction Tool (S. M. Smith, 2002)
from the FSL command-line library (v5.0.9; Jenkinson et al., 2012) was
used to delete the non-brain tissue (skull striping) from the whole
head. To obtain a description of individual subject’s cortical sheet, we
performed cortical surface reconstruction with the Freesurfer image
analysis suite, which is documented and freely available for download
online (http://surfer.nmr.mgh.harvard.edu/), using the surface-based
stream implemented in the recon_all command-line tool. The postprocessing of the reconstructed cortical surfaces was performed using the
Connectome Workbench wb_command command-line tools (v1.1.1; https:
//www.humanconnectome.org/software/workbench-command).

3.2.3

Audio

The onsets of the acoustic signals from audio stories were first corrected
for the delay with respect to the MEG triggers. We then computed the
amplitude envelope of auditory signals following (Gross, Hoogenboom,
et al., 2013). Using the Chimera toolbox (http://research.meei.harvard.
edu/chimera/More.html, see also Z. M. Smith et al. (2002)), we constructed 10 frequency bands of equal width in the range 100–10,000 Hz
to match the frequency range of human hearing along the basilar membrane. The power envelopes of each of the constructed frequency bands
were averaged together to yield a single auditory power envelope. This
averaged auditory envelope was used in computation of audio–MEG
coherence (see Section 3.5.3) and as confounding variable in the analysis
of linguistic variables (see Section 3.5.2).

3.3

Epoching and linguistic information content

The pre-processed MEG data were re-epoched into 0.5 second-long time
segments (see figure 3.1, panel B). To allow for spectral estimates that
are both robust and qualitatively comparable across individual epochs,
we decided to keep the epoch-length (i.e. number of samples used in
estimation) fixed. Aligned with recorded MEG time series, we logged the
timing of word onsets and offsets and the word’s entropy and perplexity
values (see Section 3.1.2 for how onsets were determined). Since an
individual epoch could straddle several words (our epoching step did
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not consider word boundaries, but see supplementary information for
an additional analysis which did), we computed, for each epoch, the
mean over individual word perplexity and entropy values weighted
by the individual word’s duration (such that longer words contributed
more to the overall mean complexity score). This step resulted in a point
estimate of linguistic complexity in each epoch.
The distribution of all epoch-specific complexity values was subsequently binned into low and high complexity bins which contained
entropy or perplexity scores below the 33- and above the 66-quantiles,
respectively (see Figure 3.1, panel B, third sub-figure). The two linguistic complexity bins served as the contrast for our comparison of
frequency-specific MEG source power (see Section 3.6).

3.4

Temporal lagging of MEG time series

An important caveat of the procedure described so far is that, despite
temporal smoothing due to the averaging step per epoch, it assumes
quasi-instantaneous effects of linguistic features on MEG dynamics
(e.g. a word’s unexpectedness is assumed to be observed at time of word
onset in MEG time-series). To adjust for this, we repeated the epoching
procedure 3 times, each time with temporally lagged versions of MEG
signals relative to the time course of linguistic information. That is, prior
to epoching, we selected the MEG time-series starting 200, 400, and
600 msec post-onset and realigned them with the onset of the original
language time-series.
Temporal shifting of the estimated MEG power relative to the linguistic features allowed us to investigate the temporal dynamics of
the association between oscillatory power and the linguistic features,
accounting for a likely delay between the word onset and the modulatory
effect of the linguistic feature on the brain response. However, we should
stress that our choice of epoching and averaging complexity metrics
described in the preceding section in principle does not allow us to make
strong statements that link the observed effects to linguistic features
of individual words; but rather that any observed effects reflect slow
fluctuations of the linguistic features aggregated across several words.
57

3.5

Source reconstruction

The cortical sheet reconstruction procedure (see Section 3.2.2) resulted in
a description of individual subjects’ locations of potential neural sources
along the cortical sheet (source model) with 7,842 source locations per
hemisphere. We used a single-shell spherical volume conduction model
(head model) based on a realistic shaped surface of the inside of the skull
(Nolte, 2003) to compute the forward projection matrices (leadfields).
We performed ‘dynamic imaging of coherent sources’ (Gross et al.,
2001), a frequency-domain spatial filtering technique, to estimate the
frequency-specific single-trial audio-MEG coherence and MEG neural
source power on the reconstructed cortical sheets. To estimate frequencyresolved coherence spectra we used linearly constrained minimum
variance spatial filtering (LCMV, Veen et al., 1997). Both methods can be
deployed with the Fieldtrip ft_sourceanalysis routine.

3.5.1

Neural source power

The cross-spectral density of the sensor-level data was first computed by
estimating the single-trial Fourier power per frequency of interest. The
dpss multitaper method with progressively larger smoothing windows
(2 Hz for theta and alpha bands; 5 for beta bands; and 15 for gamma
bands) was used to estimate the power at the following frequency ranges:
theta (4–8 Hz; centered at 6 Hz), alpha (8–12 Hz; centered at 10 Hz),
low beta (11–21 Hz; centered at 16 Hz), high beta (21–31 Hz; centered
at 26 Hz), low gamma (30–60 Hz; centered at 45 Hz), and high gamma
(60–90 Hz; centered at 75 Hz) frequency bands. The Fourier spectra were
subsequently converted to bi-variate cross-spectral densities.
The subject-specific leadfields (see Section 3.2.2) and cross-spectral
densities were then used to estimate the inverse spatial filters (beamformers). In order to reduce the sensitivity to noise and to increase the
consistency of the spatial maps across subjects, the lambda regularization parameter was specified as 100%. This step resulted in a spatial
filter for each source location on the cortical sheet. The sensor level
single-trial (MEG channel-by-trial). Fourier-transformed power data
were then left-multiplied with the location- specific spatial filter (source
dipole moment-by-MEG channel) to yield the trial-specific estimate of
source power at that location.
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3.5.2

Confounding variables

Initial exploration of our independent variables shows that our trigram
word perplexity is negatively related with word lexical frequency (see
Figure 3.2. That is, the model assigns higher perplexity scores on average
to words that occur less frequently in the corpora. We therefore decided
to treat mean log-transformed lexical frequency per epoch as a potential
confounding variable in our analysis. Word frequency counts were
obtained from the SUBTLEX corpus (Keuleers et al., 2010).
In addition, to remove the part of the variance in the estimated MEG
oscillatory activity that is due to purely low-level acoustic fluctuations in
the input signal, we included epoch-averaged auditory envelope power
(see Section 3.2.3) as a potential confound as well. Prior to computing
the statistical contrast described in Section 3.6, the variance attributed to
lexical frequency and auditory envelope fluctuations was estimated by
means of a general linear model and was regressed out from the power
spectra (see Stolk et al., 2013, for details).

3.5.3

Audio envelope–MEG source coherence

To estimate the coherence between averaged audio envelope and source
neural dynamics, we first computed a complex Fourier representation
of the sensor level signals per epoch centered at 6 Hz (± 2 Hz). The
Fourier spectra were subsequently converted to bi-variate cross-spectral
densities. The subject-specific leadfields (see Section 3.2.2) and crossspectral densities were then used to estimate the inverse spatial filters
(beamformers). In order to reduce the sensitivity to noise and to increase
the consistency of the spatial maps across subjects, the lambda regularization parameter was specified at 100%, which reflects a diagonal
loading of the co-variance matrix with the mean of the variance across
channels.

3.5.4

Frequency-resolved audio envelope–MEG source
coherence

To estimate audio-cortico coherence across a broader spectrum of frequencies, we used the LCMV approach, a time-domain beamformer
algorithm. The story-epoched MEG time-series were first re-epoched to
4s-long time windows. We then computed the sensor-level co-variance
matrix that was used in the LCMV algorithm to estimate the beamformer
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weights. The lambda regularization parameter to ft_sourceanalysis
routine was specified at 100%.
We only computed spatial filters for brain parcels that showed
maximal theta coherence in the DICS source reconstruction (Section 3.5.3).
Parcellation (grouping of source points into brain
areas or parcel) was defined with the Conte69 atlas (brainvis.wustl.edu/wiki/index.php//Caret:Atlases/Conte69_Atlas),
which provides a parcellation of the neocortical surface based on
Brodmann’s cytoarchitectonic atlas, consisting of 41 labeled parcels per
hemisphere. The sensor-level time-series were then projected to the
source space by left-multiplying them with location-specific beamformer
weights.
Using the dpss multitaper method with a smoothing window of 1 Hz,
we computed the complex Fourier representation of the time-domain
audio and MEG source signals in the range between 0 and 50 Hz which
was used to compute the coherence spectrum per frequency band.

3.6

Within subject contrast

An independent two-samples t-statistic was used to quantify differences
in mean neural source power between high and low complexity levels
per each of the six frequency bands in every subject. The t-statistic was
used in order to normalize for potential signal-to-noise differences in
MEG signals between the two groups not related to the comparison of
interest. This step resulted in a t-map (a number-of-source-locations by
number-of-time-lags matrix of t-values) for every subject and frequency
band.

3.7

Group contrast and inference

The subject-specific t-statistics computed in the first-level step were
entered into a group-level analysis. The dependent-samples t-statistic
was computed for every pair of source-location and time-point where
the first sample consisted of observed per-subject independent-samples
t-statistics from the first-level analysis, and the second sample consisted
of a matrix of same dimensions than that sample 1 but filled with zeros
instead of observed t-statistics.
For each detected cluster, a single cluster statistic was calculated
by summing the sample-specific t-statistics from that cluster. Next
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we computed a reference (null) permutation distribution to which we
compared our observed cluster statistics. The reference distribution
was created by permuting (randomly exchanging) data between the
conditions, and then calculating the maximal positive and negative
cluster statistics for each permuted data set. The permutation step was
repeated 1,000 times. This step hence resulted in two distributions of
1,000 largest and smallest summed cluster statistics for each of the six
frequency-bands, D𝑝𝑜𝑠 and D𝑛𝑒 𝑔 , R ∈ 6 × 1000.
Finally, to reject or accept the global null hypothesis (i.e. the hypothesis stating that the data are randomly exchangeable between high and
low conditions in space, time, and frequency domains), we created the
final permutation distribution of cluster statistics by taking the largest
and the smallest summary statistic across the six frequency bands. This
step resulted in two distributions, d𝑝𝑜𝑠 and d𝑛𝑒 𝑔 , R ∈ 1 × 1000. We
then selected the largest and the smallest summary statistics from the
distribution of observed summary statistics. Finally, we computed the
proportion of permutation statistics (in d𝑝𝑜𝑠 and d𝑛𝑒 𝑔 ) that are greater
(smaller) or equal to the observed largest (smallest) cluster statistic (pvalue). The global null hypothesis was rejected if the proportion was
smaller than 2.5 % (𝛼-level). This step resulted in two p-values, one for
each direction. The smaller p-value of the two was taken as the result
(and direction) of the statistical test (i.e. this p-value is reported in the
results section). The permutation test controls for multiple comparisons
in space, time, and frequency.

3.8
3.8.1

Results
Comprehension questionnaires

The subjects who had to answer the comprehension questions (see
Section 3.1.2) all correctly responded to at least 7 or more (out of 10)
comprehension questions showing that they did pay attention to the
contents of the narratives.

3.8.2

Language model contrasts

We compared the band-limited MEG signal power in high and low
entropy and perplexity bins (see Section 3.3) across 6 frequency bands
(theta, alpha, low-beta, high-beta, low-gamma, high-gamma) and 4 time
points (0, 200, 400, 600 msec).
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3.8.3

Word perplexity

Comparison across frequencies showed that there was a statistically
significant difference in MEG power between high and low perplexity
epochs (permutation p-value = 0.018, negative direction). For interpretation of the global effect, we determined in which frequency bands power
comparison showed the largest differences and thus likely driving our
global effect. To do so, we used a heuristic where we inspected which
frequency-specific permutation p-values were smaller than 𝛼 = 0.025.
The smallest p-values were observed for the low and high beta-bands
(clusters displayed in figure 3.3 meaning that, on average, highly surprising words in the narrative were accompanied by reduced beta-band
power relative to expected, unsurprising words.
For both frequency bands, the effects are predominantly leftlateralized with peaks over left central, temporal and frontal areas.
Power differences progressively increase with each subsequent temporal
lag peaking at the lags of 400 and 600 msec.

3.8.4

Word entropy

Comparison between high and low entropy epochs showed a trend
towards significance (permutation p-value = 0.033, positive direction).
Frequency-specific clusters with p-values exceeding the 𝛼 threshold of
0.025 were observed the theta (positive cluster) and low-beta (negative
cluster) bands (clusters displayed in figure 3.4). Hence, the global entropy
effect was likely driven by differences in the theta and beta bands.
The low beta-bands revealed predominantly negative differences
(blue color coding in figure 3.4, panel B) meaning that in high entropy
contexts beta-band power was on average reduced relative to more
predictive, low entropy contexts. The spatial structure of observed grouplevel beta-band differences across time lags shows a predominantly leftlateralized peak differences over left central areas and superior temporal
areas extending to angular gyrus. Inspecting the temporal structure
of the effect, differences are most pronounced when the MEG signal is
lagged relative to the linguistic feature by 600 msec.
Power differences in the theta-band showed a predominantly positive
direction (red color coding in figure 3.4, panel A) showing that high
entropy contexts, which are less predictive about upcoming words, are
on average accompanied by increased theta-band power compared to
more predictive, low entropy contexts.
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Figure 3.3: Group level t-maps for low beta (11–21 Hz, panel A) and high beta band (21–31 Hz,
panel B) power quantifying differences between high and low perplexity bins. Source maps show
paired-samples t-statistic per source location and time lag where the upper and lower extreme point
of the color bar are determined by the maximal absolute value over t-statistics and its negative,
respectively. For the purposes of visualization, displayed are only t-statistics for source locations
belonging to the permutation cluster with the highest cluster statistic, that is, source locations not
belonging to the maximal clusters the cluster are set to a value of zero.
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Theta-band power power differences showed left-lateralized differences with focal maxima over the middle temporal and inferior frontal
lobes (red color coding in figure 3.4, panel A, upper). We additionally
localized differences to medial cortical areas with focal peaks in the
bilateral posterior cingulate cortex and posterior medial temporal areas,
right anterior cingulate cortex, and left inferior parietal cortex. (figure
3.4, panel A, lower).

3.8.5

Audio envelope–MEG coherence

To additionally ascertain that our entropy-theta trend is not driven by
the relationship between acoustic envelope fluctuations and MEG power
spectrum we, as a control analysis, explored the topography of this effect
in our dataset. This phenomenon, also known as ‘speech entrainment’,
has been extensively reported in studies using auditory sentences or
narratives as stimuli (Ahissar et al., 2001; Giordano et al., 2017; Gross,
Hoogenboom, et al., 2013; Lam et al., 2018; H. Luo & Poeppel, 2007; Park
et al., 2015).
We computed coherence between the source reconstructed MEG
time-series and speech envelope fluctuations. The spatial distribution of
average audio envelope-MEG coherence for the theta band is displayed
in figure 3.5, panel A. Panel B shows the audio envelope-MEG coherence
spectra (individual participants in grey) for those source parcels that
showed maximal dics coherence values in the corresponding hemisphere.

3.9

Discussion

In the current study, we tested how frequency-specific oscillatory brain
dynamics relate to expectation-based predictive processing in naturalistic
language comprehension. We used well-defined information-theoretic
metrics as an objective measure for how unexpected each heard word
was given the past two words (word perplexity) and how predictable the
upcoming input was (word entropy). Our approach allowed us to study
brain dynamics in response to naturalistic, acoustically presented, linguistic signals. We observed predominantly left-lateralized effects, with
low and high beta-band dynamics relating to fluctuations in perplexity
and entropy, and theta-band dynamics to entropy modulations.
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Figure 3.4: Frequency-specific power differences between conditions visualized here as group-level
t-maps for theta-band (4–8 Hz, panel A) and lower beta-band (11–21 Hz, panel B) power quantifying
differences between high and low entropy bins. Source maps show paired-samples t-statistic
per source location and time lag where the upper and lower extreme point of the color bar are
determined by the maximal absolute value over t-statistics and its negative, respectively. For
the purposes of visualization, displayed are only t-statistics for source locations belonging to the
permutation cluster with the highest cluster statistic, that is, source locations not belonging to the
maximal clusters the cluster are set to a value of zero.
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Figure 3.5: Audio envelope–MEG coherence quantifying entrainment of low-frequency MEG power
by auditory envelope fluctuations. A) Coherence between auditory envelope and MEG signals in
the theta band. Visualized are coherence values averaged across subjects. Coherence is bounded
between 0 and 1. B) Coherence between auditory envelope and MEG signals across the frequency
spectrum in the 1–50 Hz range (shown up to 30 Hz) in parcels with maximal coherence across the
corresponding hemisphere. Grey lines show audio-MEG coherence per subject, red line shows the
mean across subjects. Shaded areas mark the frequency range represented in the source plots in
panel A.

3.9.1

Beta-band dynamics reflect maintenance of context

Comparison of unexpected, high-perplexity words with expected, lowperplexity words showed that unexpected words were accompanied by
lower neural source power in both the low and high beta-bands. Put
differently, more expected words led to higher beta-band power. Betaband dynamics were also negatively related to stimulus entropy, that is,
lower beta-band MEG source power was observed for high entropy (less
predictive) contexts relative to low entropy (more predictive) context.
The beta effects reported are in line with the accounts proposing that
decreases in beta-band power signal new processing demands in the
neural system (Engel & Fries, 2010; Lewis & Bastiaansen, 2015; Weiss
& Mueller, 2012). In the present study, a decrease in beta-band power
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upon encountering unexpected words possibly signals the need to revise
and update the current representation of sentence and story contents. In
contrast, if the words are less perplexing given the context, no substantial
additional neural processing is needed to update the current contextual
state, and beta-band dynamics are unperturbed. Similarly with entropy;
in more predictable contexts, strong predictions are licensed which
leads to sustained beta-band dynamics in higher-level areas, possibly
providing input to areas involved in lexical or sensory processing.
The left-lateralized topography of perplexity-driven and entropydriven beta-band dynamics over central, temporal, and frontal areas
supports its hypothesized general role of reflecting maintenance of
contextual states of the system for top-down predictions (Lewis &
Bastiaansen, 2015) and is in line with previous findings from sentence
reading studies reporting left frontal beta-band reduction to semantic
and syntactic violations in sentences (M. C. Bastiaansen et al., 2010; Kielar
et al., 2015; L. Wang, Jensen, et al., 2012), and left frontal sensor-level
beta reductions to incongrouent discourse-level information in short
paragraphs (Lewis et al., 2017).
Recent research has also linked beta-band dynamics with sources
in sensorimotor areas to the generation of temporal predictions to the
auditory brain areas during auditory perception (Morillon & Baillet,
2017). Further, beta-band dynamics in left frontal areas have been found
to modulate the strength of speech-brain coupling in auditory cortical
areas during auditory story comprehension (Keitel et al., 2017). The
exact computational role of (pre)motor and frontal areas in online speech
perception and language comprehension remains an ongoing area of
research (Lima et al., 2016; Skipper et al., 2017) and is beyond the focus
of the present study. Suffice it to note presently that the topography
of beta effects substantiates the interpretation that beta-band dynamics
are involved in maintaining active states of the system, possibly for
top-down predictions (see L. Meyer, 2018; Spitzer & Haegens, 2017, for
recent reviews).
The observed left-lateralized beta-band dynamics are most prominent
when the MEG signal is lagged relative to linguistic information between
400–600 msec, which reflects the fact that the computations of prediction
(dis)confirmation or context-driven uncertainty cannot happen instantly,
upon hearing the current word, but is rather only possible once the
words that follow the current word have been observed. Given that
average word duration in our stimuli was approximately between 200
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and 300 milliseconds, a lag of 400–600 milliseconds seems a plausible
latency at which contextual engagement and comparison of predictions
based on the current context can be observed in brain signals. However,
as mentioned in Section 3.4, our estimates of the temporal profile of
these affects are tentative given temporal aggregation inherent in our
analysis pipeline. Over all, these dynamics are in line with previous
studies reporting beta-band reductions to semantically or syntactically
incongruent (and hence, likely unexpected) words in sentences in late
time windows spanning the broader time window of 0.5 to 1.5 sec post
word onset (M. C. Bastiaansen et al., 2010; Kielar et al., 2015; Y. Luo et al.,
2010; L. Wang, Jensen, et al., 2012).
It is interesting to note that perplexity-driven beta dynamics showed
an earlier onset relative to entropy-driven beta. This is not unexpected,
given the fact that computation of word perplexity depends crucially
on the actually observed word, whereas word entropy, strictly speaking,
is not the property of any word alone, but is instead a function of the
distribution of possible upcoming words at the current word position in
a sentence, a computation that likely requires longer latencies for it to
be reflected in cortical signals. Our results on temporal progression of
spectral modulations are in line with earlier reports showing, among
other, that lexical language model complexity metrics in general do not
relate to early (peaking < 300 ms post word onset) language-related ERP
components (S. L. Frank et al., 2015).

3.9.2

Theta dynamics relate to lexical uncertainty

In the current study, word entropy states show a trend towards a positive
relationship with theta-band dynamics; that is, brain activity tends to be
higher in high entropy (less predictable) contexts. Entropy quantifies the
uncertainty about the possible upcoming words at the currently heard
word. Entropy is high if the two-word context up to the current word
position can be completed by many possible words and low in cases
when there are only a few, highly probable continuations.
From a psycholinguistic perspective, higher oscillatory activity for
unpredictable continuations relative to predictable ones can be interpreted as support for accounts emphasizing that the amount of neural
information-processing resources used increases with increased ‘’competition” (i.e. increased entropy) between plausible continuations (see
Marslen-Wilson, 1987, for such an account in auditory word recognition).
The present results therefore do not corroborate—at least in terms of
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theta-band oscillatory activity—opposite accounts postulating that use
of predictive neural resources would be delayed until the commitment
to specific predictions is possible, that is, more neural resources will
be used (and more rapidly) in situations of low entropy (see Ettinger
et al., 2014, for such an account and evidence in morphology). Thetaband dynamics, as reported here, then likely reflect input-driven lexical
computations as opposed to genuinely predictive computations per se.
Traditionally, theta band increases have been reported for semantically incongruent words relative to congruent counterparts (M. C.
Bastiaansen & Hagoort, 2015; Y. Luo et al., 2010; L. Wang, Zhu, et al.,
2012; Willems et al., 2008) and for unexpected words regardless of
contextual predictability (Rommers et al., 2017). Such word-related
theta-band modulations have been interpreted to reflect to long-term
memory retrieval processes where less expected or incongruent words
would be harder to retrieve from memory (see M. C. Bastiaansen &
Hagoort, 2006; L. Meyer, 2018, for reviews).
On the one hand, our perplexity-based contrast (perplexity is a formal
analogue of experimentally-derived word probabilities, see N. J. Smith
& Levy, 2011, for discussion) did not reveal modulations in theta band
as would be expected from the above-mentioned studies, hence our data
do not directly support the theta-memory account. On the other hand,
high entropy story contexts, with low degree of predictability (i.e. high
degree of lexical competition between upcoming words), can be thought
of as requiring more ‘’effort” in the neural system to retrieve the correct
word form and hence would be expected to show increased theta-band
activity. This is indeed the pattern reported here. Thus, our results,
despite not showing surprise-related theta increases can be subsumed
under the aforementioned lexical competition (Marslen-Wilson, 1987) or
related memory retrieval accounts (L. Meyer, 2018).
However, in addition to linguistically-motivated accounts, the present
patterns of results can also be accounted for in the framework of probabilistic inference (Chater & Manning, 2006; Kuperberg & Jaeger, 2016;
Pouget et al., 2013) where it is postulated that the listener is constantly
weighing the relevance of the incoming lexical evidence (currently processed word) and prior knowledge (here the minimal sentential context
so far) for updating and inferring the model of the world (narrative
contents).
In high-entropy situations, when the sentential context is not strongly
predictive of upcoming words, the corresponding state of the relevant
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neural circuits is less determined by their contextual history, but is instead
more sensitive to the actually observed lexico-statistical properties of the
incoming words (see Strange et al., 2005, for a related interpretation of
hippocampal modulations to stimulus entropy). Put differently, because
the context affords only weak predictions, more information-processing
work needs to be done on the currently observed words to foster evidence
for inference and future efficient processing. Assuming that increases
in theta-band MEG power reflect increased synchronous engagement
of the underlying neuronal populations, the probabilistic processing
account is corroborated by the fact that theta-band neural source power
is higher in less vs. more predictive contexts.
Localization of the theta-band differences shows that these are
strongly left-lateralized with a focal maximum in middle temporal
areas, which adds credence to our interpretation that theta-band dynamics reflect increased sensitivity of neural systems to lexico-semantic
evidence. In a recent meta-analysis, the left lateral temporal cortex has
been suggested to be sensitive to lexico-semantic processing demands
during sentence comprehension (Hagoort & Indefrey, 2014). In a recent
MEG study, (Lam et al., 2016) source-localized word-related theta-band
power decreases to left anterior temporal lobes. In addition, modulations
in the theta-band have been consistently linked to word-related computations (i.e. lexical retrieval or lexical error computation) in sentence
processing tasks (M. C. Bastiaansen & Hagoort, 2015; M. C. Bastiaansen
et al., 2002; M. C. Bastiaansen et al., 2005; Hald et al., 2006; Kielar et al.,
2015; L. Wang, Zhu, et al., 2012).
Alongside theta differences in the left lateral temporal cortical areas,
we also observed prominent peaks in several medial cortical structures.
Activation of these regions is well documented in fMRI studies of
pragmatic text comprehension beyond single sentences (Ferstl et al., 2008).
In the memory literature, these areas are considered as core components
of the extended posterior medial memory system (Ranganath & Ritchey,
2012) which is thought, among others, to underlie our ability to maintain
the construction of a mental representation of relations between entities
denoted by the text, so-called situation models (Zwaan & Radvansky,
1998). Increased theta-band activity with high entropy could therefore
be taken to signify increased use of neural resources for pragmatic and
contextual computations in order to overcome high levels of lexical
uncertainty induced by the text so far.
Timings of theta-band patterns are consistent with known temporal
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characteristics of event-related electrophysiological responses (but see
our remark on temporal estimates in Section 3.4). The N400 response
has been consistently linked to (predictive) aspects of lexical processing
(Kutas & Federmeier, 2011; see also Nieuwland et al., 2018, for a critical
replication attempt). In sentence reading, both the N400 effect and a
spectral theta-band increase have been observed to unexpected words
relative to expected ones (Rommers et al., 2017) suggesting that the two
data analysis representations might reflect partially similar underlying
biophysical processes.
Finally, a potential concern could be that our spectral and spatial
entropy patterns in fact coincide with the so-called acoustic entrainment
effects which are typically observed in the theta frequency range over
left and right superior temporal cortex (Lam et al., 2018). However,
our MEG-audio coherence analysis indicates that the underlying neural
sources have distinct spatial profiles with modest or no focal overlap;
that is, entrainment due to acoustic properties of the input shows sources
with peaks in the superior temporal which are not left-lateralized areas
as opposed to entropy-related patterns which are predominantly leftlateralized with peaks in the middle temporal lobes. This suggests
that entropy-related theta band dynamics reflect electrophysiological
processes beyond responses to acoustic-sensory inputs alone.

3.9.3

Comparison with related prior work

To the best of our knowledge, only three other studies so far explored the
relationship between probabilistic language complexity in electrophysiology (albeit using sentence reading task rather than auditory narrative
comprehension). S. L. Frank et al. (2015) reported no significant relationship between next-word entropy and language-related ERPs in sentence
reading after accounting for the effects of surprisal. In a recent ECoG
study, Nelson, Karoui, et al. (2017) showed that bigram word entropy
during sentence reading is negatively related with fluctuations in high
gamma (70–150 Hz) power on electrodes surrounding left posterior
temporal regions. In a separate analysis of the same dataset, Nelson, Dehaene, et al. (2017) showed that sentential entropy reduction (modeling
per-word changes in grammatical uncertainty) was reported to have a
positive linear relationship with high gamma power in the left anterior
and posterior inferior temporal electrode sites.
There are several differences between the studies by S. L. Frank
et al. (2015), Nelson, Karoui, et al. (2017), and our study, most notably
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the type and modality of stimuli used (visually presented sentences
vs. auditory narratives) and recording modality (scalp recorded MEG
and EEG vs. intracranial recordings). A possible explanation for the
divergent findings with respect to the study by S. L. Frank et al. (2015) is
that measuring neural responses in settings which more closely resemble
those of the brain’s natural mode of operation, brain dynamics will more
readily reflect context-driven computations (captured by word entropy)
which would explain why we find an effect of entropy in our dataset,
but S. L. Frank et al. (2015) do not.
Second, different from Nelson, Karoui, et al. (2017), we do not observe
significant modulations of high gamma power in response to changes
in word entropy. A plausible reason is that high gamma responses
can be more readily estimated in responses to visual stimulation as
opposed to auditory stimulation where signal modulation is dominated
by speech-induced low frequency power. Further, compared to ECoG
signals, the signal-to-noise ratio of MEG, particularly in the frequency
range reported by Nelson, Karoui, et al. (2017), as well as the more
limited spatial resolution, may have prohibited accurate estimation of
high frequency components in the current experiment.

3.9.4

Limitations and future work

Three limitations to our presently adopted approach deserve to be
mentioned. First, we used lexical probabilistic language models defined
over individual words whereas our brain responses were recorded during
comprehension of connected discourse (narratives). One may wonder
whether 𝑛-gram models of linguistic sequences are at all adequate for
investigating naturalistic brain responses. Specifically, 𝑛-gram Markov
models reduce context-dependent linguistic computation by requiring
only the past 𝑛 − 1 words for generating expectation over upcoming
words whereas it has been shown in the past that humans exploit much
wider contextual cues rapidly in online comprehension (e.g. Nieuwland
& Van Berkum, 2006).
It is beyond the scope of the present work to resolve the apparent
discrepancy between the simplicity of statistical models embodying the
Markov assumption and their success in engineering and psycholinguistic applications (see Jurafsky & Martin, 2009, for an overview). We
are currently planning further experiments to test and compare models of linguistic sequences that capture richer contextual and temporal
dimensions.
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Second, language models used presently were computed over actually
observed word strings as opposed to parts-of-speech tags or other types
of linguistic information. As such, we cannot restrict our claims to lexical
processing per se as our perplexity and entropy values are in principle
driven by various dynamics in linguistic structure (e.g. a word can be
surprising because it occurs in an uncommon syntactic construction or
because it occurs with words which are not semantically congruent).
Our current approach is not able to differentiate between the effects of
these different representational levels. Others have shown that there are
detectable spatial and timing effects of syntactic information in addition
to lexical information in fMRI (Brennan et al., 2016; Henderson et al.,
2016) and time-domain EEG (J. Hale et al., 2018). When designing the
study, we chose the simplest (sequential) model architecture known to
be empirically successful in the past, and of which the representation is
insensitive to biases from downstream analysis errors (e.g. by part-ofspeech taggers or parsers) and biases from representational choices of
linguistic abstraction layers. Future work by our group will focus on
uncoupling the effects of syntactic and lexical probabilistic computation
in source-level frequency-domain MEG signals.
Third, in our investigation of the spectral characteristics of brain
dynamics we relied on a relatively coarse binary complexity contrast
(i.e. high vs. low complexity bins)
which was achieved by averaging entropy and perplexity per epoch, thus
capturing ‘’slow” fluctuations of the linguistic features aggregated across
several words. The general model-based approach allows in principle for
testing of parametric modulations in complexity and its relationship to
brain responses using regression-based designs (e.g. as in S. L. Frank et al.,
2015; S. L. Frank & Willems, 2017; J. Hale et al., 2018). Indeed, we initially
attempted to build a GLM-type of analysis pipeline to leverage the
variance in word-by-word linguistic features. Yet, our models estimated
turned out to be difficult to interpret; we were uncertain whether these
inconsistent results were due to implementation, analysis parameter
choices, data quality, or a combination thereof. Given the exploratory
character of the present study, we then conceived the current analysis
pipeline sacrificing the granularity of language complexity metrics for
the interpretability of the outcomes.
We believe the current study provides ground for further research by
evaluating models against brain oscillatory activity along other possible
dimensions, for example type of linguistic information exploited It by the
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model (e.g. lexical vs. syntactic), or by using different model architectures
for processing sequence (e.g. recurrent neural networks). Especially
interesting would be applications of recent multivariate techniques for
extraction of the so-called predictive models or ‘’temporal response
functions” (Crosse et al., 2016) from naturalistic MEG data on the basis
of model-based predictors that embody distinct underlying hypotheses.

3.10

General discussion

Uncertainty and probabilistic computation have received increased
attention as viable paradigms for describing information processing
at the cognitive (Chater & Manning, 2006) and neural levels (Hasson,
2017; Knill & Pouget, 2004). Whereas in domains such as decisionmaking there have been several proposals and experimental evidence
on how probabilistic functions or variables can be implemented with
neurophysiological variables (Pouget et al., 2013), we are currently
lacking similar theoretical proposals in domains of language processing
(see Armeni et al., 2017, for discussion).
Probabilistic processing metrics represent a linking hypothesis between cognitive theories and observed brain signals (Brennan, 2016).
Presently, the work employing these metrics (present study included) is
not addressing the question of neural codes, that is, how probabilistic
knowledge and functions needed for language understanding can be
encoded and decoded with models of neural circuits. They serve, instead,
in describing the basic phenomenon—a statistical relationship between
cognitive variables and neurophysiological observables—which in itself
requires explanation (see Armeni et al., 2017; Carlson et al., 2017; Shagrir
& Bechtel, 2017a, for similar remarks).
What are the missing pieces then? On the one hand, there are generative circuit models of frequency-specific oscillatory activity (Kopell
et al., 2000; Roopun, 2008). This work provides understanding of conditions under which oscillatory activity can occur in brain circuits. It
also outlines what computational roles can in principle be served by
specific frequency bands, for example, that the beta band is suited for
synchronization in circuits with long conduction delays for non-local
computations (Kopell et al., 2000). On the other hand, oscillatory dynamics have been linked to general computational architectures for
probabilistic (Bayesian) inference in neural circuits. For example, frequency contents of neural circuit activities could be mapped to specific
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computations for inference, e.g. feed-forward and recurrent information
transfer between brain areas (Bastos et al., 2012; see Lewis & Bastiaansen,
2015, for an application of this account to language processing). Future
work on human-recorded brain data will require a gradual move in
emphasis from delineating correlational empirical phenomena towards
explanatory links between known circuit properties in (human) electrophysiology and biologically-plausible computational architectures for
language processing.
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Chapter 4

The MEG-narrative dataset: A
10-hour within subject
audiobook listening MEG
dataset
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Abstract
In recent years, cognitive neuroscientists have seen an increased
interest in studying the brain responses when humans read or
listen to narratives. At the same time, we are witnessing exciting developments in the fields of computational linguistics and
natural language processing where large-scale artificial neural
network (ANN) models are showing competitive performance
on a range of language tasks. In cognitive neuroscience, these
models can be used to process connected narrative texts and extract
numeric representations that can instantiate cognitive hypotheses.
These simultaneous developments increased the scope of cognitive neuroscientists’ toolkit for probing the relationship between
computational language representations and the neural signals.
Yet, such models are based on text alone and we currently lack
ways of incorporating biological constraints when building such
complex models. To mitigate this gap, we here provide a narrative
comprehension magnetoencephalography (MEG) data resource
that can be used to train ANN models directly on brain data. We
recorded the MEG from 3 subjects, 10 separate recording sessions
each. In each session, we recorded MEG data while participants
listened to audiobooks in English. Along with the MEG data,
we also tracked eye-movements and pupil dilations. After story
listening in each session, participants answered short behavioral
questionnaires about their narrative comprehension experience.
In order to minimize the head movement and ensure betweensession consistency of head position while in the MEG system, the
participants wore MEG-compatible head casts, which immobilized
the position of their head in relation to the MEG system. We
provide a brief validation analysis showing that the amount of
head movement was kept, most of the time, below 1 mm level. In
addition, we report a basic evoked-response analysis showing that
the responses accurately localize to primary auditory areas and
that such responses are robust and conserved in all 10 sessions for
every subject. We also provide usages notes and briefly outline
possible future uses of the data resource.

78

4.1

Background and motivation

Conveying and understanding the world through narratives is a pervasive and fundamental aspect of the human culture (Armstrong, 2020;
Puchner, 2017). The storytelling and sense-seeking propensity of the
brain allows us to relate the temporally varying and fleeting nature of
the world into a stable and meaningful chain of events, entities and
their relations (Bruner, 1991; White, 1980). In recent years, cognitive
neuroscientists of language have seen an increased interest in studying
the brain responses when humans read or listen to narratives (i.e. book
chapters or stories Willems, 2015; Brennan, 2016; Matusz et al., 2018;
Kandylaki & Bornkessel-Schlesewsky, 2019; Hamilton & Huth, 2018).
Narratives afford the study of brain responses to language input which is
highly contextualized and contains the rich variety of temporal dynamics
and representations (e.g. phonemic, lexical, phrasal, morphemic, sentential) (Willems et al., 2020). Given this inherent richness of neuronal
dynamics, model-based investigations — where cognitive hypotheses
on multiple levels are operationalized and tested simultaneously (e.g.
Wehbe, Murphy, et al., 2014) — are particularly suitable in narrative
neuroscience.
It is not a coincidence then that narrative cognitive neuroscience has
been encouraged by the simultaneous developments and the availability
of novel modeling techniques in the fields of natural language processing
(NLP) and computational linguistics (Armeni et al., 2017; Brennan, 2016).
Echoing the recent revival of research in artificial neural networks and
deep learning (ANNs; Sejnowski, 2020), NLP has seen considerable
progress in research applications using ANN architectures (Goldberg,
2017). Earlier breakthroughs were achieved by the development of
the so-called neural language models, that is, ANNs that can solve the
next-word prediction task (Bengio et al., 2003; Mikolov et al., 2010). This
development was further underscored by the finding that the numeric
vector word representations, derived by using such architectures, develop
human-interpretable structure. For example, it is well-established that
the numeric word vectors can reflect lexical similarity of the encoded
words (Mikolov et al., 2013; Pennington et al., 2014). Most recently, NLP
has witnessed a trend towards pretraining generic large-scale neural
language models on unprecedented amounts of raw text and successfully
using the pretrained models for improved performance on downstream
language tasks (i.e. transfer learning J. Devlin et al., 2018; Radford et al.,
2019; Brown et al., 2020).
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The availability of ANN-based language models that can process
connected text have increased the scope of cognitive neuroscientists’
toolkit for probing the relationship between computational language
representations and the neural signals. Mirroring the successes of
ANNs for computer vision (Krizhevsky et al., 2012) and the subsequent
modeling of neural processing in visual perceptual hierarchies with
vision ANNs (Kriegeskorte, 2015; van Gerven & Bohte, 2017; Yamins
& DiCarlo, 2016), computational linguists are beginning to interpret
how do neural language models achieve their task performance (e.g.
Alishahi et al., 2019; Giulianelli et al., 2018; K. Clark et al., 2019; Manning
et al., 2020) and what is the (statistical) correspondence between such
(pretrained) model representations and neural responses recorded when
participants engage in similar language tasks (e.g. Mitchell et al., 2008;
Pereira et al., 2018; Gauthier & Levy, 2019; Wehbe, Vaswani, et al., 2014;
Huth et al., 2016). On the one hand, task-optimized ANNs therefore serve
as a tool and a framework that allow us to operationalize and identify
which computational primitives serve as the candidate hypotheses for
explaining neural data (Cichy & Kaiser, 2019; Kriegeskorte & Golan,
2019; Marblestone et al., 2016; Richards et al., 2019). On the other hand,
data from neuroscience can provide important biological constraints for
the ANN-based processing architectures (Fong et al., 2018; Hassabis
et al., 2017; Sinz et al., 2019).
Yet, in order to incorporate neurophysiological constraints in the
training of brain-based ANNs, we need sufficiently large and highquality language-brain datasets and resources that allow direct training
and testing of such complex models (Sinz et al., 2019). Neural networks
are known to be ‘data-greedy’. That is, because the number of optimized
parameters is typically very large, the models need to be constrained
by sufficient amounts of training data in order to reduce the error
variance during training (Geman et al., 1992). Conventional cognitive
neuroscience datasets, where the cognitive hypothesis of interest is
embodied in the experimental design, commonly provide a limited
number train-test samples for training neural models of brain function
directly. For example, the dataset from the landmark study by Mitchell
et al. (2008), Athanasiou et al. (and used by 2018), and Fyshe et al. (2014)
contains fMRI data for a total of 60 nouns. It is known that the increasing
amount of training repetitions improves predictive performance of
models as was shown in predicting visually-evoked MEG responses
(Seeliger et al., 2017) and in speech/text synthesis on the basis of
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Figure 4.1: The structure of the dataset. We recorded the MEG from 3 subjects, 10 separate
recording sessions each. In each session, we recorded MEG data (275-channel axial gradiometer
CTF system) while participants listened to audiobooks (The Adventures of Sherlock Holmes) in
English. Along with the MEG data, we also tracked eye-movements and pupil dilations. After
story listening in each session, participants answered short behavioral questionnaires about their
narrative comprehension experience. We also provide the timings of word onsets for every story in
the dataset that can be used to relate pretrained models (or other linguistic features) to the MEG
data. The icons in the figures by Freepik(https://www.flaticon.com/authors/freepik).

intracranial electrophysiology recordings (Anumanchipalli et al., 2019;
Makin et al., 2020). Given the recent interest in the interpretability of
ANN language models (Alishahi et al., 2019) and the development of
ANN models of brain function (Güçlü & van Gerven, 2017), care must be
taken to ensure that the to-be investigated models trained on neural data
of individual subjects are reliably estimated to begin with (see P. L. Smith
& Little, 2018, for a general rationale of using a large within subject 𝑛).
To help fill this gap, we here provide a narrative comprehension
magnetoencephalography (MEG) data resource that can be used to train
ANN models directly on brain data. MEG is a non-invasive technique
for measuring magnetic fields induced by synaptic and transmembrane
electric currents in large populations (~10,000–50,000 cells) of nearby
neurons in the neocortex (Baillet et al., 2001; Lopes da Silva, 2013). Due
to the rapid nature of electrophysiological responses and the millisecond
sampling rate of the MEG hardware (Baillet, 2017; Hämäläinen et al.,
1993), it is frequently the method of choice for studying the neural basis
of cognitive processes related to language comprehension.

4.2

Methods

This report follows the established conventions for reporting MEG data
(Gross, Baillet, et al., 2013; Pernet et al., 2018).
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4.2.1

Subjects

A total of 3 (1 female) aged 35, 30, and 28 years were included in the
study. All three participants were native English speakers (UK, US and
South African English). All subjects were right-handed and had normal
or corrected-to-normal vision. The subjects reported no history of neurological, developmental or language deficits. In the informed consent
procedure, they explicitly consented for the anonymized collected data
to be used for research purposes by other researchers. The study was
approved by the local ethics committee (CMO — the local ‘Committee on
Research Involving Human Subjects’ in the Arnhem-Nĳmegen region)
and followed guidelines of the Helsinki declaration.

4.2.2

Stimulus materials

We used The Adventures of Sherlock Holmes by Arthur Conan Doyle as
read by David Clarke and distributed through the LibriVox public library
(https://librivox.org). The primary considerations in the selection of
these stimulus materials was: the expectation of a relatively restricted or
controlled vocabulary limited to real-life story contents (as opposed to
in, for example, highly innovative styles of writing or fantasy literature
where the dimensionality of semantic spaces can be expected to be
higher), which made it reasonable to expect that the model will be
able to meaningfully capture the text statistics given our limits on
the amount of text-brain data collected; sufficient number of books
which are available as plain text; and the availability of audiobooks.
The plain text of The Adventures of Sherlock Holmes was obtained
from https://sherlock-holm.es/stories/plain-text/advs.txt (accessed on
September 11, 2018).
Each individual story was further divided into subsections. The
sections were determined by us after reading through the stories. We
made sure that the breaks occurred in meaningful text locations, for
example, that prominent narrative events are not split across two runs.
Stimuli and materials are available in the ‘/stimuli’ folder at the top-level
directory (see Figure 4.2). The full specification of stimuli materials and
is available in Appendix B, Table B.1.

4.2.3

Word timing information

To determine word onsets and offsets in every auditory story we
performed automatic forced alignment of the audio recordings and
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the text obtained from Project Gutenberg. We used the Penn Forced
Aligner toolkit (https://web.sas.upenn.edu/phonetics-lab/facilities/;
Yuan and Liberman (2008)) with pretrained acoustic models for English. Tokenization of the Gutenberg text was performed with the
tokenizer module in the Spacy natural language processing library
(https://spacy.io/api/tokenizer).
Some of the tokenization rules will result in tokens that do not lend
themselves well as a unit of analysis for the corresponding acoustic
forms. Notably, the tokenizer by default will split contractions: (‘don’t’
–> ‘do’ ‘not’). To be able to use contracted forms as inputs to the forced
alignment algorithm, we post-edited the split contractions back to the
original form. Word tokens not included in the precompiled model
dictionary were added manually upon inspection of the forced alignment
log files (e.g. proper names, see the ‘dict.local’ file for the full list). The
arpabet pronunciation codes for missed tokens were generated using the
web interface of the CMU LOGIOS Lexicon Tool (http://www.speech.
cs.cmu.edu/tools/lextool.html). Symbols for stress in pronunciations
were added manually to the generated arpabet pronunciation codes.

4.2.4

Task and experimental design

Each of the 3 participants listened to the 10 stories from the Adventures
of Sherlock Holmes. A separate MEG session consisted of listening to a
single story from the collection. Each recording session took place on a
separate day. A single run (i.e. an uninterrupted period of continuous
data acquisition) consisted of participants listening to a subsection of a
story. The order of story and run presentation are reported in Table B.1
and were kept the same for all participants.
Participants were instructed to listen attentively for comprehension.
After each run, the participants answered comprehension questionnaires
and reported their literary experience (see Figure 4.2) and were able to
take short breaks. The experimenter was available for clarification prior
to the beginning of the recording.
Each story was presented binaurally via a sound pressure transducer
through two plastic tubes terminating in plastic insert earpieces. A black
screen with a fixation cross was maintained while participants listened
to the stories. Presentation of the auditory stories was controlled with
Presentation software (version v 16.4., build 06.07.13, NeuroBehavioral
Systems Inc.).
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Figure 4.2: Trial structure. In each session, the participants listened to one story from the
collection ’The Adventures of Sherlock Holmes’. Each story was further split into subsections
which correspond to experimental runs. The structure of one run is depicted above. After listening
to the subsection, the participants answered a simple multiple choice comprehension question and
rated the information density and absorption levels of the heard subsection. After the responses,
each participants listened to a short story snippet repeated twice. For the repeated section, the
same stimulus (taken from Sherlock Holmes story not used in the main set) was used after each
run. The speaker icon created by Pixel Perfect (https://www.flaticon.com/authors/pixel-perfect).

4.2.5

Comprehension check

Comprehension check was used after each run to make sure participants
were following the story contents. Each comprehension check consisted
of 1 multiple choice question per run with 3 possible answers. The
questions were designed by us and should have been possible to answer
correctly for people who had read the stories with normal attention
(example question: ‘What is being investigated in the story?’). The
participants indicated their response by means of a button box and had
no time limit to do so. For the full questionnaire and with answers see
questions_tabular.txt.
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4.2.6

Information density and absorption questions

After each run, the participants reported their perceived informativeness of the heard story subsection (by answering the question: ‘How
informative do you think this section was for the story development?’)
and indicated their level of absorption (i.e. level of agreement with the
statement: ‘I found this section very captivating’). They indicated their
perceived information density by rating their response on a visual scale
from 1 (‘Not at all informative’) to 7 (‘Very informative’). They indicated
their level of absorption by rating their response on a visual scale from 1
(‘Disagree’) to 7 (‘Agree’).

4.2.7

Literary appreciation

At the end of each recording session, the participants were asked to
report appreciation of the heard story. The appreciation questionnaire
was the one used by Mak and Willems (2019) who adapted the version
by Knoop et al. (2016). The questionnaire consisted of a general score
of story liking (I thought this was a good story.), thirteen statements with
adjectives that indicated their impression of the story (e.g. I thought this
story was . . . {Beautiful . . . Entertaining, Ominous}). Finally, they rated
their agreement to 6 statements regarding their enjoyment of the story
(adapted from Kuĳpers et al. (2014); e.g. I was constantly curious about how
the story would end). Participants rated their story liking (statements with
adjectives), and the statements regarding their enjoyment on a 7-point
scale ranging from 1 (‘Disagree’) to 7 (‘Agree’). For the full questionnaire
see B.2.

4.2.8

MEG data acquisition

We recorded MEG data (275-channel axial gradiometer CTF system)
while participants listened to audiobooks in English in a magnetically
shielded room. The MEG signals were digitized at a sampling rate
of 1200 Hz (the cutoff frequency of the analog anti-aliasing low pass
filter was 300 Hz). Throughout the recording, the participants wore a
MEG-compatible headcast (S. S. Meyer et al., 2017). Per convention, three
head localizer coils were attached to inner side of the headcast at the
nasion, left pre-auricular, and right pre-auricular sites. Head position
was monitored during the recording using a custom build monitoring
tool (Stolk et al., 2013).
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Empty room recordings
Immediately before or after each recording session (depending on lab
availability), we performed empty room recordings. These recordings
lasted for approximately 5 minutes. Empty room recordings are located
in a separate .ds folder in the respective session folder (see Figure 4.4,
panel B).
Repeated stimulus recordings
In between runs, we recorded MEG responses to a short (half minute)
excerpt from The Adventures of Sherlock Holmes which was not used
during the main task (noise_ceiling.wav). The stimulus was repeated
twice between runs. The MEG and Presentation trigger codes marking
the onset and offset of the repeated stimuli have the values 100 and 150,
respectively.
MRI data acquisition
To produce the headcast, we needed to obtain accurate images of the
participants’ scalp surface. To this end, we obtained structural MRI
scans with a 3T MAGNETOM Skyra MR scanner (Siemens AG) at
the Donders Centre for Cognitive Neuroimaging in Nĳmegen, the
Netherlands. During the scanning procedure, the participants lay in
the supine position with a vitamin E capsule attached to their right
ear as a marker for image orientation. We used a fast low angle shot
(FAST) sequence with the following image acquisition parameters: slice
thickness of 1 mm; field-of-view of 256 × 256 × 208 mm along the phase,
read, and partition directions respectively; echo time of 1.59 msec; time
to repeat (TR) was set to 4.5 msec. The readout bandwidth was 510 Hz
per pixel. The acquisition time was 2 min 23 sec.

4.2.9

MRI-MEG coregistration

To co-register the structural MRI images to the MEG coordinate space,
we first transformed the individual subject’s MRI images from the voxel
coordinate system to the ACPC head coordinate system by placing
the origin of the head coordinate system to the anterior commissure
as interactively identified on the structural brain images (see http://
www.fieldtriptoolbox.org/faq/anterior_commissure/). We then used
the mesh describing the subjects’ head shape (see Figure 4.3, panel
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Figure 4.3: A) Example of headcast placement on a subjects’ head. B) Example of the geometrical
model of the head and fiducial coil positioning. This headshape model was used for head cast
production. C) The outcome of the coregistration procedure, shown are head and source models
relative to MEG sensors.

B) and extracted from it the meshes corresponding to the nasion, left
pre-auricular, and right pre-auricular fiducial coils. Once the meshes
describing the coil geometry were extracted from the head shape mesh,
we localized the center points of the each of the three coils. These
center points of the coils were taken to represent the locations where
the fiducial coils were placed during the recordings (as the coils were
actually placed in the empty slots at the positions in the geometric model).
These extracted coordinate points were then manually inspected and
appropriately defined as the nasion, the left pre-auricular and right
pre-auricular points based on the signs and values of their x, y, and
z coordinates. The above procedure allowed us to coregister the MRI
image to the MEG coordinate space. The outcome of the coregistration
for each subject is shown in Figure 4.3.
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Figure 4.4: Data records overview.

Eye-tracking data acquisition
Concurrently with the MEG, we recorded participants eye-movements.
We used the Eyelink 1000 Eyetracker (SR Research ©) at a sampling rate
of 1000 Hz. The 9-point scheme was used for calibration after positioning
the participant within the MEG dewar and prior to starting the MEG
data acquisition. The participant’s left eye was tracked in all cases.

4.3

Data records

The dataset can be accessed at the data repository of the Donders Institute
for Brain, Cognition and Behaviour. The dataset organization follows a
BIDS-like specification for storing and sharing the MEG data (Niso et al.,
2018). The organization of the dataset directory is presented in Figure
4.4. The three folders at the highest level (Figure 4.4 A) contain the data
for three subjects (sub-001, sub-002, and sub-003). Each subject directory
contains data folders for respective sessions (ses-001, ses-002 etc.) with
subfolder for each respective data modality (beh for behavioral data, meg
for MEG data etc.). The organization of session-specific directories is
displayed in panel B of Figure 4.4.
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The contents of the individual folders in the dataset directory are
briefly described below.

4.3.1

Stimulus folder (‘/stimuli’)

The ‘/stimuli’ folder contains the .wav audio files used in the recordings
and the corresponding text files (see Section 4.2.2). The naming of
the files follows the ‘%02d_%d’ format where the first digit (with a
front-padded zero digit) marks the session and the second digit (not
zero padded) codes the run number in that session (see Table B.1 in
Supplement B). In addition, the ‘/stimuli’ folder also contains the input
(‘*tokens.txt’) and the output (‘*pfa.txt’) of the forced alignment (see
Section 4.2.3) providing word onset timings for all the words in the input
tokens lists. The timing information in the ‘*pfa.txt’ files follows the
TextGrid object syntax of the Praat software (http://www.fon.hum.uva.
nl/praat/manual/TextGrid.html).

4.3.2

MEG folder (‘/meg’)

The ‘/meg’ folder contains two MEG ‘.ds’ datasets; the task-based narrative comprehension (with the infix ‘task-compr’) and the session-specific
empty room recording (‘task-empty’). In addition, the folder contains
several BIDS sidecar files with meta information about the datasets: .json
file with MEG acquisition parameters (‘*_meg.json’), tab-separated table
with MEG channel information description (‘*_channels.tsv’), and a table
containing time-stamps of events in the MEG header files (‘*_events.tsv’)

4.3.3

Behavioral data (‘/beh’)

The behavioral data folder contains, for the respective recording session,
the log files generated by the Presentation scripts (‘*.log’), and the
responses of the comprehension check, absorption score and density
scores after each run (‘*_beh.txt’), and the responses to the appreciation
questionnaire (’*_appreciation.txt) at the end of the session.

4.3.4

Eye-tracking data (‘/eyelink’)

The folder contains the raw ‘.edf’ output of the Eyelink 1000 Eyetracker.
Note that the eye-tracking information (eye movements and pupil dilation) was also digitized in the CTF channel output recorded along with
the MEG data (see Section 4.5.3).
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4.3.5

MRI data (‘/mri’)

The folder contains anonymized structural MRI images (nifti file format).
The ‘/mri’ folder is only present in the first session folder (‘ses-001’) of
every subject.

4.4

Technical validation

All subjects were monitored during data acquisition to ensure task
compliance and general data quality. As a technical validation, we
perform the analysis of the amount of head movement for each of the
three subjects and compare it to the dataset recorded without headcasts.
We also perform a basic auditory evoked-response analysis and source
localization for every subject and every session.

4.4.1

Head movement

In a previous study, S. S. Meyer et al. (2017) have shown that it was
possible to reposition the absolute head position to 0.6 SD across 10
repositionings of the subject wearing a headcast. Here, we report
the displacement in the x (left-right), y (left-right), and z (up-down)
directions of the circumference of the nasion and the left and right
coils. We extracted the head coil localization (’HLC*’) channels and
epoched the session-specific dataset into trials of 1 minute length. We
first computed the mean absolute displacement in x, y, and z directions
across each 1-minute trial. We then computed the circumcenter of the
nasion and the left and right coils in the x, y, and z dimensions per trial.
This resulted in a measure of head position and orientation in x, y and z
coordinates per trial. Finally, we centered the obtained head position
values across the trial dimension by subtracting the mean head position
in the specific direction.
In figure 4.5, we report the average head position displacement across
the first minute of recording. The figure shows that head positioning at
the onset of a new session was achieved within 1 millimeter accuracy and
for the most part within 0.5 millimeters which is in line with previous
reports (S. S. Meyer et al., 2017).
In figure 4.6, we show head movement data in a previously published
dataset without headcast (Armeni et al., 2019) and the current dataset.
The dataset without headcast shows clear movement displacement in
all directions within the reported limits of 5 mm. In the current dataset,
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Figure 4.5: Session-initial head displacement per subject in all 10 sessions.

Figure 4.6: Comparison of head movement for five sessions in the current dataset (left) and a
dataset without headcast.

the head movement was maintained below 1 millimeter throughout the
recordings. This holds across all three subjects (Figure 4.7).

4.4.2

Evoked responses

To provide an impression of the MEG data in the dataset, we perform a
basic analysis of auditory evoked responses (Luck, 2014) per subject and
every session in the dataset.
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Figure 4.7: Head movement per session and per subject.

The preprocessing and source reconstruction were performed as
described in Chapter 4. In brief, the outcome of the preprocessing
(Section 5.2.7) and source-reconstruction (Section 5.2.9) steps are MEG
time series for 370 brain parcels in the left and right hemispheres. To
obtain the average event-related field (ERF) for each source parcel, we
first concatenated all runs within each session. We then epoched the
MEG time-series in time windows starting from 10 ms prior to wordonset and extending to 500 msec post word-onset. We then compute
the average across the epochs. This results, for each subject and each
recording session, in an average representation of the word-onset evoked
signal for every source parcel. The results for session 1 of each subject
are displayed in Figure 4.8.
For all three subjects, the ERFs show the expected temporal profile
with early peaks at approximately 50 msec post word-onsets (Figure
4.8, right). The inspection of source topographies at selected latencies
(orange dashed lines in the right-hand side panels) shows clear focal
topographies with peak activations localized in the primary auditory
cortex in the superior temporal gyrus. The patterns are right-lateralized
for subjects 1 and 2 whereas they show a more bilateral pattern in
subject 3. Such inter-individual variability in brain activation patterns in
auditory language comprehension has been reported in MEG previously
(Lam et al., 2018). Importantly, the results are robust and consistent
across all ten sessions in each subject. The results for other sessions for
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Figure 4.8: Analysis of evoked responses for one session in the dataset. Right. Line plots show
the averaged source time courses (ERFs) for all brain parcels (each line represents a brain parcel).
Time point 0 on the time axis indicates a word onset. Left. The source topographies show the
distribution of activations designated by the orange dashed line in the ERF time courses on the
right. We selected the time points that approximately correspond to the peak activation of the
earliest component post word-onset. For visualization purposes, we display the absolute value
conversion of the amplitude of the source time courses (as the polarity of source-reconstructed
time series is not straightforwardly interpretable).

all subjects are displayed in Section B.3 in Appendix B.

4.5
4.5.1

Usage notes
Interpretation of behavioral log files (‘*_beh.txt’)

Each row in the tab-separated value file corresponds to a run in the
session and contains responses to the behavioral questions that were
answered after each run. Description of each variable is given in Table
4.1.
93

Table 4.1: Description of variables in beh.txt files.
variable name

description

date
time
story nr.
session nr.
response

date when the session recording took place
date and time when the session recording took place
session number, an integer representing the story index that was listened to in that recording session
run number, an integer representing the run index in that session
recorded response (button box) to the multiple choice question (possible values: A, B or C)

correct
ishit
absorption_score
density_score

the correct response to the multiple choice question (possible values: A, B or C)
whether or not the given response matches the true response (can be 1 or 0)
the response to the absorption question (possible values: 1 through 7)
the response to the information density question (possible values: 1 through 7)

4.5.2

Interpretation of the ‘*events.tsv’ file

In the ‘*events.tsv’ file logs the events read from the MEG header files.
In addition, the ‘*events.tsv’ file also contains the aligned events from
the ‘*.log’ log files which contain a record of events generated by the
Presentation experimental scripts. The event onsets are adjusted for the
estimated delays between the Presentation trigger sending and their
recording in the CTF acquisition system. Not all triggers from the
Presentation script were sent to the CTF trigger channel. For explicitness,
we provide the mapping between the experimentally-relevant codes in
the Presentation log files and the CTF trigger channel in 4.2.
Table 4.2: Mapping between events in the experimentally relevant code
in the Presentation log files and the CTF trigger channel. The trigger
values are two-digit codes where the first digit codes the run index. The
second digit codes the identity of the event (i.e. story onset, offset etc.).
trigger value

event type (presentation log)

trigger channel (CTF)

description

%d0
%d5
%d7
%d8
%d9

Sound
Picture
Picture
Picture
Picture

UPPT001
UPPT001
UPPT001
UPPT001
UPPT001

story onset, the start of .wav file playback
story offset, marked by the onset of screen indicating end of story/run
presentation of screen showing comprehension check
presentation of screen showing information density question
presentation of screen showing absorption question

100
150

Sound
Picture

UPPT001
UPPT001

repeated stimulus onset, the start of .wav file playback
repeated stimulus offset, marked by the onset of screen indicating end of the repetition stimulus

4.5.3

Additional recording channels

In Table 4.3 we provide the information of the additional channels
recorded along with the MEG data:
## Warning: package 'knitr' was built under R version 3.5.3
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Table 4.3: Additional recording channels in the MEG datasets.

4.5.4

channel label

description

UADC003
UADC004
UADC005
UADC006
UADC007

analog input channel with audio signal
analog input channel with audio signal
eye-tracker, x-position
eye-tracker, y-position
eye-tracker, pupil diameter

Known exceptions and issues

Bad channels
The following channels in this dataset show unstable behavior due to
technical issues in the lab at the time of recording for sub-003, ses-004:
MRC23, MLO22, MRP5, MLC23. Researchers are advised to remove the
above channels during preprocessing.
Repeated run
Due to technical issues, the experimental script crashed during run 3
for sub-003, ses-008. We restarted the experiment at run 3. This means
parts of run 3 before the experiment stopped were listened to twice and
only the second iteration of run 3 is complete.
Low frequency artifacts
We noticed short-lived (approximately a couple of seconds in duration),
but high-amplitude, slow-drift artifacts in the following runs:
•
•
•
•
•

sub-002, ses-009, run 1
sub-003, ses-004, run 4
sub-003, ses-005, run 1
sub-003, ses-006, run 6
sub-003, ses-008, run 4

Depending on the research question and preprocessing steps (e.g. the
use of a narrow-band filter), the presence of artifacts might not be
detrimental. Otherwise, high-pass filtering with a low cut-off (e.g. 0.5
Hz) might be required to suppress these artifacts.
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Spike-like artifact in two-channels (sub-003, ses-003)
In sub-003, ses-003, channel MRP57 shows an uncharacteristic regular
(approximately every 10 seconds or longer), but short-lived impulselike events. We could not determine the origin of this artifact. In
our experience, the artifact can be detected using established blindsource estimation techniques (e.g. independent component analysis) and
removed from the data. Given its sparse temporal nature, we estimate it
being unlikely that this artifact can significantly affect the quality of the
dataset, but warrants consideration nevertheless.
Exceptions appreciation measurements
For sub-001, ses-001, part of appreciation questionnaires were corrected
offline. This corrected behavioral response documented in the behavioral
log file with the suffix ‘*_offline’. The reasons for these exceptions
were due to inadvertent wrong button press and were reported to the
responsible researcher immediately after the session ended. The file
containing the entry with the correct response was created in order to
keep the old and new response logged explicitly.
The appreciation measurements for sub-003, ses-008 are recorded in
two files (ses-008A and ses-00B) due to the experimental script crashing
(see Section 4.5.4).

4.6

Conclusion

Here we describe, to the best of our knowledge, a first MEG data resource
with nearly 10 hours of within subject story listening. To ensure the
quality of the data, we recorded the MEG while participants wore MEGcompatible headcasts (S. S. Meyer et al., 2017) which greatly reduced
head movement — a common source of noise in MEG recordings (Stolk
et al., 2013). This data resource was primarily designed and collected for
end-to-end development and testing of contemporary artificial neural
network (ANN) (Barak, 2017; Kriegeskorte & Golan, 2019) models of
brain dynamics. In the light of recent adoption of model-based analyses
in cognitive neuroscience of language, we hope that by providing a
fit-for-purpose data resource that follows the accepted standards for
sharing (Niso et al., 2018), we make it easier and more inviting for the
researchers to test and develop brain-based models of language processing. Important future investigations include comparing predictivity
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of different — biologically-motivated — processing architectures (e.g.
Schrimpf, Blank, et al., 2020; Caucheteux & King, 2020) and establishing
a mapping between behaviorally/computationally relevant aspects of
neural dynamics (e.g. frequency contents, connectivity patterns) and
the computational properties of tested models (e.g. recurrence, gating,
history-dependence).
The use of this data resource, however, is not limited to training
end-to-end ANN models. Given the increasing availability and efficiency
of generic pretraining and transfer-learning for developing task-specific
processing models in NLP (Raffel et al., 2020), we hope the current data
resource can provide an important source of biological constraints for
further guiding the interpretation of representations in the pretrained
models (e.g. Toneva & Wehbe, 2019), complementing text data and
improving the performance of machine learning techniques (e.g. Fong
et al., 2018), and testing the robustness and behavioral relevance of brainbased word vector representations (e.g. Fyshe et al., 2014; Athanasiou
et al., 2018).
Finally, the data resource is not limited to research questions focusing
on explaining neural measures. Researchers interested in subjective
narrative experience have the opportunity to explore and link the eyetracking data (e.g. tracking pupil dilation Koelewĳn et al., 2014) and
the participants’ subjective reading comprehension as reflected in their
responses to the behavioral questionnaires. Similarly, we are hopeful the
data resource can be exploited for further development and validation
of novel analysis techniques of narrative MEG data. For example, a
large number repeated sessions for every subjects offers a suitable
and large test-bed to estimate the reliability and robustness of novel
methods for fitting general linear models (Crosse et al., 2016; Koskinen
& Seppä, 2014), a commonly-adopted analysis framework for testing
computational hypotheses through predictive models of MEG and EEG
(Brodbeck, Hong, et al., 2018; Brodbeck, Presacco, et al., 2018; Broderick
et al., 2018; Donhauser & Baillet, 2020; C. R. Holdgraf et al., 2017).
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Chapter 5

Modeling MEG dynamics
with recurrent neural
networks
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Abstract
In order to interpret heard words and sentences, listeners must
combine past information at various temporal-representational
scales (e.g. phonemes, words, phrases, sentences, discourse) into a
coherent narrative. At the core, neural circuits must implement
some form of memory to maintain the past information and use
it while processing the new input. Recent empirical evidence
suggests that the neural dynamics exhibit a hierarchy of temporal receptive windows (TRWs). The concept of TRWs parallels a
well-known architecture used to model history-dependent computations in computational psycholinguistics: recurrent neural
networks. Yet, what computations could explain the phenomenon of
hierarchical timescales in brain dynamics for language processing
remains unknown. While most studies to date modeled language brain dynamics in auditory narrative comprehension with
pretrained task-based models, we implemented long short-term
memory recurrent neural networks and trained them to directly
predict the source-reconstructed MEG directly, end-to-end. We
show that LSTMs predict the MEG signal over and above what can
be predicted from the temporal structure of words alone. Importantly, the spatial topographies reveal that the peak predictability
occurs in the known higher-level frontal and temporal areas of the
language network consistently in all three subjects. We also show
that an end-to-end LSTM model has a model performance, with
a spatial topography, that is comparable to when the input word
embeddings are extracted from a large-scale pretrained language
model. This suggests that the brain-based word embeddings are
capturing and extracting language-relevant structure to reliably
predict the MEG dynamics.
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5.1

Introduction

Language understanding unfolds in time. In order to interpret heard
words and sentences, listeners must combine past information at various
temporal-representational scales (e.g. phonemes, words, phrases, sentences, discourse) into a coherent narrative. Moreover, linguistic units in
the input stream that share common structural or semantic relations do
not necessarily occur at nearby timepoints. What neural computations
allow the brain to carry information at the multiple timescales in parallel
remains a remarkable challenge in cognitive neuroscience (Christiansen
& Chater, 2016; Hagoort, 2014; Paton & Buonomano, 2018).
At the core, neural circuits must implement some form of memory
to maintain the past information and use it while processing the new
input (Elman, 1990; Gallistel & King, 2009; Hasson et al., 2015). From a
neurophysiological perspective, this computational challenge is considerable as the capacity for such processing memory must be built from
what are essentially leaky and forgetful elements–neurons (Chaudhuri &
Fiete, 2016; Goldman et al., 2009). Furthermore, the double need for both
robust maintenance of the past context and selective updating of memory
for processing (not all heard information is relevant at all times) suggest
that there must be some form of dynamic gating mechanism which can
balance the opposing functional demands of memory maintenance,
reading, and updating (O’Reilly & Frank, 2006).
Recent empirical evidence suggests that the neural dynamics exhibit
a hierarchy of temporal receptive windows (TRWs). Studies comparing
fMRI and ECoG responses to different temporal permutations of narratives showed that brain responses in downstream areas are tuned to
long timescale structure of stimuli (e.g. minute-long narrative coherence)
compared to responses in sensory areas which are more reliably modulated by rapidly varying acoustic properties (spanning milliseconds and
seconds) of the stimuli (Hasson et al., 2008; Honey et al., 2012; Lerner
et al., 2014; Lerner et al., 2011; Stephens et al., 2013; Yeshurun et al., 2017).
Evidence of longer cortical timescales in higher-order areas also comes
from single unit macaque recordings (Murray et al., 2014; Ogawa &
Komatsu, 2010). Yet, what computations could explain the phenomenon
of hierarchical timescales in brain dynamics for language processing?
The phenomenon of TRWs and ever larger context-dependence for
processing language structure parallels a well-known architecture used
to model history-dependent computations in systems neuroscience and
artificial intelligence: recurrent neural networks (RNNs). RNNs are
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a family of artificial neural network (ANN) models specialized for
processing sequences (Barak, 2017; Goodfellow et al., 2016). RNNs are
efficient sequential models because, in principle, they keep context in
memory by carrying the results of past computation into subsequent
processing steps (Elman, 1990). Gated RNNs, such as gated recurrent
units (Cho et al., 2014, GRU) and long short-term memory (Hochreiter
& Schmidhuber, 1997, LSTM) are RNN variants with additional pools
of internal gating mechanisms or ‘neurons’. On every processing step,
gates control the information flow to and from the hidden states and
thus allow the model to perform selective updates of both the context
and input representations prior to computing new memory and context
states. In natural language processing (NLP), RNNs, and LSTMs in
particular, have led to practical success in many applications involving
sequential data, including speech recognition (Graves et al., 2013; Sak
et al., 2014), language modeling (Graves, 2014; Melis et al., 2017), named
entity recognition (Lample et al., 2016), and machine translation (Cho
et al., 2014; Sutskever et al., 2014).
In computational psycholinguistics, contemporary LSTM-based architectures were shown to learn a surprising amount of linguistic (specifically, syntactic) knowledge. For example, LSTMs were able to successfully
learn the correct grammatical number of the verb and subject in sentences when trained with explicit syntactic supervision on data from
corpora (Linzen et al., 2016; see Bernardy & Lappin, 2017, for extension
to other architectures). Similar ability to solve subject-verb agreement
was shown when LSTMs were trained to predict the next word in sentences (language models), i.e. without explicit syntactic supervision, in
grammatically correct, but semantically incoherent sentences (Gulordava et al., 2018). More recently, LSTM language models were shown to
develop a sparse gating mechanism (i.e. observable in a few hidden state
dimensions, ‘neurons’) that tracks subject’s syntactic gender in simple
sentences (Lakretz et al., 2019). This body of work shows (see Linzen
& Baroni, 2020, for a more comprehensive overview) that the degree of
language processing competence in LSTMs is in part grounded in their
ability to exploit language structure beyond the linear order of words.
Most studies to date modeled language brain dynamics in auditory
narrative comprehension with pretrained task-based models. For example, Jain and Huth (2018) used the hidden states of LSTM language
models with different context lengths for predicting fMRI time courses
during story listening. They report that long-context LSTMs achieved
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highest prediction performance in frontal areas whereas early auditory
areas were best predicted by short-context LSTM models. That dynamic
context gating could be a candidate computation is suggested by a recent
experimental and modeling study by Chien and Honey (2020). Chien
and Honey (2020) show that that the rate of ‘remembering’ and ‘forgetting’, as quantified by inter subject correlation of fMRI time courses,
is not constant across the cortical hierarchy, instead, higher-level areas
require longer context window length in order to align across subjects
suggesting a hierarchical gating operation. Moreover, a model with the
ability to flexibly reset context representations, driven by prediction
errors on synthetic input sequences, more closely resembled patterns
of fMRI dynamics than a model without gating. This underscores the
importance of context-dependent, dynamic gating mechanisms.
Whereas the studies above looked at fMRI dynamics, the empirical
test of gating computations requires neural signals that are highly dynamic and occur at faster timescales. Can we reliably predict naturalistic
MEG dynamics using LSTM architectures? Here, we implemented LSTM
networks and trained them to predict the source-reconstructed MEG
directly, end-to-end (Figure 5.1). To this end, we collected a new dataset
that allowed us to fit the complex models on a per-subject basis. We then
explore how well such model predict the unseen MEG data.

5.2
5.2.1

Methods and materials
Stimulus materials and task

We used The Adventures of Sherlock Holmes by Arthur Conan Doyle as
read by David Clarke and distributed through the LibriVox public library
(https://librivox.org). The primary considerations in the selection of
these stimulus materials was: the expectation of a relatively restricted or
controlled vocabulary limited to real-life story contents (as opposed to
in, for example, highly innovative styles of writing or fantasy literature
where the dimensionality of semantic spaces can be expected to be
higher), which made it reasonable to expect that the model will be
able to meaningfully capture the text statistics given our limits on
the amount of text-brain data collected; sufficient number of books
which are available as plain text; and the availability of audiobooks.
The plain text of The Adventures of Sherlock Holmes was obtained
from https://sherlock-holm.es/stories/plain-text/advs.txt (accessed on
September 11, 2018).
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Figure 5.1: We recorded MEG in 3 subjects who listened to 10 stories from The Adventures of
Sherlock Holmes (approximately 9 hours of listening time). We then trained, for each subject
and each brain area, the LSTM recurrent neural network that takes as input the numeric vector
representing the word at specific sample point, to predict the MEG dynamics in a single brain parcel.
The inputs are sampled at the same rate as the target MEG signal (150 Hz). In a single training
routine, we estimated both the input word representations (embeddings Ê), the model-internal
recurrent and input ’synaptic’ weights (Û, Ŵ, respectively) and the fully-connected output layer
𝑜𝑢𝑡

(Ŵ ). The trained model is then evaluated in how well it can predict (spearman correlation) the
held-out time-series, not seen during training.

5.2.2

Task

Participants’ task was to listen attentively for comprehension. During
story listening, participants were looking at a black screen and were
not otherwise constrained. After listening to each story subsection, the
participants answered one multiple choice comprehension question,
an question about story appreciation (scale 1-7) and a question about
informativeness of the heard subsection for story development.

5.2.3

MEG data acquisition

We recorded MEG data (275 axial gradiometer system) while participants
listened to audiobooks in English. Each of the 3 participants listened
to 10 stories from the Adventures of Sherlock Holmes (~10 hours of
listening, see Section B.1 in Appendix B). ANNs are known to be
‘data-greedy’, namely, they require large amounts of training data in
order to reduce the variance component in model estimation error
(Geman et al., 1992). For example, it has been shown previously that
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predictive performance improves with the amount of training data
in image recognition (Seeliger et al., 2017) and speech synthesis from
electrocorticography (Anumanchipalli et al., 2019). Due to our emphasis
on learning model representations from brain data directly, it is important
to ensure within subject model estimation is reliable (see P. L. Smith &
Little, 2018, for a general rationale).
In order to minimize head movement during story listening, the
participants wore MEG-compatible headcasts (S. S. Meyer et al., 2017)
throughout the recording.
Listening to stories was done in separate MEG sessions. To enable
breaks during each MEG recording (i.e. while listening to a single story
from the collection), each individual story was further divided into
subsections, which were determined by us after reading through the
stories (see stimulus files). We made sure that the breaks for performed
in meaningful text locations, for example, that prominent narrative
events are not split across the break.
Each story was presented binaurally via a sound pressure transducer
through two plastic tubes terminating in plastic insert earpieces. A
black screen was maintained while participants listened to the stories.
Presentation of the auditory stories was controlled with Presentation
software (version v 16.4., build 06.07.13, NeuroBehavioral Systems Inc.).

5.2.4

Audio-text alignment

To determine word onsets and offsets in every auditory story we performed automatic forced alignment of the audio recordings and the text
obtained from Project Gutenberg. We used the Penn Forced Aligner
toolkit (https://web.sas.upenn.edu/phonetics-lab/facilities/; Yuan and
Liberman (2008)) with pretrained acoustic models for English. Estimated word onsets were corrected for the delay of stimulus triggers by
adding the estimated delay to word onsets derived from the original
.wav files. Tokenization of the Gutenberg text was performed with
the tokenizer module in the Spacy natural language processing library
(https://spacy.io/api/tokenizer).
Some of the tokenization rules will result in tokens that do not lend
themselves well as a unit of analysis for the corresponding acoustic
forms. Notably, the tokenizer by default will split contractions: (‘don’t’
–> ‘do’ ‘not’). To be able to use contracted forms as inputs to the forced
alignment algorithm, we post-edited the split contractions back to the
original form. Word tokens not included in the precompiled model
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dictionary were added manually upon inspection of the forced alignment
log files (e.g. proper names, see the ‘dict.local’ file for the full list). The
arpabet pronunciation codes for missed tokens were generated using the
web interface of the CMU LOGIOS Lexicon Tool (http://www.speech.
cs.cmu.edu/tools/lextool.html). Symbols for stress in pronunciations
were added manually to the generated arpabet pronunciation codes.

5.2.5

MRI acquisition

To produce the headcast, the volume conduction model, and sourcemodels in source reconstruction (see Section 5.2.9), we needed to obtain
accurate images of the participants’ scalp surface. To this end, we obtained structural MRI scans with a 3T MAGNETOM Skyra MR scanner
(Siemens AG) at the Donders Centre for Cognitive Neuroimaging in
Nĳmegen, the Netherlands. During the scanning procedure, the participants lay in the supine position with a vitamin E capsule attached to their
right ear as a marker for image orientation. We used a fast low angle
shot (FAST) sequence with the following image acquisition parameters:
slice thickness of 1 mm; field-of-view of 256 × 256 × 208 mm along the
phase, read, and partition directions respectively; echo time of 1.59 msec;
time to repeat (TR) was set to 4.5 msec. The readout bandwidth was 510
Hz per pixel. The acquisition time was 2 min 23 sec.

5.2.6

Comprehension questionnaire

Comprehension check was used after each run to make sure participants
were following the story contents. Each comprehension check consisted
of 2 multiple choice questions per run with 3 possible answers per
question. The questions were designed by us and should have been
possible to answer correctly for people who had read the stories with
normal attention (example question: ‘What is being investigated in the
story?’). The participants indicated their response by means of a button
box and had no time limit to do so. For the full questionnaire and
answers see questions_tabular.txt.

5.2.7

MEG preprocessing

The preprocessing of and source reconstruction of MEG data was performed in MATLAB, version 2018b (Mathworks, Inc.) with the FieldTrip
software package (Oostenveld et al., 2011) together with a custom
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in-house MATLAB code. Neural networks and model training were
implemented with the Python scientific stack (3.7) and pyTorch (Paszke
et al., 2017) libraries.

5.2.8

Artifact rejection

Prior to preprocessing, the raw data were demeaned. Next, we applied
a band-pass filter (hamming-windowed sync FIR filter via fast fourier
transform: cutoff (-6 dB) 1 Hz and 40 Hz, transition width 2.0 Hz,
stopband 0-0.0 Hz, passband 2.0-39.0 Hz, stopband 41.0-600 Hz, max.
passband deviation 0.0022 (0.22%), stopband attenuation -53 dB). We
then applied notch filtering (Butterworh IIR ) at the bandwidth of 49–51,
99–101, and 149–151 Hz to remove the potential line noise artifacts.
Artifacts related to muscle contraction and squidjumps were identified
and removed using a semi-automatic artifact rejection procedure (http:
//www.fieldtriptoolbox.org/tutorial/automatic_artifact_rejection). The
data were then downsampled to 150 Hz. MEG components reflecting
eye-blinks were estimated using the FastICA algorithm (https://research.
ics.aalto.fi/ica/fastica/) as implemented in Fieldtrip functionalities (see
dm_artifact_eye.m). ICA was performed separately per each run
(‘story subsection’) in every recording session. Relevant components
were identified based on their topography and time-courses and removed
from the data (see dm_artifact_selectica.m).

5.2.9

MEG source reconstruction

Head- and source models
To localize the location of fiducial coils (the nasion, left and right ear)
on subjects’ MRI images in the MNI coordinate space, we used the
position information of where the digitized fiducials were placed on the
headcasts in the CTF space (see Section 4.2.9).
After co-registration, the Brain Extraction Tool (S. M. Smith, 2002)
from the FSL command-line library (v5.0.9; Jenkinson et al., 2012) was
used to delete the non-brain tissue (skull striping) from the whole
head. To obtain a description of individual subject’s cortical sheet, we
performed cortical surface reconstruction with the Freesurfer image
analysis suite, which is documented and freely available for download
online (http://surfer.nmr.mgh.harvard.edu/), using the surface-based
stream implemented in the recon_all command-line tool. The postprocessing of the reconstructed cortical surfaces was performed using the
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Connectome Workbench wb_command command-line tools (v1.1.1; https:
//www.humanconnectome.org/software/workbench-command).
The cortical sheet reconstruction procedure described above resulted
in a description of individual subject’s locations of potential neural
sources along the cortical sheet (source model) with 7,842 source locations
per hemisphere. We used a single-shell spherical volume conduction
model based on a realistic shaped surface of the inside of the skull (Nolte,
2003) to compute the forward projection matrices (leadfields). We used
a common leadfield for estimating session-specific beamformer weights
(see below).

Beamformer and virtual channel
To estimate MEG source time series, we used linearly constrained minimum variance (LCMV) spatial filtering (Veen et al., 1997) deployed with
ft_sourceanalysis routine. Source reconstruction was performed separately per each recording session. Data of all runs in a session were used
to compute the data covariance matrix for beamformer computation.
Source parcels (grouping of source points into brain areas or
parcels) was using a refined version of the Conte69 atlas (brainvis.wustl.edu/wiki/index.php//Caret:Atlases/Conte69?_Atlas), which
provides a parcellation of the neocortical surface based on Brodmann’s
cytoarchitectonic atlas. The original atlas, consisting of 41 labeled
parcels per hemisphere, was further refined to obtain 187 equisized
parcels, observing the parcel boundaries of the original atlas. We then
compute, for every session, the source-reconstructed time-series ŷ𝑖 at
source location 𝑖 by left-multiplying the sensor-level time series with the
corresponding beamformer weights Ŵ𝑖 :
ŷ𝑠𝑟𝑐
= Ŵ𝑖 Y𝑠𝑒𝑛𝑠
𝑖

(5.1)

Where Y𝑠𝑒𝑛𝑠 ∈ R𝑐×𝑡 is the sensor-level data for every channel 𝑐,
timepoint 𝑡, Ŵ ∈ R𝑖×𝑐 are the beamformer weights for every sensor
channel 𝑐 and every source location 𝑖, and ŷ𝑠𝑟𝑐
∈ R𝑡 are the source
𝑖
reconstructed timeseries at source location 𝑖 for every sample point 𝑡. To
further constrain our MEG source space, we limited our model fitting to
a subselection of parcels in the language network in total of a 100 parcels
(50 per hemisphere).
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5.2.10

Training, development, and test sets

To construct datasets d𝑠 for each subject 𝑠, the dataset d𝑖 from each
recording session 𝑖 was split into training, development, and test sets
𝑖
𝑖
𝑖
𝑖
𝑖
d𝑡𝑟𝑛
, d𝑖𝑑𝑒𝑣 , and d𝑡𝑒
𝑠𝑡 , respectively. We constructed d𝑡𝑟𝑛 , d𝑑𝑒𝑣 , and d𝑡𝑒 𝑠𝑡
by taking 0.7𝑁, 0.2𝑁, and 0.1𝑁 proportions of the full dataset length
𝑁, respectively. To ensure a fair representation of MEG data in the final
training, development, and test sets, we randomly determined whether
𝑖
𝑖
session-specific d𝑡𝑟𝑛
, d𝑖𝑑𝑒𝑣 , and d𝑡𝑒
𝑠𝑡 were taken from the beginning,
middle or end portions of the session dataset d𝑖 . For example, for
session 1, the training, development, and test splits could be taken in
the order d1 = {0.7𝑁 1 , 0.2𝑁 1 , 0.1𝑁 1 }, whereas for session 2, the splits
could be determined in a different order d2 = {0.2𝑁 2 , 0.1𝑁 2 , 0.7𝑁 2 }.
In this example, then, training sets d1𝑡𝑟𝑛 and d2𝑡𝑟𝑛 are taken from the
beginning and final segments, respectively, of the corresponding sessionspecific datasets. Finally, the full training, development and test sets for
each subject were constructed by concatenating session-specific datasets:
𝑠
d𝑡𝑟𝑛
= [d1𝑡𝑟𝑛 , d2𝑡𝑟𝑛 ...d10
𝑡𝑟𝑛 ].

5.2.11

Encoding models

We are interested in predicting the unseen (held-out) MEG response
𝑦ˆ𝑡 at every timepoint 𝑡 and at each source location from the feature
descriptions 𝜙(𝑤 𝑡 ) of the currently processed word 𝑤 𝑡 , the past network
states h𝑡−1 , and learned model parameters (weights) 𝜃:
h𝑡 ←
− RNN( 𝜙(𝑤 𝑡 ), h𝑡−1 , 𝜃 )

(5.2)

Where both the features 𝜙 (see Section Input features below) and
learnable parameters (‘synaptic weights’) denoted by 𝜃 are optimized
during training. A fully-connected linear layer was used as the output
layer to predict the MEG source amplitude 𝑦ˆ𝑡+400 from the hidden states
h𝑡 :
ŷ𝑡+400 ←
− Ŵh𝑡 + b̂

(5.3)

We chose to predict the MEG signal at a fixed time lag of 400 msec
post-word onset (i.e. 60 sample points at the sampling rate of 150 Hz) due
to our results in Chapter 2 (see Figure 3.4) and due to known temporal
dynamics of semantic effects in electrophysiology (Kutas & Federmeier,
2011; Rommers et al., 2017). In choosing a fixed lag, we account for the
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fact that language-related processes beyond the transient acoustic stages
will likely be more prominently reflected in the MEG signals at a certain
latency window.

5.2.12

Input features

Learned word embeddings
In the initial learning scheme, we let the model learn word embeddings
from the MEG data. To this end, we initialized an embedding matrix
E ∈ R𝑉×𝐷 whose rows corresponded to entries in the vocabulary 𝑉 = 644
and each column to a dimension of the embedding space 𝐷 = 50.
To ensure that our vocabulary spans words carrying semantic content,
we first marked as ‘unknown’ (‘UNKN’) items the participles, numerals,
conjunctions, interjections, stop words, and potential tokenization errors.
These entries were thus represented by the same entry in the vocabulary.
Further, to ensure that vocabulary entries occur with sufficient frequency
during training, we limited the entries of vocabulary 𝑉 to lemmas that
occurred at least 10 times across the entire tokenized text. However, to
retain some representation of infrequent lemmas (i.e. those occurring
less than 10 times) in the vocabulary, we grouped them according to
their parts of speech category. These lemmas were represented in
the vocabulary by 4 special tokens: ‘unknown-verb’, ‘unknown-noun’,
‘unknown-adjective’, and ‘unknown-adverb’. Similarly, all proper nouns
were treated as the same and represented in the vocabulary by the special
entry ‘PROP-N’. This resulted in a vocabulary with 644 entries. For a
better impression of vocabulary, Figure 5.2 shows the 10 most frequent
tokens per parts-of-speech category.
Pretrained word embeddings
In addition to learning word embeddings from the MEG data, we sought
to compare model performance by using as input word embeddings
pretrained on a language task. To this end, we extracted the hidden
state vectors from the pretrained BERT language model (J. Devlin et al.,
2018) and used them as input features x𝑡 . BERT belongs to a class of
transformer language models and was shown to produce state-of-theart results in natural language processing tasks, even generalizing to
some extent to tasks requiring knowledge of syntactic relationships,
for example, on subject-verb agreement tasks with nested attractors
(Goldberg, 2019). Similarly, part of the internal attention mechanism was
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Figure 5.2: Top 10 most frequent vocabulary tokens per parts of speech.

show to capture the syntactic regularities of the language input (K. Clark
et al., 2019; Manning et al., 2020).
To extract the hidden states, the stimulus text was preprocessed to
match the BERT characteristics. The whole book was split in to sections
of 510 tokens, with BERT-specific tokens ‘[CLS]’ and ‘[SEP]’ added at
the beginning and end of the sequence, respectively. With the addition
of the special tokens, maximal length of the sequence was 512 tokens.
For tokens in text that are split into separate sub-word units by the
BERT tokenizer (the so-called wordpiece tokenization is meant to keep
vocabulary size manageable by splitting rare tokens in to sub-units,
e.g. ‘iodoform’ is split into ‘io-do-form’), we take the mean over the
hidden states across the 𝑁 wordpiece tokens:
h𝑡 =

𝑁
1 Õ 𝑙
h
𝑁 𝑛 𝑛

(5.4)

We obtain the input features x𝑡 ∈ R768 by averaging over the final
four (9-12) BERT hidden layers:
𝐿

1Õ 𝑙
x𝑡 =
h𝑡
4

(5.5)

𝑙=9

Averaging over multiple (middle or deep) layers was reported show
highest pairwise word classification in MEG encoding models during
simple sentence reading (Jat et al., 2019). We selected layers closer to the
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output as we expected that these layers will capture more of the highlevel linguistic structure. It should be noted, however, that preliminary
(not peer-reviewed) reports suggest no clear picture in that regard as
well, in that either middle layer activations or final layer preference in
predicting fMRI/ECoG (Caucheteux & King, 2020) and source MEG
signals (Schrimpf, Blank, et al., 2020), respectively. BERT was deployed
with the Transformers module released by Hugging Face (Wolf et al.,
2019).

Network architecture (LSTM)
The forward pass at time step 𝑡 for the long short-term memory (LSTM)
network was computed as follows:
i = 𝜎(W𝑖 x𝑡 + U𝑖 h𝑡−1 + b𝑢𝑖 )
𝑓

(5.6)

f = 𝜎(W 𝑓 x𝑡 + U 𝑓 h𝑡−1 + b𝑢 )

(5.7)

o = 𝜎(W𝑜 x𝑡 + U𝑜 h𝑡−1 + b𝑢𝑜 )

(5.8)

m̄ = relu(W𝑚¯ x𝑡 + U𝑚¯ h𝑡−1 + b𝑚¯ 𝑢 )

(5.9)

m=f
h=o

m𝑡−1 + i
tanh(m)

m̄

(5.10)
(5.11)

Where i, f and o denote the input, forget, and output gates, respectively. m̄ and m represent the candidate and updated memory states,
respectively. W and U stand for input and recurrent weight matrices,
𝑓
respectively, that are learned. b𝑢𝑖 , b𝑢 , b𝑢𝑜 and b𝑚¯ 𝑢 are bias terms for
recurrent units. We decided to only used biases on recurrent units to
keep activation of input units at 0 during pauses (i.e. when input vector
x𝑡 is a vector of 0’s)
We use a model with 1 hidden layer and hidden layer dimensionality
set to h ∈ R50 . Our initial explorations on a smaller pilot dataset showed
little performance difference for a choice of either a smaller/larger
hidden dimensionality {10, 100} and similarly for a larger number of
hidden layers {2, 3}. To keep model training in terms of computation
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time and memory resources feasible but also allow for a range of internal
dynamics, we decided to use a single-layer model and a mid-size layer
dimension.

5.2.13

Training parameters

All models were trained using backpropagation through time with
truncation after the 750-th sample point (5 seconds at the sampling rate
of 150 Hz). We used this length to ensure that the context beyond single
words is captured in the model processing history. Adam optimizer
(Kingma & Ba, 2017) was used (with hyperparameters 𝛽 1 = 0.001 and
𝛽 2 = 0.9) to train the models on the training set by minimizing the mean
squared error (MSE) loss function. To prevent overfitting the training
set, we used early stopping (Goodfellow et al., 2016, chapter 7). That is,
during training, we monitored the model performance on the validation
set (20 % of data not used in training or testing) after every learning
epoch. Training was stopped if the MSE did not decrease for 5 epochs in
the row.

5.2.14

Model performance assessment

To evaluate model performance we computed the Spearmans’s correlation coefficient between the estimated MEG time-series ŷ and measured
MEG responses y on the test dataset (10 % of the full dataset).
Permutation distribution. We next sought to obtain suitable control
(null) distribution of model performance. To this end, we performed
model evaluation anew 1,000 times by permuting word identities across
the entire test set while keeping word timings intact. Thus obtained
distribution expresses the performance that is expected when the trained
model only has access to correct temporal, but not linguistic, information
in the input. Any performance difference between the obtained control
distribution and the observed performance can therefore be attributed
to the model’s sensitivity to genuine language structure as opposed
to transient onset-related dynamics. In reporting the results, we only
report models scores for parcels where the observed correlation score is
higher than the highest score in the permutation distribution.
Baseline correlation. Finally, we wanted to ensure that any difference
in model performance across parcels is not due to differences in the
parcel-specific signal-to-noise ratio. For example, MEG signals closer
to the primary auditory cortex will likely exhibit better signal-to-noise
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ratio due to better phase or time-locking to the transient acoustic input
(see Figure 3.5 in Chapter 2). We wanted to express the performance
(Spearman correlation) at each parcel relative to an estimate of that
parcel’s intrinsic signal reliability.
To this purpose, we computed, for each parcel, the correlations
between meg signals recorded to the same stimulus several times (see
Section 4.2.8 in Chapter 4). Specifically, as the estimate of baseline
correlation for parcel 𝑝 we take the mean of all pairwise correlations
between the 𝑇 repeated trials 𝑖, 𝑗 = {1, ..., 𝑇} in session 𝑠 and finally
averaging across sessions 𝑠:
𝑟 ℎ𝑜 𝑝𝑛𝑜𝑖𝑠𝑒 =

10
𝑇
1Õ1 Õ
corr(𝑦 𝑖𝑠 , 𝑦 𝑗𝑠 )
𝑆
𝑇
𝑠=1

(5.12)

𝑖,𝑗=1

The final baseline-corrected relative model performance score is
then expressed by dividing the observed correlation in a parcel by the
respective noise correlation.

5.3
5.3.1

Results
Model performance

In Figure 5.3 we report the noise-corrected performance using the LSTM
architecture.
Models with learned word embeddings shows bilateral patterns
across the three subjects, with stronger left lateralization for subjects 1
and 3 and a more equally distributed bilateral pattern for subject 2. In
subject 1, peak performance is achieved in the left anterior temporal lobe
with distributed patterns over the inferior frontal lobes and the middle
temporal gyrus. Subject 2 shows peak performance in inferior frontal
lobes bilaterally and a more wide spread predictivity in the left middle
temporal lobes and angular gyrus. Subject 3 show highest predictivity
scores in the left temporal lobe and the more focal peaks in the right
inferior frontal, anterior temporal, and the inferior frontal lobes.
Models with pretrained embeddings show overall comparable performance patterns in the three subjects. Overall, model performance is
stronger the left hemispheres for subjects 1 and 3. As with learned embeddings, subject 2 shows a more bilateral pattern with focal peaks in the
inferior frontal lobes. Subject 3 shows extensive prediction performances
in the left inferior frontal lobe.
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Figure 5.3: Noise-normalized predictive performance on the held-out set. Color-coded values are
Spearman correlation coefficients on the held-out set divided by parcel-specific repeat correlation.
We visualize only performance values of those parcels whose observed rho falls outside the range
of the permutation distribution. The panels on the right show actual correlation scores used for
computing the relative scores on the left. Data for all parcels are shown.

5.4
5.4.1

Discussion
RNNs as models of brain data

In this study we sought to directly model context-dependent language
computations underlying processing memory (Hasson et al., 2015) using
long short-term memory networks (LSTM Hochreiter & Schmidhuber,
1997), a gated variant of recurrent neural networks (RNNs), algorithms
specialized for context-dependent processing of sequential data, such as
natural languages (Goodfellow et al., 2016; Graves, 2014). We recorded
MEG while participants listened to 10 stories from the collection The
Adventures of Sherlock Holmes. In an encoding framework, we trained the
LSTM model by directly predicting source reconstructed MEG dynamics.
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Figure 5.4: Noise-normalized predictive performance on the held-out set. Color-coded values are
Spearman correlation coefficients on the held-out set divided by parcel-specific repeat correlation.
We visualize only performance values of those parcels whose observed rho falls outside the range
of the permutation distribution. The panels on the right show actual correlation scores used for
computing the relative scores on the left. Data for all parcels are shown.

In all subjects, the highest performances are observed for models fit to
predict dynamics in the middle temporal and inferior temporal gyri with
predominantly left lateralization per subject. Middle temporal cortical
areas have been previously linked to early auditory, lexical and memory
retrieval operations, respectively (Armeni et al., 2019; Hagoort, 2013;
Hickok & Poeppel, 2007). We take this spatial patterns as promising
results in that our models likely converged on MEG dynamics reflecting
high-level language and lexical (e.g. lexical retrieval, lexical unification)
computations. LSTMs also show reliable predictivity of MEG dynamics
in areas typically considered to be involved in combinatorial operations
or processing of long-temporal structure in narratives (e.g. inferior frontal
areas, parietal cortex and angular gyrus, Hagoort, 2019; Hasson et al.,
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2015).
What is the computational significance of shown predictivity? Given
the data-driven nature of the approach, an independent cognitive interpretation is not readily available (see Modeling the data section in the
Introduction). As such, data-driven explorations must be complemented
by prior theoretical and empirical considerations. As we fit models
independently (e.g. models fit to inferior frontal and parietal areas are
not informed by the MEG activity from auditory cortical areas) and
given the strong statistical control condition where the input to the
model is matched in terms of word timings but not language structure,
we speculate that the shown high relative performance in the frontal
and medial temporal areas is reflecting dynamics related to linguistic
computations beyond the transient acoustic and word levels. Second,
we trained the models to predict activity at the latency of 400 msec
post word onset. This was done in order to ensure that LSTMs are
optimized on MEG dynamics at an approximate latency which is known
to exhibit context-dependent/semantic effects as evidenced in the prior
work by us (Armeni et al., 2019) and others (Broderick et al., 2018; Kutas
& Federmeier, 2011). Finally, the fact that narrative comprehension settings involve a broader language comprehension network is well-known
(Ferstl et al., 2008). Specifically, it has been shown before that the areas in
frontal and parietal cortical areas are sensitive to long-temporal structure
in narratives (Hasson et al., 2008; Honey et al., 2012; Lerner et al., 2014;
Lerner et al., 2011) and by means of modelling (Baldassano et al., 2017;
S. L. Frank & Willems, 2017).

5.4.2

Pretrained and learned embeddings

The novelty of the present approach is the end-to-end direct fit to
brain data without relying on pretrained task-based models as it is
typically done in the work using linear models for mapping model
features onto brain activations (C. R. Holdgraf et al., 2017; Kriegeskorte
& Douglas, 2019; Naselaris et al., 2011). In this data-driven approach
we effectively try to derive all model representations (input embeddings
and model weights) from the MEG data. Prior studies have either
used the representations (hidden states) extracted from a separately
trained LSTM language models (Jain & Huth, 2018) or hidden states
of a feed-forward neural network as input embeddings (Güçlü & van
Gerven, 2017). For the sake of comparison to our end-to-end scheme, we
also trained our models by using as input pretrained embeddings from
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a Transformer language model (BERT). It is interesting to note that the
overall prediction patterns are comparable, both in terms of topology
and predictivity scores.
This preliminary observation could suggest that the brain-based embeddings have shaped the word representations such that, compared to
language-based, pretrained embeddings, are sufficient to reliably predict
the brain signals. As a future work, it will be interesting to perform
a more systematic investigation of the type of ‘representations’ thus
formed. Numeric word vector representations trained on language tasks
are famously known to develop internal semantic structure (Mikolov
et al., 2013). Recently, the geometry of internal representations was also
shown to approximate the depth of syntactic trees (Manning et al., 2020).
An interesting next step would be to investigate whether it is possible to
locate or not any linguistically-interpretable internal geometric structure
of brain-learned embeddings and how it compares to the structure
in pretrained embeddings. Such a finding would indicate that the
brain physiology-based training objective induced human-interpretable
numeric linguistic representations.

5.4.3

Response model interpretability

As outlined in the introduction, reliable patterns of predictivity represent
only the first step towards subsequent explanatory efforts. An important
segment of future work lies in understanding what governs the predictive
success of models reported in this chapter. Here, our choice of using
the LSTM architecture was motivated by their use of internal context
(eq. (5.11), memory (eq. (5.10)), and gating variables (eqs (5.6), (5.7),
(5.8)) that act on the memory and context variables. Importantly, these
variables have their own dynamics as they are computed on every time
step 𝑡 and thus can be resolved, in principle, to the past inputs x𝑡 . Indeed,
recent work by Güçlü and van Gerven (2017) in modelling fMRI using
RNNs has shown that different context-representing units (hidden states,
h𝑡 ) will manifest preferential sensitivity to the past input activity at
different optimal time lags. It will be interesting to test, whether the
focal high points of predictivity in this dataset (e.g. inferior frontal and
middle temporal areas) show similar differential sensitivity to past input.
Understanding how task-based neural language models achieve
the benchmark performances is an active area of research in natural
language processing and computational linguistics (Belinkov & Glass,
2019; Karpathy et al., 2015). Specifically, recent work has shown that
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LSTMs trained on the next-word prediction (language modelling) task
develop sparse dynamics that seemingly allow the network to propagate
the long-range grammatical number information forward in time for
solving the number agreement task (Lakretz et al., 2020; Lakretz et
al., 2019). For example, Lakretz et al. (2019) show that to carry the
subject number information to the target verb over an attractor noun
of incongruent number (e.g. ‘’the boy near the parents greets . . . ”), the
input gate remains open when the subject is encountered (i.e. 𝑔 𝑖𝑏𝑜𝑦 ≈ 1)
𝑡
which allows subject information to be written into memory. The input
gate then remains closed during the processing of phrase with attractors
to prevent the attractor input to be written into memory. At the same
time, the forget gate will effectively open only after the subject has been
encountered. This means that the memory computed from past time step
(i.e. when subject information is processed) can be written into memory
at the current time step thus allowing the subject number information
to persist in memory on time steps after the subject information has
been presented. Finally, the output gate opens up on the target time step
𝑡 𝑔𝑟𝑒 𝑒𝑡𝑠 allowing the retained subject number information to affect the
network behavior on the agreement task.
A remaining question then is whether brain-optimized LSTM models,
where the objective is to approximate brain physiology, show a similar
division of labour in the internal gating dynamics. However, there are
important the differences between the study design in Lakretz et al.
(2019) and the study reported here. The differences in objectives (noun
agreement task vs. predicting physiology i.e. ‘neural representations’),
the nature of the language data (corpus-elicited controlled sentences
vs. naturalistic stories here) suggest that a clear-cut mapping and comparison in the underlying gating mechanisms will be challenging to
achieve. A potential solution to this impasse in comparability would be
to adopt the so-called ‘neural co-training hypothesis’ and use the same
network to solve two tasks a the same time, a ‘cognitive’ task of interest
and to predict neuronal responses (Sinz et al., 2019).
In computational psycholinguistics, the obvious candidate for the first
task is to predict the next word in a sequence (i.e. language modeling).
Language modeling is a simple self-supervised task (i.e. no external,
ground-truth data labels are required for training) and is a common
task of choice the NLP community where the goal is to build useful
representations for practical downstream tasks. Indeed, contemporary
NLP architectures frequently exploit language modeling for developing
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language features that can generalize to solve other tasks, such as
question answering, either directly (Radford et al., 2019) or by subsequent
additional domain-specific training or fine-tuning (J. Devlin et al., 2018).
For example, training the models to predict the next word in a sequence
— a task not involving explicit syntactic or other representational signals
— has been shown to be a surprisingly effective objective for models
to generalize and solve tasks requiring knowledge of syntax (Baroni,
2020; Gulordava et al., 2018; Hu et al., 2020). Here we show that we
can train RNNs to predict MEG data directly and preliminary reports
by others suggest, that representations (hidden states) from pretrained
language models can be used to reliably predict fMRI and ECoG neuronal
responses (Schrimpf, Blank, et al., 2020). Such joint learning could
feed both ways, it will put physiological constraints on model-internal
dynamics while at the same time it would allow for optimization of
representations that are directly used to solve a language task.

5.4.4

Limitations of current work

In this study, we fit RNNs directly to MEG dynamics recorded in
narrative comprehension settings. It is important to note that the range
of observed correlation scores across the brain parcels in our dataset is
rather wide. Whereas recent reports mapping pretrained models onto
MEG source dynamics show similar ranges of correlation scores on MEG
source reconstructed data to ours (e.g. correlation scores in the range
of approximately 0.04-0.08 for a reading dataset Caucheteux & King,
2020), the apparent high variability nevertheless remains puzzling. We
speculate that a large part of this is due to intrinsic poor signal-to-noise
ratio of the MEG signals. We suspect that the choice of the frequency
bandwidth (1-40 Hz) presently likely plays a role in that respect. We
decided a priori to retain a rather wide bandwidth based on the theta
(4-8 Hz) and beta-band (12-30 Hz) language effects in Chapter 2. In
addition, ANNs are highly parameterized non-linear models of the data
and as such are well-suited to generalize on datasets where the scope of
the training space is rich and broad (Hasson et al., 2020), as is the case of
the present natural story listening. We thus decided to not considerably
constrain the bandwidth and retain the information in the signal for this
initial exploration.
However, prior work relating vector-based semantic dissimilarity in
EEG (Broderick et al., 2018) and the more recent modeling of predictive
processing with RNNs in source MEG (Donhauser & Baillet, 2020) report
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effects in the relatively more narrow frequency bandwidth (between
approximately 0.5-8 Hz). This suggests that the choice of a more narrowband signal in the low-frequency ranges could improve the model fit
(e.g. due to increased signal to noise ratio by discarding the relatively
noisy higher frequency range). On the other hand, interpreting the
data that undergo significant narrow-band filtering requires special
caution because filter impulse responses are known to have effects on
the shape of electrophysiological signals possibly inducing spurious
temporal characteristics (de Cheveigné & Nelken, 2019). Moreover, in
auditory language comprehension, the low-frequency modulations in
the MEG signal are in large part driven by the corresponding modulation
spectrum of speech acoustics (Ding et al., 2017). When evaluating model
performance on data with spectral characteristics that overlap with the
spectral characteristics of the acoustic modulation, care must therefore
be taken to ensure that in any statistical or experimental contrast is
appropriately matched in terms of temporal/acoustic structure of the
input as done here or additional checks are needed to ensure that the
language and auditory effects do not overlap (see Chapter 2).
Another important consideration pertains to the temporal aspect
of the presently adopted training scheme. In the current naturalistic
auditory paradigm the word duration is variable and not fixed (as, for
example, in word-by-word reading paradigms). Yet, our model was
trained to predict the brain signal at a fixed latency of 400 msec post
word onset. Given that word duration can be shorter than 400 msec,
the signal at time step 𝑡400 may already reflect activity elicited by the
next word that started within 400 msec after the previous one. It would
be possible to account for variable word duration accommodate in the
model training scheme. An interesting possibility would be to change
the model such that for every input feature x𝑡 it predicts a range of
output values at different post-word time points ŷ = {𝑦 350 , 𝑦 360 , ..., 𝑦 450 }.
In this way, it would be possible to find, in a data-driven fashion, the
time point with the post-word time point with the highest prediction
accuracy. It would also mean that the model is optimized based on a
wider range of data than a single time point.
Finally, the approaches that used that mapped pretrained features
onto brain data with linear models typically already achieve competitive
predictive performances (Güçlü & van Gerven, 2015; Schrimpf, Blank,
et al., 2020). Here, we motivated our choice of models by the architectural
properties of the LSTM network and we did not seek to benchmark cur121

rent architecture to other architectures (e.g. simple recurrent networks,
gated recurrent units, the general linear model). However, for future
community development with eventual practical implications (e.g. in
the context of brain-computer interfaces Makin et al., 2020) it will be
important to establish how well do currently reported predictive performances compare to simpler models and other established benchmarks
as was done in fMRI (Güçlü & van Gerven, 2017).

5.5

Conclusion

Understanding language requires dynamic, context-dependent computations. Here, we explored the use of neural network models from
natural language processing that embody input history-dependent computations to predict the source-reconstructed MEG data during natural
story listening. This approach complements the established work employing neural networks in cognitive neuroscience, where the models
are typically pretrained on a separate language task and ultimately
linked to brain data through a separate linear model (Jain & Huth, 2018;
Kriegeskorte & Golan, 2019). We here show that RNNs can be used
to model MEG dynamics directly, reliably predicting brain activity on
a subject-by-subject basis in the human brain network for language.
Future work lies in systematically investigating the learned model representations and comparing performance of different architectures in
order to understand how does brain physiology constrain the known
mechanisms in artificial neural networks.
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Chapter 6

Neuronal memory for
processing non-adjacent
dependencies

This chapter has been presented at the 2019 Bernstein Conference for Computational
Neuroscience: Armeni K, van den Broek D, Fitz H (2019). Neuronal memory for
processing sequences with non-adjacent dependencies. Bernstein Conference
2019. https://doi.org/10.12751/nncn.bc2019.0032
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Abstract
In language processing, linguistic units are combined into a
sentence-level interpretation and these units need not be contiguous (e.g., /pizza/ with mushrooms /is/ tasty). Neural networks
for language therefore require processing memory to cope with
such non-adjacent dependencies. Despite the success of artificial
neural networks, it remains unknown how processing memory
is achieved in biologically-plausible networks of spiking neurons.
Here, we tested a recent proposal that intrinsic neuronal plasticity
could provide memory of non-adjacent dependencies in sequence
processing. We simulated a recurrent network of spiking neurons
on the 1-2-AX working memory task. The input is a sequence
of symbols drawn from S = {1,2,A,B,C,X,Y,Z}. Symbols are
presented one at a time and require a binary response (L for reject,
R for accept). If the most recent digit was 1, the sequence A-X is
accepted upon X, and similarly for 2-... B-Y. The symbols C and
Z are distractors. For example, the response to the sequence 1CYAX
would be LLLLR. To solve this task, the network must remember
digit and letter cues across nested distractors which resembles
non-adjacencies in language. The network consisted of 1,000 leaky
integrate-and-fire neurons (80% excitatory, 20% inhibitory) with
refractoriness and spike-rate adaptation (SRA). Both processes
were modeled as spike-triggered conductances that decayed back
to baseline exponentially with time constants 𝜏𝑟𝑒 𝑓 and 𝜏𝑠𝑟𝑎 , respectively. We varied 𝜏𝑠𝑟 𝑎 in the range between 50 ms and 1,500 ms to
probe the role of neuronal adaptation for memory span. Recurrent
connections (drawn randomly with 10% density) were modeled
as current-based synapses with decay time constant 𝜏𝑠 𝑦𝑛 = 15 ms.
To assess the network’s memory capacity, a logistic regression
classifier was trained to map stimulus-averaged membrane states,
recorded during processing, onto the response labels (L/R). We
show that an increase of the SRA time constant across the network
resulted in progressively higher cross-validated classification accuracy. The results suggest that membrane states can maintain
information on behaviorally-relevant timescales when neurons
are adaptive. This memory mechanism might play an important
role in the temporal integration of non-adjacent dependencies in
language. It is supported by recent views on the role of intrinsic
plasticity in memory formation and maintenance.
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6.1

Introduction

Language is the hallmark of natural intelligence. In order to understand a
sentence, we effortlessly relate multiple streams of past information with
the upcoming input ranging from milliseconds (e.g. phonemes, syllables,
words), seconds (e.g. phrases and sentences) and minutes (e.g. narratives)
(Jackendoff, 2003). In addition, linguistic units that are combined into a
sentence-level interpretation need not be adjacent in the input sequence.
For example, in the sentence ‘pizza with mushrooms is tasty’, the verb
‘to be’ must agree in grammatical number with the subject noun ‘pizza’
occurring two words back. Because inferring meaning in language
comprehension is context-dependent, the past information must be
maintained in memory while new input is being integrated (Hasson
et al., 2015; Petersson & Hagoort, 2012). However, our understanding of
what biophysical properties underlie the processing memory (Hasson et al.,
2015) for coping with such non-adjacent dependencies remains limited.
A well-studied form of information storage in neural systems is
thought to rely on experience-driven changes in the strength of synaptic connections on the scales ranging from milliseconds to hours and
decades (Citri & Malenka, 2008; Feldman, 2012; Zucker & Regehr, 2002).
Yet, memory formation through long-term synaptic plasticity that requires repeated exposure before the memoranda can be read out from
the neural substrate is likely too slow to support requirements of working
memory: retention and integration of novel input during rapid ongoing
processing (Durstewitz et al., 2000). Currently, two main neurophysiological mechanisms of working memory are proposed: transient increases
or reductions in neuronal excitability (neuronal plasticity; Debanne et al.,
2019) and short-lived modulations of synaptic efficacy (see Barak &
Tsodyks, 2014, for review).
An example of memory maintenance through an increase in neuronal
excitability is the _ persistent firing mechanism (Zylberberg & Strowbridge,
2017; also known as delay activity Sreenivasan & D’Esposito, 2019). The
memory trace (the ‘engram’) is thought to be instantiated as continuous
firing of stimulus-selective neurons after the stimulus presentation
has ceased (Goldman-Rakic, 1995). However, recent proposals and
evidence suggest that memoranda in neural systems can also be stored
in non-observable, latent patterns of network activity. Such working
memory mechanisms are termed activity silent (Stokes, 2015) as the
memoranda are not instantiated in observable neural firing patterns.
Specifically, memory of the processed stimulus can be implemented in
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the form of short-term synaptic plasticity (STSP) where spike-triggered
synaptic facilitation allows the memory trace to persist across the delay
period as a pattern of latent network activations. Memory can be read
out by the reactivation of the latent states by the appropriate target
probe. Modelling work has shown that short-term synaptic facilitation
at stimulus onset time allows the reactivation of a stimulus-specific
network activity pattern triggered after the delay period (Mongillo et al.,
2008).
The modeling insights offered by the above accounts uncover biologically plausible working memory mechanisms. Yet, the studies are
strongly based on the delay working memory paradigms (Durstewitz
et al., 2000; Sreenivasan & D’Esposito, 2019) where there is an explicit
memory retention interval during which memoranda are to be maintained and no intervening processing due to ongoing input occurs. It
remains unclear whether the paradigms and proposed mechanisms represent a suitable test bed for language comprehension where integration
must occur during ongoing processing of rapidly changing input (Fitz
et al., 2020; Hasson et al., 2015).
On the other hand, modeling studies in computational psycholinguistics using artificial neural networks (ANN), specifically recurrent
neural networks (RNNs), have recently shown success in processing
syntactic structure and non-adjacent dependencies on real-world natural
language datasets. For example, it has been shown recently that RNNs
can develop the capacity to solve subject-verb agreement, a form of
grammatical non-adjacent dependency that can span across several
intervening words or attractors (Gulordava et al., 2018; Linzen & Baroni,
2020; Linzen et al., 2016). While such models are trained on real language
input, the discrepancy between the internal workings of ANNs and
the reality of biological networks — for example in terms of ‘neuronal’
activation functions used and the underlying learning algorithms — is
still considerable (Richards et al., 2019; Sinz et al., 2019). To probe the
biologically plausible mechanisms for structured sequence processing
we turned to spiking neural networks (SNN Maass, 1997).
More concretely, we build on the idea that neuronal adaptation
(Marder et al., 1996), specifically neuronal spike-rate adaptation (SRA),
provides the biophysical substrate for processing non-adjacent dependencies in language (Fitz et al., 2020). SRA is a form of neuronal plasticity
where neurons are less likely to fire after a spike has occurred (see Figure
6.3). Fitz et al. (2020) have recently shown that SRA endows networks of
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Figure 6.1: The 1-2-AX working memory task. The sequence of digit and letter symbols (top row)
is processed left-to-right. Every symbol requires either a target (R, green) or non-target (L, black)
response. The response is determined by rules (box) which create non-adjacent dependencies of
target responses on past symbols.

spiking neurons with memory capacity which in turn can be used by
downstream readout units to assign thematic roles (e.g. agent, patient)
to words in sentences. We tested whether the same mechanism will
endow recurrent SNNs with processing memory to resolve non-adjacent
dependencies in a continuous working memory task.

6.2

Methods

All simulation scripts were written in Python and the Python scientific
stack.

6.2.1

Task

We simulated a recurrent network of spiking neurons on the 1-2-AX
working memory task (see Figure 6.1), which was previously used to
asses memory capacity of various neural network architectures (O’Reilly
& Frank, 2006). The input in this task is a sequence of symbols drawn
from the set 𝑆 = {1, 2, 𝐴, 𝐵, 𝐶, 𝑋, 𝑌, 𝑍}: digit cues 1 and 2, context cues
𝐴 and 𝐵, target cues X and Y, a context distractor C, and distractor
target Z. Symbols are presented one at a time and require a binary
response (target/non-target, denoted in Figure 6.1 by symbols as R and
L, respectively).
Either of the two digit cues marks the onset of an ‘outer sequence’
which contains any combination of cue-target pairs (i.e. any number
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of pairs A-X, B-Y, C-Z etc.). The digit cues are drawn randomly with a
probability of 0.5. The number of such pairs in the ‘inner sequences’ is
drawn randomly from 𝑁 𝑝𝑎𝑖𝑟𝑠 = {1, 2, 3, 4}. All 9 possible context-target
cue pair combinations are permitted. Cue-target pairs are constructed
randomly with the probability of 0.5 for a target pair occurring in a
sequence position. Combined with the digit cue probability of 0.5, this
means that the overall probability of a target pair occurring in a sequence
is 0.25.
The responses have to be given to every input by the following rule.
If the most recent digit cue was 1, the target cue is 𝑋 if preceded by
context cue 𝐴. Similarly, if the recent digit cue was 2 the target is 𝑌
if preceded by context cue 𝐵. The symbols C and Z are considered
distractors; they require a response, but are never treated as targets
(i.e. correct response is always non-target). For example, the response
to the sequence 1-B-Z-C-Y-A-X would be L-L-L-L-L-L-R. To solve this
task, the network must remember digit and letter cues across nested
distractors, which resembles non-adjacencies in language.
The task dataset for the present study was deployed with
generate_sequence()function in stimuli.py module. The full dataset
is available in /12ax-12k.pkl file.

6.3

Network architecture

The network consisted of 𝑁 = 1, 000 sparsely and randomly coupled
excitatory (80%) and inhibitory (20%) leaky integrate-and-fire (LIF)
neurons (Figure 6.2).
There were eight input units X ∈ R8 (one dimension for each input
symbol) that represent input current projected to the network. When
an input symbol is encountered, the current amplitude for unit 𝑥 𝑖
is set to a value of 4.4 nA for the duration of the symbol (51 msec).
Input projections W𝑖𝑛 ∈ R8×1000 were drawn randomly from exponential
distribution (𝛽 = 0.4) and targeted 50% of the units in the network.
Recurrent connections W𝑟𝑒 𝑐 ∈ R1000×1000 are drawn randomly from a
uniform distribution with 10% connection density.

6.4

Neuron and synapse model

We used a common leaky integrate-and-fire (LIF) neuron model, as
developed in Fitz et al. (2020), with conductance terms that controlled
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Figure 6.2: Simulation design and network architecture. Eight current-based input units (one
for every input symbol) projected randomly to 50 % of the neurons in the network. The network
consisted of 1,000 randomly connected (10 % density) inhibitory (20 %) and excitatory (80 %) leaky
integrate-and-fire neurons. The behavior was decoded from neuronal membrane potentials by
training readout weights that project trial-averaged neuronal activity onto binary response labels.

spike-rate adaptation (𝑔𝑠𝑟 𝑎 ) and neuronal refractoriness (𝑔𝑟𝑒 𝑓 ).
The time course of the subthreshold membrane dynamics is given
by:
d𝑉(𝑡)
1
=
(𝑉(𝑡) − 𝑉𝑟𝑒 𝑠𝑡 ) + 𝑅 𝑚 𝐼(𝑡) − (𝑉(𝑡) − 𝐸 𝑘 )(𝑔𝑠𝑟 𝑎 (𝑡) + 𝑔𝑟𝑒 𝑓 (𝑡)) (6.1)
d𝑡
𝜏𝑚
Where 𝑉𝑟𝑒 𝑠𝑡 is the resting potential, 𝑅 𝑚 is membrane resistance, 𝐼(𝑡)
the presynaptic input, and 𝜏𝑚 the membrane time constant. The firing
threshold was at −50 mV. After reaching the firing threshold, a spike
was recorded and the membrane potential was reset to the reversal
membrane potential (−80 mV).
Synaptic input currents were modeled with exponential decay following the post-synaptic spike:
d𝐼𝑡
𝐼𝑡
=
d𝑡
𝜏𝑠 𝑦𝑛

(6.2)

Where 𝜏𝑠 𝑦𝑛 is the synaptic time constant indicating the time for the
synaptic current to decay by half of its original value. Neuron and
synapse parameters are specified in Table 6.1.
129
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Figure 6.3: Neuronal model. Single neuron output (top row) and leak conductances (middle row)
to fixed step input current (bottom row). Conductances controlling spike-rate adaptation (middle
row, blue) and neuronal refractoriness ( middle row, orange) make the neuron more adaptive, i.e. it
is less likely to fire after spiking (left-to-right, column-wise).

Table 6.1: Neuron and synapse model parameters.
Parameter

Value

Description

𝑉𝑟𝑒 𝑠𝑡
𝑉𝑟𝑒 𝑠𝑒𝑡
𝑉𝑡 ℎ𝑟
𝑅𝑚
𝜏𝑚𝑒𝑚𝑏

-70 mV
-80 mV
-50 mV
1 mΩ
10 ms

resting membrane potential
reversal potential
firing threshold
membrane resistance
membrane time constant

𝜏𝑔𝑠𝑟 𝑎
Δ 𝑔𝑠𝑟 𝑎
𝜏𝑔𝑟𝑒 𝑓
Δ 𝑔𝑟𝑒 𝑓
𝐸𝑘

400 ms
15 nS
2 ms
200 nS
-80 mV

time constant (spike-rate-adaptation)
increase in SRA conductance per spike
time constant (refractoriness)
increase in refractory conductance per spike
spike-rate adaptation reversal potential

𝜏𝑠 𝑦𝑛

15 ms

synaptic time constant
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input
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Figure 6.4: Example network dynamics (N = 1,000) to one second of input. We show the membrane
potential dynamics of three neurons selected from different ends of the firing spectrum: non-firing
neuron (top row), a high-firing (22 Hz) neuron (second row), and a mid-firing (5 Hz, third row).
Bottom panel shows network spiking raster plot.

Table 6.2: Simulation parameters.
Parameter

Value

Description

𝑑𝑡
𝑇
𝐼 𝑎𝑝𝑝
𝑁 𝑑𝑒𝑣
𝑁 𝑠𝑖𝑚

1 ms
51 ms
4−9
2,000
10,105

simulation time step
stimulation duration
input scaling factor
number of input symbols on development set
number of input symbols on simulation dataset

𝑁 𝑚𝑜𝑑𝑒 𝑙

10

number of models with different weight initializations

6.5

Simulation

The total input sequence contained 𝑁 𝑠 = 12, 105 symbols. The sequence
was split into development set 𝑆 𝑑𝑒𝑣 with 𝑁 𝑑𝑒𝑣 = 2, 000 symbols for
hyperparameter selection and the rest 𝑁 𝑠𝑖𝑚 = 10, 105 for main simulation.
Each symbol was projected onto the network for 𝑡 𝑚𝑎𝑥 = 51 ms. Example
dynamics from the simulation are shown in Figure 6.4.
In total we simulated 10 models with different weight initializations. Seed values for the 10 random initializations can be found in
connectivity_params.csv.
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Firing rate distribution across a network
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Figure 6.5: A) Example distribution of firing rates in non-adaptive and two adaptive networks. B)
Average firing rates across 10 networks for the non-adaptive model (NA) and 8 levels of membrane
adaptation time constant. Network connectivity was tuned such that the average rate remained
around 5 Hz.

6.5.1

Rate tuning

We ensured that the average network firing rate 𝑓 𝑟 as defined in Eq. (6.3)
was kept at 5 Hz during simulations.
𝑁
1 Õ
𝑓𝑟 =
𝑁
𝑛=1

Í𝑇

𝑡0

𝑇

𝑠𝑗

(6.3)

Where 𝑠 𝑗 represents the number of spikes for neuron 𝑗, 𝑇 the total
simulation time in seconds and 𝑁 = 1, 000 the total number of neurons
in the network.
To tune the overall network activity to the desired firing rate, we first
globally scaled the input weights W𝑖𝑛 ∈ R8×1,000 in small steps until the
network exhibited an overall firing rate of 2 Hz. We then applied a global
scaling parameter incrementally to recurrent weights W𝑟𝑒 𝑐 ∈ R1000×1000
until the model exhibited the target rate of 5 hz. The achieved target
rates per model instance per 𝜏 are shown in Figure (Figure 6.5, panel B).

6.6
6.6.1

Behavioral readout
Classifier

To asses the network’s memory capacity, a 𝑙2 -penalized logistic regression classifier was trained to map time-averaged membrane states y𝑡¯ ,
recorded during processing, onto the response labels 𝑥 = {𝑅, 𝐿}. Prior
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to classification membrane states were demeaned and standardized to
unit variance.
After fitting, predicted response labels 𝑅 were then obtained as
follows:
R̂ = Ŵ

𝑜𝑢𝑡

Y

(6.4)

Where Y ∈ R𝑛×𝑠 and R̂ ∈ R𝑟×𝑠 are the recorded time-averaged
membrane states 𝑠 for neuron 𝑛 and classified responses 𝑟, respectively.
𝑜𝑢𝑡

∈ R𝑟×𝑛 are the classifier weights.
The regularization parameter 𝛼 was set to 1.0 as performance on
development set did not increase beyond that value. We tested 𝛼 values
ranging from 10−4 to 104 in logarithmic scale. Logistic regression was
deployed through Scikit-Learn LogisticRegression class using the
‘newton-cg’ solver.
Ŵ

6.6.2

Classification accuracy

Because our response classes are imbalanced (there are many more
non-target than target responses), we expressed our classifier accuracy
with the Cohen’s kappa (𝜅) score which corrects for class imbalance by
expressing the overall performance relative to unexplained performance
expected by a random classifier:
𝜅𝜏 =

(𝑎𝑐𝑐 𝑜𝑏𝑠 − 𝑎𝑐𝑐 𝑟𝑛𝑑 )
(1 − 𝑎𝑐𝑐 𝑟𝑛𝑑 )

(6.5)

Where 𝑎𝑐𝑐 𝑜𝑏𝑠 is the trained classifier accuracy and 𝑎𝑐𝑐 𝑟𝑛𝑑 is the
expected accuracy of a random classifier. 𝜅 is bounded between -1 and 1.
A 𝜅 of 0 indicates chance performance (i.e. accuracies of the trained and
random classifiers are equal)

6.7

Results

In Figure 6.6 we report the classification results on the 12AX task as
a function of spike-rate adaptation time constant and symbol position
in the sequence. When tested on targets in sequence positions 1 and 2
(i.e. when target symbols occur closer to onset symbols 1 and 2), classifier
performs perfectly at kappa score of 1 (dark teal) and shows no variance
with increased SRA 𝜏 (the lines for the two positions are overlaid). For
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Figure 6.6: Decoding performance per cue-target position in a sequence (data for positions 1 and
2 overlap). Reported are Cohen’s Kappa coefficients (y-axis) for non-adaptive model (NA) and
increasing values of spike-rate adaptation time constants (𝜏). Each data point shows the mean
performance over 5 cross-validation folds for the individual model (𝑁 = 10). Overlaid line charts
on model-specific scores show group means, error bars show standard deviations.

sequence position 3, mean decoding accuracy for the model with no
adaptation (NA) starts slightly above 0.85 and plateaus at approximately
at kappa of 0.9 for 𝜏 values beyond 0.4 sec. On sequence position 4
(green), decoding accuracy shows a mean performance of approximately
0.4 for the non-adaptive model and the two short time constants (0.05
sec and 0.1 sec). The decoding performance starts increasing with 𝜏 of
0.2 sec and the highest mean performance of kappa slightly below 0.8 is
reached for the 𝜏 value of 0.8 sec.

6.8

Discussion

The ability to keep track of environmental states for computation through
read-write memory is a key trait of adaptive intelligent systems (Gallistel
& King, 2009). Moreover, the neuronal substrate for processing natural
language sequences requires processing memory for integrating past
information with new input on multiple temporal scales (Hasson et al.,
2015; Jackendoff, 2003). Working memory mechanisms necessitate rapid,
stimulus-specific modulation of neuronal activity that can be read out at a
later time point when subsequent input is processed or when a response
is required (Barak & Tsodyks, 2014). Studies focusing on delayed
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response paradigms have identified transient synaptic mechanisms
(short-term synaptic facilitation Mongillo et al., 2008) and mechanisms
based on increased neuronal excitability — persistent firing (Zylberberg
& Strowbridge, 2017). In this study, we focused on an alternate, dynamic
mechanism of intrinsic neuronal plasticity that supports processing of
structured sequences where memory is encoded in real-time fashion
change in the individual neuron’s excitability in the neuronal network
of history-dependent changes in network states (Maass et al., 2002).

6.8.1

Neuronal adaptation for long-distance dependencies

Neuronal adaptation in the form of spike-rate adaptation (SRA) is a
common feature of neuronal circuits (Liu & Wang, 2001) and has been
recently shown to provide neuronal networks with memory that can be
read out for assigning thematic roles to words in sentences (Fitz et al.,
2020). Here, we tested whether SRA can implement processing memory
for coping with sequences that contain non-adjacent dependencies. We
recorded membrane potential values in a network of spiking neurons
(SNN) during a continuous working memory task. We then used
the recorded membrane states to decode the behavioral responses on
each stimulus. We show that SNNs with neurons that have longer
SRA time constants, but are otherwise exactly matched on all other
parameters, endow the network with processing memory that can be
used by downstream linear readout weights for correctly performing
the behavioral task (i.e. correct response label classification). This result
directly replicates and extends the finding that neuronal adaptation can
implement processing memory for processing structured sequences in
neural networks (Fitz et al., 2020).
Crucially, we show that the SRA-driven boost in the memory capacity
is most prominent on target symbols that are furthest away from the
initial symbols that set up the dependency in the sequence. Whereas the
decoding performance on short-distance symbols (i.e. symbol positions
1, 2) is at ceiling, the task becomes more difficult and the decoding
performance starts decreasing as the targets are further away from the
sequence-initial symbols. This suggest that the SRA memory comes
into play for long-distance dependencies. We note that the critical jump
in decoding performance occurs approximately when the SRA time
constants are set to 400 and 600 msec. Decoding performance plateaus
for networks with time constants longer than 800 msec. Given that the
longest possible sequence in our task cannot exceed 8 cue-target symbol
135

pairs and that each symbol was presented to the network for 51 msec,
the longest sequence duration was 408 msec. The observed plateau
of decoding performance can then be accounted for by the fact that
longer adaptation time constants (i.e. > 800 msec) will provide little to
no benefit for the readout if the dependencies do not span more than
approximately 400 msec of physical time.
The results also show that the readout performance based on the
non-adaptive model dynamics — while lower relative to adaptive models
— is, perhaps counterintuitively, still above chance. What is the source
of memory in the non-adaptive model? We speculate that this could
be due to the format of input activation patterns and the recurrent
architecture of the network. We projected the input symbols onto the
network by targeting random 50 % of the network’s neurons. Such
disjoint activation patterns of sequence-initial digit symbols (i.e. 1 and 2),
which are critical to determining the behavioral response on subsequent
symbols, are maintained through recurrent connections. The tentative
explanation advanced here is then, that the stimulus-averaged pattern
of the input symbol activation forms a trajectory that persists in the highdimensional network dynamics even when the network is composed
of non-adaptive neurons. This conjecture could be tested directly by
investigating the accuracy of stimulus (rather than response) classification
on time-resolved membrane states (e.g. Zajzon et al., 2019).
Effects of architectural features have been observed recently in research on ANNs. For example, the search for the optimal architectural
features alone without any task-based learning of (‘synaptic’) connections
or neural activity can lead to successful solving of image recognition
tasks (Gaier & Ha, 2019). A similar finding was recently reported in a
study modeling sentence comprehension in human neuroimaging data.
Schrimpf, Blank, et al. (2020) report that language features obtained from
untrained neural language models were predictive of fMRI brain activity
during reading. Findings like these imply that neural model architectures play a substantive role in supporting subsequent task learning in
neural networks (Zador, 2019).

6.8.2

Limitations and future work

Here we showed that using neurons with longer spike-rate adaptation
time constants endow the network with memory capacity which in turn
allows the readout to solve the behavioral task at hand. In the current
architecture, we varied the adaptation time constants uniformly across
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the neurons in the network. However, the brain is known for exhibiting
great degrees of computationally-relevant heterogeneity at both the
structural-anatomical and physiological levels (Duarte & Morrison,
2019). The heterogeneity also applies to timescales of neuronal processes
which were shown to form hierarchical gradients in primates (Chaudhuri
et al., 2015) and human neuroimaging data (Hasson et al., 2008; Honey
et al., 2012) possibly crucially underpinning the computational capacity
of networks for information processing (Gjorgjieva et al., 2016). The
question remains whether the memory capacity improves by allowing
the adaptation time constants to be non-uniform across the network. The
current results show that for long-distance targets, the readout classifier
is not performing at perfect accuracy and the performance does not
further improve with increasing time constants. Allowing the network to
exhibit a range of timescales (e.g. by including a distribution of neuronal
adaptation time constants in the same network) could be needed for
additional memory capacity at the network level.
Alternatively, adaptation time constants could be learned directly as a
function of task performance rather than varied in a parametric fashion as
was done here. Formulating an adequate learning rule would thus find
the optimal value of time constant 𝜏 directly as a function of how well a
network performs on a task. However, direct training networks of spiking
neurons to perform high-level cognitive tasks remains challenging
due to the discrete nature of spikes, which makes their dynamics
non-differentiable and prevents the use of established derivative-based
optimization techniques from contemporary deep learning approaches
(Tavanaei et al., 2019). Recently, however, various techniques have been
proposed in the literature that circumvent the problem and allow direct
training of spiking neural networks (Bellec et al., 2020; Kim et al., 2019;
Lee et al., 2016). The feasibility of online learning with encouraging
results is shown by Salaj et al. (2020). Salaj et al. (2020) report a nearperfect accuracy by a recurrent network of spiking neurons on a version of
the 1-2-AX task where the spike-rate adaptation of neurons is controlled
via variable spike threshold learned as a function of the network’s task
performance suggesting that heterogenous SRA levels on a network level
could be beneficial in achieving near perfect accuracy.
We focused on a single non-synaptic target mechanism for implementing processing memory – spike rate adaptation (SRA). SRA decreases
the excitability of a neuron after it has fired. The memory trace is thus
implemented in absence of neuronal firing, an activity-silent form of
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memory (Stokes, 2015). There exist other proposed biological substrates
for maintenance of working memory, either pertaining to increased
neuronal excitability such as persistent firing (Zylberberg & Strowbridge,
2017) or silent synaptic processes such as short-term synaptic facilitation
(Mongillo et al., 2008). Here we focused on providing positive evidence
for the proposed mechanism – neuronal adaptation – and we did not
model or directly compare the different mechanisms. To further establish
SRA as the candidate (or complementary) working memory mechanisms,
future modeling work will need to determine to what extent behavioral
competence can be underpinned by one (or, more likely, a combination)
of these mechanisms.
Finally, relative to other chapters in the thesis, where we studied brain
responses to complex language input (narratives), we here used a simpler
continuous working memory task that allowed us to precisely probe
the network’s ability to process non-adjacent dependencies. However,
research in artificial RNNs is showing substantial progress in testing
the capacity of RNNs to develop sensitivity to (non-adjacent) syntactic
dependencies on real linguistic sequences (see Linzen & Baroni, 2020,
for review). In addition, the field is gaining basic understanding of the
internal synaptic dynamics that indicate how artificial RNNs solve the
linguistic task (Lakretz et al., 2019). Such studies uncover abstract principles of brain-like computation for language (e.g. the role of dynamic
gating), they cannot speak to its mechanistic implementation in biological
networks. Interesting future work pertains to scaling the biologicallyplausible spiking neural networks to operate on more challenging tasks
and real complex language input, relating biologically-plausible computations to known architecture that perform tasks well (e.g. subtractive
instead of multiplicative gating as in Costa et al., 2017), and formulating
learning rules that will allow the networks to develop biologicallyplausible mechanisms (e.g. adaptation time constants) directly based on
task performance (Bellec et al., 2020; Kim et al., 2019).

6.8.3

Conclusion

Understanding language is fundamentally a context-dependent computation and neural networks must implement processing memory for
dealing with structured sequences. We used a network of adaptive
spiking neurons on a continuous working memory task that requires the
network to remember past inputs in order for the downstream processes
to correctly solve the behavioral task on subsequent inputs. We show that
138

networks of neurons with spike-rate adaptation improve the memory
capacity of the network relative to non-adaptive network. The memory
implemented by spike-rate adaptation is effective for the longest dependencies in the sequences. Future work will have to focus on directly
testing the different proposed working memory mechanisms and using
more challenging tasks to see whether the proposed mechanisms scale
to real-world language problems.
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Part III

Conclusion
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When we can state the problem with precision we shall not
be far from its solution.
— Ross Ashby, Design for a Brain.
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Chapter 7

General discussion
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7.1

Chapter summaries

In this thesis, we investigated aspects of the neurobiology of language
processing in naturalistic language comprehension using advanced
model-based approaches.
In Chapter 1, we reviewed the use of natural language processing (NLP) and computational linguistic techniques for investigating
naturalistic language comprehension in cognitive neuroscience. We
provided a general overview of (probabilistic) language models (LM)
and information-theoretic complexity metrics. LMs are descriptions of
probability distributions over linguistic tokens (e.g. words) in sequences.
Probability distributions can then be used to compute informationtheoretic complexity measures, such as how unexpected the observed
sequence continuations are (word surprisal) and the amount of uncertainty over possible sentence continuations (e.g. word entropy). Early
studies that applied such tools on fMRI and electrophysiology data
show that LMs can be used to investigate spatial and temporal brain
fingerprints of predictive processing in naturalistic stimuli. On the one
hand, the approach allows us to precisely operationalize the cognitive hypotheses of interest (e.g. predictive processing) on stimuli with a greater
degree of ecological validity that aim to increase our understanding of
natural language comprehension (narratives). Because the cognitive
hypotheses are not embodied in the experimental design, the data can
(re)used for additional exploration with new models. On the other hand,
using generic LM trained on abundant (unlabeled) text data does not
allow us to disentangle the linguistic sources for LM performance as there
are likely numerous information providing features in a text that LM
algorithms exploit for prediction (e.g. syntax, phrasal structure, semantic
relations, distributional properties etc.).
In Chapter 2, we applied some of the techniques reviewed in chapter 1 in an MEG study on predictive processing. We used LMs and
information-theoretic complexity metrics to investigate how frequencyspecific MEG dynamics relate to probabilistic language prediction wordby-word during auditory narrative comprehension. On the basis of
word probabilities, we computed how unexpected the current word is
given its context (word perplexity) and how (un)predictable the current
story continuation is (word entropy). We show that theta-band source
dynamics are increased when context in less predictable, likely reflecting
lexical computations. Beta-band dynamics are increased in situations of
more predictable contexts and less surprising words possibly reflecting
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maintenance of ongoing cognitive context. These findings lend support
to the idea that the brain engages in the active generation and evaluation
of predicted language based on the statistical properties of the input
signal.
In chapter 3, we contribute an MEG dataset descriptor of a data resource for end-to-end training and developing artificial neural networks
of brain dynamics. We recorded almost 10 hours of within subject story
listening data in a total of 3 subjects. In addition, in order to minimize
the head movement and ensure between-session consistency of head position while in the MEG system, the participants wore MEG-compatible
head casts, which immobilized the position of their head in relation to
the MEG system. We provide a brief validation analysis showing that
the amount of head movement was kept, most of the time, below 1 mm
level. In addition, we report a basic evoked-response analysis showing
that the responses accurately localize to primary auditory areas and that
such responses are robust and conserved in all 10 sessions for every
subject. We also provide usages notes and briefly outline possible future
uses of the data resource.
In chapter 4, we used artificial recurrent neural networks (ANNs) to
model source-reconstructed MEG dynamics in narrative comprehension.
We trained long short-term memory neural networks (LSTMs) on the
dataset described in Chapter 3. We show that LSTMs predict the
MEG signal over and above what can be predicted from the temporal
structure of words alone. Importantly, the spatial topographies reveal
that the peak predictability occurs in the known higher-level frontal
and temporal areas of the language network consistently in all three
subjects. We also show that an end-to-end LSTM model has a model
performance, with a spatial topography, that is comparable to when
the input word embeddings are extracted from a large-scale pretrained
language model. This suggests that the brain-based word embeddings
are capturing and extracting language-relevant structure to reliably
predict the MEG dynamics. All in all, this shows the feasibility of
end-to-end training of ANN-based encoding models of brain dynamics.
We discuss the possible shortcomings in the presently adopted design
and outline possible future investigations that would lead toward greater
explanatory understanding of the reported predictivity.
Finally, in Chapter 5 we investigated a plausible neuronal substrate
for memory and input history-dependent processing: neuronal spikerate adaptation. Specifically, we tested a recent proposal that intrinsic
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neuronal plasticity could provide memory of non-adjacent dependencies
in sequence processing. We simulated a recurrent network of spiking
neurons on a continuous-response working memory task where the
responses to every individual symbol in a sequence depend on the past
symbols. To solve this task, the network must remember the past symbols
across nested distractors which resembles non-adjacencies in language.
The network consisted of integrate-and-fire neurons with refractoriness
and spike-rate adaptation (SRA). Both processes were modeled as spiketriggered conductances that decayed back to baseline exponentially. To
probe the role of (increased) neuronal adaptation for memory span, we
varied the time constants that controlled the exponential decay in the
range between 50 msec and 1,500 msec. We show that an increase of
the SRA time constant across the network, allowing neurons to become
more adaptive, resulted in progressively higher performance in the
working memory task. The results suggest that membrane states can
maintain information on behaviorally-relevant timescales when neurons
are adaptive. This memory mechanism might play an important role in
the temporal integration of non-adjacent dependencies in language.
In the concluding remarks below, we highlight certain venues where
we see opportunities going beyond the current paradigms that were
described in the chapters.

7.2

Language modeling: the next step

Chapters 1 and 2 and in part the work in Chapter 4 relied on language
models (LMs). LMs — algorithms trained to predict the next word from
the preceding or surrounding context — are a powerful technique in NLP
and form the backbone of many contemporary technical applications
(Manning & Schütze, 1999; Radford et al., 2019). The LM task is simple
and scalable (e.g. it does not require labeled data) and many tasks can be
reframed in the LM objective giving LMs their broad-coverage capacity
(Brown et al., 2020). For example, in a question and answering paradigm,
the task can be set to predict the string, that comprises the answer,
from the preceding string of words that form the question. When LMs
are taken to operationalize the predictive processing in language (see
Chapter 1 and Chapter 2), the mapping between the model and the target
cognitive domain is straightforward. LMs serve as the basis from which
estimates of further processing metrics (linking functions like surprisal)
are computed (Armeni et al., 2017; Brennan, 2016; J. Hale, 2006; Levy,
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2008). In such case, models can be used as a way to directly evaluate
predictive processing against brain data on a single (Willems et al., 2016)
or multiple linguistic levels (Donhauser & Baillet, 2020; Lopopolo et al.,
2017).
Contemporary large-scale LM systems are based on ANN architectures (Goldberg, 2017). When ANN-based LM systems are treated as
(abstract) models of the cognitive/neural system (Kriegeskorte & Golan,
2019) that perform relevant computations, their task-performing ability
becomes a crucial criterion if we are to take them as implementations of
cognitive and/or neural mechanisms. Despite its task performance, it
is crucial to ensure that the system generalizes in a human-like fashion
(Linzen, 2020; Yogatama et al., 2019) and it captures the relevant aspects
of the human linguistic competence and intelligence (Baroni, 2020; Lake
et al., 2017). Currently, despite the remarkable practical applications
of large-scale ANN LMs, their skillful ability to interpolate/generalize
from seen training samples to unseen test samples (Hasson et al., 2020)
and their use in improving the success rates on other natural language
tasks (Raffel et al., 2020), the systems are in large part (or solely) based on
processing the statistical relations between the words in texts. Although
by tracking the statistical structure of the environment, systems — biological or artificial — can bootstrap important sources of knowledge that
guide future behavior (Hasson, 2017), assigning meaning to a sequence
of language strings requires computational abilities that are possibly
challenging to extract from the statistics of the linguistic surface forms
alone (Dehaene et al., 2015).
Whereas a large parameter space and sufficient amount of text
data1 will allow ANN models to approximate the coherence of natural
language(s) to a remarkable degree, it is as of yet unclear whether a
machine that learns from the form alone can ever achieve, in principle,
language understanding as a way of retrieving communicative intents
from text (Bender & Koller, 2020). Moreover, understanding crucially
requires reasoning (e.g. establishing a cause and effect between events in a
narrative, deriving implications) about the world and the state of affairs,
as communicated via language (Lake & Murphy, 2020). Preliminary
empirical reports indicate that using models trained on a broader set
of tasks from the natural language understanding (NLU) benchmarks
1 GPT-3 (Brown et al., 2020), currently the largest LM system, contains e.g. approximately 175 billion parameters and was trained on approximately 450 gigabytes of
text.
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(A. Wang et al., 2018) does not contribute to greater predictability of
brain data in either in fMRI or ECoG (Gauthier & Levy, 2019; Schrimpf,
Blank, et al., 2020). Instead, models based on LM tasks (or a variant
thereof) seem to provide the best predictors of neural activity (Gauthier
& Levy, 2019; Schrimpf, Blank, et al., 2020). On the one hand, the
fact that broader NLU systems underperform relative to generic (but
broad-coverage) LMs can be taken to further underscore the fundamental
status of predictive operations in language understanding (Bar, 2009a;
Kuperberg & Jaeger, 2016). On the other hand, given the wealth of
positive evidence linking neural signals and descriptions of language
that are not based on statistical sources alone (e.g. syntactic descriptions
as in Brennan, 2016; J. Hale et al., 2018; Nelson, Karoui, et al., 2017; Pallier
et al., 2011), it also suggests that we yet have to develop task-performing
language systems that can at the same time capture the computations and
the variance in the neural signals related to algebraic or compositional
aspects of language use (Baroni, 2020; Dehaene et al., 2015).

7.3

Narratives in cognitive neuroscience

Language understanding rarely happens outside of a narrative. The
use of narratives has received considerable attention in the cognitive
neuroscience community recently (Hamilton & Huth, 2018; Hasson &
Honey, 2012; Jacobs & Willems, 2018; Matusz et al., 2018; Willems, 2015)
and the work in this thesis follows the footsteps of the tradition. On the
methodological end of the spectrum — and at the risk of a belaboring
the point —, the use of narratives affords the study of contextualized
language processing, allows for greater statistical power and efficiency
of brain data (re)use, and possibly improves experimental experience
for the participants. As such, the case for the use of narratives in
cognitive neuroscience is frequently made in contrast to experimental
designs which favor (behaviorally) well-controlled stimuli (Hamilton
& Huth, 2018). While this is understandable on the practical grounds,
the dichotomy ‘experimental-control-vs-narrative’ is not a genuine one.
As pointed out by Willems et al. (2020), the narrative neuroscience
in fact need not be viewed as giving up on (experimental) control
altogether (e.g. Hasson et al., 2008, for a study that experimentally
varied narrative stimuli). Instead, the relevant dimension is in how the
cognitive hypothesis of interest is operationalized by the researchers:
either in experimental design or through a computational model. In the
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case of model-based approaches, confounds, which are typically handled
by careful stimulus creation in experimental settings, are controlled
through appropriately chosen statistical techniques (Armeni et al., 2017).
Methodological considerations aside, we think the greatest potential
of narrative neuroscience lies in the fact that it affords generalization of
scientific findings from the less contextualized settings and, crucially,
that it is a cognitive domain in its own right. In other words, the use of
narratives should not be seen merely as a scaled-up version of experiments targeting ‘lower’ levels of linguistic organization (e.g. morphemic,
syllabic or sentence-level processes). Instead, narratives are valuable because — in providing a simulation of reality (Bruner, 1991; White, 1980)
— they represent a cognitive domain that requires tracking of a complex
story structure, inference-making (Graesser et al., 1994), anticipation
(Donhauser & Baillet, 2020; Willems et al., 2016), emotional engagement (Richardson et al., 2020), and maintenance of events at multiple
timescales (Baldassano et al., 2017). Such aspects are fundamental elements of human cognition and are possibly missing from studies relying
on stimuli with less contextual or narrative support. To underscore the
point, the rich and multifaceted nature of narratives has been recognized
outside of cognitive neuroscience/psychology. In the field of machine
reading comprehension, for example, the use of stories/narratives has
been proposed as a potentially meaningful test benchmark for probing
the ability of artificial cognitive systems to comprehend natural language
(Dunietz et al., 2020)
One future challenge in auditory narrative cognitive neuroscience is
the study of behavior (narrative experience) and its relation to neural
data. In our designs, the participants were not probed behaviorally during listening, other than through offline questionnaires. While any form
of probing during listening would likely reduce the ecological validity of
narrative comprehension experience, neuroscientists will readily agree
that — although primarily concerned with the neural signals — we ultimately seek to explain how neuronal computations mediate the human
behavior (Krakauer et al., 2017). The lack of behavioral performance
measures in auditory narrative language comprehension contrasts with
the field of computer vision where behavioral task performance is frequently included in benchmarks and where models tested on brain data
can also be tested for their ability to match the behavioral patterns in
subjects (Schrimpf, Kubilius, et al., 2020), thus gaining validity ‘in the
light of behavior’. In reading, eye-tracking data are used as the behav151

ioral test bed for computational models of sentence processing (Keller,
2010; Rayner, 1998). In auditory comprehension, pupil dilation has been
shown to track attentional cognitive resources during speech processing
(Koelewĳn et al., 2014). In Chapter 3, we therefore sought to mitigate this
behavioral gap to some degree by collecting offline narrative experience
questionnaires and eye-tracking data along with the MEG recordings.
We are hopeful that these data might allow future researchers to test
and develop further behavioral hypotheses about auditory narrative
comprehension (Jacobs & Willems, 2018).

7.4

Benchmarking predictive neural models

In Chapter 3, we advocated for the use and development of shared data
resources in cognitive neuroscience. Data sharing and the development
of data resources in neuroimaging, and neuroscience more broadly, has
received attention in the past years (Poldrack & Gorgolewski, 2014),
with large-scale examples such as the Human Connectome Project
(Van Essen et al., 2013) paving the way. Yet, it is only more recently
that we have seen a systematic development of computational tools
(Charles et al., 2020; Poldrack et al., 2019) and standardized data formats
(Gorgolewski et al., 2016; Niso et al., 2018) that facilitate reuse and
sharing of neuroimaging data for researchers beyond large-scale projects
and consortia. A common and important motivation for data sharing
and data re-analyses is to improve the reproducibility, cost-efficiency
and discovery/innovation in science (Poldrack & Gorgolewski, 2014).
We here — perhaps rather provocatively — consider an additional
possible goal of common data resources: establishing the practice
of benchmarking the success of predictive models. The practice is
common in applied machine learning fields. For example, a wellknown benchmark in computer vision and image recognition is the
ImageNet dataset consisting of millions of manually annotated images
(Russakovsky et al., 2015). The ImageNet benchmark competition is
run annually to establish the state-of-the-art performances of computer
vision models. In a similar spirit, a neural predictivity benchmark
score for object recognition models based on the ImageNet dataset was
proposed recently (Schrimpf, Kubilius, et al., 2020) where predictive
models of brain data could be compared on an equal footing based on
established and predefined metrics. Should the cognitive neuroscience
community follow suit and establish the practice of benchmarking?
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We see a great potential for the use of benchmarks. It was our
frequent experience in building the body of work representing the
Chapter 4 of this thesis, that it was challenging to establish how well our
models perform, relative to other approaches or past studies/datasets
due to their diversity (e.g. differences in recording modality, model
complexity, number of data points, performance metrics etc.). When
predictive models are used as a ‘stepping stone’ towards explanation
(Cichy & Kaiser, 2019), for example, by comparing predictive successes
of different model classes (e.g. Cichy et al., 2016; Khaligh-Razavi
& Kriegeskorte, 2014), it is important to determine that models are
generally performing well and not falling short of known predictivity
scores. While the lack of established benchmarks is typically countered
by constructing a sound statistical contrast for inference or by comparing
model performance to a suitable baseline model within a study, it would
be beneficial for cognitive neuroscientists to be able to establish how a
model performs relative to a broader predictivity benchmark in different
datasets. However, the obvious pitfall in using a common benchmark
is that it could skew the researchers’ focus from building models for
explanation towards building models for the state-of-the-art race on
predictivity scores. Achieving a benchmark performance would be
the first step in ensuring that a particular — theoretically motivated
— innovation in the model is competitive. In the long run, the goal of
modeling is — as sufficiently expressed in other places of the thesis — to
understand why any particular model component is making a difference
for predicting the signal.

7.5

Moving from predicting data to architectures
and computations

In the introduction, we built on the framework by Yamins and DiCarlo
(2016) where the ability to predict neuronal dynamics constitutes the
stepping stone towards explanatory understanding. Indeed, from the
philosophical point of view, we first need a (reliable) phenomenon
that warrants explanation. In cognitive neuroscience, the goal is ‘arguably to uncover and explain stable and replicable patterns of activation in response to a stimulus or task’ (Carlson et al., 2017). A
correlation between the neural observations/data and the cognitive
hypothesis/computations — be it operationalized experimentally or
through a model — form a phenomenon, a description of the relevant
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state of affairs (Kaplan, 2011). At that point, the phenomenon is shown
(like in Chapters 2 and 4, presently), which awaits further mechanistic
explanation, in the relevant sense (C. F. Craver, 2006).
The goal of modeling in science is, namely, not only to predict, but to
understand, explain and test ideas (Cichy & Kaiser, 2019; Humphries,
2019; McClelland, 2009). Whereas comparing and ruling out competing
models on the basis of their predictive success does provide the first step
towards explanation (Cichy & Kaiser, 2019), mechanistic explanation
of neuroscientific phenomena is achieved once we understand how
components of the neural system and their activities (with a specific
spatio-temporal organization (C. F. Craver, 2009)) mediate the transformation from the inputs/stimuli to the organism’s behaviour (Kaplan,
2011; Kay, 2017; Poeppel, 2012). Contemporary ANN models for language processing are frequently built with engineering goals in mind
and described as ‘black box’ models which elude a straightforward
interpretation. However, the internal workings — the numerical operations underpinning task performance — are available for inspection,
so the ANNs are in fact better viewed as ‘transparent glass models’
(Hasson et al., 2020). The fact that nothing guarantees that the internal
dynamics of a trained model will lend itself easily to our cognitive
intuitions and desired interpretations, does not preclude researchers
from investigating their internal dynamics (e.g. Lakretz et al., 2020). For
example, computational linguists are becoming interested in whether
the internal structure of such numeric representations corresponds to
known (psycho)linguistic computational primitives (e.g. linguistic parse
trees as in Manning et al., 2020; Alishahi et al., 2019). Compared to
developments in the cognitive computational neuroscience of vision,
where the ‘representational’ stages in the processing hierarchy of ANNs
for object categorizations are well established and can be exploited
for mapping onto neural hierarchies (e.g. Cichy et al., 2016; Güçlü &
van Gerven, 2015), we currently do not yet have a well-established grasp
on the cognitive interpretation of model-internal processing states in
language ANN models.
In cognitive neuroscience, explanatory power is gained if the choice
of models that are fit to empirical data is motivated — apart from their
performance on a language task — by a testable neural or cognitive phenomenon/capacity as suggested by a neuroscientific or a psychological
theory. For example, cognitive psycholinguists have long established
that language comprehension is incremental (Altmann & Mirković,
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2009). That is, readers and listeners are faced with incomplete input
and use contextual and conversational cues to anticipate or account
for the yet unseen language input. This theoretical and empirical fact
can be translated to modeling choices. Both the BERT (J. Devlin et al.,
2018) and the GPT-2 (Radford et al., 2019) language models are showing
state of the art performance in NLP tasks. Both are based on the same
Transformer architecture composed of the ‘neural attention’ modules
(Vaswani et al., 2017). However, when used as processing models in
cognitive experiments, the GPT-2 is better aligned with our cognitivetheoretical desiderata due to directionality: in processing the input text
GPT-2 only considers the past (left) context. BERT, on the other hand, is
a bidirectional LM, meaning it can also see the right context for solving
a masked LM task. Thus, assuming comparable task performance, a
principled choice can be made for one of the two models on the basis of
known cognitive facts. Similar differential model contrasts are used in
the vision sciences to rule out the architectural and training properties
of brain predictive models of vision (Cichy et al., 2016; Khaligh-Razavi &
Kriegeskorte, 2014). We anticipate that the future research in combining
ANN models of language and brain data will strongly focus, similar
to developments in models of computer vision, on psychological and
biological validity of the chosen architectures and their interpretability.

7.6

System modelling: empirical validation

Finally, in the Introduction section, we touched upon a distinction
between generic statistical models of data, cognitive modeling, and
models of the neural system. Building biologically plausible taskperforming networks and evaluating their performance on a cognitively
challenging task is the most direct way of arriving at an understanding
of how aspects of natural intelligence can be achieved through neural
computations. Yet, frequently a source of concern in modeling the neural
circuits directly is its too strong focus on modeling the biological details
without considering the computational-cognitive ramifications of the
modeled neurobiological dynamics. A well-known example is the Blue
Brain Project (Markram et al., 2015), a large-scale collaboration effort to
simulate a small patch of the rat somatosensory cortex in exquisite detail.
The relevance of ever more detailed simulations has been discussed
and questioned (Koch & Buice, 2015) and the opinions on what is the
import of biological details and abstraction in mechanistic explanations
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are ongoing (Chirimuuta, 2014; Herz et al., 2006; Marder, 2015).
While such criticisms are constructive, modeling the biological dynamics (in some amount of detail) is not decoupled from understanding
their computational properties (Herz et al., 2006). This is clear, for
example, from decades of research in neural circuit models of working
memory competence (see Barak & Tsodyks, 2014; Chaudhuri & Fiete,
2016, for reviews). Recently, system modeling has proven instrumental
in elucidating candidate mechanisms of working memory for language
processing (Fitz et al., 2020). A modest contribution to such an approach
was demonstrated in Chapter 5 of this thesis.
One remaining challenge — apart from the numerous technical
challenges (Abbott et al., 2016; Lee et al., 2016) — in using biologicallyplausible networks for ‘higher-level’ cognitive tasks, such as language
comprehension, is the lack of appropriate neural data for their direct
empirical validation. As discussed above, ANN processing models,
which at best are a strong abstraction of neuronal systems (Kriegeskorte
& Golan, 2019), are increasingly validated against target behavioral and
neural data. While biological system models for cognitive capacities
thought not to be specific to humans (e.g. general visual working memory, cognitive control) can be validated against data from non-human
primates (e.g. Chaudhuri et al., 2015; Gao et al., 2020; Kim & Sejnowski,
2019), such an approach is not feasible for language processing. This
challenge is even larger if the postulated mechanism hinges on latent
dynamics, which are not discernable from the manifest neural activity
(e.g. activity-silent working memory in Stokes, 2015). Currently, the core
mechanisms embodied in these models must be backed-up by empirical
observations known from the available databases on non-human species.
An exciting future venue for validating biologically-plausible spiking
neural networks against empirical data is to use the simulated network
activity for synthesizing and approximating aggregated electrophysiological activity in a neural microcircuit (e.g. Mazzoni et al., 2015; Jones et
al., 2009) — the local field potentials (LFP Buzsáki et al., 2012). In human
cognitive neuroscience, LFP signals with greater spatial resolution and
better signal-to-noise ratio relative to scalp EEG/MEG recordings can
be recorded with intracranial EEG (Parvizi & Kastner, 2018). Given the
increasing availability of publicly-available intracranial EEG recordings
for natural language (e.g. Kaestner et al., 2020), such an approach could
offer ways of validating biologically-plausible mechanisms for language
processing against real empirical recordings.
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Summary
In language, the future often copies the past. In contextually rich comprehension settings listeners can rely on predictability of past context and to
generate predictions about the upcoming words. Recent neuroscientific
theories suggest that some cognitive processes related to prediction
might be observed in the brain as neuronal oscillations – transient or
sustained synchronous firing of a large pool of neurons. In addition, to
perform the feats of prediction, neural circuits must implement some
form of processing memory to maintain the past information and use it
while processing the new input. On possible way maintenance of context
is achieved in the brain is in the form of recurrent neural networks. In
this thesis, we investigated aspects of the neurobiology of language in
naturalistic language comprehension using magnetoencephalography
(MEG) and computational models of prediction and memory.
In Chapter 1, we reviewed the use of natural language processing (NLP) and computational linguistic techniques for investigating
naturalistic language comprehension in cognitive neuroscience. We
provided a general overview of (probabilistic) language models (LM)
and information-theoretic complexity metrics. LMs are descriptions of
probability distributions over linguistic tokens (e.g., words) in sequences.
Probability distributions can then be used to compute informationtheoretic complexity measures, such as how unexpected the observed
sequence continuations are (word surprisal) and the amount of uncertainty over possible sentence continuations (e.g., word entropy). Early
studies that applied such tools on fMRI and electrophysiology data
show that LMs can be used to investigate spatial and temporal brain
fingerprints of predictive processing in naturalistic stimuli. On the one
hand, the approach allows us to precisely operationalize the cognitive
hypotheses of interest (e.g., predictive processing) on stimuli with a
greater degree of ecological validity that aim to increase our under157

standing of natural language comprehension (narratives). Because the
cognitive hypotheses are not embodied in the experimental design, the
data can (re)used for additional exploration with new models. On the
other hand, using generic LM trained on abundant (unlabeled) text data
does not allow us to disentangle the linguistic sources for LM performance
as there are likely numerous information providing features in a text
that LM algorithms exploit for prediction (e.g., syntax, phrasal structure,
semantic relations, distributional properties etc.).
In Chapter 2, we applied some of the techniques reviewed in Chapter 1 in an MEG study on predictive processing. We used LMs and
information-theoretic complexity metrics to investigate how frequencyspecific MEG dynamics relate to probabilistic language prediction wordby-word during auditory narrative comprehension. On the basis of word
probabilities, we computed how unexpected the current word is given
its context (word perplexity) and how (un)predictable the current story
continuation is (word entropy). We show that theta-band source dynamics are increased when context in less predictable, likely reflecting lexical
computations. Beta-band dynamics are increased in situations of more
predictable contexts and less surprising words possibly reflecting maintenance of ongoing cognitive context. These findings lend support to the
idea that the brain engages in the active generation and evaluation of
predicted language based on the statistical properties of the input signal.
In chapter 3, we contribute an MEG dataset descriptor of a data resource
for end-to-end training and developing artificial neural networks of brain
dynamics. We recorded almost 10 hours of within subject story listening
data in a total of 3 subjects. In addition, in order to minimize the head
movement and ensure between-session consistency of head position
while in the MEG system, the participants wore MEG-compatible head
casts, which immobilized the position of their head in relation to the
MEG system. We provide a brief validation analysis showing that the
amount of head movement was kept, most of the time, below 1 mm level.
In addition, we report a basic evoked-response analysis showing that the
responses accurately localize to primary auditory areas and that such
responses are robust and conserved in all 10 sessions for every subject.
We also provide usages notes and briefly outline possible future uses of
the data resource.
In chapter 4, we used artificial recurrent neural networks (ANNs) to
model source-reconstructed MEG dynamics in narrative comprehension.
We trained long short-term memory neural networks (LSTMs) on the
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dataset described in Chapter 3. We show that LSTMs predict the
MEG signal over and above what can be predicted from the temporal
structure of words alone. Importantly, the spatial topographies reveal
that the peak predictability occurs in the known higher-level frontal
and temporal areas of the language network consistently in all three
subjects. We also show that an end-to-end LSTM model has a model
performance, with a spatial topography, that is comparable to when
the input word embeddings are extracted from a large-scale pretrained
language model. This suggests that the brain-based word embeddings
are capturing and extracting language-relevant structure to reliably
predict the MEG dynamics. All in all, this shows the feasibility of
end-to-end training of ANN-based encoding models of brain dynamics.
We discuss the possible shortcomings in the presently adopted design
and outline possible future investigations that would lead toward greater
explanatory understanding of the reported predictivity.
Finally, in Chapter 5 we investigated a plausible neuronal substrate
for memory and input history-dependent processing: neuronal spikerate adaptation. Specifically, we tested a recent proposal that intrinsic
neuronal plasticity could provide memory of non-adjacent dependencies
in sequence processing. We simulated a recurrent network of spiking
neurons on a continuous-response working memory task where the
responses to every individual symbol in a sequence depend on the past
symbols. To solve this task, the network must remember the past symbols
across nested distractors which resembles non-adjacencies in language.
The network consisted of integrate-and-fire neurons with refractoriness
and spike-rate adaptation (SRA). Both processes were modeled as spiketriggered conductances that decayed back to baseline exponentially. To
probe the role of (increased) neuronal adaptation for memory span, we
varied the time constants that controlled the exponential decay in the
range between 50 msec and 1,500 msec. We show that an increase of
the SRA time constant across the network, allowing neurons to become
more adaptive, resulted in progressively higher performance in the
working memory task. The results suggest that membrane states can
maintain information on behaviorally-relevant timescales when neurons
are adaptive. This memory mechanism might play an important role in
the temporal integration of non-adjacent dependencies in language.
In concluding remarks, we discuss the eventual shortcomings of the
present work and outline exciting avenues for future research. Specifically, we briefly discuss on the potential (in)sufficiency of data-driven
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statistical approaches to estimating language processing, call for a
stronger focus on biologically motivated architectures, and highlight
the current lack of standards when empirically evaluating brain-based
models of language.
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Nederlandse Samenvatting
In taal herhaalt de toekomst vaak het verleden. In situaties waar de context een grote rol speelt op de betekenis kunnen luisteraars vertrouwen op
de voorspelbaarheid van de voorgaande context, en daarmee voorspellingen maken over de volgende woorden. Recente neurowetenschappelĳke
theorieën suggereren dat sommige cognitieve processen met betrekking
tot voorspellingen kunnen worden waargenomen in de hersenen als
neuronale oscillaties – korte dan wel aanhoudende patronen van het synchroon vuren van een grote populatie van neuronen. Om voorspellingen
te kunnen genereren, moeten neurale circuits bovendien een vorm van
geheugen implementeren, zodat (taalkundige) informatie uit het verleden
behouden blĳft en gebruikt kan worden tĳdens de verwerking van
nieuwe input. Een mogelĳke manier waarop de hersenen de voorgaande
context kunnen behouden is door gebruik te maken van zogenaamde
recurrent neural networks. In dit proefschrift hebben we aspecten van
de neurobiologie van taal in naturalistisch taalbegrip onderzocht met
behulp van magnetoencefalografie (MEG) en computationele modellen
van voorspelling en geheugen.
In hoofdstuk 1 hebben we geëvalueerd in hoeverre natural language
processing (NLP) en computationele linguïstiek gebruikt worden in
het onderzoek naar naturalistisch taalbegrip binnen de cognitieve neurowetenschappen. We hebben een algemeen overzicht gemaakt van
(probabilistische) language models (LM) en informatietheoretische complexiteitsmaten. LM’s zĳn beschrĳvingen van kansverdelingen over
taalkundige tokens (bĳv. woorden) in sequenties. De kansverdelingen
kunnen dan gebruikt worden om informatietheoretische complexiteitsmaten te berekenen, zoals hoe onverwacht de waargenomen sequenties
zĳn (woordverrassing) en de hoeveelheid onzekerheid over mogelĳke
zinscontinuaties (bĳv. woord-entropie). De eerste studies die dergelĳke
methodes toepasten op fMRI- en elektrofysiologische data toonden aan
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dat LM’s kunnen worden gebruikt om spatiale en temporele vingerafdrukken van de hersenactiviteit te onderzoeken in de voorspellende
verwerking van naturalistische stimuli. Aan de ene kant stelt deze
aanpak ons in staat om de relevante cognitieve hypotheses (bĳv. voorspellende verwerking) nauwkeurig te operationaliseren op stimuli met
een grotere mate van ecologische validiteit; stimuli die gericht zĳn op
het vergroten van ons inzicht in naturalistisch taalbegrip (verhaallĳnen).
Omdat de cognitieve hypotheses niet in het experimentele ontwerp
zĳn opgenomen, kunnen de data (opnieuw) worden gebruikt voor aanvullende exploraties met nieuwe modellen. Aan de andere kant laten
generieke LM’s getraind op overvloedige (ongelabelde) tekstdata niet
toe om te achterhalen welke linguïstische bronnen de drĳfveer zĳn van de
prestatie van het LM, aangezien er waarschĳnlĳk talrĳke informatieve
kenmerken in een tekst zitten die door LM algoritmes geëxploiteerd
worden voor voorspelling (bĳv. syntaxis, frasale structuur, semantische
relaties, distributie-eigenschappen, enz.).
In hoofdstuk 2 hebben we enkele van de in hoofdstuk 1 besproken
technieken toegepast in een MEG-studie over voorspellende verwerking
. We gebruikten LM’s en informatietheoretische complexiteitsmaten
om te onderzoeken hoe frequentie specifieke MEG-dynamieken zich
verhouden tot woord-voor-woord probabilistische taalvoorspelling tĳdens auditief narratief begrip. Op basis van de waarschĳnlĳkheid van
een woord hebben we berekend hoe onverwacht het huidige woord
is gegeven de context (woordperplexiteit) en hoe (on)voorspelbaar de
voortzetting van het huidige narratief is (woord-entropie). We laten
zien dat de thèta-band dynamiek op bronniveau toeneemt wanneer de
context minder voorspelbaar is, wat waarschĳnlĳk lexicale berekeningen
reflecteert. De bèta-band dynamiek is verhoogd in meer voorspelbare
contexten en bĳ minder verrassende woorden, en weerspiegelt mogelĳk
het behoud van de huidige cognitieve context. Deze bevindingen ondersteunen het idee dat de hersenen zich bezighouden met het actief
genereren en evalueren van voorspelde taal op basis van de statistische
eigenschappen van het inputsignaal. In hoofdstuk 3 dragen we een
beschrĳving van een MEG-dataset bĳ aan de onderzoeksgemeenschap
voor end-to-end training en het ontwikkelen van kunstmatige neurale
netwerken van hersendynamica. Voor deze dataset maten we bĳna 10
uur aan data binnen één proefpersoon terwĳl deze naar een verhaal
luisterde, en herhaalden dit bĳ twee andere proefpersonen. Bovendien
droegen de proefpersonen MEG-compatibele hoofdmallen die de positie
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van hun hoofd ten opzichte van het MEG-systeem immobiliseerden, om
hoofdbewegingen te minimaliseren en te zorgen voor consistentie van de
positie van het hoofd in het MEG-systeem tussen verschillende sessies. In
een beknopte validatieanalyse blĳkt dat de hoeveelheid hoofdbeweging
meestal onder 1 mm bleef. Daarnaast rapporteren we een basale analyse
van de evoked-response, waaruit blĳkt dat deze signalen nauwkeurig
gelokaliseerd worden naar de primaire auditieve hersengebieden, en
dat deze signalen robuust zĳn en behouden blĳven in alle 10 sessies van
iedere proefpersoon. We bieden ook gebruiksnotities aan en schetsen
in het kort het mogelĳke toekomstige gebruik van de databron. In
hoofdstuk 4 hebben we gebruik gemaakt van kunstmatige recurrent
neural networks (RNN’s) om bron-gereconstrueerde MEG-dynamica
in narratief begrip te modelleren. We hebben zogenaamde long shortterm memory neural networks (LSTM’s) getraind op de in hoofdstuk 3
beschreven dataset. We laten zien dat LSTM’s het MEG-signaal voorspellen boven wat kan worden voorspeld uit de temporele structuur van
woorden alleen. Belangrĳk is dat de spatiale topografieën laten zien dat
de piek in de voorspelbaarheid bĳ alle drie proefpersonen consistent van
de bekende hogere frontale en temporele gebieden van het taalnetwerk
komt. We laten ook zien dat een end-to-end LSTM-model een prestatie
heeft, met bĳbehorende ruimtelĳke topografie, die vergelĳkbaar is met
wanneer de woordinbedding uit een grootschalig voorgeprogrammeerd
linguïstisch model wordt gehaald. Dit suggereert dat de op hersenen
gebaseerde woordinbeddingen de taalrelevante structuur vastleggen en
extraheren en daarmee de MEG-dynamiek betrouwbaar voorspellen. Al
met al toont dit de haalbaarheid aan van end-to-end training van RNNgebaseerde encoding modellen van hersendynamica. We bespreken
de mogelĳke tekortkomingen in het huidige studie design en schetsen
mogelĳke toekomstige onderzoeken die zouden leiden tot een betere
verklaring van de gerapporteerde voorspelbaarheid.
Tot slot hebben we in hoofdstuk 5 een plausibel neuronaal substraat
onderzocht voor geheugen- en invoergeschiedenisafhankelĳke verwerking: neuronale spike-rate adaptatie. Specifiek hebben we een recente
hypothese getest dat intrinsieke neuronale plasticiteit ervoor zou kunnen zorgen dat het geheugen wordt voorzien van niet-aangrenzende
afhankelĳkheden in sequentieverwerking. We hebben een recurrent neural network van spike-neuronen gesimuleerd op een werkgeheugentaak
met continue respons waarbĳ de reacties op elk individueel symbool in
een reeks afhankelĳk zĳn van de voorgaande symbolen. Om deze taak
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op te lossen, moet het netwerk de voorgaande symbolen onthouden over
ingebedde afleiders heen, vergelĳkbaar met niet-aangrenzende afhankelĳkheden in taal. Het netwerk bestond uit integrate-and-fire neuronen
met refractaire periodes en spike-rate adaptatie (SRA). Beide processen
werden gemodelleerd als spike-getriggerde geleidingen die exponentieel
afnamen naar het basisniveau. Om de rol van (verhoogde) neuronale
adaptatie voor de geheugenspanne te onderzoeken, varieerden we de
tĳdsconstanten die het exponentiële verval controleren in het bereik
tussen 50 msec en 1.500 msec. We laten zien dat een toename van de SRAtĳdconstante in het netwerk, waardoor neuronen meer adaptief worden,
resulteerde in progressief hogere prestaties in de werkgeheugentaak.
De resultaten suggereren dat de membraangesteldheid informatie over
gedragsrelevante tĳdschalen kan behouden als neuronen adaptief zĳn.
Dit geheugenmechanisme kan een belangrĳke rol spelen in de temporele
integratie van niet-aangrenzende afhankelĳkheden in taal.
In de slotopmerkingen bespreken we de eventuele tekortkomingen van het huidige werk en schetsen we enerverende koersen voor
toekomstig onderzoek. In het bĳzonder bespreken we kort de potentiële (in)toereikendheid van data-driven statistische benaderingen
voor het schatten van taalverwerking, pleiten we voor een sterkere
focus op biologisch gemotiveerde architecturen, en benadrukken we
het huidige gebrek aan standaarden bĳ het empirisch evalueren van
hersengebaseerde taalmodellen.
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Appendix A

Supplement to Chapter 3
A.1

Comprehension Questionnaire

fn001078
Met welk voertuig komt de verteller aan?
a) Een boot
b) Een vliegtuig
c) Per trein
Answer: b)
Aan welke rivier ligt de stad waar hĳ aan komt?
a) De Amazone
b) De Mississippi
c) De Rĳn
Answer: a)
fn001155
In welk landschap bevindt de hoofdpersoon zich?
a) De jungle
b) Rivierdelta
c) Woestĳn
Answer: c)
Wat voor een natuurramp heeft plaatsgevonden?
a) Een orkaan
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b) Een aardbeving
c) Een tsunami
Answer: b)
fn001293
Welke dieren ziet de hoofdpersoon aan de bosrand?
a) Herten
b) Elanden
c) Wolven
Answer: a)
Hoe is het weer in het verhaal?
a) Zeer warm
b) Koud
c) Wordt niet beschreven
Answer: b)
fn001443
Waar bevindt de hoofdpersoon zich?
a) In de bergen
b) In de woestĳn
c) Op een eiland
Answer: c)
Hoe heet de afwezige vriend van de hoofdpersoon?
a) Harald
b) Jonathan
c) Simon
Answer: b)
fn001498
Welk dier brengt ongeluk volgens het verhaal?
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a) Raaf
b) Vleermuis
c) Uil
Answer: c)
Waar is een van de personages mee gestopt?
a) Roken
b) Drinken
c) Gokken
Answer: a)
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Appendix B

Supplement to Chapter 4
B.1

Stimulus information
Table B.1: Stimulus information
session

run

audio_filename

duration

txt_filename

ses-001
ses-001
ses-001
ses-001
ses-001

1
2
3
4
5

01_1.wav
01_2.wav
01_3.wav
01_4.wav
01_5.wav

07:56
05:41
09:50
08:27
07:42

01_1.txt
01_2.txt
01_3.txt
01_4.txt
01_5.txt

ses-001
ses-001
ses-002
ses-002
ses-002

6
7
1
2
3

01_6.wav
01_7.wav
02_1.wav
02_2.wav
02_3.wav

07:49
07:22
07:34
08:52
09:03

01_6.txt
01_7.txt
02_1.txt
02_2.txt
02_3.txt

ses-002
ses-002
ses-002
ses-002
ses-003

4
5
6
7
1

02_4.wav
02_5.wav
02_6.wav
02_7.wav
03_1.wav

07:44
07:25
09:04
08:51
06:15

02_4.txt
02_5.txt
02_6.txt
02_7.txt
03_1.txt

ses-003
ses-003
ses-003
ses-003
ses-003

2
3
4
5
6

03_2.wav
03_3.wav
03_4.wav
03_5.wav
03_6.wav

04:59
10:27
07:26
05:46
07:42

03_2.txt
03_3.txt
03_4.txt
03_5.txt
03_6.txt

ses-004
ses-004
ses-004
ses-004

1
2
3
4

04_1.wav
04_2.wav
04_3.wav
04_4.wav

07:43
05:27
06:55
06:54

04_1.txt
04_2.txt
04_3.txt
04_4.txt
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Table B.1: Stimulus information (continued)
session

run

audio_filename

duration

txt_filename

ses-004

5

04_5.wav

09:34

04_5.txt

ses-004
ses-004
ses-004
ses-005
ses-005

6
7
8
1
2

04_6.wav
04_7.wav
04_8.wav
05_1.wav
05_2.wav

07:29
08:37
07:58
06:56
09:05

04_6.txt
04_7.txt
04_8.txt
05_1.txt
05_2.txt

ses-005
ses-005
ses-005
ses-005
ses-006

3
4
5
6
1

05_3.wav
05_4.wav
05_5.wav
05_6.wav
06_1.wav

05:48
06:34
11:03
08:09
10:25

05_3.txt
05_4.txt
05_5.txt
05_6.txt
06_1.txt

ses-006
ses-006
ses-006
ses-006
ses-006

2
3
4
5
6

06_2.wav
06_3.wav
06_4.wav
06_5.wav
06_6.wav

05:47
09:16
05:43
08:36
08:08

06_2.txt
06_3.txt
06_4.txt
06_5.txt
06_6.txt

ses-006
ses-007
ses-007
ses-007
ses-007

7
1
2
3
4

06_7.wav
07_1.wav
07_2.wav
07_3.wav
07_4.wav

09:37
07:01
09:51
09:41
08:28

06_7.txt
07_1.txt
07_2.txt
07_3.txt
07_4.txt

ses-007
ses-007
ses-008
ses-008
ses-008

5
6
1
2
3

07_5.wav
07_6.wav
08_1.wav
08_2.wav
08_3.wav

06:51
06:53
07:23
08:31
08:46

07_5.txt
07_6.txt
08_1.txt
08_2.txt
08_3.txt

ses-008
ses-008
ses-008
ses-008
ses-009

4
5
6
7
1

08_4.wav
08_5.wav
08_6.wav
08_7.wav
09_1.wav

06:21
08:51
08:14
12:00
08:35

08_4.txt
08_5.txt
08_6.txt
08_7.txt
09_1.txt

ses-009
ses-009

2
3

09_2.wav
09_3.wav

11:14
08:21

09_2.txt
09_3.txt
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Table B.1: Stimulus information (continued)
session

run

audio_filename

duration

txt_filename

ses-009
ses-009
ses-009

4
5
6

09_4.wav
09_5.wav
09_6.wav

06:41
05:53
08:45

09_4.txt
09_5.txt
09_6.txt

ses-010
ses-010
ses-010
ses-010
ses-010

1
2
3
4
5

10_1.wav
10_2.wav
10_3.wav
10_4.wav
10_5.wav

09:31
06:29
10:28
07:25
10:59

10_1.txt
10_2.txt
10_3.txt
10_4.txt
10_5.txt

ses-010

6

10_6.wav

05:54

10_6.txt
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B.2

Literary appreciation questionnaire
Table B.2: Literary appreciation questionnaire
question
I thought this was a good story
I thought this story was ... Beautiful
I thought this story was ... Boring
I thought this story was ... Deeply moving
I thought this story was ... Entertaining
I thought this story was ...
I thought this story was ...
I thought this story was ...
I thought this story was ...
I thought this story was ...

Funny
Interesting
Ominous
Sad
Suspenseful

I thought this story was ... Tragic
I thought this story was ... Witty
I thought this story was ... Captivating
I thought this story was ... Special
I was constantly curious about how the story would end
I thought it was fun to read this story
I want to read the story again sometimes
I thought the story was written well
I rather did not want the story to end
I would recommend this story to somebody else

B.3

Evoked responses per session

Figures B.1, B.2, and B.3 below show the evoked responses (as described
in Section 4.4.2) for the remaining sessions in the dataset (sessions 2
through 10).

Figure B.1: Analysis of evoked responses for subject 1, sessions 2 through 10. Line plots show the
averaged source time courses (ERFs) for all brain parcels (each line represents a brain parcel). Time
point 0 on the time axis indicates a word onset. The source topographies show the distribution of
activations designated by the orange dashed line in the ERF time courses on the right. We selected
the time points that approximately correspond to the peak activation of the earliest component
post word-onset. For visualization purposes, we display the absolute value conversion of the
amplitude of the source time courses (as the polarity of source-reconstructed time series is not
straightforwardly interpretable).

Figure B.2: Analysis of evoked responses for subject 2, sessions 2 through 10. Line plots show the
averaged source time courses (ERFs) for all brain parcels (each line represents a brain parcel). Time
point 0 on the time axis indicates a word onset. The source topographies show the distribution of
activations designated by the orange dashed line in the ERF time courses on the right. We selected
the time points that approximately correspond to the peak activation of the earliest component
post word-onset. For visualization purposes, we display the absolute value conversion of the
amplitude of the source time courses (as the polarity of source-reconstructed time series is not
straightforwardly interpretable).

Figure B.3: Analysis of evoked responses for subject 3, sessions 2 through 10. Line plots show the
averaged source time courses (ERFs) for all brain parcels (each line represents a brain parcel). Time
point 0 on the time axis indicates a word onset. The source topographies show the distribution of
activations designated by the orange dashed line in the ERF time courses on the right. We selected
the time points that approximately correspond to the peak activation of the earliest component
post word-onset. For visualization purposes, we display the absolute value conversion of the
amplitude of the source time courses (as the polarity of source-reconstructed time series is not
straightforwardly interpretable).
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