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1
G ENERAL INTRODUCTION
During the past 80 years natural sciences have been carried by a wave of
ever more powerful computing machinery. This wave has not been limited
to storing more data or processing more numbers. In particular, the fields
of artificial intelligence (AI) and cognitive science would not exist without
the mathematical theory of computation (Turing, 1936), access to large-scale
computation through programmable machines and the thought framework
both provided. This thought framework assumes deterministic faultless behaviour, which was the requirement for the reliable large-scale calculations
that the computer had been engineered for. The ability to perform a similar
diversity of computation, speed and scale of calculation is no ability our
own biological minds have evolved to. In fact, Konrad Zuses motivation for
building the Z1 was that he considered engineering calculations too tedious
with his biological brain. One insight underlying computer machinery was
that the tasks they should perform did not require understanding the mathematical concepts for which humans learn or have intuitions. The requirement
was that they could be formulated in deterministic algorithms, recipes for
mechanical symbol manipulation.
As such features were seen as competitive superiority rather than limiting
difference, computing machinery suddenly appeared to make the human
mind obsolete. The mechanical computer rapidly replaced the centuriesold profession of the human computer, essentially outperforming biological
calculation in the moment they were built. Influenced by this observation,
early artificial intelligence and cognitive science researchers focused on
problems that were similarly difficult to perform with their biological brains,
such as chess and theorem proving through symbolic manipulation (Newell
and Simon, 1956), assuming all biological computation to follow the same
3
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principles as the computer. While they achieved rapid successes in several
specialized tasks, most pioneers did not realize the difficulty of solving
problems their brains performed at ease with mechanical computers, most
notably visual perception.
Seymour Papert famously offered a summer student project covering
the solution of figure-ground separation, surface extraction and object recognition (Papert, 1966), all to be solved within two months. Similarly, the
perceptron achieved rapid successes as a model for visual perception, but
would not function beyond simple toy problems due to its simplicity.
It took many years of continued study of biological vision, involving
the discovery of receptive fields, learning processes for even basic feature
detectors, simple and complex cells and hierarchical organization; and
then decades of computational neuroscience research until the neocognitron (Fukushima, 1980) was proposed as a model of the visual system. It
employed several necessary features such as translation invariance and receptive fields in a single model. Then it took the availability of massive
visual databases (Deng et al., 2009) and high-end computing power until
this decades-old problem of object classification eventually saw a breakthrough with Krizhevsky et al. (2012), who in principle used the original
convolutional neocognitron model trained on large amounts of data.
This breakthrough has lead to more than the current AI revolution, it
also rekindled interest of cognitive neuroscience into neural networks. It
could quickly be discovered that recent convolutional (recurrent) neural networks trained on large image databases learned layer-wise representations
with high similarity to information processing along the ventral and dorsal
streams (Güçlü and van Gerven, 2015a; Agrawal et al., 2014; Yamins et al.,
2014; Khaligh-Razavi and Kriegeskorte, 2014; Güçlü and van Gerven, 2015b;
Cichy et al., 2016; Eickenberg et al., 2016; Cadena et al., 2019a). The human
auditory system could be modelled in a surprisingly similar way (Güçlü
et al., 2016; Kell et al., 2018). Within few years this has lead to a paradigm
shift in research on sensory processing (Kriegeskorte, 2015; van Gerven, 2017;
Lindsay, 2020). The research field has advanced towards benchmark data
sets for brain similarity, testing alternative objective functions, and recording
massive data sets so that these representations from modern neural networks
can be trained directly on brain activity. Solving questions such as what the
objective underlying sensory systems is, and how this objective is solved (Olshausen, 2013) appears to be within touching distance now. It also provided
the field of artificial intelligence with reassurance that they might be on the
right track.
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This thesis covers this particular area of links between human and machine vision, with one chapter additionally applying modern machine learning to the problem of reconstructing visual perception. The last chapter
introduces a framework for neural system identification, where representations are learned directly from brain activity on a large data set.
In the following we provide brief descriptions of concepts underlying
the research presented in this thesis.

M ODELLING C ONCEPTS
A RTIFICIAL NEURAL NETWORKS
An artificial neural network is a simplification of learning and interaction
between individual biological neurons. This model category was invented
with the aim of capturing the computational stage of neural information
processing. They are learning models by adjusting their weights towards
extracting the most useful information from the input data for solving the
imposed task (objective function).
Input data is represented in a vector of numerical values x ∈ Rn . The input
data is transformed into a representation of the task solution in numerical
values y . The network consists of weights W(l ) (with h (l ) rows representing
(l )
weights for every hidden unit) and biases b(l ) ∈ Rh for every layer l , learned
from exposure to the data, and of a definition of the underlying fixed architecture, which in the case of multi-layer neural networks is a series of
point-wise non-linearity applications resulting in layer-wise transformations
of the input (representations) r(l ) . Non-linearities g (x) are a functional requirement of multi-layer neural networks with intermediate representations,
as without them a series of linear weight applications would be equivalent
to a single-layer neural network.
The simplest neural network, the perceptron – a weighted sum of the
inputs with an attached sigmoid non-linearity – is described by the following
equation:
y = g (Wx + b)

(1.1)

where g (x) = 1/(1 + exp(−x)) is the sigmoid function. The forward pass of
a basic multi-layer neural network, a two-layer multi-layer perceptron is
completely captured inside the following equation:
¡
¡
¢
¢
y = g W(2) g W(1) x + b(1) + b(2) .

(1.2)

A multi-layer neural network contains at least one hidden node. Here the
non-linearity g (x) is the sigmoid function, which has originally been biologi-
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cally inspired. Non-linearities have been widely studied, with preferences
usually driven by scalability (engineering) requirements. The sigmoid nonlinearity for instance often leads to vanishing gradients in practice, which
has resulted in their abandonment in favour of rectifying non-linearities
g (x) = max(0, x).
The neural networks presently most successful in object recognition tasks,
and thus also the neural networks used in this thesis assume rate-based
neural coding. Spiking neural networks can alternatively reflect temporal
coding, but do not show similar success and adoption at the moment.
C ONVOLUTIONAL NEURAL NETWORKS
The multi-layer perceptron fails at visual recognition beyond toy examples
because it is too simplified, processing the whole input at once. It is capable
of learning to recognize basic patterns such as the MNIST characters, but
will learn blurred templates across the whole image since it would otherwise
fail due to translation invariance.
Modern convolutional neural networks are a machine-learning focused
implementation of the neocognitron. Their defining property is the application of small shared weight patches (feature kernels) across the image using
the convolutional operation ∗. A 2D convolution of a kernel k applied to all
locations of an input image x can be formulated as:
k ∗ x(m, n) =

M
X

N
X

k(i , j )x(m − i , n − j ) .

(1.3)

i =−M j =−N

The object recognition task is usually solved with a linear layer on top of
the hierarchy of transformations, and a softmax nonlinearity that results in
class probabilities. Applying each of the weight patches to the input results
in the derivation of feature maps (two-dimensional for images) for each
weight, which form the input of the succeeding convolutional layers. This reflects receptive fields in biological visual systems, and the low-level features
modern convolutional networks learn on images are indeed simple Gabor
edge detectors, among various others. The fact that convolutional networks
are able to learn feature detectors known to exist in the visual system from
plenty of naturalistic data, while following architectural principles of the
visual system; and actually representing the current best object detectors is
the main drive behind interest of cognitive computational neuroscience in
this research.
After neural networks were unpopular in research for long time, the sudden success of a convolutional neural network on the recently established
ImageNet large-scale object recognition challenge (Krizhevsky et al., 2012)
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started the current wave of AI research. The missing ingredients preventing
earlier successes of convolutional neural networks were, next to few architectural choices, the mere availability of large data sets and high-performing
computing units. Within just few years modern neural networks turned out
to be the current best model for tasks easily solved by humans, but considered difficult for machines – such as object recognition, speech transcription,
scene segmentation, machine translation, speech and image synthesis. They
also solved several games in domains were humans still outperformed machines, such as Go. Many of these networks have now entered commercial
application, so continued improvements are likely.
In this thesis, pretrained modern convolutional neural networks are used
as computational models of visual perception (chapters 2 and 5), and for
decoding (reconstructing) visual perception from brain activity (chapter 3).
O BJECTIVE FUNCTION
The objective function E (y, t) of a neural network is a description of its goal.
This goal is formulated in an error function that measures how much the
current output of the network y deviates from a desired output t. The errors
returned by the objective function are the key to adjusting (learning) the
network weights via gradient descent using backpropagation. A goal could
be a regression problem, formulated with a mean squared error over multiple
outputs n :
E (y, t) =

N ¡
¢2
1 X
t(n) − y(n)
.
N n=1

(1.4)

Another common goal is object classification, which is usually formulated
inside the cross entropy error function. For N classes it can be formulated as:
E (y, t) =

N
¡
¢ ¡
¢
¡
¢
1 X
−t(n) log y(n) − 1 − t(n) log 1 − y(n) .
N n=1

(1.5)

M EASURING HUMAN BRAIN ACTIVITY
Two neuroimaging modalities have been used for this thesis, and they will be
briefly introduced in the following. Chapter 2 uses magnetoencephalography.
Chapters 3, 4 and 5 use functional magnetic resonance imaging.
MEG
Highly sensitive magnetometers can record electrical brain activations by
measuring their magnetic fields inside a carefully shielded room. The

1
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method is in principle measuring the same neural activity as EEG, however does not suffer as much from distortion of the signal when it is passing
the skull and the scalp, which leads to promising spatial resolution. MEG
seems to be a good measure for cortical processing as the most likely signal
detected with it are activations of pyramidal cells perpendicular to the cortical sheet. It is the most time-accurate and direct handle on their activations.
F UNCTIONAL MRI
Functional magnetic resonance imaging (fMRI) is the current only non-local
neuroimaging technique achieving high spatial localization, and is thus most
suitable for studying temporarily relatively persistent activation patterns
across cortical maps. It measures the blood-oxygen-level dependent (BOLD)
contrast, which is coupled to energy consumption in a specific cube of brain
tissue (voxel). Its large disadvantage is its low temporal accuracy. The peak
of the BOLD signal occurs after about 5 seconds, and the acquisition of
whole-brain fMRI images can take seconds as well. Signals from presenting
images or videos in tolerable speed are bound to overlap. With core object
recognition completing between 150 ms and 200 ms after image onset the
success of using fMRI measurements for studying the patterns of visual
processing should be considered astonishing.
Outlook The projects in this thesis concern with the idea of using representations from modern convolutional neural network techniques in conjunction
with system identification / encoding models in order to study information
processing in the brain. In a second angle the powerful new neural network
techniques are used for decoding in order to examine how much perceptual
information can be recovered from brain activity.

9

C HAPTER OVERVIEW
The thesis consists of the following projects:
Convolutional neural network-based encoding and decoding of visual object recognition in space and time shows that representations from
a modern convolutional neural network trained for object recognition reflect
the spatio-temporal visual information processing hierarchy in humans, as
measured in MEG and using the encoding model framework.
Generative adversarial networks for reconstructing natural images
from brain activity applies recent advances in neural network-based generative models to the idea of reconstructing perceived images from brain
activity.
A large single-participant fMRI data set for probing brain responses
to naturalistic stimuli in space and time describes the recording of a large
single-participant data set of a whole brain responding to spatio-temporal
visual and auditory information, with the aim of providing sufficient data
for training modern neural networks directly on brain activity.
Neural system identification with neural information flow introduces
a new framework for training modern neural networks end-to-end on brain
activity, depicting neural information processing systems between multiple
areas within the architecture itself. Using the prediction of brain activity
in response to experimental conditions as the objective function, the model
learns the underlying hierarchy of cognitive information processing. In this
way we remove biases introduced by training on external data bases and
human-defined objective functions and get closer to the true optimization
goals of biological information processing systems.

1
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C ONVOLUTIONAL NEURAL
NETWORK - BASED ENCODING AND
DECODING OF VISUAL OBJECT
RECOGNITION IN SPACE AND TIME
K. S EELIGER , M. F RITSCHE , U. G ÜÇLÜ , S. S CHOENMAKERS ,
J.-M. S CHOFFELEN , S. E. B OSCH , M. A. J. VAN G ERVEN

Representations learned by deep convolutional neural networks (CNNs) for object recognition are a widely investigated model of the processing hierarchy in the human visual
system. Using functional magnetic resonance imaging, CNN representations of visual
stimuli have previously been shown to correspond to processing stages in the ventral
and dorsal streams of the visual system. Whether this correspondence between models
and brain signals also holds for activity acquired at high temporal resolution has been
explored less exhaustively. Here, we addressed this question by combining CNN-based
encoding models with magnetoencephalography (MEG). Human participants passively
viewed 1000 images of objects while MEG signals were acquired. We modelled their high
temporal resolution source-reconstructed cortical activity with CNNs, and observed a
feed-forward sweep across the visual hierarchy between 75–200 ms after stimulus onset.
This spatiotemporal cascade was captured by the network layer representations, where the
increasingly abstract stimulus representation in the hierarchical network model was reflected in different parts of the visual cortex, following the visual ventral stream. We further
validated the accuracy of our encoding model by identifying stimuli in a held-out set of viewed
objects, achieving state-of-the-art decoding accuracy.
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2.1. I NTRODUCTION

2

Automatic object recognition has been a long-standing and difficult research
problem in computer vision. A few years ago, driven by the availability of
large-scale computing and training data resources, automated object recognition has reached and surpassed human-level performance. The most
successful object recognition models by far are deep feed-forward convolutional neural networks (CNNs), which can learn statistical properties of
structured data such as natural images well (Schmidhuber, 2014).
CNNs can be seen as an abstraction of rate-based coding in biological
neural circuits (Dayan and Abbott, 2005) and are inspired by the anatomical
wiring of the visual system as a hierarchy of processing stages (Felleman and
Van Essen, 1991). Receptive field properties become increasingly complex
higher up in this visual hierarchy. That is, receptive fields in striate cortex respond to oriented bars in the visual input (Hubel and Wiesel, 1959), whereas
receptive fields in inferior temporal cortex respond specifically to complex
object properties. This is very similar to CNNs, which learn simple edge
detectors in early layers and more abstract object features in higher layers.
CNN-like architectures have been motivated from a neuroscientific point
of view with the introduction of the Neocognitron by Fukushima (1980).
This early model was already invariant to scale, translation and deformation;
three major requirements of object recognition.
Another biological inspiration of contemporary CNNs is that their feature detectors (receptive fields) are learned from natural data (the natural
environment) instead of using hand-engineered (a-priori) detectors. In addition, CNNs are capable of learning other types of feature detectors that
are not considered by hand-designed (e.g. purely Gabor) models, but appeared in theoretical contemplations about visual system representations
(e.g., see Zeiler et al. (2010) ). Similarly, in biological systems even the earliest
cortical receptive fields will only exist if the organism has been exposed to
certain visual environments in a critical learning period after birth (Blakemore and Cooper, 1970; Hubel and Wiesel, 1970). Using a universal learning
algorithm throughout the hierarchy, almost all of these object recognition
networks learn Gabor-like feature detectors in their lowest layer, similar to
what is known about the response properties or neuronal populations in
V1 (Hubel and Wiesel, 1959).
Comprehensive reviews of the use of state-of-the-art neural networks
for probing neural information processing can be found in (Kriegeskorte,
2015; van Gerven, 2017; Yamins and DiCarlo, 2016). While some studies
have also focused on the dorsal visual stream (Güçlü and van Gerven, 2015b;
Eickenberg et al., 2016) and auditory stream (Güçlü et al., 2016) representa-
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tions, most CNN-based investigations of neural processing have focused on
understanding representations in the visual ventral stream (Yamins et al.,
2014; Khaligh-Razavi and Kriegeskorte, 2014; Güçlü and van Gerven, 2015a).
The similarities between biological and CNN object representations have
mainly been studied with functional magnetic resonance imaging (fMRI),
using either the encoding model framework or representational similarity
analysis (RSA).
However, object recognition is a rapid process: discriminative information exists as early as about 100 ms after stimulus onset (Thorpe et al.,
1996; van de Nieuwenhuijzen et al., 2013; Clarke, 2014). The seconds-long
temporal delay and indirect nature of the fMRI BOLD signal therefore prohibit the investigation of how the network hierarchy sequentially represents
stimulus features across time and throughout anatomical structures. An
alternative approach is to combine CNNs with electrophysiological measurements of neuronal activity such as electroencephalography (EEG) or
magnetoencephalography (MEG) to probe the dynamics of object processing
in the human brain. This approach was pioneered by Cichy et al. (2016);
Cichy and Teng (2016), where RSA was used to show a correspondence
between CNN layer representations and neural representations across space
in fMRI and time in MEG.
In this study we expand on this work and used the encoding model framework to probe how CNN-based representations are expressed in space and
time across the cortical surface using MEG. We encoded source-reconstructed
brain activity in response to the single-pass presentation of a large, varied
set of object images using the VGG-S CNN architecture (Chatfield et al.,
2014), pretrained on the ImageNet competition database. We show that the
different layers of the CNN hierarchy can be mapped onto separate regions
in the visual cortical hierarchy in space and time, and are able to model
neural activity developed as early as 45–75 ms after stimulus onset. Furthermore, we demonstrate that the developed encoding model can be used to
identify (decode) the perceived stimuli from MEG measurements, even at
the single-trial level and after stimulus offset. This indicates the possibility
of future investigation of imagery-related processing (Horikawa et al., 2013;
Naselaris et al., 2015).

2.2. M ETHODS
Here, we first give a brief overview of the ideas behind our experimental
design, followed by a description of data preprocessing, source modeling,
anatomical alignment, the feature transformation of the stimuli and our
encoding and decoding procedures in complete detail.

2
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2.2.1. E XPERIMENT OVERVIEW

2

AND RATIONALE

In brief, we presented 1000 images of well-identifiable natural objects to each
of 15 participants while we recorded the magnetoencephalogram. A random
subset of 50 images was repeated 10 times (validation set ), i.e. once in each
block of 145 images, while the majority of 950 images was presented once
(estimation set ). There was no specific task, and the participants were asked
to passively view the images. The design of each 3 seconds-long trial is
illustrated in Figure 2.1. The extended post-stimulus fixation period allowed
us to study sustained representations and decodability in the absence of
the stimulus. The validation set was used to obtain a cleaner estimate of
the event-related fields. Focusing on the variety of stimuli comes at the
cost of not being able to obtain clean event-related fields for all of them,
but is generally more beneficial for sampling as much of the feature space
used for estimating the encoding model as possible given a relatively short
experimental session.

Figure 2.1: Design of individual trials. Images of objects were presented for 600 ms, preceded
and followed by fixation periods. Participants could blink between each fixation. The experiment
consisted of 1450 trials of 3 s length, resulting in 72 minutes of MEG acquisition time per
participant.

The experimental design and data analysis follows the idea of system
identification via encoding models (Wu et al., 2006; Gallant et al., 2011;
Naselaris et al., 2011). Naturalistic stimuli were chosen under the assumption
that sensory systems have evolved to be optimally adapted to the specific
statistics of natural scenes (Bell and Sejnowski, 1997). The computational
goal of arriving at invariant cortical representations of objects is believed to
be realized by transforming the retinal input through a series of nonlinear
processing steps in the ventral stream. The resulting representations are
assumed to be reflected in characteristic patterns of brain activity and to
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be discoverable by using candidate representations to predict brain activity
within an encoding model framework. Candidate representations were taken
from the learned hierarchy in a state-of-the-art feedforward CNN (VGG-S
from Chatfield et al. (2014)), trained on natural photos with the objective
function of object classification. Similar to what we know about biological
visual systems, these networks start their feature detection hierarchy with
low-level edge detectors and arrive at an invariant object representation.
In-between these steps are intermediate learned representations of rising
complexity.
To link neural networks to patterns of brain activity, we modelled cortical
source activity from the MEG sensor activity using source reconstruction on
individual brain surface models. Next, for each participant we developed a
source-wise encoding model, predicting the modelled source activity globally
using CNN representations. The encoding model uncovers when and where
cortical activity is similar to these representations. The resulting encoding
model can also be used for decoding, where the most likely stimulus is
selected from a set of candidate stimuli based on observed brain activity.

2.2.2. E XPERIMENTAL DESIGN
S TIMULI
The presented natural images were mainly selected from the Bank of Standardized Stimuli (BOSS), and partly from Amsterdam Library of Object
Images (ALOI) databases (Brodeur et al., 2010, 2014; Geusebroek et al., 2005)
and from the author’s own collections. The BOSS database was standardized
towards non-ambiguous identification or naming agreement. We chose a
subset of images that could be classified correctly or similarly within the
set of five most probable output classes of the VGG-S neural network. With
the aim of obtaining 1000 classifiable stimulus images, we took 905 images
from the BOSS database and chose the remaining 95 from the ALOI database
and the author’s collections. For all images, the monochrome white or black
background was changed to middle grey to reduce visual strain. From the
1000 images, a random subset of 950 images was presented once and will be
referred to as the estimation set. Its function was to sample the representation spaces as comprehensively as possible in an experiment using a wide
range of different natural stimuli. The remaining 50 images were repeated
10 times throughout the experiment and are referred to as the validation set.
It amounted to approximately one third of the presented stimuli and was
used to obtain event-related fields (ERFs) with a higher signal-to-noise ratio
in order to report encoding and decoding performances. When using the

2
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validation set, we averaged single-trial source time courses over up to 10
trials of a stimulus, i.e. those that were not rejected during preprocessing.
Similarly, the first presentation of an image of the validation set (a single
trial from this set) was its first trial that was not rejected. The validation
set was held out from training, and significance or the optimal layers were
determined by cross-validating on the estimation set.
T RIAL DESIGN AND EXPERIMENT REGIME
Each three-seconds long trial contained the presentation of one stimulus
image for 600 ms, which was presented spanning 8 degrees of the visual
field together with a black fixation point in the centre. Before and after the
presentation there were phases of 400 ms (partly used as activity baseline)
and 1000 ms (post-stimulus period) respectively in which just the fixation
point was shown. Participants were allowed to blink within a 1000 ms period
after each trial that was indicated by the absence of a fixation point. The total
inter-stimulus interval was 2400 ms. See Figure 2.1 for the trial structure.
The experiment consisted of 10 blocks 145 images each, with a block
duration of 435 s. Each block contained one complete repetition of the 50
images in the validation set. The validation set images were randomly
permuted between the block’s estimation set images. The sequence was
different for every participant. After each block we talked to the participant,
allowing time for rest.

2.2.3. E XPERIMENTAL PROCEDURE
PARTICIPANTS
We recruited our participants through the Research Participation System
of Radboud University. The recruitment system prescreening excluded
participants with any kind of permanent metallic implants or components,
as well as those with brain-related health problems. We acquired recordings
of 15 participants (3 male) aged 20 to 37 years (mean age: 25.2, median: 24).
The participants gave written informed consent in accordance with the
Declaration of Helsinki. The study was approved by the local ethical review
board (CMO region Arnhem-Nijmegen, The Netherlands) and was carried
out in accordance with the approved guidelines.
MEG SYSTEM SET- UP
Participants were sitting in a 275-channel whole-head MEG system (CTF Systems Inc., Port Coquitlam, Canada) in a dark magnetically shielded room. We
recorded the magnetoencephalogram at 1200 Hz. The stimuli were presented
using an LCD projector, which lead to a quasi-instantaneous presentation
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with less than 1 ms delay. To maintain magnetic shielding, the projector
was set up outside the magnetically shielded MEG scanner room, and the
image was back-projected onto a translucent screen inside the scanner room
with two mirrors. To present the experiment we used the stimulus software
Presentation (Neurobehavioral Systems, 2016, www.neurobs.com) on a
Windows 7 system, with cautious system settings such as reduced network
communications. MEG and additional data recordings (stimulus triggers,
electro-oculogram, eye tracker data) were collected in multi-channel data
files on a real-time CentOS system. Head localization was done on this system as well. Head tracking for manual position correction was done on an
additional NeuroDebian system in Matlab with the algorithm described
in (Stolk et al., 2013).
PARTICIPANT PREPARATION
Before the experiment participants received information about the nature
of the data recording modalities and reasons for avoiding movements and
metallic objects in the scanner. They were asked to wear contact lenses in
case of myopia, not to wear eye make-up on the MEG recording day and
avoid scheduling MRI recordings during the previous few days. Participants
were provided with non-magnetic clothes.
Electrodes were attached to the right collarbone and lower left rib, recording the electrocardiogram (ECG) to facilitate removing the heart signal noise
in the MEG. Saccades and eye blinks were measured with an SR Research
Eye Link 1000 (SR Research, Ottawa, Canada) eye tracker. In addition,
we recorded the vertical and horizontal electro-oculograms (EOG) by two
pairs of electrodes placed above and below, and lateral to both eyes, respectively. The ground electrode for EOG and ECG was attached behind the
left ear. Head localization coils were attached to the nasion, and to a set of
ear molds that were placed in the left and right ear shell. Participants were
provided with neckbands to support their head position, and instructed
about ways to minimize movement. After being seated in the scanner they
had ten to twenty minutes to find a comfortable position while other system components were initialized. Light was dim and light conditions were
consistent for all participants. Potential unknown magnetization or metallic
objects were excluded by visually inspecting the MEG signal while participants were following movement instructions. Communication between
participant and control room was sustained with an intercom system and
scanner room video monitoring.
After the MEG session we acquired structural MRI scans from our participants in order to construct anatomically realistic volume conduction models
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and detailed cortically constrained source models. Fiducial positions inside
the MEG and MRI were assured to be identical using matching sets of ear
molds. Vitamin E capsules, attached to identically shaped MRI earmolds,
made visual localization in the T1 scans possible.
S TIMULUS TASK
Participants were instructed to fixate in the centre of the visual field (fixation
point) and to only blink during the phases where this fixation point disappeared from the screen. They were informed about the purely passive nature
of the experiment and about the importance and potential loss of attention
throughout the sessions, which they were asked to resist or report so they
could recover. At the end of each block one single image was presented.
To complete the block, the participant had to decide with a button press
whether she had seen this image within the previous block or not. Before
starting a new block we asked them to adjust their current position relative
to their original one using real-time head tracking which is available at our
MEG system (Stolk et al., 2013).

2.2.4. D ATA

PREPROCESSING

Data preprocessing and source reconstruction was done using the toolbox
FieldTrip for EEG- and MEG analysis (Oostenveld et al., 2011)1 . Preprocessing steps in this section are described in the order they were applied to
the data. The data was filtered with a DFT filter to remove 50 Hz line noise
and its harmonics at 100 Hz and 150 Hz, with a data padding of 10 s. We
then extracted trials from the data and corrected the baseline on a trial-bytrial basis by subtracting the average of –250 ms to –50 ms before stimulus
onset. A trial was defined as the time period spanning the presentation of
the fixation dot, that is from –400 ms to 1600 ms around image onset. We
downsampled the data to 300 Hz to numerically stabilize the subsequent Independent Component Analysis (ICA). Before ICA, trial summary statistics
were visually inspected and trials with overly high variance and kurtosis
were rejected. This served as an initial detection of eye blinks and other
muscle movements (Delorme et al., 2007). Muscle artefacts were searched for
specifically in a second round of visual inspection, for which the data was
high-pass filtered at 100 Hz. In addition to the manual rejection, trials were
rejected with an automated function when a z-scaled sample from at least
one of the channels exceeded a threshold of five units of standard deviation
during stimulus presentation. We went through this procedure in a conserva1 Build: October 27th 2016, git -short hash 458858a

www.ru.nl/neuroimaging/fieldtrip
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tive manner and had to reject 2–10% of the trials for each participant due to
various kinds of muscle movements. Subsequently, ICA was applied on the
cleaned data to identify the cardiac component and residual physiological
artefact components (related to eye blinks and movements). These components were identified by visual inspection, and their corresponding sensor
topographies were projected out of the data. After this we inspected the data
visually once more to reject trials with potential artefacts and movements,
with the same procedure as before running the ICA. The cleaned 300 Hz data
was then once more baseline corrected with a window of 250 ms to 50 ms
before the trial, and as a final step mildly low-pass filtered at 100 Hz. In this
sense we did not smooth the sensor signal further and left higher frequencies
intact. We did not perform motion correction on the MEG data, relying on
participants maintaining their position with the help of the head tracking
algorithm.

2.2.5. S OURCE ESTIMATION PROCEDURE
P REPROCESSING OF THE ANATOMICAL MRI S
The anatomical MRI images were processed to create individual cortically
constrained source models, and volume conduction models for source reconstruction. To this end, we registered the T1-weighted MRI images to the
CTF coordinate system by manually locating the fiducial markers. The right
hemisphere could be identified with an external additional marker in the
scans for all participants but one, for which we reverted to the orientation of
the majority of scans.
For the creation of the source models we used FSL, FreeSurfer and HCP
workbench. We performed skull stripping on the T1 scans with the Brain
Extraction Tool (BET) (Smith, 2002) of FSL, with the threshold set at 0.5.
We then ran the FreeSurfer surface reconstruction pipeline up to the segmentation of the white matter. White matter segmentations were visually
inspected for artefacts, e.g. slabs of dura being misclassified as white matter. We manually removed such misclassified voxels from the segmented
images with a visual tool. Subsequently, the surface-based part of the standard FreeSurfer recon-all pipeline was run. These steps resulted in a
high resolution left and right hemispheric surface mesh for each participant.
These meshes were subsequently surface-registered to a template mesh with
164,000 vertices per hemispheres, and downsampled to a resolution of 4002
vertices per hemisphere, using HCP workbench. We excluded vertices in the
midline (corpus callosum and brainstem) for further analysis, so our final
meshes contained 7344 dipole locations across both hemispheres.
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We created a single shell volume conduction model, describing the inner
surface of the skull, using standard FieldTrip functionality. The forward
model (leadfield) was computed using the method described in (Nolte, 2003).

2

A NATOMICAL PARCELLATION LABELS
In order to get an idea of the anatomical structures corresponding to the
sources we matched individual sources on the meshes with anatomical
structures from the cortical parcellation from (Glasser et al., 2016) as available
in Human Connectome Workbench (Van Essen et al., 2013).
S OURCE ACTIVITY RECONSTRUCTION
Single-trial time courses of source activity were computed using LinearlyConstrained Minimum Variance (LCMV) Beamformers (Van Veen et al., 1997)
using FieldTrip. This solution to the ill-posed inverse problem assumes
independent activity of individual sources. It obtains the spatial filter s i of a
source by solving
s i = (l iT Σ−1 l i )−1 l iT Σ−1

(2.1)

where Σ is the sensor data covariance matrix and l i are the elements of
the lead field matrix that are estimated for each dipolar source position.
The covariance matrix was estimated on all trials and regularized with a
diagonal matrix with a value of 5% of the average sensor variance. The
location-specific leadfields were norm-normalized in order to account for
the beamformer’s characteristic depth bias. The reconstructed 3D dipole moments were projected onto the orientation with the largest variance, leading
to one-dimensional time courses for each dipole source.
S OURCE RESPONSES
The linear regression models learned to predict the response of a source
within a specific time slice after stimulus onset (see Section 2.2.6). After
estimating activity based on the spatial filters and sensor activity X we were
left with a sampling rate of 300 Hz per source and trial. To obtain an estimate
of the response of each source at a specific time after stimulus onset we
binned this signal into consecutive time windows of 30 ms by averaging the
signal. The underlying assumption is that visual information is encoded by
the population firing rates of the underlying neuronal populations. These
amplitude averages over time windows are subsequently referred to as
source responses and were used for encoding analysis. As encoding models
are trained to predict a single source response for a specific time window
(see below), correlations between predicted and measured source responses

23
are taken across stimuli and for specific time windows. Thus when e.g.
estimating model performance on the validation set we would predict the
responses of one source for all stimuli for one specific time window (e.g.
75-105 ms) and get the correlation with the measured response. We then
obtain the validation set model performance for the time window 75–105 ms,
measured in correlations for every source. We obtain correlations for each
time window in this way, which results in the validation set performance
over time.

2.2.6. E NCODING MODEL
We used the encoding model framework as described in Naselaris et al.
(2011), which tests the similarity between a hypothesized encoding- and
brain representation: Input stimuli are transformed into a linearising feature
space (the encoding), which is used for predicting source-wise brain activity
with linear regression models. Similarity is then estimated by evaluating
their predictive power on a held-out test set. As a consequence these feature
representations are required to have a direct (linear) relationship with the
actual brain activity, which supports interpretability. The linearizing requirement also ensures that there are no implicit nonlinearities learned with
more powerful machine learning predictors, i.e. nonlinearities are all explicit
within the designed feature space. The power of voxel-wise encoding for
both understanding brain representations and for decoding perception from
brain activity has been demonstrated before (Naselaris et al., 2011).
F EATURE TRANSFORMATION
Representation vectors for the stimulus set were obtained in the same way
as in Güçlü and van Gerven (2015a). As in this paper, we used the pretrained
version of the Chatfield et al. (2014) VGG-S neural network, pretrained
on the ImageNet database (version for MatConvNet (Vedaldi and Lenc,
2015)). VGG-S is an improved AlexNet-like network, which means it is
similar in architecture to the 8-layer network (Krizhevsky et al., 2012) which
was fundamental for the current wave of neural network research. Every
stimulus image n was passed through the 5 convolutional layers (referred
to as layers 1–5) and 3 fully connected layers (referred to as Layers 6–8) of
this network. Layer representations of the stimulus image were extracted
at the pooling or rectified linear unit (ReLU) layers. The obtained feature
maps were flattened to a single representation vector per layer, and then
standardized to zero mean and unit variance for each feature across the
sample dimension. This hierarchy of representations of an individual image
is our hypothesis about the hierarchy of visual system representations during
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object recognition in the human brain. We assume that this hierarchy can be
detected in MEG via the encoding model framework.

2

L INEAR MODEL AND NESTED CROSS VALIDATION
For every image n we obtained source responses y s,t at a specific time bin
t and source s in each trial in which n was presented. We also obtained a
feature representation (encoding) x n,L of this image n in each CNN layer L .
We estimated independent linear kernel ridge regression models individually
for every source, time point and deep network layer using a nested crossvalidation routine. Ridge regression was chosen to avoid overfitting these
linear regression models.
Let y s,t be a vector containing responses for every image, for one specific
sensor at one specific time bin. Let X L = (x 1,L , . . . , x N ,L )T be a N × M matrix
representing the representation vectors for each image in a specific layer L .
The linear model’s regression coefficients for a specific time bin, source and
layer βs,t ,L = (β1s,t ,L , . . . , βN
s,t ,L ) are then estimated by:
βs,t ,L = X L T (X L X L T + λI )−1 y s,t

where λ ≥ 0 is the regularization strength in ridge regression. Note that
to speed up model estimation we used the kernel formulation of ridge
regression.
The performance of each linear model is defined as the Pearson’s correlation between the measured source response and the response predicted by
the model. Since we created models for each time point and neural network
layer, each of the 7344 sources has 53 × 8 = 424 regression models and thus
prediction-activity correlation values.
These models were trained and evaluated with nested 10-fold cross
validation. Folds were selected at random from the 950 training trials. Nested
within each of these 10 cross-validation runs was one 5-fold cross validation
which was used for selecting the regularization strength λ (best λ out of
k=5 folds chosen with the procedure described in Güçlü and van Gerven
(2014)). The prediction-activity correlation coefficients on this best λ fold
were used to determine the statistically significant sources (p = 0.01 with
Benjamini-Hochberg FDR correction over all sources in a given time slice and
layer). The final selection of significant sources had to survive significance
testing and FDR correction in each of the 10 parent cross-validation folds.
Within this procedure, for a single source, performance was estimated by
taking the average of the prediction-activity correlations across all folds.
These correlation values on the estimation set were used to determine the
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best-explaining layer for each source, and for selecting those sources that can
be explained with higher correlations.
For the other (quantitative) results, encoding and decoding performances
were estimated on the validation set, with the selection of significant sources
and best-explaining layer per source estimated as described above in the
nested cross validation. The models were retrained on all data from the
single-trial estimation set for predicting responses on the validation set.
P IXEL SPACE CONTROL MODEL
Pixel-level models are known to be correlated with visual system responses
(Schoenmakers et al., 2013). We used a pixel-level model as a control model.
We resized the images to square images of 96 × 96, transformed them to
the CIE 1976 L*a*b* color space and took the flattened luminance (L)
channel as a representation. In this representation vector spatial coherence
between image columns is lost. The information contained in early VGG-S
layers will still be similar to this pixel space, but we expected that the larger
receptive fields in higher convolutional and the abstraction in fully connected
layers outperforms the pixel space model, especially in extrastriate regions.
Our results indicated that this control model was not able to predict the
responses of a substantial amount of sources for any of our subjects above
chance level.
D ECODING
We performed a decoding analysis (identification) based on our encoding
models. Decodability of an image was defined based on Pearson’s correlations between the predicted and measured source responses to this image
in a subselection of sources. The 50 images from the validation set were
used for decoding. An image was called identified if it obtained the highest
prediction-activity correlation, compared to the correlations of all other images. An image was decoded within the top-5 choice if its correlation was
among the five highest ones.
We retrained encoding models βs,t for sources and time points on the
full estimation set, using information about significance (source-wise bestexplaining layers and source-wise average prediction-activity correlations)
from the nested cross-validation on the estimation set. We further selected
sources by applying a 0.3 threshold on the average correlations from the
nested cross-validation. For these selected sources, we predicted the response
to a given image from the validation set. Responses of all sources s n,t at
time t were compared to the measured responses in the validation set (single
initial presentation or 10-times average) via correlation then.
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2.3. R ESULTS

2

This section contains encoding and decoding performances on an individual
participant basis and summary statistics on the group level. On the estimation set we estimated the encoding model, the selection of predictable
(above-chance) sources, and the optimal layers per source. Encoding and
decoding performances are shown on the validation set.
Each encoding model learned to predict the average source amplitude
within a specific τ = 30 ms time window after image onset. This time binspecific averaged activity is referred to as source response. Models were
independently trained in a mass-univariate manner, for each source (wholebrain) and each time point within a trial. This means each of these linear
models predicted the activity of a single source (source-wise) in a single
time window after stimulus onset (time-wise). The independent variables of
these regression models were the 8 different representations from the 8 layers
of VGG-S. These present our hypothesized representations for the visual
perception of static images. The underlying assumption is that predictability
of visual system source responses with regularized univariate models indicates that the tested artificial representations match the biological ones in the
visual system.

2.3.1. E NCODING OF MEG

SOURCE RESPONSES

E NCODING PERFORMANCE
Figure 2.2 shows individual mean encoding performances across all the considered models for predicting source responses. This encoding performance
was measured – as everywhere in this manuscript – based on how accurately a model for one source-timepoint combination could predict source
responses on the validation set. We could predict brain activity based on
the CNN representations for most participants. For the top four participants
(4, 12, 1 and 8) we show individual results in the following. Maps for the
remaining participants can be found in the supplementary material.
The magnitude of the prediction-activity correlations on the validation
set of the models explaining a source best is shown in Figure 2.3. The
majority of high correlations was observed around the early visual cortex.
This corresponds with findings in similar studies using fMRI (e.g. Güçlü and
van Gerven (2015a)). From a temporal perspective we observed the highest
correlations during the first 75–135 ms after image onset, and the magnitude
diminished over time. Some participants already showed predictable activity
as early as 45–75 ms after image onset.

mean correlation by repetitions
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Figure 2.2: Mean encoding performance in relation to the number of repetitions on the validation set for sources anatomically assigned to the visual cortex. The model shows considerable
mean correlations for 10 out of 15 participants. For 3 participants it is not predictive at all, and
for 2 average correlations are low. We predicted the activity for each source for the time bins
between 75 ms and 600 ms after image onset for the 50 images in the validation set (before the
75–105 ms time bin, for most subjects no source activity can be predicted). Predictive models
were trained for each source-time bin combination on the full estimation set; with significance
and optimal layers estimated during cross-validation within the estimation set. Correlations
between the predicted and the measured responses per source and time bin were then taken across
validation set stimuli. The mean shown here summarizes these correlations for sources assigned
to the visual system areas with our anatomical parcellation. The increased SNR from averaging
over repetitions improves encoding performance. However for most participants the average over
10 repetitions appears to be close to a performance plateau.

R EPRESENTATIONAL GRADIENTS
Figure 2.4 shows which of the VGG-S layers can explain each individual
source best for our top participants. Significant sources and best layers
for source-time point correlations were determined within nested crossvalidation on the estimation set (similar to Figure 2A from Güçlü and van
Gerven (2015a), adding views on the temporal dimension).
After training the model on all sources across the cortical surface, we
observed for all participants that only source responses across and around
the occipital lobe could be predicted above chance level (p < 0.01, BenjaminiHochberg FDR). In addition to this, Figure 2.4 only shows sources where
the best layer resulted in a prediction-activity correlation of more than 0.3
on the estimation set, observed as an average of the correlations from the
top-level cross validation folds. This threshold on the mean correlation over
folds was used for a subselection of results in order to focus on sources that
reach higher effect sizes, which can safely be called a meaningful similarity
of representations, instead of merely passing the significance threshold.
The maps show that all layers are expressed before the time slice starting
at 195 ms for adjacent sources in one or more specific regions. In time, the
cascade starts with Layers 1 and 2, which cover a widespread region of the
occipital lobe within 75–105 ms. Layer 2 can explain more sources than
Layer 1 for all participants at this early stage. The features of this second
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Figure 2.3: Prediction-activity correlations over time on the 10-times validation set for the
encoding models using the best-explaining layer as in Figure 2.4. Views are centered at the
occipital lobe. We show all above-chance correlations. We observe the highest correlations around
the early visual cortex, and lower correlations in extrastriate areas.
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Figure 2.4: Source-wise layer assignments over time for four participants. Views are
coronal from the posterior onto the occipital lobe. Each source-time bin combination gets assigned
the representation layer that explained it best during the nested cross-validation on the estimation
set, measured in the average correlation across all folds. Sources are shown on individual brains
based on the Freesurfer models. Non-significant sources and significant ones with low
correlations (<0.3) are discarded in these maps. The manifestation of the fully-connected layers 6
and 7 first occurs after 135 ms for most participants. Before this time convolutional layers are
expressed, starting with a widespread manifestation of layer 1 and 2 in the early visual cortex
region. After the expression of fully connected layers for some, but not all participants we see
sustained activity, here shown for the time bin 405-435 ms. The colormap was chosen to reflect
the division between convolutional and fully-connected layers.

convolutional layers
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layer are texture-like combinations of Gabor features, for instance lattices,
and have slightly larger receptive fields than Layer 1. Layer 1 in contrast
predominantly represents small Gabor-like features, resembling striate cortex
receptive fields. The nature of the MEG signal and how we recorded and
analyzed it may not lead to detecting single striate cortex receptive fields,
which could be the reason that the compositional nature of Layer 2 is a better
explanation for striate cortical surface responses.
The layers progress towards extrastriate regions that can be predicted
more accurately with higher convolutional (3–5) layers. The variability of
the maps across participants is striking. It is noticeable that several sources
that could be explained best with the low convolutional layers in previous
time slices are best explained by higher layers in later time steps.
In the time slices between 135–195 ms, Layer 6 and 7 are first expressed.
These are the first fully-connected layers, which means that they lose most
spatial information after the highest convolutional layers. They are the most
abstract representation of an image in VGG-S.
Note that as in Güçlü and van Gerven (2015a) the representation from the
softmax layer 8 is unable to explain any source optimally. Only few sources
pass the significance threshold when predicting with it, resulting in very
low prediction-activity correlations. This is not surprising, since the layer
represents a probability distribution over the 1000 categories of the ImageNet
competition, on which VGG-S was originally trained. ImageNet categories
are not defined in order to reflect real-world categories exhaustively. E.g.,
a large subset of the 1000 categories represents a specificity test on fungus
and dog species. It is possible to change the layer 8 semantic categorical
representation by fine-tuning the network towards a different ground truth
of categories, however for comparability we chose to stay with the original
state of the network.
Figure 2.5 shows the mean (A) and median (B) onset times for each VGGS layer. It is equivalent to showing the layer onsets visible in Figure 2.4 in
time. Note that due to our encoding procedure, the results presented here
have no higher temporal accuracy than 30 ms (τ), so onset times were centred
between the time boundaries and Sheppard’s correction was applied to the
standard deviations. We observe that the layer cascade follows the hierarchy
from VGG-S. Across participants all layers are traversed within 200 ms after
stimulus onset, where the mean time needed to express the most abstract
Layer 7 is 150 ms. There is a temporal gap before and after Layer 5.
Note that the convolutional feature detectors in Layer 5 are special in
that they already express complex templates of full objects. Incorporating
the special role of Layer 5, there is a temporal division between lower and
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Figure 2.5: Temporal onset of layers, average (A) and median (B) over the 12 participants for
which the encoding model was predictive. Shown is the first time bin in which the respective
layer explains at least one source best with correlations above 0.3. We indeed observe that
the hierarchy from Layer 1 to 7 is being expressed sequentially within 200 ms after stimulus
onset. The first four convolutional layers first occur within the 75–105 ms time slice. Taking
subject-wise Spearman’s ρ correlations between layer numbers and time-binned onset times
leads to an average rank correlation of 0.854 for the 10 subjects that expressed all 7 layers and
the two subject that missed layer 5 or layer 6 and 7 respectively (p < 0.001 Bonferroni-corrected,
combined over subjects with Fisher’s method).

mid convolutional layers (Layers 1–4) and the most abstract layers (Layers
5–7). This is most apparent in the median (B).
MEG has higher spatial resolution than other direct non-invasive measures of neural activity due to less skull distortion, which allows much more
accurate localization of the sources of measured activity. While the spatial
resolution is nevertheless limited, the higher resolution can lead to more
accurate localization of the anatomical origin of source activity. We linked
the source meshes to the recently introduced anatomical parcellation by
Glasser et al. (2016) using the Human Connectome Workbench software
(Van Essen et al., 2013). The 181 anatomical labels for each hemisphere were
clustered into the 22 top-level regions defined in the supplementary material
of Glasser et al. (2016), of which we focus on regions around the occipital
lobe active in visual processing (see Table 2.6).
Using this strategy, we could gain insight into the anatomical regions
where deep neural network layers were expressed over time. In Figure 2.5 we
observe that the lower convolutional layers (1–4) dominate across all regions
early in time. In contrast, the most abstract layers (6 and 7) are expressed in
and around the ventral stream and a neighbouring region named MT+ and
nearby, about 135 ms after stimulus onset. The region MT+ and nearby could
be functionally allocated to the dorsal stream given its activation during the
presence of moving geometric objects stimuli. We believe that in this regard
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Figure 2.6: Clusters of top-level anatomical regions and their visualization on inflated
and flat left hemisphere maps, according to the supplementary material of (Glasser et al.,
2016). Each source was assigned the label of its corresponding template region.
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Figure 2.7: Number of sources in an anatomical region assigned to the network layers,
averaged over participants 4, 12, 1, 8. Early convolutional layers up to Layer 4 are expressed
across all layers. The most abstract Layers 6 and 7 appear in the ventral stream and neighbouring
regions after 135 ms (sources with above 0.3 correlations).
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we demonstrate that parts of the dorsal stream express higher order visual
representations of static objects as well, similar to what was shown in Cichy
and Teng (2016) in MEG and fMRI. However, in contrast to Cichy and Teng,
we do not observe the same for the more parietal Dorsal Stream region.
S PECIFICITY OF LOW- AND HIGH - LEVEL LAYERS
Given the temporal division between convolutional and fully connected
layers visible in Figure 2.5 we investigated whether it also arose in space
over time. For this we contrasted the spatial distributions of explanatory
power of Layer 2 (a low-level convolutional layer, covering more sources
than Layer 1), Layer 4 (a high-level convolutional layer that has not reached
the object template representation as expressed by Layer 5), and Layer 6 (the
first fully connected layer). Visual and quantitative results can be found in
Figure 2.8 and Figure 2.9. Layer 4 (and other higher convolutional layers)
spread towards extrastriate regions, while showing similar predictive power
as Layer 2. The sources that could be explained by the fully-connected Layer
6 are, in contrast, more separated from those that can be explained by Layer 2.
Figure 2.9 shows how this division evolves over time. The reason for this
divide could involve different representational properties of the contrasted
representations: The fully-connected layers lose most spatial information and
can therefore be considered more translation-invariant. They also carry the
most abstract representations needed for object identification. Convolutional
layers have localized responses, and carry mostly low-level structural information. The contrasts presented here provide another indication that higher
layers (both convolutional and fully-connected) indeed explain extrastriate
visual system activity.

2.3.2. D ECODING FROM MEG

SOURCE RESPONSES

The 50 images from the validation set were used for a decoding analysis. All
encoding models were retrained on the full estimation set using significant
sources and optimal layers determined by the nested cross-validation procedure. Source responses were predicted for the 50 images in the validation set
and pairwise correlations with all measured source responses were created.
Figure 2.10 color-codes these pairwise correlations2 for participants 4, 1, 12
and 8, using averages over our ten repeated validation set responses within
75–225 ms after image onset. This time slice corresponds to the time that
2 Due to the nonlinear nature of (especially higher) Pearson’s correlations we show Fisher-

z-transformed correlations, transforming all correlations into the range [−∞, ∞] instead of
[0, 1]. A Fisher-z corrected correlation of 1.2 corresponds to an uncorrected one of 0.834 and
comparisons of difference magnitudes can be made.
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Figure 2.8: Spatial distribution of predictive power of convolutional and fully connected layers over the first 255 ms. Sources explained by early convolutional layers and fully
connected layers do not appear in the same regions. Convolutional layers explain similar regions,
with the mid-level convolutional layers spreading out into extrastriate areas. For the visualization, correlations for each layer are normalized by the highest correlation observed for each
participant and Fisher-z corrected to allow linear comparability. Correlation values for the given
layers then fill either the red or the green RGB color channel, highlighting sources were one
layer outperforms the other, and leading to a mixture (yellow) if both layers can explain a source
equally well.
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(a) Participant 4.

(b) Participant 12.

(c) Participant 1.

(d) Participant 8.

Figure 2.9: Histograms of source-wise correlation differences between higher and lower
layers |ρ̄ hi g h − ρ̄ l ow |. Fisher-z corrected correlations were used to allow linear comparability,
and normalized by the highest observed correlation for each participant (close to 1.0 for all).
Sources with low prediction-activity correlation or with similar predictability appear around
0 while source better explainable by either red or green layers in the left or right modalities of
the histogram respectively. We observe the progressing division over time into low and high
layers that we also saw in Figure 2.8. The division is more pronounced when comparing the
low convolutional to fully connected layers. Comparing only convolutional layers leads to more
sources in the central modality that represents similar explainability. This indicates a spatial
division into regions with low-level information (including spatial) and high-level, abstract
information (fully-connected, translation-invariant).
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is needed for traversing the neural network hierarchy. For all decoding
analyses we again selected the sources that reached higher correlations than
0.3 within the nested cross-validation on the estimation set.
Subject 12

Subject 1

Subject 8
measured repeated set responses

Subject 4

predicted repeated set responses (n=50)

prediction-activity correlations (fisher-z corrected):
-1.2

-0.6

0.0

0.6

1.2

Figure 2.10: Correlations (on resampled data) between predicted and measured averaged activity for four participants for the 50 images of the validation set, between 75 ms and
225 ms. Each row represents the measured source response patterns in this time slice for these
50 images, and each column the predicted source response patterns respectively. The matrix
color-codes the pairwise correlations between all predicted and measured response patterns. A
prominent anti-diagonal thus indicates that predicted and measured response patterns correspond
when comparing for the same image, and differ when comparing to all others. Sources that
reached higher average correlations than 0.3 during nested cross-validation on the estimation
set were selected for decoding. Predicted source responses were compared to measured responses
resampled over ten repetitions.

Similarly, Figure 2.11 shows these correlations for the same participants
for single-trial responses, again for the 50 images in the validation set. As
expected the correlations between the predicted and observed responses to a
target image are lower, but still indicate decodability.
Subject 12

Subject 1

Subject 8
measured repeated set responses

Subject 4

predicted repeated set responses (n=50)

prediction-activity correlations (fisher-z corrected):
-1.2

-0.6

0.0

0.6

1.2

Figure 2.11: Correlations (single trial) between predicted and measured averaged activity for four participants for the 50 images of single first trials from the validation set, between
75 ms and 225 ms.

Figure 2.12 shows the number of images that can be either identified or
for which the presented image belongs to the top-5 most correlated images,
for every participant. For most participants, this number of identified or in
top-5 choice images is above chance level (µ = 2% and µ = 10% respectively)
at most time points during image presentation. Up to 70% of the presented
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images can be found within these top-5 choices, depending on the participant.
For a few participants this procedure fails however, and we observe no trace
of the learned model in the data. We know that several subjects were not
able to maintain their head position throughout a block, and it is likely that
not all of them were capable of focusing on passively viewing objects for a
long time.

60
30
0

on 150 300 450 off 750 900 1050 1200 1350 1500 on 150 300 450 off 750 900 1050 1200 1350 1500 on 150 300 450 off 750 900 1050 1200 1350 1500

time [ms]

time [ms]

time [ms]

Figure 2.12: Decoding performance over time for repeated trials. Predictions of source
responses given a stimulus image using sources and best layer per model as selected on the
estimation set are correlated to actually measured activity (averaged over the 10 repetitions). The
red line shows how many images could be directly identified; that is the correct image achieved
the highest correlation. The blue line shows how often the correct image was among the top-5
correlated images (top-5 choice). The dotted lines represent the chance levels (identified: µ = 2%,
within top-5 choice: µ = 10% for the 50 test set images) and p is > 0.01 inside the light shaded
areas respectively (binomial test). Time points without a data point indicate that no sources were
selected for its encoding models (not passing selection criteria on estimation set) which means
that no predictions exist for them.

37
The average of the decoding performances from Figure 2.12 over the 11
participants showing above-chance decoding performance can be found in
Figure 2.13. On average up to 20% of the presented images can be identified
in these participants, and in up to 58% of the cases the images belong to
the top-5 most correlated images. For single-trials these numbers decline to
42% and 18% respectively (see Figure 2.14). After an initial peak of decoding
performance, it declines during the initial 225 ms. After 300 ms, while the
image is still on the screen, there is an increase in decoding performance
again.
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Figure 2.13: Mean decoding performance over time for participants that showed abovechance decoding performance in Figure 2.12. Error bars represent the standard error of the mean
across participants. Dotted lines represent the chance levels and the light shaded area p > 0.01.
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Figure 2.14: Single-trial mean decoding performance over time for participants that
showed above-chance decoding performance in Figure 2.12. Initial presentations of the 50
images in the validation set were taken, so this is not influenced by diminished attention through
repetitions or late blocks. Error bars represent the standard error of the mean, dotted lines chance
and the light shaded area p > 0.01.

All participants whose brain activity can be decoded above chance level
show sustained decodability over the whole image presentation period.
Participants 1, 6, 7, 9 and 12 also show above-chance decodability after
stimulus offset. For them the top-5 choice decoding rate is still around 30%
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long after the image disappears at 600 ms. Some of these participants also
show up to 10% above-chance identification rates in this delay window.

2

2.4. D ISCUSSION
In this study, we show that stimulus representations from a deep convolutional neural network can predict MEG source activity across the visual
system, both in space and time. Earlier layers of the network predict neural
activity as early as 45–75 ms after stimulus onset in early visual regions,
whereas higher layers predict later activity in higher visual regions. Encoding performance as a function of the number of repetitions indicates
that 10 repetitions are close to a performance plateau for most participants
(see Figure 2.2). The observed feed-forward activity sweep is completed
around 150 ms on average, closely matching other studies on the temporal
properties of object recognition (Thorpe et al., 1996). In addition to this, the
temporal sequence of representations is indeed close to the hierarchy which
AlexNet-like networks such as VGG-S learn. Furthermore, the anatomical
association of the translation-invariant fully-connected abstract layers with
the ventral stream matches earlier studies on the localization of object recognition (DiCarlo et al., 2012). Finally, we were able to invert the encoding
models for decoding, resulting in far above chance decodability. All analyses
could be done in source space with accurate individual source meshes.
Our results are in agreement with earlier results obtained by comparing
CNN layer representations with MEG-based neural representations (Cichy
et al., 2016; Cichy and Teng, 2016). Notable differences between our approach
and previous work are that our results have been obtained by an encoding
approach instead of an RSA approach. The encoding approach affords the
prediction of individual responses in MEG source space rather than the
assessment of representational similarity across time using sensor-level data.
Furthermore, the encoding approach affords decoding of neural responses
using an identification strategy. Estimation of an encoding model does
require an order of magnitude more data compared to the use of an RSA
approach.
Our results depend on MEG preprocessing choices such as parameters for
low-pass filtering, ICA-based signal cleaning or thresholds for trial rejection.
Hence, improvements in encoding performance are to be expected by further
optimizing preprocessing with the aim of higher encoding performances.
However, these optimizations are unlikely to affect our main conclusions,
for instance those concerning the identified representational gradient.
We tested whether our results were driven by low-level image properties
using the luminance channel from the L*a*b* color space as a control model.
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However this did not yield comparable predictive power – depending on
the participant, at most only a few sources around the early visual system
passed significance thresholds. We could not construct meaningful maps or
decode from these alternative encoding models.
An intriguing finding of the present work is that early in time, most
regions are predicted well by low-level layers, whereas later in time, most
regions are predicted well by high-level layers (Figure 2.7). Even early visual
areas are described well by high-level layers related to abstract semantic
features as time progresses. This might point towards a recurrent integration
process where semantic or broader structural scene information is distributed
across brain regions. At the same time, given the limited spatial resolution
of MEG, we cannot rule out that these results are due to a spillover of
information encoded in nearby brain regions.
The decoding results indicate that source-space encoding on MEG data
can be suitable for more advanced decoding techniques such as reconstruction rather than identification of visual stimuli. Especially when using video
stimuli, MEG would not suffer from the low-pass filtering effect of the hemodynamic response function that affects fMRI movie decoding. However, as
expected given the nature of the noisier, less localizable MEG signal we do
not reach the accuracies demonstrated in fMRI (Kay et al., 2008; Güçlü and
van Gerven, 2015a). The above-chance decodability observed post-stimulus
offset in some participants indicates that, using a suitable experimental design, we may be able to decode complex stimuli from working memory and
imagery using our approach.
As demonstrated by our findings, convolutional neural network models
of the visual system yield insight into the spatiotemporal dynamics of neural
information processing.
Neural networks have been shown to strongly benefit from biologically
inspired mechanisms such as local convolutional operations (LeCun and
Bengio, 1995), DropOut (Hinton et al., 2012) or ReLU nonlinearities (He et al.,
2015). At the same time, there are ample opportunities to improve model
fit by taking other biologically plausible principles of neural information
processing into account. Future work could focus on neural networks that
make use of alternative architectures (e.g., residual and recurrent neural
networks (He et al., 2015; Hochreiter and Schmidhuber, 1997)), solve different
kinds of problems (e.g. semantic segmentation), are trained on other kinds of
data (e.g. multimodal data (Güçlütürk et al., 2016)), use alternative objective
functions (e.g., maximizing future frame prediction (Mathieu et al., 2015))
and/or use a different learning paradigm altogether (Song, H. Francis and
Yang, Guangyu R. and Wang, Xiao-Jing, 2016; Bosch et al., 2016).
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Concluding, we expect new advances that bridge the gap between artificial and biological brains to ultimately provide new insight into the computational basis of neural information processing.
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2.5. S UPPLEMENTAL MATERIAL
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Figure 2.15: Number of sources in an anatomical region assigned to the network layers,
averaged over all participants.
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2.5.2. P REDICTION - ACTIVITY
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Figure 2.16: Prediction-activity correlations over time.
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Figure 2.17: Source-wise layer assignments over time for remaining participants.
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2.5.4. S PECIFICITY

OF LOW- AND HIGH - LEVEL LAYERS
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Figure 2.18: Spatial distribution of predictive power of convolutional and fully connected layers.

44

red > green layer

equal
predictive power

green > red layer

L2 vs. L4
low vs. high
convolutional
layers

2

occipital
lobe

L2 vs. L6
low convolutional
vs. fully-connected

75-105ms

105-135ms

135-165ms

165-195ms

195-225ms

225-255ms

(a) Participant 7.
L2 vs. L4
low vs. high
convolutional
layers

occipital
occipital
lobe lobe

L2 vs. L6
low convolutional vs.
high fully-connected

75-105ms

105-135ms

135-165ms

165-195ms

195-225ms

225-255ms

(b) Participant 9.
L2 vs. L4
low vs. high
convolutional
layers

occipital
lobe

L2 vs. L6
low convolutional
vs. fully-connected

75-105ms

105-135ms

135-165ms

165-195ms

195-225ms

225-255ms

165-195ms

195-225ms

225-255ms

(c) Participant 13.
L2 vs. L4
low vs. high
convolutional
layers

occipital
lobe

L2 vs. L6
low convolutional
vs. fully-connected

75-105ms

105-135ms

135-165ms

(d) Participant 15.

Figure 2.19: Spatial distribution of predictive power of convolutional and fully connected layers.
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2.5.5. H ISTOGRAMS

OF SOURCE - WISE CORRELATION DIFFERENCES
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(a) Participant 2.
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(d) Participant 6.

Figure 2.20: Histograms of source-wise correlation differences between higher and
lower layers.
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(a) Participant 7.

(b) Participant 9.

(c) Participant 13.

(d) Participant 15.

Figure 2.21: Histograms of source-wise correlation differences between higher and
lower layers.
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2.5.6. D ECODING CORRELATIONS ( RESAMPLED DATA )
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Figure 2.22: Correlations (on validation set) between predicted and measured averaged
activity.

2.5.7. D ECODING CORRELATIONS ( SINGLE TRIAL )
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Figure 2.23: Correlations (on validation set) between predicted and measured singletrial activity.
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3
G ENERATIVE ADVERSARIAL
NETWORKS FOR RECONSTRUCTING
NATURAL IMAGES FROM BRAIN
ACTIVITY
K. S EELIGER , U. G ÜÇLÜ , L. A MBROGIONI , Y. G ÜÇLÜTÜRK ,
M. A. J. VAN G ERVEN

We explore a method for reconstructing visual stimuli from brain activity. Using large
databases of natural images we trained a deep convolutional generative adversarial network
capable of generating gray scale photos, similar to stimuli presented during two functional
magnetic resonance imaging experiments. Using a linear model we learned to predict
the generative model’s latent space from measured brain activity. The objective was to
create an image similar to the presented stimulus image through the previously trained
generator. Using this approach we were able to reconstruct structural and some semantic
features of a proportion of the natural images sets. A behavioral test showed that subjects were capable of identifying a reconstruction of the original stimulus in 67.2% and
66.4% of the cases in a pairwise comparison for the two natural image data sets respectively. The described approach does not require end-to-end training of large generative models
on limited neurodata. Advances in generative models promise further improvements in reconstruction performance.

3.1. I NTRODUCTION
Since the advent of functional magnetic resonance imaging (fMRI), numerous new research directions that leverage its exceptional spatial resolution,
leading to classifiable brain activity patterns, have been explored (Haynes,
51
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2015). New approaches to decoding specific brain states have demonstrated
the benefits of pattern-based fMRI analysis. Pattern-based decoding from the
visual system has shown that it is possible to decode edge orientation (Kamitani and Tong, 2005), perceived categories of both static and dynamic stimuli (Haxby, 2001; Huth et al., 2016b), up to identifying a specific stimulus
image (Kay et al., 2008) and generically identifying new categories from
image descriptors predicted from brain activity (Horikawa and Kamitani,
2017).
Here we focus on an advanced problem in brain decoding, which is
reconstructing a perceived (natural) visual stimulus. The reconstruction
problem is demanding since the set of possible stimuli is effectively infinite.
A functioning reconstruction system may however prove highly useful for
neuroscience, for instance for studying synesthesia and optical illusions; or
drive explorative insight into visual cortex activity when controlled experimental setups are difficult – such as during imagery or visual hallucinations.
This problem has been explored at different spatial scales (e.g. invasively
at the cellular level (Chang and Tsao, 2017)) and in different regions of
the visual system (e.g. in the LGN (Stanley et al., 1999) and in the retina
(Parthasarathy et al., 2017)). In this manuscript we discuss a new method
for reconstruction from brain activity measured with fMRI. This approach
was pioneered by Thirion et al. (2006), who reconstructed dot patterns with
rotating Gabors from perception and imagery. Miyawaki et al. (2008) used
binary 10 × 10 images as stimuli and demonstrated the possibility of decoding pixels independently from each other, reconstructing arbitrary new
images with this basis set. Naselaris et al. (2009) introduced a combination
of encoding brain activity with structural and semantic features, as well as a
Bayesian framework to identify the most likely stimulus image from a very
large image database given the brain activity. Combining the most likely
stimuli from a database leads to effective reconstructions, with Nishimoto
et al. (2011) being the most impressive example to date. These approaches
were further developed. Examples are enhancing decoding using feature
sets learned with independent component analysis (Güçlü and van Gerven,
2013) and accurate reconstruction of handwritten characters using stimulus
domain priors and a linear model for predicting brain activity (Schoenmakers et al., 2013, 2015). The most recent entries in the reconstruction domain
make use of promising new developments in generative image models. Du
et al. (2017) used Bayesian inference to derive missing latent variables, and
effectively reconstruct handwritten digits and 10 × 10 binary images. Finally,
the idea of reconstruction based on adversarial training has been used for
reconstructing face photos from fMRI with much low-level and abstract
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detail by learning to encode to and decode from a learned latent space for
faces (Güçlütürk et al., 2017).
In this work we expand on the idea of using adversarial training for
reconstruction, but explore the capabilities of reconstructing arbitrary natural images using generative adversarial networks (GANs, Goodfellow et al.
(2014)). We train a deep convolutional generative adversarial network (DCGAN, Radford et al. (2015)) separately on large image data sets and let it
learn the latent space in an unsupervised manner. This DCGAN is used to
generate arbitrary images from the stimulus domain (handwritten characters or natural gray scale images). Keeping this DCGAN fixed, we learn to
predict the latent space of the generator based on the fMRI BOLD signal
in response to a presented stimulus. The objective of the predictive model
is achieving high similarity between the generated and the original image
in the image domain. The image domain losses that are used to train the
predictive model are derived with a complex loss function. We show that
this approach is capable of generating reasonable reconstructions from fMRI
data for the given stimulus domains. The method presented here is not
limited to fMRI, but can be applied equally to other pattern-like responses
measured for static images, which include calcium imaging or multielectrode
arrays. Given suitable generative models for dynamic stimuli (such as video
and audio), it may also be possible to transfer the method to other stimulus
modalities.

3.2. M ETHODS
3.2.1. F UNCTIONAL MRI DATA SETS
We made use of three publicly available fMRI data sets originally acquired
for experiments related to identifying stimulus images and categories or
reconstruction of perception. In the following we briefly list their properties.
Extensive descriptions of recording details and methods can be found in the
original publications.
H ANDWRITTEN CHARACTERS
We used this data set (referred to as BRAINS data set) to test our method in
a simpler, restricted domain. Three subjects were presented with grayscale
images of 360 examples of six handwritten characters (B, R, A, I, N and S). Images were taken from data published in Van der Maaten (2009); Schomaker
and Vuurpijl (2000). Stimuli were presented foveally with fixation in a
3T fMRI experiment (TR=1.74 s, voxel size=2 mm3 ). The images were shown
for 1 s at 9 × 9° of visual angle, flashed at approximately 3 Hz. The char-
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acters were repeated twice, and responses were averaged. The original
studies reconstructed handwritten characters using a linear decoding approach (Schoenmakers et al., 2013) and Gaussian mixture models (Schoenmakers et al., 2015). We made use of the preprocessed data from V1 and V2
available in the BRAINS data set and used the original train / test set split
(290 and 70 class-balanced characters respectively). The voxel response (β)
per image was estimated in the original study, with a GLM and a canonical
HRF, and we used the preprocessed result of their method. The data set can
be downloaded from www.artcogsys.com.
M ASKED NATURAL IMAGES
Three subjects saw natural gray scale images with a circular mask, taken
from different sources (the commercial Corel Stock Photo Libraries from
Corel Corporation, and the Berkeley Segmentation Dataset) at 20 × 20° of
the visual field with fixation. The data set and experiments were described
in Kay et al. (2008) and Naselaris et al. (2009). The training set consisted
of 1750 images, presented twice and averaged. The test set consisted of
120 images, presented 13 times. Images were presented for 1 s and flashed
at approximately 3 Hz. Data was acquired in a 4T scanner (TR=1 s, voxel
size=2 × 2 × 2.5 mm3 ). The data set is available on www.crcns.org under
the identifier vim-11 , which is also how we refer to it in this manuscript.
We obtained a version of the data set with updated preprocessing for all
three subjects from the author via personal communication. The peak voxel
responses (as β) per image were estimated in the original study, with a voxelwise HRF, and we used the result of their method here. The advantage of this
data set for this study is the relatively high amount of data and the variety
of high-quality photo stimuli.
N ATURAL OBJECT PHOTOS
This data set was originally recorded for Horikawa and Kamitani (2017),
and is referred to as Generic Object Decoding data set. Five subjects
were presented with square colour images from 150 categories from the
ImageNet database (Deng et al., 2009). We converted the stimulus images to
gray scale and applied a similar mild contrast enhancement as in Kay et al.
(2008) instead of using the full color stimuli for reconstruction2 . We also
used the original train / test set split. The training set consisted of 8 images
1 crcns.org/data-sets/vc/vim-1 (last access May 2017)
2 We focus on reconstructing gray scale images as our natural images DCGAN learned to

generate more structural detail when the color dimension was omitted. However with a
more powerful GAN variant the method could also be applied for reconstructing color
stimuli.
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from each category and was presented once, totaling 1200 presentations.
The test set recording consisted of presenting single images of 50 categories
(not contained in the training set) 35 times each, and averaging this activity.
The image-wise response was estimated by averaging over the 9 s image
presentation period. The data can be obtained from www.brainliner.jp3 .
Next to having recordings of five subjects one advantage of this data set is
the long stimulation time of 9 s (at 2 Hz flashing) per image, resulting in a
high signal-to-noise ratio (SNR). All images were presented at 12 × 12° of
visual angle, with fixation, in a 3T scanner (TR=3 s, voxel size= 3 mm3 ).
The data of the individual subjects of all data sets were mapped to a common
representational space based on hyperalignment (Haxby et al., 2011) using
PyMVPA4 (Hanke et al., 2009). Hyperaligned data was averaged across subjects such as to obtain data for a single hyperaligned subject with improved
SNR5 . Details about this procedure and the original voxel dimensions per
subject, and resulting common representational space dimensions can be
found in Section 3.5.2. After hyperalignment, the dimensionality of the
feature (voxel activity) space was reduced by applying principal component
analysis (PCA, including demeaning) so that 99% (BRAINS leading to 248
dimensions, Generic Object Decoding leading to 1078 dimensions) or
90% (vim-1, due to its much larger original voxel dimension, leading to
2101 dimensions) were preserved. Hyperalignment, PCA and statistical
parameters (e.g. mean values) were computed on the training sets and
applied on the training and the separate test set. For these additional preprocessing steps we used the single trial data for vim-1 and Generic Object
Decoding, as the different averaging strategies changed SNR between train
and test. For BRAINS we used the provided data averages over two trials as
there was no such difference between the train and test recordings.

3.2.2. G ENERATIVE A DVERSARIAL N ETWORKS
Generative Adversarial Networks (GANs, Goodfellow et al. (2014)) learn
to synthesize elements of a target distribution p d at a (e.g. images of natural
scenes) by letting two neural networks compete. Their results tend to have
3 brainliner.jp/data/brainliner/Generic_Object_Decoding (last access Au-

gust 2017)
4 www.pymvpa.com, v2.6.3
5 Our method was initially developed on the individual subject basis. This only seemed to

lead to more variability in the reconstruction quality between subjects, and we decided to
finalize the study on hyperaligned data instead as this made collecting behavioral data and
developing the loss function more efficient.
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Figure 3.1: Generative adversarial networks. A generator network (G) learns to model a
given distribution p d at a via feedback from a discriminator network (D). D learns to discriminate
between images coming from the real distribution and images from the generator.

photo-realistic qualities. The Generator network (G ) takes an n -dimensional
random sample from a predefined distribution – conventionally called latent
space z – and attempts to create an example G(z) from the target distribution,
with z as initial values. In the case of images and deep convolutional GANs
(DCGANs), introduced in Radford et al. (2015), this is realized across a series
of deconvolutional layers. The Discriminator network (D ) takes a generated
or real example as input and has to make the binary decision whether the input is real or generated, which would result in the output 1 or 0, respectively.
In the discriminator, DCGANs use a series of convolutional layers with a
binary output. See Figure 3.1 for an illustration. This competition process is
expressed as a zero-sum game in the following loss term:
min max Ex∼p d at a (x) [log D(x)] + Ez∼p z (z) [log(1 − D(G(z)))]
G

D

(3.1)

where x is a real image and G(z) a generated image. During training, various
– but certainly not all – GAN variants learn to impose structure on the latent
space. Learning this structure and the learning procedure itself is a form of
unsupervised learning. The algorithm we use was introduced and popularized for image synthesis by (Goodfellow et al., 2014). Creswell et al. (2017)
is a recommended comprehensive review and discussion of various recent
GAN approaches.
For this work we used a DCGAN architecture that implements architectural improvements suggested in Radford et al. (2015) and Salimans et al.
(2016). We based the model on a publicly available framework and implementation (musyoku, 2017). This generative model is merely a module of
the method and can be replaced by any better-performing advanced deter-
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Figure 3.2: Training a DCGAN for naturalistic vim1-like gray scale images. Left: Examples from the gray scale natural image domain DCGAN training set (gray scale MS COCO or
ImageNet; masked). Right: Examples of images randomly generated by a trained natural image
DCGAN.

ministic generator. Details of the architecture and the training parameters
are described in section 3.5.1.
We trained the same DCGAN architecture separately for each data set, for
approximately 300 iterations through all training images. Figure 3.2 shows
examples from the vim-1 training set, and randomly generated examples
from a DCGAN trained on this data. The network seems to have learned the
contrast properties of the vim-1 stimulus set, and seems to have acquired
the ability to create complex image content. As we selected these random
example images manually they reflect our preference for semantically meaningful content. Yet, as with most GAN architectures, much of what is created
is rather abstract and can not be interpreted. The handwritten character
GAN in contrast learned to create primarily meaningful new examples of
the reduced handwritten character set. We noticed that it rarely generated
B examples though. So the DCGAN architecture we are using potentially
suffers from a form of the so far unsolved problem of mode collapse.

Figure 3.3: The natural images GAN captures the vim-1 training stimuli. We overfitted
the model on random training set images to demonstrate that the latent space the GAN has
learned is powerful enough to capture and regenerate the variety of the vim-1 stimulus images
satisfactorily. The top row shows the original stimulus image, the bottom row the overfitted
reconstruction.

We checked whether the expressive power of the chosen DCGAN is sufficient for reconstructing natural stimuli from the experiments by overfitting
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the model predicting z from BOLD data on the training data. For this we used
a multi-layer perceptron (MLP) instead of the linear regression approach
outlined in the following section 3.2.3. In Figure 3.3 we show training set
reconstructions on vim-1 from such an overfitted model. These examples
can also be seen as an upper limit of the accuracy that can be expected with
the DCGAN architecture used here. It is obvious that especially broad highcontrast boundaries can be reconstructed, but the natural images DCGAN
also seems to capture patterns, luminance, luminance gradients and some
of the semantic content (e.g. landscapes) that are in the stimulus set. We
thus can state that the natural image DCGAN reflects the reconstruction
target sufficiently. We assume but can not verify that semantic content can be
reproduced if structural properties of the image restrict the semantic space.
For instance, landscape photos frequently feature a horizontal bar across the
whole image.

3.2.3. L ATENT SPACE ESTIMATION FROM BOLD

DATA

We fixed the trained DCGANs and attempted to predict the latent space
z ∈ [−1, 1]50 that reproduces the correct image directly, with the estimated
BOLD data per image as the independent variable. The loss for this model
was gathered in image space with a complex multi-component loss function
that compares the real and the reconstructed images with pixel data and
perceptual features learned by a convolutional neural network. The linear
regression model was implemented as an approximating neural network
with one weight layer. The procedure is illustrated in Figure 3.4. For weight
optimization we used the Adam optimizer (Kingma and Ba, 2014), again with
default parameters. We applied a weak L2-regularization on the weights
(λL2 = 0.01). The same normalization that we used as a boundary on z when
training the GAN was applied to the predicted z after applying the linear
regression weights. The model was trained for 300 epochs on BRAINS and
vim-1, and for only 100 epochs on Generic Object Decoding as the
model seemed to learn this data set faster (and could overfit if trained much
longer).
To compute the loss for training, we passed the predicted latent vector
z for every batch (using a mini batch size of 3) through generator network
G of the previously trained DCGAN. The image produced by the generator
G(z) (reconstructed) was compared to the image x actually shown in the
experiment with a complex image loss function. This loss function is a
weighted sum of the following components (formulated as an average over
mini batches):
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Figure 3.4: Predicting z from BOLD data with a complex loss function in image space between
the reconstructed image and the image actually shown in the experiment. We make use of the
DCGAN generator, which is pretrained for the necessary stimulus domain and not updated
further during reconstruction model training.

Mean absolute error on pixels The 64×64 images were downsized by 10%
with bilinear interpolation. This is merely for avoiding the blurring effect of
the MSE observed in autoencoders. Then mean absolute error (MAE6 ) was
calculated between them to obtain the pixel loss l px :
l px =

³
´
n
1 X
|x(k) −G z(k) |
n k=1

(3.2)

where k ranges over images in the image batch of length n The pixel loss
optimizes towards matching local luminance values between reconstruction
and the stimulus images.
Feature losses Weights learned by convolutional neural networks on natural image data present a set of low- and intermediate level feature detectors
useful for various applications. In methods such as autoencoders a featurebased loss seems to lead to higher perceptual similarity, whereas using
pixel-wise loss functions such as MSE leads to blurry results (Johnson et al.,
2016). We trained a variant of the AlexNet neural network to obtain suitable
feature detectors (Krizhevsky et al., 2012).
Here, the perceptual features of an image are defined as the outcome of
passing an image through a trained multi-layer neural network and obtaining
its hidden unit activity matrix at certain layers in its hierarchy. As an example,
many convolutional neural networks trained for object recognition in natural
images learn a series of oriented Gabor filters in their first layer. After passing
6 A proposed alternative for plain MAE loss would be the MS-SSIM loss (Ridgeway et al.,

2015). However, we instead decided to enhance the MAE loss with a series of feature
(perceptual) losses.
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an image through the network and obtaining its activity in this first layer,
we would have a matrix indicating local similarities to these Gabor filters
(similar to the idea of receptive fields in neuroscience). This matrix is called
feature matrix. Feature activations were gathered from the feature matching
network before any nonlinearities or local response optimization.
For computing the loss between G(z) and x on the basis of features from
the trained AlexNet hierarchy (the feature matching network ) we used
the following loss component: The feature activation matrices of the real
stimulus images for each layer L , denoted φL (x) were transformed to binary
representations φL,b (x) by applying a threshold of 1.0. The second component
of the reconstruction loss function is then feature magnitude loss l f ,m , which
equates mean squared error computed between φL (x) and φL (G(z)) on feature
map elements that met the binarization threshold in the original stimulus
image (1 in φL,b (x)):
l f ,m =

³
´
³
´
n X
1 X
||φ̄L x(k) − φ̄L G(z(k) ) ||2
n k=1 L

(3.3)

where φ̄L (u) = φL (u) ¯ φL,b (x); ¯ denoting element-wise multiplication.
This is merely a formalization for using φL,b (i.e. the binary matrix of feature
matrix entries whose activation passed the threshold) as a binary mask. This
loss term ensures that the activation magnitudes (saliency) of the various
perceptual features stay similar to the real image and avoids some of the
fallacies of using MSE directly between feature matrices7 .
We used layers conv1, conv3 and conv4 for feature matching as these
represent universal low-level features and simple patterns in the AlexNet
architecture. The highest layers of AlexNet may otherwise represent sparse
semantic properties. Furthermore matching the final layers may also drive
the reconstruction towards the limited set of categories learned by AlexNet.
From conv1 we also collected l f ,m on negative feature activations, using
the threshold 1.0 on their absolute representation, as they are collected via
meaningful convolutions in pixel space. Negative feature activations for
higher layers are likely meaningless as they are not used during training.
The complete loss function is then given by adding the terms with a
weight:
loss = l Ω = λpx l px + λ f ,m l f ,m
(3.4)
7 It is not advisable to use MSE between the whole feature matrices as across a convolutional

neural network hierarchy for any given image they tend to be sparse. Due to this when using
MSE our reconstruction model frequently fell into a local minimum of feature activations
with the value 0, which equates blurry images without prominent edges or features.
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where we chose λpx = 100.0 and λ f ,m = 1.0 for all three data sets.These
weights, the set of layers used for feature matching and the feature threshold
were determined via optimizing on the training set of BRAINS. Optimization
specifically for each data set may improve the results further, however a
cross-validated hyperparameter search would require more data than we
had available. Also, these loss magnitudes are likely specific for the chosen
DCGAN, the stimulus data set and the feature matching network and need
to be redetermined when applying this method for a different experiment.
The gradients of the linear model weights w are estimated as follows:
∂l f ,m
∂l px
∂l Ω
= λpx
+ λ f ,m
∂w
∂w
∂w

(3.5)

Remember that the reconstructed image G(z) is associated to w in the
following way:
G(z) = G(kwT sPCA k2 )

(3.6)

sPCA is the BOLD signal represented by its principal components. Thus
the gradients are estimated by backpropagating through the specific loss
functions (mean absolute error for l px , or through the feature extraction network φL for l f ,m ), the generator G and the norm. Implementation-wise this
backpropagation procedure relies on automatic differentiation techniques as
implemented in all common neural networks frameworks.

Feature matching networks Feature matching requires a universal set of
image descriptors that frequently occur in our chosen natural images p d at a .
To obtain these descriptors we trained a variant of AlexNet (Krizhevsky
et al., 2012), with one input channel and 5 × 5 kernels in the first (conv1)
layer on the 64 × 64 grayscale ImageNet data described before. The model
was trained towards classifying the standard set of ImageNet categories. We
used this network for vim-1 and Generic Object Decoding, ignoring
potential redundancy of features extracted from the mask in the former.
For the BRAINS data set we again trained an AlexNet architecture. In this
case we trained on all 40000 examples of 36 handwritten digit and character
classes from Van der Maaten (2009) and Schomaker and Vuurpijl (2000) in
order to obtain a universal set of image descriptors for the handwriting
domain.
Reconstruction variability One inherent disadvantage of training models
with random components, such as randomly initialized weights or stochastic
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gradient descent (e.g. neural networks) is the variability of the results, due to
different local minima the model will converge to. Furthermore, in the case of
GANs small shifts in the predicted latent space can result in well-perceivable
changes in the generated image. We observed this behaviour, which resulted
in the model finding different ways to reconstruct certain images, reconstructing different features of images, or not finding a recognizable reconstruction
at all for an image that could be reconstructed in previous models. This
variability is demonstrated in Figure 3.8. We attempted to counteract these
effects when obtaining final reconstructions with a simple ensemble model:
We averaged the predicted z over 15 independent training runs, normalizing
z to the unit hypersphere (see Section 3.5.1 for normalization details) again
after this.
The feature matching networks, the natural images GAN and the predictive
model for z have all been implemented in the Chainer framework for
neural networks (Tokui et al., 2015)8 .

3.3. R ESULTS
Using the outlined methods and parameters we obtained a set of validation
set reconstructions for each data set, out of which we show examples of
reconstructed images and failure cases in the following. We proceeded with
a quantitative behavioural evaluation of overall recognizability on these sets.

3.3.1. R ECONSTRUCTION EXAMPLES
S AMPLE RECONSTRUCTIONS ON BRAINS

Figure 3.5: Reconstruction examples for handwritten characters. Top row: Presented
stimuli. Bottom row: Reconstructions from BOLD activity.

Figure 3.5 demonstrates that the method can lead to accurate reconstructions when the DCGAN is restricted to few handwritten characters classes.
Despite a small training set of 290 BOLD images of V1 and V2, the correct
handwritten character is reconstructed in 54% of the cases (determined via
8 www.chainer.org; Chainer v1.24
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human rating; chance level: 17%). Successful reconstructions demonstrate
that the model is also capable of reconstructing structural features such as
position and curvature of lines. When character classes could not be reconstructed frequently such structural similarities remained. As mentioned
before, the underlying handwritten character DCGAN had difficulties generating examples of B, and the reconstruction model also failed to reconstruct
a B stimulus in 9 out of 12 cases.
S AMPLE RECONSTRUCTIONS ON

V I M -1

Figure 3.6: Reconstruction of natural grayscale images (vim-1). Top row: Presented images. Bottom row: Reconstructions from BOLD activity. Images in the identifiable category are
reconstruction examples correctly assigned in no less than 8 of the 10 behavioural comparisons.

Figure 3.6 contains reconstruction examples for natural grayscale stimuli from the vim-1 data set. At 1820 training examples it was the largest
training data set we used. In reconstructions that were sufficiently accurate to be identifiable in the behavioural tests, contrast differences appear
to be the most likely image feature preserved. Salient pattern information
also remained intact. In some reconstructions luminance information is lost,
while structural features remain. A horizontal contour line across the image
appears to lead the model into generating a landscape image, however not
in every case.
S AMPLE RECONSTRUCTIONS ON G E N E R I C O B J E C T D E C O D I N G

Figure 3.7:
Reconstruction of natural grayscale images (Generic Object
Decoding). Top row: Presented images. Bottom row: Reconstructions from BOLD activity. Images in the identifiable category are reconstruction examples correctly assigned in no less
than 8 of the 10 behavioural comparisons.
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The Generic Object Decoding data set has just 1200 training examples, but high SNR due to long stimulation time. The stimuli are not
masked, so overall more content needs to be reconstructed per image. Reconstruction examples can be seen in Figure 3.7. Overall the reconstructions
again preserve salient contrasts, but turned out more blurry than the vim-1
reconstructions. There are also more failure cases9 .

3

R ECONSTRUCTION VARIABILITY

Figure 3.8: Reconstruction variability. Reconstructions vary when using different loss
weights (λ) and layers, and to a lesser extent when running the model with the same settings
multiple times. This is caused by the sensitivity of the z space and by different minima the model
may find in the DCGAN. The image shows variants of reconstructions from different parameter
settings and hyperparameter (layers, thresholds) choices when estimating the linear model with
the same DCGAN.

When using different model parameters and loss weights, and to a lesser
extent across different runs with the same parameters the model was often
reconstructing the same images in different ways (for identifiable reconstructions). We described the potential cause of this behaviour further in Section
3.2.3 and demonstrate these effects in Figure 3.8. With the same parameter
choices, using the ensemble model counteracts leftover variability.

3.3.2. B EHAVIOURAL EVALUATION
A number of successful reconstructions of natural images have reversed luminance information or only slight or transformed structural similarity. Due to
this, potential similarity measures such as the structural similarity index can
not be applied as the comparison task is too complex in the natural images
case. In order to obtain a quantitative measure of reconstruction similarity
on each data set we instead made use of human perceptual systems.
9 The influence of omitting the colour information contained in the original stimuli is unclear.

Random generations from a DCGAN trained with RGB information missed the structural
detail obtained in the grayscale variant (data not shown). When using this RGB DCGAN
for reconstructing it was often possible to reconstruct the correct hue for an image and its
components. In terms of structure in most cases it was only capable of reconstructing salient
blobs however.
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We conducted a behavioural perceptual study on Amazon Mechanical
Turk10 . The advantages of this platform over common university subject
pools for collecting human labeling and uncomplex behavioural scientific
data have been discussed and demonstrated (Mason and Suri, 2012). Workers were presented with one original image from the validation sets and had
to choose between the real and one randomly chosen different reconstruction
taken from the same validation set. Each of these choices was one Human
Intelligence Task (HIT) compensated with $ 0.01. As a preventive measure
against fake completions and bots, workers had to hold the Masters status
and have an approval rate of 95% or higher on the platform to qualify for
our tasks. We repeated the procedure ten times for each of the validation set
images in each data set, paired with a different randomly chosen reconstruction from the set in every HIT. To prevent gaming the task by memorizing
the common reconstruction between two comparisons for the same image,
it was made sure that no worker individual saw any image-reconstruction
pair twice. Note that due to the nature of the system, it was also unlikely
that any worker saw the full set of images of any category, though this did
occur in few batches. Every HIT was presented once, i.e. we did not use
the platform’s internal repetition mechanism for verification. Across all
three validation sets we presented 2420 of these comparisons in total (due
to different validation set sizes 500 for Generic Object Decoding, 1200
for vim-1 and 720 for BRAINS). These 2420 comparisons were processed by
105 worker individuals in total.
Figure 3.9 shows worker performance for the validation images of the
three data sets. The number of correct decisions denotes the total number of
correct decisions across all HITs (comparisons). As there were ten such HITs
per reconstruction it is slightly skewed both by failure and well-identifiable
reconstructions, but is a better representation of overall undecidedness. The
number of correct decisions by image on the other hand applies a majority
vote over the ten decisions per image, representing the number of validation
set images that could be correctly identified.
All results were significantly different from random choices with p ¿ 0.01
based on a binomial test (see Salzberg (1997)). Although the BRAINS data set
model reconstructed the correct character class in a mere 54% of the validation set images, structural resemblance between the original characters and
their reconstructions were still strong enough for 71.1% and 72.2% correct
identifications based on overall and per-image decisions respectively. From
the set of vim-1 images workers correctly assigned 70% of the reconstruc10 www.mturk.com
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Figure 3.9: Correctly identified reconstructions in pairwise behavioural test. Mechanical
Turk workers were presented with an original image and had to chose its reconstruction out of
two. The error bars show the standard deviation, estimated via non-parametric bootstrapping.

percent images

tions, applying the majority vote per image. As for the overall number of
correct decisions only 66.4% were correct, indicating that many reconstructions were still too crude to not be confused with a different random one. The
Generic Object Decoding natural images stimulus set performed similar at 66.2% correct overall, and 72% if grouped by image. The errors shown
in Figure 3.9 were estimated with non-parametric bootstrapping on the behavioural results, drawing 100,000 samples. Overall right decisions had
standard deviations of 2.9%, 2% and 2.8% for the data sets BRAINS, vim-1,
Generic Object Decoding. The majority vote per image-metric was
estimated to have a standard deviation of 5.3%, 4.2% and 6.3% respectively.
20
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Figure 3.10: Histogram of number of correct decisions across validation set images
Shows how often a reconstruction was correctly assigned to the original image, out of 10
comparisons. The red line indicates the majority vote threshold in the correct by image metric.

Figure 3.10 shows how often individual images and their reconstructions
were matched in the 10 pairwise comparisons per image. If at least 8 correct
comparisons out of 10 means that an image was identifiable (see images of
reconstructions), then 55.6% of the images in BRAINS, 43.3% in vim-1 and
38% in Generic Object Decoding fell into this category.
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3.3.3. I NTERPRETABILITY

OF THE LATENT SPACE IN RELATION TO
BRAIN REPRESENTATIONS
z correlated w.
stimulus and

z correlated w.
reconstruction and
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Figure 3.11: Latent space and Weibull image statistics Left: Example images from vim-1
for increasing β (row-wise from top left image to bottom right image). Right: Pearson correlation
between each of the 50 dimensions of z and the shape and scale parameters that describe the
distribution of edge magnitudes. Given for original images and for reconstructed images.

The fact that recognizable features of stimulus images could be reconstructed with a simple linear model indicates that the latent space represents
properties that are also represented in brain activity. However the exact
structure of the learned latent space is unknown, and most neural networks
literature shows a selection of subjectively meaningful directions, but no
overall analysis of properties.
In the following we follow a different, novel route for investigating what
the latent space has learned. In research about natural image statistics the
distributions of image gradient magnitudes in different images have been
empirically (Simoncelli (1999)) and theoretically (Geusebroek and Smeulders
(2002)) shown to follow Weibull distributions. These distributions are characteristic for different types of natural images. There are two parameters
determining this distribution, shape (γ) and scale (β) (see Equation 3.7). For
natural images γ and β are strongly correlated. Intuitively an increased β
parameter means that a histogram of gradient strengths of an image would
be shifted towards the right, which means that an image has more high
contrast edges (see examples in Figure 3.11).
(
f (x|β, γ) =

γβ−γ x γ−1 exp (−( βx )γ )

if x > 0

0

otherwise

(3.7)

The shape and scale parameters have been shown to be strongly correlated with brain activity as measured in electroencephalography (EEG)
(Scholte et al. (2009), demonstrating 71% explained variance of the early
grand-average ERP signal). We used 3 × 3 vertical and horizontal Sobel operators to determine the gradient magnitudes x for each original and recon-
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structed image in the data set vim-1. Then we modeled the probability density function of the image gradient distribution with the 2-parameter Weibull
distribution, determining the shape and scale parameters via maximumlikelihood estimation. We then proceeded to compute the Pearson correlation between the shape and scale parameters of an image (original or
reconstructed) against each estimated latent dimension.
It turned out that several of the latent space dimensions estimated by
our linear model show moderately high positive and negative correlations
(up to 0.6) with these two natural image statistics descriptors (see Figure
3.11, right panel). The earlier findings show that these parameters can be
linearly associated with EEG brain activity, and in Figure 3.12 we also see
this property for our fMRI data, were primarily voxels in V1, V2 and V4 are
correlated with the image statistics parameters in the vim-1 data set.
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Figure 3.12: Correlations between vim-1 S1 data and image statistics Histogram of
significant voxel-wise correlations (p < 0.01) between voxel activity and Weibull statistics on S1
from the vim-1 training set. β is shown at the top and γ at the bottom.

3.4. D ISCUSSION
We presented a new approach for reconstructing static visual stimuli with
natural image characteristics from brain activity. We conducted a behavioural
study indicating that the reconstructions this method achieves are sufficient
for linking an original image to its reconstruction, even in the virtually infinite domain of natural images. Using a DCGAN generator as a pretrained
natural image prior assures that the reconstruction results employ natural
image statistics, preventing noisy images. An advantage of our method is
that it does not require end-to-end training of a high number of complex neural network layers on usually limited neuroimaging data, using a pretrained
DCGAN as a black box instead. Also, as the generative model is trained
separately on a large separate data set there is less danger of overfitting it on
the variance in the stimulus distribution.
The current research in the area of reconstruction, including this study,
should be understood as purely explorative as the experimental requirements
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are high: Subjects must be highly attentive and cooperative as they need to
passively view thousands of images (of which a part needs to be frequently
repeated to get a cleaner signal for the actual reconstruction) and multiple
sessions are needed to acquire sufficient training data. Alignment across
sessions is merely a partly-solved problem. The state of research is far away
from single-shot reconstruction systems.
In the constrained domain of handwritten characters the correct character
class could not be reconstructed in all cases, but the accuracy was still well
above chance level. The method could furthermore reconstruct sufficient
structural detail so that the right reconstruction could often still be identified
in the behavioural test, even when the reconstructed character was incorrect.
In this simpler, restricted domain the model showed good performance
with a very limited amount of training data. However the DCGAN had
difficulties generating one of the six characters. Nevertheless results indicate
that the method can be applied for reconstructing stimuli from such a limited
domain, if made sure that all potential stimulus manifestations occur in the
reconstruction model. In the handwritten characters data set, in several cases
not just the class but virtually all structural features were preserved.
As for any current reconstruction method, reliability of using them as a
measuring tool is unclear. What we perceive as noise in the reconstruction
may be a true prediction by a model reacting to sudden changes in visual
activity. Similarly, clearly visible image properties may just be noise in the
model or the data recording. One danger of the restriction to photorealistic
reconstructions in our work is that an observer may be more likely to trust
the reconstructions. Determining the reliability of a reconstruction with
attention or SNR measurements may be one avenue for research that the
subfield would benefit from as a whole.
In Figure 3.3 we demonstrated on training set examples that the DCGAN
captured much of the variety of the vim-1 natural grayscale image set. While
we can state that our results present a step forward over previous models,
the reconstruction quality and generalization performance on the validation
set certainly leave much to be desired. It is possible that generalization
performance could increase by merely adding much more training data.
Although both our natural image data sets contained less than 2000 training
images (an insufficient amount for many machine learning methods), due to
the difficulties of neuroimaging experiments vim-1 and Generic Object
Decoding are already considered large experimental data sets within the
community. Yet for reconstruction studies such as ours, massive amounts of
high-SNR visual system data from single subjects may be necessary. Another
related antagonist of the generalization capabilities of our approach is the
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noisy nature of neuroimaging data which does not agree with the sensitivity
of the latent space. Subtle changes in z induced by noise in the brain data are
capable of strongly changing the features of the reconstructed image. It is
unclear whether this problem would remain in an experiment with much
larger amounts of data with high quality.
Also, we achieved our results with a linear regression model. This linear relation promises interpretability of the relations between the latent
space and brain representations, when the reconstruction model is powerful
enough and sufficient care is applied. The fact that we could achieve our
results with a basic linear model also means that any more advanced regression model iteratively trained with a complex image loss function could
further improve over our results. The latent space z of DCGANs has been
shown to be capable of learning structural features of the target domain faces
in the original publication (Radford et al., 2015). While this motivated our
model choice, it is unclear to which extent this applies to our natural images
GANs. Also, until there is further investigation it should not be assumed
that standard DCGANs learn a well-structured latent space.
Our loss function involves pixel luminance as well as edge and basic
pattern information. We did not penalize the model on higher-order semantic
information, e.g. by using the actual classifications or higher convolutional
and fully-connected layers from our feature matching network. The set of
training classes of a convolutional neural network is always restricted to
a specific subset. Our reconstructions would thus remain restricted to a
predefined set of classes and could not be called arbitrary. Yet finding a valid
method of adding a semantic penalty to the results could be another way of
strongly improving over our results.
Our natural image GAN is set up to approximate the distribution of all
natural grayscale images. This is still a constraint on the set of images that
can be reconstructed. It will not be possible to reconstruct non-natural image
types, such as handwritten characters or drawings and sketches; unless the
generative model can been trained to generate images with non-natural
statistics as well. A GAN trained on a specific image database such as ImageNet or MS COCO will reflect their potentially unbalanced selection of
categories (e.g. dog breeds), which presents another bias. In the current
development state GANs can also fall into local minima where generated
images show low variety. The generator can often fool the discriminator
by learning a limited set of image types (modes of the image distribution)
perfectly. This problem is known as mode collapse, and considered one of the
more important issues to solve by the deep generative modeling community.
One frequently explored remedy is providing binary categorical information
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along with z in a semi-supervised fashion. However, as mentioned before,
such a discrete set of categories would present a severe limitation contradictory to our aim of reconstructing arbitrary images. A recent theoretical
investigation into the training dynamics leading to mode collapse (along
with a proposed solution) can be found in Kodali et al. (2017). The recent
paper Bang and Shim (2018) proposes a solution that does not suffer from
image quality loss. There are other recent ideas addressing the problem with
unsupervised methods (Unterthiner et al., 2017). If mode collapse remains
unsolved, it is a potential limitation for using GANs as a prior for perception
reconstruction as the model would never learn to reconstruct the complete
space of possible images sufficiently. However as demonstrated in Figure
3.3 the DCGAN chosen here appears to have learned plenty of the necessary
variability.
In conclusion we believe that our method and results present a promising
foundation for future extensions. As generative modeling is one topic explored extensively in the machine learning community at the moment, many
drawbacks may be solved in the near future. We believe reconstruction of
arbitrary visual stimuli during perception, imagination and even dreaming
is still a largely under-explored territory of neuroimaging research and will
continue to strongly benefit from new advances in the machine learning
community.
Funding This research was supported by VIDI grant number 639.072.513
of The Netherlands Organization for Scientific Research (NWO).
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3.5. S UPPLEMENTAL MATERIAL
3.5.1. T RAINING OF THE DEEP

CONVOLUTIONAL

GAN

DCGAN ARCHITECTURE
The generator network consists of one linear and four deconvolutional layers,
each followed by batch normalization and rectified linear activation functions
(ReLUs). The linear layer takes z and maps it to the first deconvolutional
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layer that expects 512 feature channels via 512 × 64 × 64 output values in
order to match the target image dimension. The generator then maps to
256, 128, 64 and 1 feature channels across the deconvolutional layers. Kernel
sizes are 4 × 4 and stride is 2 in every deconvolutional layer. The pixel
output of the generator is scaled between [−1, 1] by applying tanh to the
output values as a final step. Numerical instabilities required additional
clipping of the generated pixel values at [−1, 1]. A feature matching loss,
using the first discriminator layer, was also added to the generator loss term.
This is a common trick: The distance between the desired image feature
statistics for real images and the feature statistics for fake images should be
minimized. For the vim-1 DCGAN we manually apply the circular mask
used for creating the stimuli at the end of training in order to let the training
process focus on the visible area. The discriminator network consists of
4 convolutional layers, followed by batch normalization and exponential
linear activations (ELUs, (Clevert et al., 2015)). Before the image enters the
discriminator handicap Gaussian noise with a standard deviation of 0.15 is
added to the input images. This (instance noise) is another common trick,
inhibiting discriminator performance to allow the generator to catch up.
Except in the initial layer (which had 3x3 kernels) all layers use kernel sizes
of 4x4 and a stride of 2. The layers map from 1 to 32, then 64, 128 up to
256 feature channels, and are followed by a linear layer mapping all final
activations to a single value reflecting the discriminator decision.
T RAINING PARAMETERS
The latent variable z ∈ [−1, 1]50 is randomly drawn from a uniform distribution and restricted to a unit hypersphere by normalizing it, in order to
embed it in a continuous bounded space without borders. This step facilitates the prediction of z in an otherwise unbounded solution to the regression
problem. For optimizing the weights of the DCGAN we used the Adam
optimizer (Kingma and Ba, 2014) with default parameters (α = 0.001, β1 = 0.9,
β2 = 0.999, ² = 10−8 ). The learning rate was 10−4 for all networks. We applied
gradient clipping with a threshold of 10.
T RAINING DATA SETS FOR THE THREE STIMULUS SPACES
The DCGANs for natural images were trained on a downsampled 64 × 64
variant of ImageNet (made available with Chrabaszcz et al. (2017)) together
with the Microsoft COCO data set11 . The image size of MS COCO was
decreased to 64 × 64 and center-cropped, and images for which this was not
11 www.mscoco.org, described in (Lin et al., 2014) (last access March 2017)
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possible due to aspect ratio were removed from the training set. Before entering training all images were converted to gray scale and contrast-enhanced,
similar to the transformation described in Kay et al. (2008) (remapping the
pixel values to a new range and saturating the bottom and top 1% of the pixel
values). The image value range entering training was [−1, 1]. For the vim-1
GAN, again the circular mask was applied. This resulted in approximately
1.500.000 gray scale natural images used for training in total. Note that
DCGAN training would usually also work with a lower amount of training
data.
The DCGAN on handwritten characters was trained on (in total) 15.000
examples of B, R, A, I, N and S characters from (Van der Maaten, 2009) and
(Schomaker and Vuurpijl, 2000). As the experiment on the BRAINS data set
should focus on a restricted stimulus domain its DCGAN does not require
more expressive power.

3.5.2. D ETAILS ON HYPERALIGNMENT
The common representational space (Haxby et al., 2011) was built using a
similar procedure as in Güçlü and van Gerven (2015b). For each ROI the
initial representational space was the data of the subject with the most voxels
in this ROI. The representational space was estimated on the training data,
and applied on the validation data, projected separately for each subject.
The final functional data in the common representational space was then
acquired by taking the average over these individual subject projections.
N UMBER OF VOXELS PER ROI IN BRAINS
The two-repetition averaged data from the training and validation set was
used for the projection for this data set. It was estimated on the concatenated
V1 and V2 data without further separation.
Table 3.1: Number of voxels for each subject in the BRAINS data set, which is restricted to V1
and V2. The boldly printed number shows the common representational space dimension.

V1 + V2

S1

S2

S3

1588

2784

2420

N UMBER OF VOXELS PER ROI IN V I M -1
The original single trial recordings for train and test were used for hyperalignment. These are not publicly available, but could be acquired via personal
communication. Due to the large number of voxels, the hyperalignment was
done separately for every ROI.
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Table 3.2: Number of voxels for each subject in the vim-1 data set. The boldly printed number
indicates the respective common representational space dimension for this ROI.

S1
S2
S3

3

V1

V2

V3

V3A

V3B

V4

LatOcc

Other

2858
3281
2818

4531
4381
4157

3914
3649
3142

929
1156
946

617
1056
924

2894
2120
1691

1738
774
1044

34064
37460
36987

N UMBER OF VOXELS PER ROI IN G E N E R I C O B J E C T D E C O D I N G
As the voxel dimension was relatively small, as in the BRAINS data set we
estimated the common representational space at the same time on all voxels.
The available ROIs in this data set were V1, V2, V3, V4, LOC, FFA and PPA.
The original single trial data was used for all steps.
Table 3.3: Number of voxels for each subject in the Generic Object Decoding data set.
The boldly printed number indicates the common representational space dimension.

All ROIs

S1

S2

S3

S4

S5

4466

4404

4643

4133

4370

4
A LARGE SINGLE - PARTICIPANT
FUNCTIONAL MRI DATA SET FOR
PROBING BRAIN RESPONSES TO
NATURALISTIC STIMULI IN SPACE
AND TIME
K. S EELIGERY , R. P. S OMMERSY , U. G ÜÇLÜ , S. E. B OSCH ,
M. A. J. VAN G ERVEN

Representations from convolutional neural networks have been used as explanatory models
for hierarchical sensory brain activations. Visual and auditory representations in the
human brain have been studied with encoding models, RSA, decoding and reconstruction.
However, none of the functional MRI data sets that are currently available has adequate
amounts of data for sufficiently sampling their representations, or for training complex
neural network hierarchies end-to-end on brain data for uncovering such representations.
We recorded a densely sampled large fMRI data set (TR=700 ms) in a single individual
exposed to spatio-temporal visual and auditory naturalistic stimuli (30 episodes of BBC’s
Doctor Who). The data consists of 119670 whole-brain volumes (approx. 23 h) of singlepresentation presented data (full episodes, training set) and 467 volumes (5 min) of repeated narrative short episodes (test set, 22 repetitions), recorded with fixation over a
period of six months. This rich data set can be used widely to study how the brain represents
audiovisual input across its sensory hierarchies.
Y Equal contribution.
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4.1. B ACKGROUND & SUMMARY

4

Group neuroimaging research has proven useful for studying effects that
have strong similarity across individuals, and that generalize across the population. However, group analysis requires adjustments to the data to enable
analysis across diverse individuals, which includes smoothing the functional
data and transforming brains of different individuals to fit a comparable
template brain. Additionally, due to the often small amount of data and the
differences in data quality stemming from variation in psychophysiological
conditions, group studies are not ideal for many questions in sensory neuroscience. Especially questions associated with hypothesized maps of sensory
representations require the sampling of large feature spaces. Therefore, large
single-participant fMRI data sets are a good addition to group studies, as
there are many cases where it can be more useful to have a dense recording
of the various stages in sensory processing in a single healthy brain rather
than short and lower-SNR recordings of many participants (Savoy, 2006;
Poldrack, 2017; Smith and Little, 2018).
In addition, fMRI analyses in the encoding model framework are typically
done at voxel resolution by building individual models for each voxel to map
their function (van Gerven, 2017). The regularized linear regression models
typically used for encoding models need relatively large data sets. Several
single-participant data sets suitable for encoding are currently available to
the community. Researchers have started acquiring high-quality generalpurpose sensory perception fMRI data sets with the goal of making them
publicly available for encoding and decoding analysis (Hanke et al., 2014;
Chang et al., 2018). However, for analysing complex sensory representations (for instance the hierarchies in convolutional neural networks (Lindsay,
2020)) encoding models with massive amounts of free parameters are necessary. Currently available data sets are not sufficient in size for training them
adequately.
With the data collected in the present study we aim to take a leap forward
for single-participant functional data. We provide a (by current neuroscientific standards) massive data set of functional data recorded from one
individual. We recorded 119670 volumes of training data and 467 volumes
of test data (22 repetitions) over the course of six months. With the stimulus
material being a TV series (BBC’s Doctor Who (Davies et al., 2005)), we
provide data with engaging spatio-temporal visual and auditory stimulation
with high visual and semantic variety. To ensure positional stability across
sessions our set-up made use of several measures, including a custom head
cast (Troebinger et al., 2014). The data was acquired with fixation on the
centre of the square presentation screen.
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The targeted domain of this data set is the field of research concerned
with the neural coding of naturalistic stimuli via encoding models, representational similarity, multivariate decoding and reconstruction. Specifically, the
data set enables end-to-end training of modern machine learning methods
directly on whole-brain human functional neural data. Scene and emotion
processing, semantic representations and scene boundaries in relation to
hippocampal activity are further vectors of scientific investigation. Moreover, the prolonged experiment, lasting six months, allows investigating
whether there are fine-grained changes in functional responses or functional
connectivity over this time. By making this data set available we would also
like to make a case for recording more large-scale naturalistic data sets in
neuroscience, and for making such recordings a community effort instead of
keeping them locked inside individual research labs.

4.2. M ETHODS
4.2.1. E XPERIMENT DESIGN
Data recording was done on a single participant between April 2017 and
December 2017, with preceding pilot sessions starting in December 2016.
In every session, one full Doctor Who episode was presented. In most sessions, if the scanner schedule permitted it, this episode was followed by a
presentation of the seven test set clips in random order as well as a structural
scan.
The design of each session is illustrated in Figure 4.1. Episodes were
divided into four splits, where the first three were exactly 12 minutes long
and the last split had variable length, depending on the duration of the
respective episode. Each split 4 ended when the Doctor Who logo was
shown at the end, i.e. it ended before the credits and the next episode’s
preview. Stimulus videos were buffered before beginning the MRI recording
and started when the fifth MRI volume pulse was received. Each coherent
fMRI training set recording presented two parts concatenated to each other,
with a very brief time interval in between to wait for the next scanner pulse.
Every first video split (i.e. in one fMRI recording "run" consisting of two
splits) started with a consistent delay of 100 ms (after the fifth pulse, the
trigger pulse) due to buffering, which may be taken into account during
analysis. In few cases, depending on the length of the video segments this
has lead to one additional volume being recorded (e.g. in cases where test
videos 2 and 5 were shown first during the test set). Each split of two was
followed by a black screen with the centred word F IN, lasting 14 seconds,
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4

12 min

12 min

12 min +/-5

test 1-7

FIN

FIN

train
part 4

FIN

train
part 3

don't blink

12 min

train
part 2

don't blink

don't blink

train
part 1

FIN

during which we continued to collect fMRI volumes to account for the
haemodynamic delay (denoted fadeout volumes).

14 min

Figure 4.1: Session design. Every episode was divided into four splits with three splits of
length 12 minutes and one of variable length. Two splits were presented in each coherent fMRI
recording (a run in BIDS naming conventions) at regular playback speed, followed by a fade-out
black screen lasting 14 seconds. The test set was recorded following most sessions, with test set
videos in random order and each followed by the fade-out screen.

We ensured that participant positioning was stable, that motion parameters within and between sessions were kept to a minimum and that the
participant was comfortable during the experimental procedure. The final
set-up was decided upon within ten piloting sessions. Episodes used during
this piloting phase were not reused. These piloting sessions were additionally used by the participant for practising staying in the scanner with little
motion for a long time, and fixating while viewing videos with strongly
varying visual centres of attention.
During the piloting phase we observed a slow gradual head displacement
in z-direction during the first 15 minutes of each functional scan, most likely
related to changing properties of the magnetic field due to warming (known
as frequency drift). After this initial phase, the z-direction displacement
plateaued. The drift has been investigated with several phantom sessions,
however a clear cause could not be detected. We accounted for this by a
13-minute functional MRI scan directly after the participant had been placed
in the scanner, in which we made an additional presentation of the test set.
During this phase we also tested audio quality and adjusted volume together
with the participant. After this phase, we proceeded with gradient field map
estimation and the functional scans. Breaks between recording blocks were
kept short due to the frequency drift. This did not impair the participant’s
self-reported attention. Data for these additional test set recordings is available upon request, however its use is questionable as the participant was not
required to remain motionless or follow the experimental paradigm (fixation
and attention) during these recordings. The fMRI scanning protocol is listed
in Table 4.1.
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Participant The human participant is male and of 27.5 years of age during
the experiment. He is right-handed and has normal color vision1 . 1.5 years
after the final recording weak myopia (−0.75) was detected in both eyes
during a regular check-up2 . He has normal hearing with his native language
being Dutch, however he grew up with substantial exposure to Englishlanguage media and can thus be considered fluent in both English and Dutch.
In the B IG -F IVE personality test (DeYoung et al., 2007) he scored: Openness:
4.1, Conscientiousness: 3, Extraversion: 3.3, Agreeableness: 3.7, Neuroticism:
3.6. In the E MPATHY Q UOTIENT (Baron-Cohen, Simon and Wheelwright,
Sally, 2004) he scored 56 out of 80 (scores under 30 are indicative of autism
spectrum disorder). In the A UTISM -S PECTRUM Q UOTIENT (Baron-Cohen
et al., 2001) he scored 25 out of 50 (scores up to 25 indicate no autistic
traits)3 . He has been under no medication throughout the experiment and
made sure not to use any psychoactive drugs such as painkillers before the
sessions. Since caffeine has a measurable effect on the BOLD response (Chen
and Parrish, 2009), the participant kept his caffeine intake constant (one
small cappuccino approx. 30 minutes before each functional MRI recording
started). He ate an identically prepared Dutch cheese sandwich before every
experimental run. He had to cut his hair in regular intervals as thickening
hair gradually decreased comfort inside the head cast.
Ethical statement Data collection was approved by the local ethical review
board (NL45659.091.14, CMO region Arnhem-Nijmegen, The Netherlands,
CMO code 2014-288) and was carried out in accordance with the approved
guidelines. An amendment of the general ethical approval was acquired due
to the extraordinary length of this experiment. Informed consent was given
by the participant for every separate session.

4.2.2. S ESSION F MRI

PROTOCOL

The participant made sure to remain naive towards the content of every
episode prior to the session. Information about the episodes shown in
each session is contained in the BIDS metadata. We additionally provide
detailed tables for the train and test recordings with detailed information.
1 Verified with EnChroma Color Blindness Test by EnChroma, Inc. of Berkeley, CA. It tests

for protan, deutan and tritan color blindness.
2 It is unclear when this condition developed. If this condition existed during the experiment,

with the mirror being close to the eyes of the participant it is unlikely that this affected the
experiment as myopia does not affect acuity of close objects.
3 These personality scores were collected during revisions of the data publication 1.5 years
after the final recording.
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Table 4.1: fMRI scanning protocol for regular recording sessions.

4

Item

Duration

MRI localizer

60 s

Warm up

14 min

AAScout

60 s

GRE field map

120 s

Training set parts 1 and 2

24 min

Training set parts 3 and 4

24 min +/- 5 min

Test set

14 min

T1 anatomical scan

5 min

They document how split numbers, episode numbers and our session IDs
relate, the order of the test set videos, and any divergence from the standard
protocol as well as special physiological conditions such as tiredness.

4.2.3. C REATING THE STIMULI
Following machine learning and more specifically encoding model literature,
data acquisition has been organized into recording a training set where a
wide variety of novel stimuli was presented a single time, and a test set where
a small set of stimuli not contained in the training set has been repeated in
each session.
We presented the video parts at an estimated 20.4 horizontal and 19.6
vertical degrees of the visual field. To this end, we undertook a number of
resizing and cropping steps on the videos. Note that the following operations
were done under settings that forced preserving the original aspect ratio.
The stimuli were first resized to 1248 × 696 to reduce the amount of picture
that would be cropped. Then they were cropped to near-square (732 × 696)
without further reducing resolution4 . The fixation cross (Thaler et al., 2013)
was then added in the center of the stimuli. This is sufficient to reproduce
the stimuli used during the experiment.
For presentation, as a final step the stimuli were embedded centrally
inside a black picture to reach the projector display resolution of of 1024×768.
4 The near-square resolution has been a compromise between ease of processing for standard

neural networks models, and not impairing naturalistic viewing conditions by removing too
much information from the horizontal. The compromise to leave 5% more width than height
has been carefully evaluated during stimulus creation, focusing on reducing impairment of
the viewing experience.
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These steps are illustrated in Figure 4.2. Stimuli were presented on a mirror
reflecting the light from a projector outside the MRI system.

1264

20°

+margin
732

768

crop
1264

698

resize

698

720

20°

1024

Figure 4.2: Stimulus preparation. In order to present the video on 20 degrees of the visual field
(horizontally and vertically) we resized and cropped them to squares of size 732 × 698, adding
black margins to fill up the projector resolution.

Dynamic range compression We compressed the dynamic range of the
audio signal as the volume of sounds like explosions was too high for the
subject. Tolerable audio volume would have lead to speech being overshadowed by the scanner noise. ffmpeg and sox were used for dynamic range
compression as follows (example code for Season 4, Episode 1, split 1):
$ ffmpeg -i avi_S04_E01_P01.avi -vn -acodec copy mp3_S04_E01_P01.mp3 sox mp3_S04_E01_P01.mp3 compand_
mp3_S04_E01_P01.mp3 compand 0.3,1 6:-70, -69,-30 -20 -90 0.2
$ ffmpeg -i avi_S04_E01_P01.avi -i mp3_S04_E01_P01.mp3 -c:v copy -c:a copy -strict

experimental -map

0:v:0 -map 1:a:0 cavi_S04_E01_P01.avi

Video and audio codecs After splitting each episode up into parts and after
performing dynamic range compression, all stimulus video parts were reencoded from H.264 to the Indeo 5.1 video codec and the PCM raw audio format
(uncompressed). These are the recommended and locally validated codecs for
time-accurate use with Presentation on the local fMRI stimulus presentation
computer. The re-encoding was done with a VirtualDub script (utilizing
the ffdshow filters) which is available from the data repository.
Fixation The participant was instructed to fixate on the center of the video
scene. Train and test videos were thus superimposed with a central cross
(coloured cyan, which is an infrequent colour in the stimuli) suggested as
optimal for fixation (Thaler et al., 2013). The fixation cross is available in
the data repository. Superimposing it may not be necessary for most data
analyses. The technical validation presented in this manuscript was done
with fixation crosses imposed on the video data.
Training video sources and parameters Training set episodes were extracted from the original BluRays (Season 2: BBCBD0262, 3: BBCBD0263, 4:
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BBCBD0264). Black borders were automatically removed, resulting in a raw
video size of 1264 × 720.
Table 4.2 lists the parameters of the original videos (before splitting,
dynamic range compression and then re-encoding) and the actually used
stimulus videos. The repository contains a PDF listing additional technical
information on the stimulus re-encoding and creation.
Table 4.2: Training video parameters of original video files and of stimulus videos.
Parameter

4

Original videos

Stimulus videos

Container format

.mkv

.avi

Video codec

H.264

Indeo 5.1

Resolution

1264x720

732x698

Frame rate

23.976215 Hz

23.976023 Hz

Audio codec

DTS Audio

PCM uncompressed

Audio sampling rate

48 kHz

44.1 kHz

Stimulus presentation Stimuli were projected on a rear-projection screen
using an Eiki projector (60 Hz) with a resolution of 1024 × 768, placed outside the shielded room. A stimulus PC with the Presentation software
package was used to display the stimuli.
T RAINING STIMULI
For the training set we used episodes from Seasons 2, 3 and 4 after the 2005
relaunch of the series (Tenth Doctor). We started with Episode 6 from Season
2 and presented all following episodes in serial order until and including
Season 4, Episode 10. As mentioned previously, every episode was split up
into four parts (called split in the data records) before any dynamic range
compression or re-encoding. This was done using ffmpeg as follows:
$ ffmpeg -t 12:00.000 -i mkv_S02_E06.mkv -vcodec h264 avi_S02_E06_P01.avi
$ ffmpeg -ss 12:00.001 -i mkv_S02_E06.mkv -vcodec h264 -t 12:00.000 avi_S02_E06_P02.avi
$ ffmpeg -ss 24:00.001 -i mkv_S02_E06.mkv -vcodec h264 -t 12:00.000 avi_S02_E06_P03.avi
$ ffmpeg -ss 36:00.001 -i mkv_S02_E06.mkv -vcodec h264 -t 13:37.000 avi_S02_E06_P04.avi

The end of each episode was defined as the moment when the Doctor Who
logo appeared. This also determined the length of each fourth part.
T EST STIMULI
The test set consisted of seven variable length videos. We used Pond Life, a
mini-series of 5 narrative 1-minute-episodes; and Space / Time, two miniepisodes of 3 minutes each. They were originally written for later seasons in

85
the series (Eleventh Doctor) and feature similar characters, but not the same
actors. We decided for these test set stimuli since they covered high visual
and semantic variability in a short time, and because taking later material
from later seasons meant that there was no scene overlap. Space / Time was
extracted from a DVD (BBCDVD3430). The Pond Life clips can be obtained
from official promotional material.
The test set videos were cropped and re-encoded in the same way as
the training set stimuli (see Figure 4.2 & Table 4.4) and therefore ended up
with the exact same resolution as the training set videos. However, as they
were taken from a different source than the training stimuli, they still have
slightly different video parameters. One difference between test set videos
and training videos is the change in aspect ratio caused by resizing. For test
set videos 1-5 the original resolution was 1280 × 720 and its original aspect
ratio 1.78. Resizing this to 1264 × 698 and an aspect ratio of 1.81 does not lead
to a vastly different change in aspect ratio than the training set (from 1.76 to
1.81). Test set videos 6 and 7 were only available in a resolution (720 × 576)
with a much smaller aspect ratio (1.25) than the desired one. Resizing them
to 1264 × 698 and aspect ratio 1.81 resulted in a greater change in aspect ratio
due to resizing than was the case for the other videos. This greater change
meant that a slight, yet noticeable elongation of the video in the vertical axis
was visible during stimulus presentation. However the change was slight
enough that this went unnoticed during the experiment.
A second difference between videos is that while the training set has a
frame rate of 24 Hz, the frame rate of the test set is 25 Hz - with the exception
of test 2, which has a frame rate of 30 Hz.
A third difference is that different video and audio codecs were used to
encode the video information in the original files. While we converted all
videos to the exact same codecs, the conversion process might theoretically
create small differences between stimuli.
Initially we regarded these differences between the seven test set videos
and the training set as undesirable confounds in our stimuli and debated
leaving test videos 6 and 7 out of the data set. However, we decided that
the deviations could actually yield additional information about our desired
models. If models that are trained on our training set remain able to predict
the test set fMRI responses – despite the above differences in low level
features – then that must mean that the model must have learned features
invariant to these differences. Therefore, we have decided to leave these
slightly different test stimuli in the greater data set and leave it up to the
user of our data to decide whether to include or exclude them in their
analysis. It is important to keep the differences in mind when using our
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data. We do not expect them to influence auditory, semantic or language
processing. Including videos 6 and 7 will add approximately another 500
repeated volumes (6 min) to the test set of 467 (clips 1 to 5).
The test set was presented in random order after the training episode.
After every video there was a 16 seconds blank screen allowing us to collect
the remaining signal of the hemodynamic response. Table 4.3 and Table 4.4
summarize all of the information about the test set and associates each clip
with the test set ID used in the data records.
Table 4.3: Information about video clips used in the test set.
Episode

Title

Test ID

Repetitions

Length

Pond Life

1
2
3
4
5

April
May
June
July
August

1
2
3
4
5

26
26
26
26
26

49 s
65 s
47 s
78 s
86 s

Space / Time

1
2

Space
Time

6
7

22
22

227 s
172 s
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4.2.4. L OCALIZER SESSIONS
In addition to the regular functional data recording sessions, we carried out
retinotopy and recorded data for functional localizers spread over multiple
separate sessions. Localizers for identified areas with similar specializations
partly overlap. fMRI data acquisition and positioning of the participant
during these localizer sessions was the same as during the main experiment.
R ETINOTOPY
Retinotopy was done with polar wedges, using FSL v5.0 for analysis. We
mapped V1, V2, and V3; separately for left and right hemisphere and dorsal
and ventral sections.
F UNCTIONAL LOCALIZERS
We collected a series of functional localizers related to the visual and auditory
systems. They were estimated as contrasts with FSL (Jenkinson et al., 2012).
The localizer set from Huth et al. (2012) served as inspiration and reference
for our localizer choices and acquisition methods. Images were selected from
image stimulus databases for faces (Langner et al., 2010), animals and objects (Brodeur et al., 2010, 2014), and human bodies without faces (De Gelder
and Van den Stock, 2011). The functional localizers are provided separately
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Table 4.4: Test video parameters of original video files and of stimulus videos.
Parameter

Original videos

Stimulus videos

Episodes 1,3-5:
Container format
Video codec
Resolution
Frame rate
Audio codec
Audio sampling rate

.mp4
H.264
1280x720
25 Hz
MPEG AAC Audio
44.1 kHz

.avi
Indeo 5.1
732x698
25 Hz
PCM uncompressed
44.1 kHz

Episode 2:
Container format
Video codec
Resolution
Frame rate
Audio codec
Audio sampling rate

.mp4
H.264
1280x720
30.013455 Hz
MPEG AAC Audio
44.1 kHz

.avi
Indeo 5.1
732x698
30.013455 Hz
PCM uncompressed
44.1 kHz

Episodes 6-7:
Container format
Video codec
Resolution
Frame rate
Audio codec
Audio sampling rate

.mkv
MPEG-1/2 Video
720x576
25 Hz
A52 Audio
48 kHz

.avi
Indeo 5.1
732x698
25 Hz
PCM uncompressed
44.1 kHz

for left and right hemisphere, and individually for separate categories if we
used multiple for mapping them. The estimated functional area locations
were verified by comparing to other studies using Neurosynth (Yarkoni
et al., 2011) (using a transformation to MNI space).
LOC, OFA and FFA were identified using recordings from a single session.
with 16 blocks of 16 seconds length in which 20 images were shown. Images
were displayed for 300 ms with a pause of 500 ms in-between.
OFA The occipital face area was identified with contrasts of human faces
against scrambled faces.
FFA The fusiform face area (Kanwisher et al., 1997; McCarthy et al., 1997)
was identified with contrasts of human faces, animals and faceless bodies
against scrambled versions of the same categories.
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LOC The lateral occipital complex was identified with contrasts of animals,
faceless bodies, everyday objects against scrambled versions of the same
categories.
We localized AC, M1 and MT within separate sessions:

4

AC The auditory cortex was identified with contrasts of audio stimuli
versus resting state activity. We used a block design consisting of 10 blocks
with three different conditions. Blocks were presented for 20 seconds (the
duration of the stimuli), and consisted of a fixation cross and audio file. We
contrasted music (the introductory music of the series), the Tardis sound,
and speech (the main character of the series talking) with rest in order to
map the AC.
M1 For identifying the primary motor cortex we asked the participant to
make small movements for the duration of the cue presentation. This was
done using six distinct block types randomly distributed over 30 blocks. Each
block was presented for 16 seconds, with a 12 second inter block interval.
In the Rest condition, we only presented the word R EST, the participant
was told not to move during this block. For the Hand and Foot blocks,
we presented the words H AND and F OOT, after which the participant had
to move his left and right hand (finger drumming movements) and feet
(toe movements) respectively. For the Mouth block, the word M OUTH was
presented and the participant produced nonsensical syllables involving lips
and tongue for (mouth ) movement. For the speech localizer, S PEECH was
presented and he was asked to sub-vocalize sensible sentences. Finally, for
the Eyes block, we only presented 9 dots in a 3 × 3 grid. The participant was
asked to make random saccades in quick succession to each dot throughout
the grid. We contrasted the motion blocks with rest in order to localize the
M1.
MT The middle temporal visual area (Born and Bradley, 2005), sometimes
also called V5 was identified using a block design with static dots, coherently
moving dots, and rest. In a 5 minute session, we presented 17 blocks, each
block lasting for 15 seconds. The blocks with static dots and coherently
moving dots consisted of 600 dots that either remained in the same location,
or moved with constant speed through the visual display. In the rest block
we only presented a fixation cross. We contrasted the moving dot blocks
with the static and rest blocks in order to localize MT.
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LangLoc auditory English In order to provide localizers for high-level language processing regions we have recorded the Alice Localizer developed
at Evelina Fedorenko’s Language Lab. The participant listened to short
passages from Alice in Wonderland in English, acoustically degraded versions
of these passages (Scott et al., 2017), and passages in an unfamiliar foreign
language (here: Vietnamese). This localizer setup identifies regions that
support lexico-semantic and combinatorial (syntactic and semantic) processes (Fedorenko et al., 2010, 2012, 2016, 2018). Contrasts of native over
degraded and native over foreign are provided.
LangLoc auditory Dutch This is the same experimental setup as the Alice
Localizer in English, but here the participant’s native language Dutch has
been contrasted against Tamil and degraded passages.
LangLoc visual English For creating a visual language localizer the participant has read sentences from Alice in Wonderland (Carroll, 1865) and
non-word sentences without eye movements (presenting one centered word
at a time, in quick succession). Similar to the auditory localizer it should
identify regions that support lexico-semantic and combinatorial (syntactic
and semantic) processes (Fedorenko et al., 2012, 2016, 2018). We provide the
sentences over non-words contrast.
Multiple Demand network The localizer contrasts a hard against an easy
version of a multiple demands task. The participant saw a 3 × 4 grid in
which squares appeared one at a time (easy condition) or two at a time (hard
condition). At the end of each trial the participant had to choose the correct
visual sum of all squares that have appeared. The given localizer identifies
the domain-general frontoparietal multiple demand (MD) network (Duncan,
2010, 2013; Fedorenko et al., 2013), which is involved in various executive
cognitive functions such as working memory and cognitive control.
Theory of Mind network The localizer experiment used here builds upon
the false belief task originally developed by Wimmer and Perner (1983). The
participant read short situational descriptions and had to respond to a comprehension question. The situations either involve other’s mental states or
mere physical scenarios. The provided localizer contrasts regions active
during the mental (false belief) situation over the physical (false photograph)
one, and identifies brain regions supporting theory of mind reasoning (Saxe
and Kanwisher, 2003).
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4.2.5.

4

FUNCTIONAL

MRI

DATA ACQUISITION

The data was collected in a Siemens 3T MAGNETOM Prisma with a Siemens
32-channel head coil (Siemens, Erlangen, Germany). The functional scans
used a T2*-weighted echo planar imaging pulse sequence at 700 ms TR.
Volumes were recorded with 64 transversal slices at 2.4 mm³ voxel size (slice
dimension 88 × 88 at field of view 211 × 211 mm²). They were measured with
a multiband acceleration factor of 8. TE was 39 ms and the flip angle 75 degrees. The multiband-multiecho protocol allowed recording from multiple
transversal locations simultaneously at high speed, which is beneficial for
video stimuli. The structural scans at the end of most sessions used a T1weighted MP RAGE pulse sequence, with 192 sagittal slices with a field of
view of 256 × 256 and 1 mm³ voxel size. The TE was 3.03 ms, the TR 2300 ms
and the flip angle 8 degrees.

4.2.6. P OSITIONING
To ensure stable positioning across sessions, a custom-made 3D-printed foam
head cast (Troebinger et al., 2014) (see Figure 4.3) was fitted for the participant
and the MRI coil. Positioning in the z-direction was further stabilized with a
polymer chin rest. Additionally, before each session we checked participant
position by measuring the distance between the participant’s nasion and
the edge of the head cast, and the distance between the head cast forehead
rim and each pupil. As the head coil mount of the MRI scanner model has
(stable) leeway, we also ensured that it was in the same position for each
experiment.

Figure 4.3: Foam head cast custom-made for the participant (Troebinger et al., 2014) to reduce
motion within sessions and align positioning between sessions.

Comfortable positions of neck cushions, elbow cushions, shoulder bags
and a knee cushion were determined during the piloting phase until motion
parameters were minimal, and then kept constant throughout the experiment.
As the participant would slowly sink into them during the experiment, the
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soft thick mattresses of the MRI table were replaced with a thin mattress on
top of a wooden plank to increase position stability and reduce neck strain.
As a last step during positioning, we ensured that video presentation
was at a constant location in the visual field. We did this by using a physical
horizontal line attached to the projection mirror that the participant had
to match to a projected horizontal line by adjusting the mirror tilt inside
the scanner before the session. The lines were removed before starting the
experiment.
Note that the procedure we describe and none of the existing ones can
account for movement or deformation of the brain inside the skull.
F URTHER CONSISTENT PREPARATIONS
Audio was presented via S14 Insert Earphones by Sensimetrics. The volume
was adjusted to functional scanning conditions (with scanner noise, during
warm up) prior to the sessions to ensure that the participant could effortlessly
follow the narration.

4.2.7. P REPROCESSING
In addition to the original data recordings the functional MRI data are provided in a preprocessed format, organized into training and test files. We
expect that the preprocessed format will be used by groups interested in
representation studies or in training neural networks directly on brain data,
as providing ready-to-use data will facilitate comparability. Using these
data also will decrease the work added by extracting video part-specific
volumes, removing the first 5 volumes in one functional MRI acquisition
run, or coming up with a personal preprocessing pipeline, which may not be
feasible for e.g. machine learning research labs.
We converted the DICOM images to *.nii using dcm2niix5 . Preprocessing was done using FSL v5.0 as follows: We realigned the series of
volumes recorded for each 12 minutes part (called one run) to their middle
volume (reference volume). We then estimated the transformation from each
run to the middle (reference) volume from the very first run in the series.
We applied this transformation to the train and test data, which resulted in
volumes realigned to the middle volume of the first run. The preprocessing
script is available from the data repository. Note that our preprocessing
only consists of realignment and no further steps. Due to our fast multiband
protocol we also decided against slice time correction. Visual inspection of
the alignment of preprocessed files across sessions (mean or first volume)
5 dcm2niix v1.0.20180328 from 28th March 2018
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did reveal small distortions. Thus for more powerful preprocessing procedures, or investigating the frontal lobe in particular, leveraging the field
maps recorded with each session is recommended.

4.3. D ATA RECORDS

4

The data records described in this section are available at the Donders Repository 6 and can be found under the persistent DOI 11633/di.dcc.DSC_
2018.00082_134 7 . Additional information such as how to recreate the
stimuli are available as well. We provide raw and preprocessed data in
NIfTI format. The preprocessed data follows a custom organization different
from BIDS, facilitating the intended data-driven research and attempting to
prevent usage mistakes (e.g. episode runs are divided into the four episode
splits, volumes preceding presentation are removed, test set runs are split
up into clips, etc.). Only realignment was applied for preprocessing, as
described in the previous section, and by providing it we aim for the data to
be ready-for-use with comparable results across different studies.
Preprocessed and raw train fMRI responses Available are 120 fMRI
recordings in 4D NIfTI format of exactly (part 1–3 of every episode) or
approximately (part 4 of every episode) 12 minutes length. Each run includes a long BOLD fadeout period of 20 volumes (14 seconds) after the end
of the video part. For every run corresponding to a part 2 and 4 this will be
the black fadeout screen with the word FIN in the center. For every part 1 and
3 this will be volumes taken when the next video part was presented already
(see Figure 4.1), i.e. volumes from the following run. An exception is the first
session SES03 where we showed all parts separately, i.e. with the FIN screen
at the end and a break in between. We included these volumes from the
next part as it facilitates accessing the delayed BOLD signal. However note
that this intentional overlap of volumes means that it would be a mistake to
simply concatenate all BOLD volumes. When concatenating, for every run
corresponding to a video part 1 or 3, the first 1029 volumes (corresponding
to the video length of 12 min) should be taken instead. Alternatively the
stimulus length can be used as a reference. In total there are 119670 training set volumes including fadeout and 118430 volumes when discarding
the fadeout volumes. The file name format for the preprocessed training
6 data.donders.ru.nl
7 Direct link to the repository: http://hdl.handle.net/11633/di.dcc.DSC_2018.

00082_134. The raw data has been converted to the BIDS (Gorgolewski et al., 2016)
specification using BIDScoin8 , and the adherence to the specification has been verified
using bids-validator9
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data is split[001-121].nii.gz (example: split042.nii.gz), and
they are located in bids/derivatives/sub-001/func/train. The
file name format for the raw training data is sub-001_ses-[session
number]_task-[episodecode]_run-[run number]_bold.nii.gz
(e.g.: sub-001_ses-23_task-S03E12_run-1_bold.nii.gz). Raw
data is located in sub-01/func and accompanied with metadata in .json
format. There is no data for session 4 since it was omitted from public release
due to a video buffering problem with unclear effects during presentation.
For bookkeeping the original numbering of the data has been kept intact.
Preprocessed and raw test fMRI responses Preprocessed recordings of 26
repetitions of test set 1 to 5 and 22 repetitions of test set 6 and 7 are located
in bids/derivatives/sub-001/func (4D NIfTI format). They use the
file name structure repetition[repetitionnumber_testID_[test
clip number].nii.gz. Raw recordings of those files are located in
bids/raw/sub-001/func/test. The full raw test set presentations
use the BIDS file structure sub-001_ses-[session number]_taskrepeatedclips_bold.nii.gz and are accompanied with metadata in
.json format of the same base name. In total 14742 volumes were recorded
(including 20 fadeout volumes after every individual test set video). The
intention of this recording was providing a repeated set where a higher SNR
can be obtained through averaging, suitable for evaluating encoding models
and doing RSA. We recommend the following procedure for averaging the
files: Linear detrending within the test set run (either individually for every
test set video, or across the run with test set videos concatenated in presentation order (see test_session_notes.tsv). Z-scoring (demean and
unit variance) within the whole run. Taking the test set average10 . Finally
z-scoring across the averaged test set. The length of this averaged section is
14742 including the 20 fadeout volumes after every individual test set video
(12142 without). Test sets are available for most, but not for all sessions.
Refer to the session notes for information on how repetition IDs correspond
to session IDs. Session SES23 – where the participant fell asleep after half
of the test set – was excluded from the preprocessed data in derivatives,
but can be obtained from the raw data. Decisions for excluding further
test set runs from the average can be made based on special conditions for
each session (e.g. reported drowsiness).
10 As mentioned before, clips 2 and 5 have one additional volume at the end if they were

shown first in the test set run, due to the 100 ms delay for buffering. This volume can be
omitted.
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Structural data T1 scans are provided for most sessions. The higher resolution reference scan used for visualization and functional localizer estimations has been recorded in ses-25. The scans have been defaced using
pydeface (poldracklab, 2020) for anonymisation.
Field maps In most sessions we could acquire a field map, which can be
useful for alternative preprocessing. It can be found in the fmap directory of
each session.

4

Localizers Retinotopic and functional localizers are available as 88 × 88 × 64
masks in NIfTI format. Functional localizers were acquired as contrasts.
Refer to section 4.2.4 for a list and localizer descriptions.
Data quality metrics Quality metrics include a temporal signal-to-noise
ratio volume and the motion energy features for each stimulus part. They
can be found in the directory diagnostics.
Session notes The root directory contains train_session_notes.tsv
and test_session_notes.tsv that include detailed information about
every session in a single file. There is information on which episode was
shown, physiological circumstances reported by the participant, whether a
test set was recorded (and in which test video order), and which episode was
shown. Much of this information is also contained in the BIDS metadata.
Information for stimulus creation The directory stim/preparation
contains detailed information and scripts for recreating the Doctor Who
episodes we used as stimuli. It also contains the fixation cross (fixation_
cross.bmp).
Additional scripts The directory code/ contains an FSL v5.0 script used
for preprocessing (realigning) the data. Our procedure is described in the
respective methods section.

4.4. T ECHNICAL VALIDATION
4.4.1. T EST DATA

NOISE CEILINGS

Noise ceiling methods are used to estimate the maximal performance achievable by a predictive model on neuroimaging data. These measurements tend
to have very strong noise components. Voxel-wise predictive power of a
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model is often seen as more informative specified relative to the noise level
of the data. It is usually estimated on the test data sets.
Different methods have been proposed. Here, noise ceilings have been
estimated with the Monte Carlo noise ceiling (MCnc) method according
to Kay et al. (2013), using his public implementation (also see the recent
overview article in Lage-Castellanos et al. (2019)) on the preprocessed data.
Summary statistics for voxel-wise noise ceilings on the test data for our
functional localizers can be seen in Figure 4.4.
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Figure 4.4: Test data noise ceilings in projected visual system areas for the functional
ROIs recorded for this data set. The middle bar marks the median.

Additionally to estimating noise ceilings on our own functionally defined
set of ROIs we have estimated them on the Wang probabilistic atlas of visual
system regions (Wang et al., 2015). It has been applied to our freesurfer reconstruction using neuropythy (Benson and Winawer, 2018). neuropythy
has also been used for projecting the ROIs from surface back to functional
space, where the noise ceilings have been estimated. Summary statistics for
these voxel-wise noise ceilings are shown in 4.5.
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Figure 4.5: Test data noise ceilings in projected visual system areas defined by Wang
2015.

4.4.2. T EMPORAL SIGNAL TO NOISE RATIO
As another measure of data quality, voxel-wise temporal signal to noise
ratio (tSNR) has been estimated. The tSNR is defined as the voxel-wise ratio
between the mean over time and standard deviation over time (Murphy
et al., 2007) (see equation 4.1).
µ
tSNR = =
σ

1 PT
t =1 x t
T
1 PT
2
t =1 (x t − µ)
T

(4.1)
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Results for exemplary slices can be see in Figure 4.6. The complete tSNR
volume has been included in the repository as metrics/tSNRvol.nii.gz
and can be used as a quality metric for the regions that should be analyzed.
Voxels with erroneous tSNR, which can occur by dividing through zero standard deviation have been omitted by setting them to 0. Artefacts indicating
scanning protocol problems or behavioural noise (e.g. around the eyes in the
frontal lobe) could not be found by us. The maximal observed tSNR value is
57.8.
voxel-wise tSNR

50
40

4

30
20
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0

Figure 4.6: Temporal signal to noise ratio (tSNR) for exemplary slices and views. The full
tSNR volume can be found in metrics/tSNRvol.nii.gz .

4.4.3. M OTION ACROSS

SESSIONS

We analysed the stability of our set-up by determining the translation and
rotation parameters via motion correction with FSL mcflirt. Figure 4.7
presents the motion parameters relative to the first training set volume
recorded in run001. This figure shows to what extent we were able to
recreate the target initial head position before the start of every session using
our positioning method. While the translation in the x direction was stable
across sessions, in the z and y directions we observed translations, with a
maximum of 2 mm in z direction over all sessions. The mean translation of y
and z was 0.6 mm and 0.88 mm respectively (all parameters ignoring one
outlier session addressed below, which had 8 mm translation). The mean
pitch and roll rotation (yaw was stable) was 0.45° in each direction, with
a max rotation of 2° in roll direction. With a voxel size of 2.4 mm³ this is
certainly not as optimal as it could be, but still within an acceptable range
for effective realignment across 30 sessions.
The outlier session in the series had an x translation of 7.2 mm (session
number 16 in the figures, which had session ID SES20 and run numbers 6265). The participant reported pressure pain for the second fMRI training run
and the test set, which however also occurred in few further runs without
such translation problems. We assume that during this session we failed to
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verify that the head coil base was in the right position (it has 1 cm leeway),
but are unable to confirm it at this point. Our preprocessing procedure did
not fail realigning this session and (after realignment) the data seemed usable
and was not excluded for further analysis. However, excluding this session
from analysis should be considered in case it leads to problems.

4
(a) translation

(b) rotation

Figure 4.7: Motion parameters across sessions. Translation (4.7a) and rotation (4.7b)
estimated for each initial training volume in the series with mcflirt, relative to the first
training volume recorded in the first session. Represents to what extent we were able to recreate
the target position before every session with our positioning method. The session numbers on the
x axis are continuous starting from 0 (session SES03) and do not match the session IDs.

Figure 4.8 presents the same motion parameters within every training
session, with the first training volume recorded in every session as reference.
These figures indicate how well the participant could keep his position stable
across the session. For about half of the sessions we notice a ramp up,
similar to the frequency drift effects described previously. The dip in the
trajectory is the gap between the two fMRI recordings runs (each consisting
of two video parts). The persisting, yet lower frequency drift-related motion
overshadowed the magnitude of the participant’s actual motion parameters.
We conclude from this that the participant was able to keep his head position
mostly stable within a session.

4.4.4. M OTION ENERGY VISUAL ENCODING MODEL
Motion energy features (Adelson and Bergen, 1985) are a powerful representation of spatiotemporal visual data. Using voxel-wise encoding models it
was shown that motion energy features based on a spatiotemporal Gabor
filter pyramid can model BOLD activity in wide sections of the occipital lobe
responding to natural videos (Nishimoto et al., 2011). Voxel-wise encoding
means that linear regression models predicting BOLD data based on stimulus
information are trained and evaluated independently for every voxel.
For quality assessment we evaluated the voxel-wise motion energy encoding model with our data. We limited the analysis to cortical voxels. As
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(a) translation

4

(b) rotation

Figure 4.8: Motion parameters within sessions. Mean translation (4.8a) and rotation (4.8b)
parameters within the training sessions. They are estimated with mcflirt, relative to the
first volume recorded in every training session. The error bars show the standard deviation.
This represents how well our participant could keep his initial position stable across a session.
Since his movements were smaller than the frequency drift effects, the latter overshadow the
participant’s movements.

the code for motion energy feature extraction for fMRI video stimuli has
been made available by the authors11 we could stay close to the original
feature extraction method. It resulted in 6555 features, which were averaged
over the TR of 700 ms. For accommodating the haemodynamic delay we
shifted stimulus matrices temporarily in a step-wise fashion and concatenated the steps four times so that every feature could potentially influence
the voxel response recorded in a volume from 2.8 s to 5.6 s after the stimulus
event. Using multiple possible peak delay times will also account for small
differences in the haemodynamic delay across the brain. This procedure is
described in detail in the supplementary material of Nishimoto et al. (2011).
For every voxel the full time-shifted and concatenated motion energy matrices present the input to a regression model. The regression models are
regularized using the L2 norm (ridge regression). The regression models
learn to predict the responses of single voxels at one point in time, given
a time-shifted and concatenated feature matrix for that time point. They
are trained on the single presentation training data. Predictive performance
was quantified using the Pearson correlation between actual and predicted
responses. The resulting voxel-wise correlations on our data set are projected
on the brain and can be seen in Figure 4.9. For every voxel-associated model
the optimal regularization parameter λ is determined by taking the best λ
from the average correlation over 10 folds of 1% randomly selected training
data points. Models are trained and evaluated on detrended and standardized voxel responses (separately for every fMRI recording) and standardized
motion energy features. We excluded the fadeout periods – due to this and
11 github.com/gallantlab/motion_energy_matlab (accessed December 2017)
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the FIR-like analysis around 35 volumes per training run are not used, leading to 23 h of data left to analyze. We projected the voxel-wise correlations
onto a flatmap using pycortex (Gao et al., 2015)12 in combination with
FreeSurfer v6.0.0 and FSL. The result is shown in Figure 4.9. It indeed
confirms that early and intermediate visual areas can be explained well with
the motion energy model on our data set.

4

Figure 4.9: Voxel-wise correlations of the motion energy encoding model. The color map
encodes Pearson’s correlations between the measured BOLD activity and the activity predicted
by each linear regression model on the held-out test set.

We also looked into how the performance of the motion energy encoding
model behaves as a function of the amount of training data used. The mean
correlation of significant voxels over the number of training hours can be
found in Figure 4.10, evaluated per session.
This average correlation of motion energy encoding models can also be
studied separately for every ROI. We assume that in the early visual system
maximum correlations will be reached faster, while in higher visual cortex
regions they will need more training data to reach a plateau. We indeed
observe this behaviour for our participant in Figure 4.11, where visual cortex
areas V1, V2, V3 and MT reach the maximum performance after two hours
12 pycortex from June 30th 2018
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Figure 4.10: Average correlation across significant voxels (p<0.01, Bonferroni-corrected
over number of voxels) over amount of training data. The selection of significant voxels was done
on the training run with maximum data.

of training data while the higher order areas we localized, especially FFA
only seems to peak at more than 16 hours of training samples from our
participant. This observation is probably characteristic of the motion energy
encoding model which is a hypothesized representation for early visual
system areas, but may also affect models that cover higher order areas such
as convolutional neural networks.
Figure 4.12 shows average correlations over significant and all voxels
estimated for individual sessions. While there are differences between sessions, they appear to stay in the same range and we did not observe severe
outlier sessions in terms of performance with the motion energy model.

4.4.5. VALIDATION FOR THE INTENDED USE CASE
Validation of the applicability for the originally intended use case of using
these data – to train advanced machine learning models – can be found in
Seeliger et al. (2019a). Here, a visual recognition network was trained using
the stimuli as input and the brain activity as objective function.

4.5. U SAGE NOTES
Please cite this data descriptor when using the data set for research purposes.
See section Data Citations at the end of this document for an example citation.
The original authors of this data set do not have to be listed as co-authors
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(a) Correlations between predicted and measured voxel activities, averaged over voxels within specific ROIs.
correlation change in %
(relative to first hour of training data)

300
FFA

275
250

OFA

4

LOC

225
200
175
150

AC

V3

V2

V1

125

MT

100
0

2

4

6

8

10
12
hours of training data

14

16

18

20

22

(b) Increase in averaged correlations between predicted and measured activity, relative to one hour of data.

Figure 4.11: Average correlation across significant voxels in specific ROIs (p<0.01,
Bonferroni-corrected over total number of voxels) over amount of training data. 4.11a shows
average correlations for significant voxels with increasing amounts of training data, starting
from the first session. 4.11b shows ROI-wise average correlations relative to using only one (the
first) hour of training data. We see that the early visual cortex reach their peak correlation much
faster than higher order areas.
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Figure 4.12: Average correlation across significant voxels (p<0.01, Bonferroni-corrected
over number of voxels) for individual sessions (specified by their run numbers). The selection of
significant voxels was again done on all data.
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reveal their identity to the study authors when requesting access via Donders
Repository.

4.6. U SAGE ADVISE
In the following you will find a brief list of points to pay attention to when
using this data set. Those points have already been described in more detail
throughout other sections. The collection should aid as a checklist when
working with the data.

4

• In SES03 the 4 splits have been presented separately, leading to 4 MRI
"runs" used for recording. In SES04 a full episode was presented in
a single run, however this session was excluded (see next point). All
other sessions strictly follow the design matrix from Figure 4.1.
• split005 has been removed from the data set in the derived (preprocessed) data since an unknown buffering problem occurred in SES04,
creating unreliable timing in at least the second half of the episode
presentation. The numbering of the following sessions has been kept
intact to avoid bookkeeping mistakes. The raw data for SES04 is available upon request, however the data has been confirmed to impair
modeling.
• In the derived data every 20 final volumes of split 1 and 3 cover
the beginnings of splits 2 and 4 respectively. This should facilitate
incorporating the hemodynamic delay when working with the split
files.
• Every first split in an MRI run had to be presented with a consistent
100 ms buffering delay – i.e. in most sessions split 1 and 3; and in
SES03 in all 4 runs the video started with 100 ms delay. In the test
set presentations every first of 7 test set clips started with the 100 ms
delay. The direct usage consequence is that for test set clips 2 and 5 one
additional volume has been recorded whenever they were presented
first13 , which we advise to dismiss during averaging. Whether the
100 ms delay should be incorporated during modeling of the BOLD
signal is left up to the consideration of the researcher.
• T2 scans have been recorded up to (including) SES09, and in SES13,
SES14, SES15.
13 Test set clip 2: SES15, SES16, SES22, SES25, SES30, SES34; Test set clip 5: SES06, SES11,

SES14, SES17, SES21, SES26.
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• Test set videos 6 and 7 can optionally be added to the test set if the
limitations mentioned in section 4.3 do not impair the analysis. This
doubles the size of the test set.
• We provide two averaged test set files which were processed according
using the procedure described in the motion energy modeling example.
They differ in that one has voxel-wise unit variance across the whole
voxel time course, the other does not have unit variance. Both have
zero mean. The recommended average to use is the one with unit
variance (training data should be z-standardized too).
• During the recording of the repeated / test set of SES23 the participant
fell asleep, so it should be excluded during averaging across repetitions.
It was excluded during test set creation. We have included the raw
data anyway for reference. The participant could confirm that he was
sleeping throughout at least the whole second half of the presentation.
• The second run of SES25 had to be restarted after 14 minutes due to
a technical problem. So season 4 episode 1 part 3 has not been novel
to the participant. It has been marked as a REPEATED stimulus in the
accompanying event.tsv file.
• The first localizer session ses-19 did not have a warm up session.
• A higher resolution structural image was acquired in ses-24. This
was taken as as the basis for the freesurfer run and the localizer
analysis.

4.6.1. A PPLICABILITY
While our stimulus is naturalistic, researchers considering to use this data
set should reflect whether the non-natural conditions under which the participant viewed the videos would impact their analysis. The primary intention
behind this recording was providing sufficient sensory system data for training advanced visual and auditory machine learning models – for the first
time in neuroscience. Decisions against natural viewing conditions – such
as using a cropped square stimulus (following standards in neural network
frameworks, ignoring the artistic concept of the directors), extensive training
to fixate, remain motionless and not blink inside the scanner; and recording
a repeated high SNR test set – were taken with this application in mind.
For instance, while eye movements are a natural component of human visual recognition, they would have posed an additional complication for a

4
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researcher intending to train machine learning models, increasing the likelihood of modeling errors. Using fixation the data set allows using the original
stimulus as input with no changes applied. Nevertheless the intention behind using a TV series with consistent narration and characters, novel to the
participant was not only taken to increase attention and engagement, but
also to allow for insights into language and higher cognitive function.
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E ND - TO - END NEURAL SYSTEM
IDENTIFICATION WITH NEURAL
INFORMATION FLOW
K. S EELIGERY , L. A MBROGIONIY , Y. G ÜÇLÜTÜRK , U. G ÜÇLÜ ,
M. A. J. VAN G ERVEN

Neural information flow (NIF) provides a novel approach for system identification in
neuroscience. It models the neural computations in multiple brain regions and can be
trained end-to-end via stochastic gradient descent from neural data. Neural information flow models represent neural information processing through a network of coupled
tensors, each encoding the representation of the sensory input contained in a brain region. The elements of these tensors can be interpreted as cortical columns whose activity
encodes the presence of a specific feature in a spatiotemporal location. Each tensor is
coupled to the measured data specific to a brain region via low-rank observation models that can be decomposed into the spatial, temporal and feature receptive fields of a
localized neuronal population. Both these observation models and the convolutional
weights defining the information processing within regions are learned end-to-end by
predicting the neural signal during sensory stimulation. We trained a neural information
flow model on the activity of early visual areas using a large-scale single participant dataset in
functional MRI. We show that we can recover plausible visual representations
and population receptive fields that are consistent with empirical findings.
Y Equal contribution.

5.1. I NTRODUCTION
Uncovering the nature of neural computations is a major goal in neuroscience. It could be argued that true understanding of the brain requires
107
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the development of in silico models that explain the activity of biological
neurons in terms of information processing (Newell, 1973). We refer to this
idea as neural system identification (Stanley, 2005; Wu et al., 2006). In cognitive terms, information processing can be understood as using internal
representations of environments with the goal of generating behaviour.
The predominant approach for uncovering these representations is to
use predefined nonlinear features derived from the stimulus as a hypothesis
for predicting measured neural responses (Naselaris et al., 2011; van Gerven, 2017; Yamins and DiCarlo, 2016). Using this approach, in visual and
auditory domains the best results so far have been obtained by using convolutional (or deep) neural networks (DNNs) (Kriegeskorte, 2015; Lindsay,
2020; Güçlü and van Gerven, 2015a,b; Yamins and DiCarlo, 2016; Cichy et al.,
2016; Horikawa and Kamitani, 2017; Cadena et al., 2019a,b; Shi et al., 2019).
DNNs process input through a sequence of layers with linear and nonlinear
transformations, and learn local features and maps of these features through
the convolution operation. Each layer of a DNN encodes increasingly more
complex abstractions of the original input. However, using this approach
DNNs have to be trained for solving manually defined tasks such as object
classification on specific data bases. Consequently, the resulting DNN feature representations are biased towards their specific objective function (Sinz
et al., 2019).
An alternative approach is to directly estimate hierarchical representations from neural data. This idea has been used to reveal mechanisms
of neural information processing in biological systems (Joukes et al., 2014;
Klindt et al., 2017; St-Yves and Naselaris, 2018; Antolík et al., 2016; McIntosh
et al., 2016; Batty et al., 2017; Kindel et al., 2017; Sinz et al., 2018; Ecker et al.,
2018; Cadena et al., 2019a). However, most of these ideas have been applied
within individual brain regions (most frequently within V1). In the area of
human visual perception across multiple areas, the most related approach
is Representational Distance Learning (McClure and Kriegeskorte, 2016;
Kietzmann et al., 2019), which uses representational dissimilarity matrices
estimated within visual areas as an element of the training objective of a
convolutional neural network modeling these areas. Recent approaches use
the prediction of neural measurements directly for learning to separate the
location and features that voxels respond to (Güçlü and van Gerven, 2017;
Klindt et al., 2017; St-Yves and Naselaris, 2018; Ecker et al., 2018; Cadena
et al., 2019a; Tripp, 2019). This manuscript expands on this work, proposing
a novel approach for neural system identification, referred to as neural information flow (NIF). NIF generalizes existing approaches, allowing estimating

109
neural information processing systems from individual cortical areas up to
the whole-brain level.
Similar to DNN encoding models, the information processing hierarchy
is expressed as a multi-layer neural network. However, the layers of NIF
models have a one-to-one correspondence to biological neural populations
(such as V1), and all neural network parameters are solely trained with the
objective function of predicting brain activity measured in response to input
stimuli. Using this method, training is expected to learn spatiotemporal neural representations of the sensory input inside the corresponding population,
and to learn to derive the underlying flow of information processing.
Convolutional layer activity is linked to neural measurement units
through unit-wise observation models that are trained jointly with the other
network parameters. The choice of measurement unit (e.g. cellular, voxels,
behavioural) in the NIF framework is arbitrary, and measurements can be
combined. In case of functional magnetic resonance imaging (fMRI) from
a visual experiment, each voxel learns its spatial receptive field and local
peak of the hemodynamic response; and the preferred convolutional features
(channels) of its underlying information processing units.
In this manuscript we outline the principles and methodology of NIF
with a simplified model of the visual system. Using a large fMRI data set
acquired under stimulation with naturalistic video we demonstrate that
the model is capable of generating realistic brain measurements, and that
the computations learned inside the model are biologically meaningful.
We expect that these ideas will guide the development of a new family
of computational models that allow uncovering the principles of neural
computations in biological systems.

5.2. M ETHODS
N EURAL INFORMATION FLOW
The purpose of a NIF model is to capture the neural computations that take
place within and between neuronal populations in response to sensory input.
The general philosophy of NIF is outlined in Fig 5.1. The core of a NIF model
is a deep modular neural network architecture where individual neuronal
populations are modeled using neural network modules that transform afferent input into efferent output. The connectivity between populations is
captured by convolutional layers which model the topographically organized
information exchange between neuronal populations. Finally, population
activity is used to predict observed measurements through factorized observation models. Model parameters are estimated by fitting the neural signals
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Figure 5.1: The philosophy underlying neural information flow. NIF models define synthetic brains that model information processing in real brains. They are specified in terms of
mutually interacting neuronal populations (white discs) that receive sensory input (green) and
give rise to measurements of neural activity (blue) and/or behavior (red). NIF models may
consist of hundreds of such interacting populations. They can be estimated by fitting them
to neurobehavioral data acquired under these tasks. By analyzing NIF models, we can gain
a mechanistic understanding of neural information processing in real brains and how neural
information processing relates to phenomenology.

5
measured during sensory stimulation. Specifically, the NIF model receives
the same sensory input that is presented to the participant and predicts
the measurements of all brain regions of interest. Model components are
trained end-to-end using stochastic gradient descent to minimize the error
in voxel-specific measurement predictions. In the following we describe the
NIF components in more detail.
M ODELING SENSORY INPUT AND NEURAL REPRESENTATIONS
Sensory input is modeled using a four-dimensional tensor N ∈ RNc ×Nt ×Nx ×N y
whose array dimensions represent input channels c , time t and spatial coordinates (x, y) respectively. For example, the input channels can be the
RGB components of a visual stimulus or the photoreceptor responses of a
retinal model. In our experiments, we model grayscale images using a single
luminance channel (Nc = 1). We used temporal windows of 2.1 s, resulting in
48 frames (N t = 48). Analogously, the representations of the sensory input
encoded in each brain region are modeled using four-dimensional tensors.
The feature maps N[c, :, :, :] of these neural tensors encode neural processing
of specific sensory stimulus features such as oriented edges or coherent motion. Consequently, a tensor element can be interpreted as the response of
one cortical column. Under the same interpretation, cortical hyper-columns
are represented by a sub-tensor N[:, :, x, y] storing the activations of all the
columns that respond to the same spatial location.
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M ODELING DIRECTED CONNECTIVITY AND INFORMATION FLOW
We model the directed connectivity between brain regions using spatiotemporal convolutions. The spatial weights model the topographically organized
synaptic connections while the temporal component models synaptic delays.
Using this setup, we can model how neural populations respond to sensory
input as well as to each other.
Let Ñ denote the concatenation of afferent inputs N1 , . . . , NN along the
feature dimension and let ? denote the convolution operation. We define the
activation of the j -th brain area as a function of its afferent input as follows:
¡
¢
N j = f j (N1 , . . . , NN ) = f Ñ ? W j + B j ,

(5.1)

where f is the element-wise application of a sigmoid activation function
followed by downsampling using an average pooling operation, W j is a
synaptic weight kernel and B j is a bias term. Initial testing indicated more
stable convergence using sigmoid activation functions f compared to ReLU
activation functions.

M ODELING OBSERVABLE SIGNALS
NIF models are estimated by linking neural tensors to observation models
that capture indirect measurements of brain activity. Observations are represented using tensors Y that store measurable responses. The observation
model expresses the predicted measurements as a function of the activity of
the latent tensors:
Y = g (N1 , . . . , NN ) + ² ,
(5.2)
where ² is measurement noise. The exact form of g depends on the kinds of
measurements that are being made. Neuroimaging methods such as fMRI,
single- and multi-unit recordings, local field potentials, calcium imaging,
EEG, MEG but also motor responses and eye movements are observable responses to afferent input and can thus be used as a training signal. Note that
the same brain regions can be observed using multiple observation models,
conditioning them on multiple heterogeneous data sets at the same time. This
provides a solution for multimodal data fusion in neuroscience (Uludağ and
Roebroeck, 2014). In this paper, we focus on modeling blood-oxygenationlevel dependent (BOLD) responses obtained for individual voxels using
fMRI. In this case, we can consider the voxel responses separately for each
region, such that we have Yi = gi (Ni ) + ² for each region i . Let Yi ∈ RK ×T
denote BOLD responses of K voxels acquired over T time points for the i -th
region. Our observation model for the k th voxel in that region is defined as
Yi [k, t + ∆t ] = b k +

X
c,τ,x,y

Ni [c, τ, x, y]Ui [c, τ, x, y, k] + ²[k] ,

(5.3)
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where Ni contains neural network activations to the stimulus frames presented in preceding video chunks, relative to time t , bk is a voxel-specific
bias, ²[k] is normally distributed measurement noise and ∆t is a temporal
shift of the BOLD response that is used to take into account a default offset
in the hemodynamic delay (4.9 s in our experiments). Every brain region can
be observed using a function of the form shown in Equation (5.3).
Factorized observation models To simplify parameter estimation and facilitate model interpretability we use a factorized representation of U (also
see Klindt et al. (2017)). That is,
U[c, t , x, y, k] = Uc [c, k]Ut [t , k]Us [x, y, k] ,

5

(5.4)

where k is denotes the voxel index. Here, Uc [·, k] are the feature loadings
that capture the sensitivity of a voxel to specific input features, Ut [·, k] is the
temporal profile of the observed BOLD response of a voxel and Us [·, ·, k] is
the spatial receptive field of a voxel. Hence, the estimated voxel-specific
observation models have a direct biophysical interpretation.
We further facilitate parameter estimation by using a spatial weighted
low-rank decomposition of the spatial receptive field:
Us [x, y, k] ≈

R
X

a k,r Ux,r [x, k]U y,r [y, k] .

(5.5)

r =1

Here, ak,r are rank amplitudes that are constrained to be positive using
a softplus transformation. We used R = 4 in our experiments. The rank
limits the complexity of the spatial observation model. Rank one models
can estimate unimodal receptive fields. However, a small number of voxels
have nonclassical receptive fields that respond to multiple parts of the input
space, for which more degrees of freedom are needed. To further stabilize
the model and obtain localized and positive spatiotemporal receptive fields,
we apply a softmax nonlinearity to the columns of Ut , Ux and U y . That is,
the elements u i of each column vector u of these matrices are given by
u i = σi (v) = exp(v i )/

X

exp(v j ) ,

(5.6)

j

where the v i are learnable parameters.
M ODEL ESTIMATION
Once the architecture of the NIF model is defined, synaptic weights and
observation model parameters can be estimated by minimizing a loss using
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gradient descent via backpropagation. Let Yit and Ŷit = gi (Ni ) denote the
observed and predicted measurements for the i th region relative to the t
measurement (BOLD volume). The loss is given by the squared error per
region summed over regions and across measurements:
L=

X¡
t ,i

Ŷit − Yit

¢2

.

(5.7)

Note that, since the model couples neuronal populations, region-specific
estimates are constrained by one another and consequently make use of all
observed data. Our approach was implemented in the Chainer framework
for automatic differentiation (Tokui et al., 2015).

E XPERIMENTAL VALIDATION
To demonstrate the capabilities of the NIF framework, we estimated and
tested a simple visual system model using a unique large-scale functional
MRI data set collected while one participant was exposed to almost 23 hours
of complex naturalistic spatiotemporal stimuli. Specifically, we presented
episodes from the BBC series Doctor Who (Davies et al., 2005).
S TIMULUS MATERIAL
A single human participant (male, age 27.5) watched 30 episodes from seasons 2 to 4 of the 2005 relaunch of Doctor Who. This comprised the training
set which was used for model estimation. Episodes were split into 12 min
chunks (with each last one having varying length) and presented with a
short break after every two runs. The participant additionally watched repeated presentations of the short movies Pond Life (five movies of 1 min,
26 repetitions) and Space / Time (two movies of 3 min, 22 repetitions), in
random permutations and after most episodes. They were taken from the
series’ next iteration to avoid overlap with the training data. This comprised
the test set which was used for model validation.
D ATA ACQUISITION
We collected 3T whole-brain fMRI data. It was made sure that the training
stimulus material was novel to the participant. Data were collected inside
a Siemens 3T MAGNETOM Prisma system using a 32-channel head coil
(Siemens, Erlangen, Germany). A T2*-weighted echo planar imaging pulse
sequence was used for rapid data acquisition of whole-brain volumes (64
transversal slices with a voxel size of 2.4 × 2.4 × 2.4 mm3 collected using a
TR of 700 ms). We used a multiband-multi-echo protocol with multiband
acceleration factor of 8, TE of 39 ms and a flip angle of 75 degrees. The video
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episodes were presented on a rear-projection screen with the Presentation
software package, cropped to 696 × 732 pixels squares so that they covered
approximately 20 degrees of the vertical and horizontal visual field. The
participant’s head position was stabilized within and across sessions by using
a custom-made MRI-compatible headcast, along with further measures such
as extensive scanner training. The participant had to fixate on a fixation cross
in the center of the video. At the beginning of every break and after every
test set video a black screen was shown for 14 s to record the fadeout of
the BOLD signal after video presentation stopped. The black screen stimuli
of these periods were omitted in the present analysis. In total this leaves
us with approximately 118000 whole-brain volumes of single-presentation
data, forming our training set (used for model estimation) and 1032 volumes
of resampled data, forming our test set (used for model evaluation). We
decided to use the whole test set, including the second half with the slight
vertical elongation. Data collection was approved by the local ethical review
board (CMO regio Arnhem-Nijmegen, The Netherlands, CMO code 2014288 with amendment NL45659.091.14) and was carried out in accordance
with the approved guidelines. All specifics of the data set are described in
a separate manuscript accompanying the data publication (Seeliger et al.,
2019b).
D ATA PREPROCESSING
Minimal BOLD data preprocessing was performed using FSL v5.0. Volumes were first aligned within each 12 min run to their center volume
(run-specific reference volume). Next, all run-specific reference volumes
were aligned to the center volume of the first run (global reference volume).
The run-specific transformations were applied to all volumes to align them
with the global reference volume. The signal of every voxel used in the
model was linearly detrended, then standardized (demeaning, unit variance)
per run. Test set BOLD data was averaged over repetitions to increase signal
to noise ratio, and as a final step the result was standardized again. A fixed
delay of 7 TRs (4.9 s) was used to associate stimulus video segments with
responses and allow the model to learn voxel-specific HRF delays within Ut .
With the video segments covering 3 TRs starting from the fixed delay, the
BOLD signal corresponding to a stimulus is thus expected to occur within a
time window of 4.9 s to 7.0 s after the onset of the segment. As there were
small differences between frame rates in the train and test sets we transcoded
the stimulus videos to a uniform frame rate of 22.86 Hz (16 frames per TR) for
training the example model. To reduce model complexity we downsampled
the videos to 112 × 112. As the model operates on three consecutive TRs,
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Figure 5.2: The described NIF architecture, a simplified feed-forward model of early visual
areas. Underneath the tensors resulting from the 3D convolution operations we state the size
of each input space (x × y × t ) to the next layer. The number of feature maps in each input
space is printed in boldface, with the stimulus (input) space consisting of a single channel. The
input to the network are 3D stimulus video segments consisting of 3 × 16 frames (covering
three TRs of 700 ms each), aligned with the hemodynamic response by applying a fixed delay
of 7 TRs. The first convolutional layer is not attached to a region observation model, but is a
single-channel linear spatial convolution layer. It serves as a learnable linear preprocessing step
that accounts for retinal and LGN transformations. Convolutional kernel sizes are 7 × 7 × 7 in
the second convolutional layer (leading to the V1 tensor), and 3 × 3 × 3 for all other layers. After
every convolution operation (except for the linear layer) we apply a sigmoid nonlinearity and
spatio-temporal average pooling with 2 × 2 × 2 kernels. Before entering the Ut observation models
the temporal dimension is average pooled so that each point t covers one TR. All weights in
this model (colored blue) are learned by backpropagating the mean squared error losses from
predicting the BOLD activity of the observed voxels. The voxel-specific observation models
consisting of the spatiotemporal weight vectors Us and Ut and the feature observation model Uc
enable the end-to-end training of the model from observational data.

the training input size was 112 × 112 × 48. The stimuli were converted to
grayscale (ITU-R, 2011) prior to presenting them to the model. Otherwise
stimuli were left just as they were presented in the experiment.
M ODEL ARCHITECTURE
We implemented a purely feed-forward architecture for modeling parts of the
visual system (V1, V2, V3, FFA and MT). The used architecture is illustrated
in detail in Fig 5.2. FFA and MT have their own tensors originating from V3
to allow for a simplified model of the interactions between upstream and
downstream areas. We intentionally used a simplified model to focus on
demonstrating the capabilities of the NIF framework. To model LGN output,
we used a linear layer consisting of a single 3 × 3 × 1 spatial convolutional
kernel. The NIF model was trained for 11 epochs with a batch size of 3, using
the Adam optimizer (Kingma and Ba, 2014) with learning rate α = 5 × 10−4 .
Weights were initialized with Gaussian distributions scaled by the number
of feature maps in every layer (He et al., 2015).
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5.3. R ESULTS
In this paper we focus on the processing of visual information. In the following, we show that a NIF model uncovers meaningful characteristics of the
visual system.

A CCURACY OF RESPONSE PREDICTIONS

5

After training the NIF model, we tested its accuracy on the test set. We observed that BOLD responses in a majority of voxels in each brain region could
be predicted by the model (tested for significance with p < 0.01, Bonferronicorrected over the total number of gray matter voxels). This is illustrated in
Fig 5.3, showing voxel-wise correlations between predicted and observed
test data per region. The results show that the NIF model generates realistic
brain activity in response to unseen input stimuli. The larger correlations in
area MT could be explained by its motion-sensitivity, which can be strongly
driven by the employed video stimulus and can be modeled well using a
relatively straightforward motion energy model (Nishimoto et al., 2011).
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Figure 5.3: Voxel-wise correlations. A. Histograms of voxel-wise correlations between predicted and observed BOLD responses on the test set in different observed brain regions. The
vertical line marks the median. The blue area shows the significantly predicted voxels. B. Cortical
flatmap of the distribution of all correlations across the visual system. For the map we applied a
Fisher z-transform to facilitate linear visual comparison of correlation magnitudes.

V ISUALIZATION OF LEARNED

REPRESENTATIONS

In this subsection we examine the features of the external stimulus that are
encoded in our trained model of the visual system. We will begin with an
analysis of the first layers, LGN and V1, whose features can be visualized
by plotting the weights of the convolutional kernels. We will then show
visualization of higher order regions using a more sophisticated preferred
input analysis.
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Figure 5.4: Stimulus features derived by the NIF model. A. Learned linear preprocessing
showing that the estimated kernel extracts edges from the original input image. B. The 64 spatial
features estimated from neural data for area V1 (frame three out of seven). C. Visualization of
seven of these features across the temporal dimension. For visualization, feature weights were
clipped at the extremes and all weights were globally rescaled between zero and one. See Video 1
for the animated version.

Linear feature analysis For the first layers of the model, before the application of nonlinear transformations, neural network features can be inspected
by visualizing the learned weights. A linear single-channel spatial layer was
used to represent the transformation of the visual input at the retinal/LGN
stage, before it enters visual cortex (Graham et al., 2006; Dan et al., 1996).
Fig 5.4A shows the estimated kernel as well as the resulting image transformation when applying this kernel to the input. As we can see, the linear
kernel learns to extract edges at different orientations, as well as (albeit
weaker) extracts luminance. The result is strikingly similar to that of analytical ZCA whitening, however emphasizes edges further. When learning two
linear kernels instead of one (as in our model) one kernel learns to extract
luminance while the other extracts edges. This is likely to be a reflection
of the independence of luminance and contrast information in natural images and in LGN responses (Mante et al., 2005). We can also visualize the
feature detectors that determine the responses of V1. Fig 5.4B shows the
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64 channels learned by the neural tensor connected to V1 voxels. Several
well-known feature detection mechanisms of V1 arise, such as Gabor-like
response profiles (Jones and Palmer, 1987). As shown in Fig 5.4C, several
of these feature detectors also show distinct dynamic temporal profiles,
reflecting the processing of visual motion (Joukes et al., 2014).

5

Preferred input analysis Feature sensitivities in DNNs can only be investigated by directly plotting the learned weights before non-linearities are
applied. For higher order regions, neural network interpretability methods
need to be used. For instance, we can gain insight into the nature of the
representations of higher order regions by visualizing which stimulus properties best drive simulated neural responses in a particular brain region. To
this end, we estimated the gradient that leads to an increase in activity in
individual target voxels, and used this gradient to modify the input such
as to optimally drive the voxel response, starting from a three-dimensional
white noise input. The technique is similar to Bashivan et al. (2019), and
similar in spirit to Lehky et al. (1992); Walker et al. (2019); Ponce et al. (2019).
The basic approach was originally proposed in Erhan et al. (2009).
Let I t ,x,y denote the pixel intensity for the t th frame at spatial location
(x, y). The size of I matches the input dimension of 48 × 112 × 112 and is
initialized with random values in the same range as the original input.
The analysis was performed only for those voxels for which the correlation between predicted and observed responses exceeded 0.4 on the test set.
Let y = (y 1 , . . . , y K ) such that y denotes the activity of all voxels in a specific
ROI and y k denote the response of the k th target voxel (the voxel that’s
activity should be maximized). The objective is to optimize
exp(y k )
.
σk (y) = P
i exp(y i )

(5.8)

γk (y) = y k .

(5.9)

and

That is, we modify the input such as to maximize the activity of the k th
voxel y k , while suppressing the responses of all other voxels in the same
ROI y v using a softmax nonlinearity. This leads to an high amplitude both in
absolute value and relative to the other voxels within a ROI.
We further regularize the input using an `1 loss on all components (pixel
values) of I . The `1 leads to the suppression of noise in the image, which
otherwise easily occurs in this optimization process.
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The objective is thus to minimize
− log(σk (y)) − γk (y) + λ`1 ,

(5.10)

with λ = 10−7 for FFA and MT and λ = 10−6 in other ROIs.
A standard SGD optimizer was used together with an adaptive learning
rate (starting value η = 107 , reduction factor 0.8 after 5 iterations with no
change) to optimize the stimuli. The iteration was stopped when no pixel
changed more than 10−3 within 50 optimization steps.
As our video stimuli were square one way this optimization structure
could exploit the objective was to cover the whole image with 45° oriented
moving bars, as diagonals across the image would be the optimal way to
create most energy within the input. We could work around this issue by
retraining the NIF model with a circular aperture superimposed on the
input videos. During preferred input optimization the aperture region was
excluded by setting its gradients to 0. A similar effect could occur at small
frequencies due to standard convolutional filters in current neural networks
operating within square receptive fields. This can only be solved by adopting
non-squared convolutional filters.
The results for different areas can be seen in Fig 5.5. All preferred inputs
show superimposed moving wavelets at different orientations and frequencies. For V1, V2 and V3 they are constrained to their receptive fields. MT
shows large circular fields of superimposed frequencies. FFA also shows
larger regions of superimposed frequencies with circular dropouts.
The preferred inputs of V1, V2 and V3 are plausible, while the derivations
for the higher order regions are difficult to interpret. Note that our example
architecture is not biologically plausible, so this analysis should be read as
a demonstration of the option of deriving preferred inputs of voxels rather
than as a new insight into our cognition.
As stated at the beginning of this section, a different approach for visualizing what has been learned from the ROI data would be deriving what
the higher order convolutional neural network channels represent, rather
than observing what individual voxels prefer, i.e. a visualization of channels
akin to Fig. 5.4, but for higher order regions. This would avoid the superimposing nature of the voxelwise preferred images. This is a topic of research
currently investigated by convolutional neural network interpretability, and
not satisfactorily solved yet (Xie et al., 2020; Olah et al., 2018).

R ECEPTIVE FIELD MAPPING
We examined whether the retinotopic organization of the visual cortex can be
recovered from the spatial observation models (Wandell and Winawer, 2015).
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5
Figure 5.5: Examples of preferred inputs that maximize simulated voxel responses in
different brain regions. Static frames from preferred inputs for three different voxels in the
modeled ROIs. The public version contains supplementary video S2 Video in which the
behaviour can be observed over time.

Here, Us represents spatial receptive field estimates for every voxel. Some
of these voxel-specific receptive fields are shown in Fig 5.6A. The model
has primarily learned classical local unimodal population receptive fields,
but also more complex non-classical response profiles. This matches the
expectation that population responses as inferred from neuroimaging data
are not necessarily restricted to unipolar receptive fields. The model can be
further constrained in case unipolar responses are expected (see Walker et al.
(2019) for a possible approach).
To check that the NIF model has indeed captured sensible retinotopic
properties, we determined the center of mass of the spatial receptive fields
and transformed these centers to polar coordinates using the central fixation
point as origin. Sizes of the receptive fields were estimated as the standard
deviation across Us , using the centers of mass as mean. Due to the pooling
operations and convolutional processing, the Us for each voxel had to be
rescaled to the original input size to perform this operation. Voxels whose
responses could not be significantly predicted were excluded from this analysis. Fig 5.6 shows polar angle (B), eccentricity (C) and receptive field size (D)
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Figure 5.6: Receptive field maps. A. Various spatial receptive fields in video pixel space Us
learned for different ROIs within our framework. Most estimated spatial receptive fields are
unipolar. B-D. Basic retinotopy that arose in the voxel-specific spatial observation matrix Us
within the NIF model. B. Polar angle. C. Eccentricity. D. Receptive field size.

for early visual system areas observed by our model. Maps were generated
with pycortex (Gao et al., 2015). Note that the boundaries between visual
areas V1, V2 and V3 have been estimated with data from a classical wedge
and ring retinotopy session. As can be seen, reversal boundaries align well
with the traditionally estimated ROI boundaries. The larger eccentricity and
increase in receptive field size (C) matches the expected fovea-periphery organization as well. Our results thus indicate that the NIF framework allows
the estimation of accurate retinotopic maps from naturalistic videos.

F URTHER PROPERTIES OF OBSERVATIONAL MODELS
Recall that our model aims to predict the observed BOLD response from
a spatiotemporal stimulus. We can obtain a rough estimate of the peak of
the BOLD response by determining for each voxel the delay t that has the
maximal weight Ut [t , k] assigned. Fig 5.7 shows the distribution of these
delays across cortex, providing an insight into spatial differences in the
hemodynamic response function. Results show a consistent slowing of the
HRF for downstream areas (Calhoun et al., 1998).
Finally, we can investigate how stimulus features are encoded by investigating Uc . In Fig. 5.8 we show the feature weights for three different
features in V1. We observe that different areas of early visual cortex show
inhibition or excitation for the selected features. This provides insight into
how stimulus features are represented across cortex.
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Figure 5.7: Differences in hemodynamic delay extracted from Ut . For every voxel k we see
the delay encoded in Ut [t , k] that has the maximal weight.
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Figure 5.8: Projected Uc weight values for three different features in V1. Weight values
were normalized between -1 and 1 by dividing them by the absolute maximum. The figure shows
that the features are not evenly distributed across different cortical locations. The Uc matrix
makes their analysis accessible.

It is of interest to examine whether these Uc weight distributions remain
stable under different runs. We have run the same model five times, collecting the spatiotemporal channel weights and their associated Uc maps.
Pairwise min-max-normalized mean-squared errors (MSE) were computed
between these 5 × 64 channels to identify similar ones (low MSE implies
similar channels, see Fig. 5.9B for examples). The temporal dimension of the
channels has been omitted by averaging over it as features appearing a few
frames apart would have a large influence on the MSE, but little influence
on Uc due to temporal pooling to TR. Likewise, we took pairwise Pearson
correlations between the Uc weight maps (only significantly predictable voxels) for each channel, leading to 5 × 64 comparisons between approximately
1000 voxel-wise weights in V1. Signs of correlations were omitted as negative correlations between maps point at inverted weight maps which may
occur as Uc is not constrained to be positive. Fig. 5.9A shows the relation
between both measures. While we do see that highly similar Uc maps only
occur for highly similar channels, highly similar channels do not necessarily
have highly correlated Uc maps. This analysis has been restricted to V1 as
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similar image-based comparison of higher order convolutional features is
not possible.
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Figure 5.9: Relation between channel similarity and Uc map similarity. A. Relation
between channel similarity and Uc map similarity in V1. Correlations are corrected with a fisher
z-transform, and correlation signs are omitted. Highly similar Uc maps (high correlations) only
occur for highly similar (small MSE) channels. However channels similar under MSE do not
imply a highly similar Uc map. B. Examples of mean-squared error as a channel similarity
measure.

5
P ROCESSING OF HIGH - LEVEL SEMANTIC PROPERTIES
So far, we have investigated characteristics of the NIF model that pertain
to neural computations and representations and how these drive voxel
responses. In this final analysis we investigate to what extent different
neural populations are able to uncover high-level semantic content from the
input stimulus. We focus on face detection since the processing of visual
features pertaining to the discrimination of human faces is extremely well
studied in the cognitive neuroscience literature (Haxby et al., 2000). In
particular, FFA is known to play a central role in the visual processing of
human faces (Kanwisher et al., 1997). Consequently, we expect that the
representations learned by the FFA component of our model are related to
human face processing.
We test this hypothesis using an in silico experiment closely resembling standard fMRI experimental procedures in cognitive neuroscience.
We passed 90 video segments of the regular input length of 3 TR, taken from
the test set, through the trained NIF model. These videos were divided into
two classes, one containing frontal views of human faces and the other not
containing faces (45 videos per class). We analyzed the predicted BOLD
responses of the models in the two experimental conditions using a mass
univariate approach. For each voxel, we computed the t-statistic of the face
minus no-face contrast and the associated p-values. We corrected for multiple comparisons using the false discovery rate (FDR) with alpha equal to
10−4 . The left panel of Fig 5.10A shows the fraction of significant voxels
in each brain region. The results show that FFA is the only region that is
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significantly activated by the contrast. The right panel shows that the voxels
which are significantly activated also tend to be significantly predicted by
the model. Fig 5.10B shows the significant (absolute) t-scores on the cortex.
We complemented these results with a multivariate decoding analysis (Haxby et al., 2014). We trained a logistic regression model on the predicted voxel responses of each ROI in order to predict if the input contained
faces. We also performed this logistic regression analysis directly on the
channel responses of the model (max-pooled across the spatio-temporal feature map). In the analysis we also included direct predictions from the pixel
values of the input images. We estimated the mean accuracy and its standard
error by repeating the training 50 times with random splits into 35 training
and 10 test examples respectively. As shown in Fig 5.10, the highest classification performance is achieved for FFA, both at the channel level and at the
voxel level. This confirms our expectation that the model FFA has learned
higher-order semantic properties that match its functional role in the brain.
Furthermore, we see that multivariate data from increasingly downstream
regions are more suitable to dissociate faces from non-faces. This indicates
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Figure 5.10: Results of an in-silico experiment. The trained network was presented with
video segments from the test set showing either faces or no faces. A., B. Univariate analysis. A.
Significant voxels in each ROI. Correlations between predicted and observed voxel responses on
the test set. B. Cortical map of the t-statistic for univariate analysis. C., D. Multivariate logistic
regression. C. Decoding from ROI-wise tensor activations (channel responses max-pooled across
the whole feature map) or raw input values (pixels, LGN). D. Decoding from predicted voxel
responses. Overall, we see that FFA is the most discriminative area for the face recognition
experiment.
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the prospect of studying in silico what behavioural goals higher-order sensory areas are optimized for. This also hints at the possibility of using neural
information processing systems estimated from brain data to support the
solution of pattern recognition tasks.

D ATA REQUIREMENTS
The training of modern convolutional neural networks is known to require
large amounts of data. The modeling framework described here likewise
has data requirements that are not fulfilled by the large majority of current
neuroscientific experiments. The required amount of data for a saturating
model is unclear however. Figure 5.11 describes the data requirements for the
specific experiment presented here. The example model we present saturates
around the 12 hour mark. As several factors influence the required amount
of training data this should neither be understood as a lower nor a higher
bound on the amount of data required for applying this method. In general,
we recommend to record single runs until test performance saturates.
The upper bars show the ROI-wise median of the voxel-wise noise ceiling of the correlation. It is an estimate of the upper limit on any model’s
predictability attainable on the repeated test data set, given the noise in
the data. An early description of the idea behind the noise ceiling can be
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Figure 5.11: Test set performance over different amounts of training data. The example
model was trained with increasing amounts of data, starting from the initial session. Voxelwise correlations were determined on the test set for different areas, their distributions shown
here. The performance of the example model saturates around the 12 hour mark. This result is
likely specific for the stimulus modality, recording parameters, the model architecture and our
particular participant.
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found in David and Gallant (2005). We have used the Monte Carlo noise
ceiling (MCnc) method mentioned in Lage-Castellanos et al. (2019) and Han
et al. (2019), and described in more detail in Kay et al. (2013). We have
used Kendrick Kay’s public implementation. In the MCnc method, for every
individual voxel, median correlations between simulated measurements and
signals are estimated in a Monte Carlo simulation setting. Here a measurement is the sum between a signal and a noise component. Signal and noise
are assumed to follow Gaussian distributions, for which mean and variance
parameters are estimated from the z-scored data. The signal mean is the
mean across the averaged test data time course. The noise mean is assumed
to be 0. The noise variance is estimated across all test data repetitions. The
signal variance is the rectified (non-negative) difference between the variance across the averaged test data time course and the noise variance. Using
these parameters we have performed 500 signal simulations with 22 measurements (same signal, different noise) each. The figure shows the median
of the voxel-wise noise ceilings within individual ROIs.

C OMPARING

TO THE TASK - DRIVEN APPROACH

The currently most used technique for describing visual and auditory hierarchies is task-driven modeling with convolutional neural networks. A
hypothesized convolutional neural network architecture is trained on a data
set with a specific objective function. Then experimental stimuli are passed
through this pretrained architecture to obtain layer-wise activities in response
to these stimuli, and the activity tensors are compared to brain activity under the same stimuli with encoding models or RSA. With these methods,
layer distributions are identified across cortex. Many correspondences between modern convolutional neural networks and the visual system could
be uncovered using the task-driven method.
Our aim with this paper is not to rival the currently best models in
this area of visual modeling, but to propose a new approach to computational modeling of neural processing systems with a simplified visual system
architecture as an example. Nevertheless we would like to attempt comparing quantitative performance between the task-driven and a data-driven
approach using greedy readout models in the human visual information
processing system. For video stimuli experiments it is common to use convolutional neural networks trained on video action classification (Güçlü
and van Gerven, 2015b). We chose the R(2+1)D architecture (Tran et al.,
2018), a well-performing network developed for action recognition on the
Kinetics data set (Kay et al., 2017), and based on ResNet (He et al., 2016). It
is a modern neural network architecture, including typical modern model
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choices like skip connections, batch normalization, ReLU units; and utilizing
complex convolutional blocks with separated temporal and spatial convolutions. The network, originally trained on 15 Hz Kinetics data was fine-tuned
on converted 22.86 Hz Kinetics data to align the learned temporal dynamics
with our own data. The original model classified on cropped spatial windows inside the 112 × 112 × 16 data, which we omitted during fine-tuning to
keep the input fixated around the fovea as in our NIF example model. The
other training settings were kept identical to the description in the original
paper and in the code, with the pretrained model published in pytorch
torchvision (Marcel and Rodriguez, 2010).
Approximately 15.000 voxels with highest variance during the test set
recordings were selected for this analysis, a number chosen in order to cover
most of the visual system (see Fig. 5.12C.). We compared the task-driven
case, using features pretrained on Kinetics; and the purely data-driven case,
training all network parameters (convolutional features) on the objective
function of predicting brain activity as in the NIF framework (thus denoted
NIF in the figure). In both cases activity of all voxels was predicted based on
the activity tensors conv1 to conv5 separately and in the same model. In the
task-driven case, Us and Uc readout parameters were learned for every voxel
and layer, while the fixed pretrained features acted as a basis. In the datadriven case, both readout parameters and all convolutional block features
were learned. RGB input was used, and the z-standardisation normalization
used during pretraining was applied in the task-driven case as otherwise its
performance would have been lower. The temporal dimension was omitted
as R(2+1)D expects 16 frames. At 22.86 Hz this matched the number of
frames shown in 1 TR of our data, so this merely restricted the model to
predicting voxel-wise activity from video covering 1 TR instead of 3 TR, and
not learning Ut parameters. To obtain voxel-wise correlations to estimate
model performance, after model training for every voxel we chose the topperforming layer on the test set.
Results are shown in Fig. 5.12. The task-driven and the data-driven approach are similar in performance, but the data-driven NIF-based approach
outperforms the task-driven one using pretrained features especially in the
early visual system and in higher order ROIs.
As the correlations achieved by the task-driven model are still relatively
high and similar to the purely data-driven model our result only slightly contradicts the result of (Cadena et al., 2019a), where the predictive power of the
pretrained features performed slightly better in V1. Potential explanations
for these differences include that the R(2+1)D convolutional neural network
does not match brain hierarchies well, however we do see a visible improve-
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5.4. D ISCUSSION
This paper proposes neural information flow for neural system identification.
The approach relies on neural architectures described in terms of interacting
brain regions, each performing nonlinear computations on their input. By
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ment in the data-driven case. Another explanation for these differences is
that the cranial window in Cadena et al. (2019a) has been on an area where
pretrained DNN features indeed match V1 feature detectors well. Another
different explanation is that the higher resolution of electrophysiological
recordings leads to more accurate results than our functional MRI data.
This model comparison will not rule out the possibility that the pretrained features can be improved upon by using newer model developments
from the machine learning community, or a more brain-like task. This numerical performance comparison should not distract the reader from recognizing
the fundamental difference between the task-driven and our suggested datadriven modeling approach. By imposing an architecture of ROIs instead of
taking the greedy approach, implemented as separate convolutional layers;
we expect to learn the information processing between ROIs. A numerical
performance comparison for this idea of training end-to-end models representing visual system architectures does not exist yet. Also, for sensory
systems we believe it is worth exploring whether the data-driven approach
leads to more accurate ROI representations, especially in higher order areas
which divide into specialized areas solving different tasks important for
human cognition – not all of which are known, and some of which may not
be describable by neural network objective functions.
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Figure 5.12: Comparison between task-driven and data-driven approach on our data
set. A. Correlations for early visual system and higher order areas. B. Correlations for early
visual system and higher order areas (fisher-z corrected for linear comparability). Shaded
areas cover non-significant voxels. C. Areas analyzed in this comparison, and their projected
correlations.
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coupling each brain region with associated measurements of neural activity,
we can estimate neural information processing systems end-to-end. Using
fMRI data collected during prolonged naturalistic stimulation we showed
that we can successfully predict BOLD responses across different brain
regions. Furthermore, meaningful spatial, temporal and feature receptive
fields emerged after model estimation. The learned receptive fields are
specific to each brain region but collectively explain all of the observed
measurements. To the best of our knowledge, these results demonstrate for
the first time that biologically interpretable information processing systems
consisting of multiple interconnected brain regions can be directly estimated
end-to-end from neural data.
As explained in the introduction, NIF generalizes current encoding models. For example, basic population receptive field models (Dumoulin and
Wandell, 2008) and more advanced neural network models (van Gerven,
2017) are special cases of NIF that assume no interactions between brain
regions and make specific choices for the nonlinear transformations that
capture neuronal processing.
The researcher can specify alternative NIF models and then use explained
variance as a model selection criterion. This is similar in spirit to dynamic
causal modeling (DCM) (Friston et al., 2003). However, NIF models can
identify changes in neural computation that are not detectable in approaches
that only focus on estimating effective connectivity. For example, they can
be used to investigate in detail the changes in neural information processing
under different conditions.
NIF can be naturally extended in several directions. The employed convolutional layer to model neural computation can be replaced by neural
networks that have a more complex architecture. For example, recurrent
neural networks can be trained in the same way as the feed-forward architecture presented here. Furthermore, lateral and feedback processing is easily
included by adding additional links between brain regions and unrolling
the backpropagation procedure over time. NIF models can also be extended
to handle other data modalities. Alternative observation models can be
formulated that allow inferring neural computations from other measures
of neural activity (e.g., single- and multi-unit recordings, local field potentials, calcium imaging, EEG, MEG). Moreover, NIF models can be trained on
multiple heterogeneous data sets at the same time, providing a solution for
multimodal data fusion. The framework can also be applied to other sensory
inputs. For example, auditory areas can be trained on auditory input (see
e.g. Güçlü et al. (2016)). If this is combined with visual input then we may be
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able to uncover new properties of multimodal integration (Simanova et al.,
2014).
Note that we are not restricted to using neural data as the sole source of
training signal. We may instead (or additionally) condition these models on
behavioral data, such as motor responses or eye movements (Sinz et al., 2018).
The resulting models should then show the same behavioral responses as the
system under study. We can also teach NIF models to perceive and act upon
the task at hand directly using reinforcement neural network training (Sutton
and Barto, 2017). In this way, NIF models provide a starting point for creating
brain-inspired AI systems that more closely model how real brains solve
cognitive tasks.
Finally, we can use NIF models as in silico models to examine changes
in neural computation. For example, we can examine how neural representations change during learning or as a consequence of virtual lesions
in the network (Graziano and Aflalo, 2007). This can provide insights into
cognitive development and decline. We can also test what happens to neural
computations when we directly drive individual brain regions with external
input. This provides new ways for understanding how brain stimulation
modulates neural information processing, guiding the development of future
neurotechnology (Roelfsema et al., 2018).
Summarizing, we view NIF as a way to construct biologically-inspired
computational models that capture neural information processing in biological systems. As such, it provides a blend of computational and experimental
neuroscience (Churchland and Sejnowski, 2016). This gives us a principled
approach to make sense of the high-resolution data sets produced by continuing advances in neurotechnology (Stevenson and Kording, 2011). We
expect that NIF models will deliver exciting new insights into the principles
and mechanisms that determine neural information processing in biological
systems.

6
S UMMARY AND DISCUSSION
6.1. C HAPTER SUMMARIES
C HAPTER 2: Convolutional neural network-based encoding and decoding of visual object recognition in space and time Following the results
from Cadieu et al. (2014); Güçlü and van Gerven (2015a); Yamins et al. (2014);
Agrawal et al. (2014); Khaligh-Razavi and Kriegeskorte (2014) and others
from functional MRI, the aim of this study was to investigate whether their
results transfer to electrophysiology (MEG) data. That is, we wanted to examine whether representations from modern convolutional neural networks
trained on large amounts of naturalistic data towards object classification
also match processing as observed spatio-temporally in MEG data. Secondary aims included observing when specific layers occur, at what time
object recognition is completed, whether the order of layers is followed in
time, and how representations match brain areas in time. Finally we wanted
to invert the encoding model for decoding and study identification performance, similar to Kay et al. (2008). The underlying image database shows
objects on gray backgrounds. Analyses were done in source-space to allow
more accurate spatial localization, and sources were associated with the
Glasser et al. (2016) atlas to examine to which brain areas which layers match
most. All analyses were done on a single-subject basis with n = 15. The main
results from this chapter are the following:
• Convolutional neural network representations for object classification
match MEG data during object viewing and can thus be studied in
electrophysiology as well.
• There is a split between lower and higher order layers in time.
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• The deepest layer in the network is reached during the 150-180 ms
time bin, matching earlier findings about the required time for object
recognition.
• The ventral stream shows an overrepresentation of the intermediate
and highest neural network layers.
• Sources that can be explained best with early convolutional neural
network layers early in object processing can be explained better with
deeper layers later in time.
• Convolutional neural network representations can be used for decoding in MEG using the method from Kay et al. (2008). Identification
performance using this method is not on par with Kay et al. (2008),
however.
• After image offset it is still possible to decode, however with strongly
decreased accuracy.
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The results confirm and partly extend the ventral stream results from
Cichy et al. (2016), who combined functional MRI and MEG data and analysed convolutional neural network representations with representational
similarity analysis (RSA). The main difference to their results is that we do
not see matching representations in the more parietal dorsal stream, we
however do see them in the MT+ and nearby dorsal top-level area.
C HAPTER 3: Generative adversarial networks for reconstructing natural
images from brain activity In this chapter we did not match learned representations from convolutional neural network representations against visual
processing, but used a highly successful recent technique for generative
image models (Goodfellow et al., 2014) for creating a natural images prior
with the goal of visual reconstruction from brain activity. A generative adversarial network (GAN) was trained to reproduce the statistics of naturalistic
grayscale images. Then a linear model was used to predict the latent space
of this model from brain activity, using perceptual loss terms for training
with backpropagation. The method was tested using publicly available
naturalistic image data sets. Reconstruction performance was evaluated
with pairwise behavioural tests. The main results from this chapter are the
following:
• While many reconstructions are difficult to recognize, in many cases
the method is capable of reconstructing sufficient structural and few
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semantic properties from brain activity so that human raters could
identify the right reconstruction. This remains noteworthy given the
large space of naturalistic images.
• As no neural data is needed for training the GAN the method works
with relatively small image sets and is thus data efficient.
• The method seems to lead to near-perfect reconstructions on the training data. Thus it is likely to work much better given more visual
perception neuroimaging data.
The method does not come close to the detail and accuracy in methods
covering more specific image manifolds (Güçlütürk et al., 2017; Schoenmakers et al., 2013). As future gains of a workable solution could be high (e.g. for
reconstruction of hallucinations or even dreams), several groups are working
in this field at the moment, and the method was soon outperformed by
another method using modern generative models (Shen et al., 2019).
C HAPTER 4: A large single-participant fMRI data set for probing brain
responses to naturalistic stimuli in space and time This is a collaborative
group project for large-scale functional MRI sensory data recording. Its
original aim was end-to-end training convolutional neural network representations as well as reconstruction. Presenting 23 h of spatio-temporal and
auditory data in the scanner (a TV series, BBC’s Doctor Who), we have
recorded around 120000 whole-brain volumes in a single participant that
were shown once, and around 500 volumes that were repeated 22 times. As
the data set is expected to be useful outside our area of research we have
decided to make it publicly available. Thus the chapter contains a data set
description paper. The data set continues to be the largest functional MRI
recording to date. The main results from this chapter are the following:
• We have arrived at a point in time where we can record a large amount
of sensory data in single brains and make use of it.
• To uncover what and how sensory systems compute we have to record
much larger sensory brain data sets under naturalistic conditions.
• Engaging stimuli such as TV shows or movies can be used for recording
large amounts of sensory brain data. A loss in encoding performance
compared to slower presentation exists, but it does not outweigh the
benefits of an engaged participant.
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• Given the nature of narration, faces are overrepresented in the stimuli.
Future data sets should focus on balancing semantic statistics.

6

C HAPTER 5: End-to-end neural system identification with neural information flow The chapter introduces a novel general modelling framework
for deriving neural information processing systems from brain activity. Using the large-scale data set recorded for C HAPTER 4 we show that we can
derive meaningful characteristics of visual processing even in a small proofof-concept model. Retinotopy, low- and high-level representations and
hemodynamic response delays all arise within the model. In brief, we define
an architecture of interacting neural populations with afferent and efferent connections to others (for instance regions of interest like V1, V2). We
formulate this architecture in a convolutional (optionally recurrent) neural
network, i.e. every region of interest is connected to a layer. We then attach
the measured brain activity to the layers with linear readout weights through
decomposing the activity tensors. The input to the network is the same stimulus the participant is processing. The only signal modifying weights in the
network is the loss computed during trying to predict brain activity through
the network. The measured brain signals are understood as distorted shadows cast by the underlying neural information processing system. If the
model is forced to predict most of them with shared weights, it will do so
best by approximating this underlying neural information processing.
For the idea of studying sensory representations, end-to-end modelling
bypasses the necessity to formulate an explicit objective function (such as
binary classification) and choose a specific, potentially biased data set for
pretraining the network. Instead it promises to produce in-silico models that
allow studying the true objective functions of sensory (and other information
processing) neural systems, and representations that are closer to reality.
As mentioned, the modelling framework can potentially be generalized
to any information processing where architectures of multiple populations
of neurons operate on afferent input, however we only verified it for the
visual system. It can also integrate multiple data sources like different
neuroimaging modalities and behavioural data. The main results from this
chapter are the following:
• Given sufficient data, neural information flow uncovers sensory neural
information processing systems.
• End-to-end-learning methods are a less biased way of finding true
optimization goals and representations of sensory systems. We only
need sufficient data.
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• This method can be used for learning features for brain-like object
recognition networks in engineering.

6.2. C OMPUTING REPRESENTATIONS
In 2012, the success of the convolutional neural network (LeCun et al., 1990)
trained on large amounts of data from the ImageNet competition (Krizhevsky
et al., 2012; Deng et al., 2009) started a renaissance in artificial intelligence
research and its engineering applications. The fact that the most successful
model was originally a model of processing in the visual system (Fukushima,
1980) also quickly caught the interest of researchers in cognitive computational neuroscience. Unlike previously studied models emulating visual
processing (Riesenhuber and Poggio, 1999), modern convolutional neural
networks are known to actually solve the goal of large-scale object recognition – one potential function of the visual system. They also deliver a
hierarchy of increasingly abstract representations of any stimulus, delivering
testable hypotheses for the stages of visual processing. The resemblances
between artificial and biological processing are no perfect match and alternative explanations for their similarity are currently underexplored, but
they continue to be surprising and noteworthy. Researchers studying visual
processing now have access to several representation hierarchies, learned
in a data-driven way by feed-forward and recurrent neural networks from
naturalistic data, and resembling a difficult to ignore fraction of the variance
in biological object processing.
The thought process underlying the application of these models in computational neuroscience continues to be seen as unconventional, which continues to be surprising for researchers who have been studying sensory
processing in conjunction with modern neural networks with success. One
of the reasons might be that their use is based on intuitions about computational thinking that are not shared across cognitive neuroscience. I would like
to conclude this thesis with an attempt to rigidify the intuitive motivation
for using neural networks to explain brain functionality.
On the grand scale the brain is a complex, deep, massively parallel
recurrent network of local neuronal interactions. Sensory submodules seem
to follow equivalent organizational principles. The current view is that
all cognitive function emerges from complex interplay of neuronal all-ornothing firing, and is inherently deterministic. For instance, the visual
system translates electromagnetic waves in a narrow spectrum into cascades
of spiking activity in the occipital lobe. What emerges from these low-level
interaction principles (or rules) are deterministic representations of object
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properties in the ventral stream, and motion related features in the dorsal
stream.
Such systems that are solely based on local deterministic rules have been
studied since computers made their unexpected and intriguing long-term
emergent behaviour visible during the last century. Research about simple
computing systems has led to the discovery of fractals (Mandelbrot, 1983),
self-organized criticality (Bak et al., 1988), cellular automata (Wolfram, 1985)
and other complex adaptive systems (Holland, 1992). This line of research
has also led to the discovery that the most simple of systems and automata
can be universal Turing machines (Moore, 1990; Rendell, 2002; Cook, 2004,
2009).
The critical idea about systems based on simple rules is that many of
them, most notably those capable of universal computation are formally
undecidable. Thus it is not possible to say whether certain state combinations
or behaviours like periodic cycling will occur (Cook, 2004) - at the least it is
not possible without running their mechanics in full.
Regarding convolutional neural networks, the related assumption is that
higher order internal representations can not be derived without actually
applying rules that effectively learn them from input statistics. There is no
formal proof for this statement yet but the observation that decades of manual visual feature engineering research did not result in remotely as effective
complex representations as those learned on massive amounts of naturalistic
data by the mechanics of convolutional neural networks. Interestingly, some
of the most effective visual words for object recognition were instead learned
by simple unsupervised local learning rules like K-means (Coates and Ng,
2012). Strikingly, the same representations learned by convolutional (later
also recurrent) networks also turned out to be the current best explanation
for the activity patterns in sensory systems. It should be noted here that
recurrent neural networks are universal Turing machines (Siegelmann and
Sontag, 1992). If we assume that the visual cortex likewise is a system with
learned representations and simple low-level interacting rules, it is thus not
possible to derive its internal representations and their mutual connections
without training a neural network model that is closely equivalent to its
computational and algorithmic levels of analysis (Marr and Poggio, 1976).
Thus, models based on similar bottom-up rules as the brain – such as neural
networks – are a necessity for studying its computational and algorithmic
behaviour.
This perspective implies that representations in higher order subsystems
such as specialized brain areas like FFA can not be covered in full without a
model that learns and processes representations in an equivalent way from
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naturalistic input. Let us assume that FFA arose because face recognition
was a useful skill in human social evolution. In order to recognize faces, FFA
seems to be tuned to a combination of symmetries and high-contrast objects
in the upper part of an object (Caldara and Seghier, 2009). So while FFA’s
purpose might be face perception, a necessary side effect might be a general
purpose tuning for symmetries or clustering of simple geometric objects,
which may have advantages beyond face-tuning. Thus properties of FFA can
be described and analysed by cognitive science, however – in this perspective
– without having access to a simulation of the complete algorithmic level
these descriptions will never be complete, they will merely be shadows of the
underlying actual computational process. The outcome of the computation
is not accessible to formal (e.g. mathematical) description. The full-range of
side effects is only accessible if the full bottom-up model has been uncovered.
In this context it is noteworthy that FFA, despite its evolutionary usefulness
is not fully developed before adolescence (it does not exist a-priori). That is,
nature found no way to hard-wire (reduce) the face-tuned representations,
despite their usefulness at the infant stage. Instead, the brain is set-up to
elaborately learn representations leading up to the tuning goal. Thus there
might be a computational reason why representations crucial for evolutionary fitness do not exist a-priori. In conjunction, adaptive behaviour had to
develop, which has a multitude of other evolutionary advantages.
A related idea in cognitive computational neuroscience is system identification (SI) (Gallant et al., 2011), which tries to find systems that reproduce
the input-output relations of sensory systems instead of testing isolated
hypotheses. However SI does not include a necessity of actually running
mechanisms like learning and visual processing bottom-up starting at the
sensory input. The SI approach has been highly successful (Nishimoto et al.,
2011; Huth et al., 2012, 2016a), however its limitation is that there will always
be a multitude of hand-engineered representations of different nature that
show similarity to brain activity in different ROIs (Lescroart et al., 2015). And
as mentioned before, potential side effects of the underlying computation
will not be visible.
But these are all merely potential implications of the surprising success
of modern convolutional network models in cognitive neuroscience. Yet
evidence for them can only be found in further large-scale experimental
studies, and mere thoughts are futile at this stage of knowledge. So let these
be the final words of this thesis.
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N EDERLANDSE SAMENVATTING
proefschrift behandelt verschillende toepassingen van modellen van
het visuele systeem die gebaseerd zijn op neurale netwerken. Het
onderzoeksveld van kunstmatige intelligentie, met name de methode neurale netwerken, beleefde begin deze eeuw een renaissance, die voornamelijk
werd veroorzaakt door het succesvol trainen van convolutionele neurale
netwerken. Dit zijn neurale netwerken die, met behulp van de wiskundige
bewerking van convolutie, filters leren die op elk klein segment in een afbeelding worden toegepast. Convolutionele neurale netwerken werden
voorgesteld door Kunihiko Fukushima in de jaren 80 als model voor de
informatieverwerking in het visuele systeem. Echter, deze modellen kunnen
pas sinds de laatste tien jaar efficiënt worden getraind, met dank aan de
beschikbaarheid van zowel enorme hoeveelheden data als de snelle parallele
rekenkracht van GPUs.
Het bestaan van convolutionele neurale netwerken die in staat waren om
echte objectherkenningsproblemen op te lossen, wekte al snel de interesse
van neurowetenschappers die het moesten doen met vergelijkbare, maar
in realistische objectherkenningssituaties veel minder functionele modellen.
Sinds ongeveer 2014 maakt de cognitieve wetenschap een paradigmaverschuiving door, waarbij convolutionele neurale netwerken en vele andere
modellen van kunstmatige intelligentie, getraind met specifieke taken op
grote hoeveelheden data, worden vergeleken met de graduele informatieverwerking in de hersenen. Dit proefschrift kon vier verschillende kleine
bijdragen leveren aan cognitieve computationele neurowetenschappen. De
eerste studie bevestigt in een MEG-experiment dat de hiërarchie van lagen in
convolutionele neurale netwerken niet alleen in de ruimte te vinden is, maar
ook in de tijd in de patronen die in de hersenen ontstaan tijdens visuele informatieverwerking. De tweede studie behandelt de reconstructie van visuele
waarneming uit fMRI-beelden, met behulp van nieuwe, effectieve methoden
van generatieve neurale netwerken. Dit zijn netwerken die structuur leren
uit een verzameling voorbeelden en zo nieuwe soortgelijke voorbeelden
kunnen creëren, b.v. maak nieuwe katafbeeldingen gebaseered op een aantal
katafbeeldingen. De derde studie behandelt de opname van een zeer grote
data set voor neurale beeldvorming in één enkel proefpersoon. Dit vormt
de basis voor de vierde studie, waarin een methode wordt gedemonstreerd
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waarmee neurale informatieverwerkingssystemen met een architectuur van
verschillende neurale modules direct op neuroimaging-gegevens kunnen
worden geleerd.
Het veld visuele computationele neurowetenschappen beweegt zich momenteel in deze steeds computationelere richting van de tweede helft van
het proefschrift - d.w.z. de replicatie van informatieverwerkingssystemen op
basis van neuroimaging-gegevens zonder eerst te veronderstellen welk optimalisatiedoel de onderliggende systemen nastreven. Verklaringen gebaseerd
op menselijke concepten voor de afleiding van complexe systemen in de
hersenen zijn tot nu toe niet bevredigend geweest. Het valt daarom te
verwachten dat vergelijkbaar datagestuurd verkennend onderzoek verder
zal moeten worden voortgezet.
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