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Introduction
1.1

Black holes: theory

An astrophysical body, such as a star or a planet, can exist in a stable form due to an equilibrium
between forces. On one side is gravity, acting to compactify the body toward its center of mass.
On the other side is an array of forces, mediated by electromagnetism and quantum-degeneracy
pressure, which counterbalance the gravitational pull. Removing the gravitational force would
disrupt the equilibrium and cause the body to ﬂy apart; after all, the repulsive forces would no
longer have anything to counteract their push. Conversely, removing all repulsive forces would
cause the body to suﬀer the opposite eﬀect; an unstoppable implosion.
Such implosions can indeed occur. When the nuclear fusion in the cores of large stars, of
more than 20 solar masses, consumes enough of the available fuel, fusion slows down to the point
where it creates less outward force. Gravity is undiminished, and the star begins to collapse,
until it reaches a new equilibrium. The more compact an object is, the stronger is its tendency
to become more compact still (a consequence of the fact that the gravitational attraction between
bodies becomes stronger the closer they are together). This implies that a runaway situation can
occur. For suﬃciently massive stars, a point can be reached at which no more equilibrium state
is possible; gravity is too powerful. This process is called gravitational collapse.
The result of such a collapse is called a black hole, an object consisting of the collapsed
mass surrounded by a gravitational ﬁeld of such titanic strength that not even light can escape
its pull. Several theories exist regarding the properties of the mass itself. Our current theory
of gravity, Einstein’s general theory of relativity (GR), predicts that the collapse proceeds until
all available mass exists at a singular point, called a singularity. However, GR is incompatible
with quantum mechanics, and is therefore regarded to be incomplete. A future quantum theory
of gravity is expected to resolve singularities, replacing them with objects of ﬁnite density. For
example, Rovelli & Vidotto (2014) introduced the concept of a ‘Planck star’; an implosion of
matter followed by a ’bounce’ and a resulting explosion. The black hole, with its event horizon,
would be a temporary state in this model; it can exist for a long time (as seen by external observers)
due to the extreme time dilation. Note that the singularity, if it exists, is located within the region
of spacetime marked by the black hole’s event horizon. Since this region is at all times causally
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Figure 1.1: Anatomy of a non-rotating (Schwarzschild) black hole, the simplest variety. The black dot
represents the singularity and the circle represents the event horizon. The singularity’s gravitational
ﬁeld gets weaker the further one moves away from the dot, and there are several radii that are of special
physical signiﬁcance, of which the event horizon - the radius from within light cannot escape - is one.

disconnected from the (observable) regions outside the event horizon, the singularity’s true nature
falls outside of the scope of this thesis.
Figure 1.1 shows the most basic picture of a (non-rotating) black hole, containing two elements:
the singularity, and the event horizon, which is the boundary of the region in which gravity is so
strong that not even light can escape. Note that we could have picked other surfaces to draw than
the event horizon, such as the photon sphere, the spherical surface on which photons can maintain
a stable, circular orbit around the black hole. But the event horizon is generally chosen, and when
referring to a black hole’s physical size, one refers to the radius of the event horizon, called the
Schwarzschild radius, RS . Although a (non-rotating) black hole’s anatomy is simple, Fig. 1.1
does not capture the unexpected way in which spacetime behaves near the black hole. For that,
Fig. 1.2 does a better job - it shows us what we would see if we were in a simple universe with a
checkerboard pattern painted onto the celestial sphere, looking at a non-rotating black hole a few
dozen RS from the singularity. We do not see the singularity, but we do see the the black hole’s
‘shadow’, a dark, circular region which all black holes produce Falcke et al. (2000). We also see
the action of the gravitational lens, which distorts the appearance of the celestial sphere due to
light bending in the black hole’s powerful gravitational ﬁeld. Note that Fig. 1.2 still does not give
us a complete picture of the black hole’s nature. What we cannot see in this image is the eﬀect of
the black hole’s gravitational ﬁeld on the passage of time - identically constructed clocks placed
at diﬀerent positions in the black hole’s gravitational ﬁeld will generally tick at diﬀerent rates.
Black holes are an important object of study in both observational and theoretical (astro)physics. To the former, they provide an extreme laboratory for theories of gravity, as their

1.1 Black holes: theory

Figure 1.2: Gravitational lens of a non-rotating (Schwarzschild) black hole. Note that the projected
size of the horizon on the sky is exaggerated due to the gravitational lens.
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compactness lends them some of the most powerful gravitational ﬁelds in the universe. To the
latter, they present a unique case in which the eﬀects of quantum gravity will presumably become
important, due to the combination of the singularity’s small size and the dominance of gravitational eﬀects. Because no quantum theory of gravity has been constructed as of yet, there are
many unanswered questions about the nature of the singularity. Observationally, though, only the
region outside of the event horizon is relevant to our considerations, and this region is thought to
be well described by GR.
These collapsed objects with their powerful gravitational ﬁeld can be observed in several ways,
which are described in Section 1.3. In order to understand observations, it is necessary to model
the physics near the black hole’s event horizon. This can sometimes be done analytically, but often
must be done numerically, due to the computational complexity involved. This thesis presents
equations and algorithms for performing polarized radiative transfer near black holes, as well as
results produced with those algorithms which concern the properties of radiating, accreting black
holes. This work was done in the context of the Event Horizon Telescope (EHT), whose founding
goal is to produce an image of a black hole. This goal was achieved in 2019, opening a new
frontier in black-hole astronomy (Event Horizon Telescope Collaboration et al., 2019). The aim
of this chapter is to introduce the key historical, physical, and technical concepts needed for this
endeavor.

1.1.1

Historical developments

In 1783, the Reverend John Michell proposed the concept of a ‘dark star’, an object with such
a strong gravitational ﬁeld that its surface escape velocity exceeds the speed of light. He noted:
“all light emitted from such a body would be made to return towards it by its own proper gravity.
This assumes that gravity inﬂuences light in the same way as massive objects.”
The assumption about the inﬂuence of gravity on light was needed because Newton’s law of
gravitation, the accepted theory of gravity at that time, leaves the question of whether gravity
aﬀects light unanswered. Light had not been observed to be aﬀected by gravity, and it was known
that some particles are unaﬀected by some forces (e.g., electrically neutral particles in an electric
ﬁeld). But perhaps the eﬀects were simply too small to be measured. Since nothing was known
about the mechanism behind gravity, the question was unanswerable.
The question of whether light is aﬀected by gravity was answered in the aﬃrmative by Albert
Einstein, when he published his General Theory of Relativity (GR) in 1915. This theory fully
describes the way light is aﬀected by gravity. As GR accounts for the action of gravity by means of
a modiﬁed geometry of spacetime, it is necessarily true that any object whatever in that spacetime
feels its eﬀects. Thus, as Michell assumed, light falls in a gravitional ﬁeld.
In 1916, in the trenches of the First World War, Karl Schwarzschild discovered the exact
description of a non-rotating, spherically symmetric gravitational ﬁeld in GR (Schwarzschild,
1916). Such a ﬁeld would be generated by any spherically symmetric mass - e.g., a star, planet,
etc. Note that the Schwarzschild solution is only valid for the vacuum region outside the body -
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inside the body, the gravitational ﬁeld will generally look diﬀerent, requiring a diﬀerent solution
than Schwarzschild. Crucially, if the spherical mass producing the ﬁeld is compact enough, so that
the object’s surface gravity becomes tremendously powerful, then the ﬁeld will contain a strange,
spherical ‘membrane’ deep in its gravitational well, at which Schwarzschild’s description of the
gravitational ﬁeld becomes singular. It was not immediately clear how the membrane should be
interpreted, or whether it could occur in realistic astrophysical situations.
In 1939, Robert Oppenheimer and co-authors predicted that gravitational collapses into objects more compact than the ‘membrane’ in Schwarzschild’s gravitational ﬁeld do indeed occur.
Oppenheimer interpreted the membrane as a ‘bubble’ in which ‘time stood still’, at least to the
perspective of an outside observer (Oppenheimer & Snyder, 1939). The resulting objects, trapped
in their bubbles, were called ‘frozen stars’. (This apparent eﬀect of frozen time arises because a
gravitational ﬁeld is a deformation not just of space but of spacetime; clocks which were initially
syncronized at the same location and then spend time in diﬀerent regions of spacetime will, in
general, not report the same time after being brought together, even if their relative velocity is
always small, and special-relativistic eﬀects are ignored.)
In 1958, David Finkelstein showed that the membrane does not represent a region in which
time stands still, but that it should instead be interpreted as an event horizon; an absolute one-way
boundary for causal inﬂuences (Finkelstein, 1958). That is to say; no piece of matter or signal
of any kind can escape the event horizon, including light. However, matter can fall in, and for
infalling observers, time does not come to a standstill at this one-way boundary; it only appears
this way to distant observers. The ‘frozen star’ is a mirage, vanishing as one approaches it.
Another crucial piece of the puzzle is the description of a gravitational ﬁeld of a rotating
mass, which is much more astrophysically relevant than the non-rotating (Schwarzschild) case.
This mathematical solution was found by Roy Kerr in 1963 (Kerr, 1963). It naturally contains
the Schwarzschild solution as the limiting case of zero rotation, which is unlikely to occur
in nature, hence the importance of the Kerr metric. Note that further, signiﬁcant discoveries
concerning black holes have been made, including Hawking radiation, the information paradox,
quantum gravity, etc. However, the observational implications of these theoretical are thought
to be negligible. From the point of view of mainstream astrophysics, it is thought that black
holes will, for all practical purposes, appear to us just as Kerr black holes. There are alternative
interpretations, which involve objects without a horizon or singularity, such as boson stars; see,
e.g., Olivares et al. (2018). The focus of this thesis, however, will be on rotating black holes, as
described by GR. We will now examine that description in more detail.

1.1.2

Mathematical description of a black hole

Gravity, spacetime, the cosmos - these words all refer, in one way or another, to the arena of time
and space in which the world’s history takes place. In fact, this arena is itself an active participant
in that history. Such is the picture of the world described by Einstein’s general theory of relativity
(GR) (Einstein, 1915), which has withstood every experimental test (see, e.g., Turyshev (2008)).
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A governing set of equation in GR are the Einstein ﬁeld equations (EFE), a set of non-linear,
coupled, partial diﬀerential equations which relate the form and evolution of spacetime to its
matter-energy content. The EFE can be expressed as follows:
1
8πG
R μν − Rg μν + Λg μν = 4 Tμν,
2
c

(1.1)

where R μν and R are the Ricci curvature tensor and scalar, respectively, Tμν is the stress-energy
tensor, G is Newton’s gravitational constant, Λ is the cosmological constant, and, ﬁnally, g μν is
the metric tensor, a symmetric tensor that describes the structure of spacetime. One can solve the
EFE to ﬁnd a metric for a given stress-energy tensor. Due to the non-linearity of the EFE, it is
generally not possible to ﬁnd an exact solution for g μν (for example, no analytical solution to the
EFE is known for a realistic two-body problem).
An important quantity, the connection, can be derived from the metric:


1
Γ αμν = g α ρ ∂μ gν ρ + ∂ν g μρ − ∂ρ g μν .
2

(1.2)

The connection is important for the equation of motion of a point particle (aﬀected by no force
other than gravity) through the spacetime described by g μν . That motion is given formally by the
geodesic equation:
μ
ν
d2 x α
α dx dx
.
(1.3)
=
−Γ
μν
ds ds
ds2
The geodesic equation, using the connection, describes inertial motion. Such motion can be
categorized according to the nature of the moving body: light, which has no rest mass, moves on
null geodesics, for which
dx μ dx ν
g μν
= 0,
(1.4)
dλ dλ
λ being the so-called aﬃne parameter which parametrizes a null geodesic. Massive particles,
meanwhile, move along timelike geodesics, for which
g μν

dx μ dx ν
= −1.
dτ dτ

(1.5)

Timelike geodesics may be parametrized by the moving body’s proper time, τ (unlike photons,
for which no proper time elapses).
The solution to the EFE for a rotating black hole is called the Kerr metric (Kerr, 1963).


Speciﬁed in Boyer-Lindquist (BL) coordinates t, r, θ, φ , the Kerr metric is given by1

g μν



2
2Mr
0 0 − 2aMrΣsin θ 
− 1 − Σ

Σ

0
0
Δ 0
 ,
= 


0
0 Σ
0
A sin2 θ
2aMr sin2 θ
0 0
Σ
Σ
−

1This metric was notoriously diﬃcult to ﬁnd, due to the nonlinearity of the EFE!

(1.6)
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where a represents the black hole’s spin, M is its mass, and the following symbol deﬁnitions are
employed:
Σ ≡ r 2 + a2 cos2 θ,
Δ ≡ r − 2Mr + a ,


A ≡ ΣΔ + 2Mr r 2 + a2 ) .
2

2

(1.7a)
(1.7b)
(1.7c)

As there are diﬀerent ways to map the Earth’s surface, resulting in diﬀerent coordinate systems
describing the same physical structure, so it is possible to recast a metric using coordinates
other than BL. Certain physical problems may be more easily described in a particular choice of
coordinates.
Besides rotation, black holes can also hold an electric charge. The metric for a charged,
non-rotating black hole was found by Reissner (1916). The metric for a black hole that is both
rotating and electrically charged was discovered by Newman et al. (1965).

1.2

Black holes in nature

Although black holes can carry an electric charge in theory, actual black holes found in nature are
expected to be uncharged, as a charged black hole will quickly neutralize itself by accreting matter
of the opposite charge or, if the black hole’s charge is great enough, by means of spontaneous
generation of particles (Blandford & Znajek, 1977). Similarly, conservation of angular momentum
is thought to ensure that all astrophysical black holes rotate. The sizes of astrophysical black holes
are known to vary over at least 8 orders of magnitude. Black holes are categorized according to
their mass (and thus size; the two scale linearly). There are three categories:
1) stellar-mass black holes, mass range 5 - 100 M , which are the result of collapsing stars
greater than about 20-25 M . Note that more massive black holes have been found in recent
years, challenging conventional theories of black-hole formation through stellar evolution (see,
e.g., Mirabel (2016)).
2) intermediate black holes, mass range 102 − 105 M , which may result from merging stellar
black holes (Abbott et al., 2016); larger intermediate black holes, in the upper end of this range,
may or may not occur in nature (see, e.g., Lai et al. (2018)).
3) supermassive black holes (SMBH), mass range 105 − 1010 M , which occur at the centers
of galaxies. Our Milky Way galaxy has one called Sagittarius A* (Sgr A*). The galaxy M87 has
a central supermassive black hole as well, called M87*.
There are no known astrophysical processes that are thought to produce black holes smaller
than a few M . The origin and growth process of the SMBH are not yet fully understood.
Observations conﬁrm that they became very massive early in the universe. SMBH with a mass
around 109 M have been observed at a redshift of at least 6, but it is unclear how so much material
was supplied to the black hole to allow it to grow to this size; theories include the collapse of
relativistically unstable star clusters, mergers of smaller black holes, and direct collapse of large
clouds or ‘haloes’ of metal-free material (see Latif et al. (2013) and references therein).
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Accretion onto black holes

Accretion - the process of matter falling toward a massive object - can be a more eﬃcient energy
source than nuclear fusion, and accretion onto a black hole is the most powerful type of accretion
(a black hole is the most compact object possible, so the accreting material has further to fall in
the deepest region of the potential well, reaching greater velocities). Thus, black hole accretion
produces some of the highest-energy phenomena in the universe, which we can observe, even if
we do not see the central black hole itself. For an overview of accretion, see, e.g., Frank et al.
(2002). In this section, we will brieﬂy discuss some of the key concepts related to accretion that
are relevant to our discussion.
For a rough estimate of the amount of kinetic energy that can be gained by a mass falling into
a gravitational ﬁeld, using Newtonian mechanics for the sake of simplicity, consider a test body
falling in from inﬁnity onto a large, spherical body of mass M and radius R. Then the amount of
kinetic energy per unit mass Δu gained by the body is given by
GM
,
(1.8)
R
Where G is Newton’s gravitational constant. Due to the inverse dependence on R, we see that the
lion’s share of energy is gained close to the compact object - the more compact the object, the
more energy is released. For a black hole, R = RS , the smallest possible value for R.
Eventually, the falling mass will make its way far enough down the potential well to impact
onto the central object. Depending on the nature of that object, the mass encounters a surface
or an event horizon. In the former case, the kinetic energy gained by the body while falling
in the gravitational ﬁeld is released mostly as EM radiation with a blackbody spectrum. If the
conversion is perfectly eﬃcient, one can deﬁne the accretion luminosity as
Δu =

L acc = GM Ṁ/R,

(1.9)

Ṁ being the accretion rate, and R the surface radius of the accretor. In case of a black hole, there
is no surface for the material to strike, and any matter or radiation that crosses the event horizon
cannot be observed outside the event horizon (except through its contribution to the black hole’s
mass). Substituting the Schwarzschild radius into 1.9 and introducing a dimensionless eﬃciency
parameter η, we obtain
1
L acc = η Ṁc2,
(1.10)
2
η may be quite low for black holes as compared to objects with surfaces.
The fact that accreting systems radiate implies the possibility of a limit, where so much energy
is converted to radiation that the resulting radiation pressure overcomes gravity. This is called the
Eddington luminosity, deﬁned for a steady, spherically symmetric ﬂow:
L Edd = 4πGMc/σT ,

(1.11)

where σT is the Thomson cross-section and c is the speed of light. The Eddington luminosity
deﬁnes a natural ‘scale’ of accreting systems called the Eddington ratio, L acc /L Edd , which is the
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ratio of that systems accretion luminosity with respect to its Eddington luminosity. Accreting
systems can then be sub-Eddington, super-Eddington, and near-Eddington.
Accretion ﬂow is governed by the equations of gas dynamics, which express the conservation
of mass, momentum, and energy for astrophysical gases (in the case of viscous ﬂuids, the NavierStokes equations are appropriate). These equations will, in general, contain terms for gravitational
ﬁelds (usually a central potential), radiation pressure/cooling, magnetic ﬁelds, etc.
When accreting onto black hole, a circularized, ﬂattened disk of material following stable
orbits is expected to form. This disk contains a signiﬁcant amount of angular momentum. The
disk stops at the innermost stable circular orbit (ISCO) of the black hole, within which is an
evacuated region (no stable orbits exist here for massive particles, so any massive particles that
ﬁnd themselves here will quickly be accreted).
Most stars in our galaxy are in binary systems. When a star in such a system collapses into a
stellar-mass black hole, a ‘black-hole binary’ is formed. The black hole can accrete matter from
its companion. Since plenty of material is available, the density of the accretion ﬂow is relatively
high, so that the mean free path of an electron is short and the optical depth of the accretion disk
is high. The dominant emission mechanism in such cases is bremsstrahlung, which (when the
accretion is sub-Eddington) produces a blackbody spectrum that is modiﬁed by the presence of
the black hole (see Section 1.3.1). When these sources are in their so-called ‘high state’, radiative
cooling, which is eﬃcient in this scenario, cools the disk, so that it becomes geometrically thin
(see Shakura & Sunyaev (1973), and Novikov & Thorne (1973a) for the relativistic treatment).
These sources are also called X-ray binaries, because they produce a lot of emission in X-rays;
due to the extreme compactness of the sources, a great deal of accretion energy may be liberated.
Another important type of accreting system is the active galactic nucleus (AGN), the supermassive black holes in the centers of galaxies. AGN can accrete matter from such sources as
clouds in the interstellar medium and Wolf-Rayet stars in the galactic center; they vary greatly in
luminosity, and thus in accretion rate. In the case of low-luminosity AGN (LLAGN), which are
the subject of this thesis, the density of the gas, and the optical depth of the accretion disk, are
low, and the accretion strongly sub-Eddington. Under these conditions, a radiatively ineﬃcient
accretion ﬂow (RIAF) is formed (see, e.g., Quataert & Narayan (1999)). The primary emission
mechanism of such a disk is found in electrons moving at relativistic speeds in a magnetic ﬁeld,
producing synchrotron radiation, which roughly results in a power-law emission spectrum (Rybicki & Lightman, 1979). Due to the low density, the plasma is collisionless, and the electrons’
energy-distribution function can deviate strongly from the thermal case (which collisions tend to
restore, a process called thermalization). The synchrotron emission occurs mainly in radio and
infrared frequencies, although it may be ‘upscattered’ to higher frequencies in an eﬀect called
inverse-Compton scattering (see, e.g., Rybicki & Lightman (1979)).
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Standard model of low-luminosity AGN accretion

AGN accretion is an active ﬁeld, with many controversies ongoing. Nonetheless, a standard
picture has emerged.
In the case of the EHT targets, which are LLAGN with highly sub-Eddington accretion ﬂows,
radiative cooling is an ineﬃcient process, operating on a longer timescale than the accretion itself.
This means that the presence of a RIAF is to be expected, and at least in the case of Sgr A* at times
when its accretion is strongly sub-Eddington, the eﬀects of radiative cooling may be neglected
(Dibi et al., 2012).
The radiative ineﬃciency of RIAF’s means that the protons in the accretion ﬂow cannot lose
their energy by transferring it to radiating electrons. This keeps the temperature of the disk high,
so that it becomes ‘puﬀy’, or geometrically thick. The mean free path of an electron is many times
larger than the accretion disk itself, so that there are eﬀectively no electron-electron interactions.
This, in turn, implies that a thermal distribution cannot be reached. In order for material to accrete,
angular momentum must be carried outward, and in most models, this proceeds due to turbulent
magnetic ﬁelds produced by the magneto-rotational instability (MRI) (Balbus & Hawley, 1991).
Figure 1.4 shows an overview of the ’standard model’ of AGN accretion. It consists of several
components; the accretion disk itself, a surrounding, dusty torus, and an evacuated region called
the ‘jet’. Depending on the observer’s line of sight, either the obscuring, dusty torus or the bright,
inner parts of the accretion disk dominate the view. For observers looking at the system in a
face-on manner (i.e., looking directly into the jet), the relativistically boosted jet is the dominant
feature. In this manner, the standard model can explain a diversity of sources as similar systems
but with diﬀerent viewing angles.
Although the jet-launching mechanism is not fully understood yet, Blandford & Znajek (1977)
show that twisting of magnetic ﬁeld lines near a rotating black hole induces a powerful electric
potential at the black hole’s poles. This potential can extract rotational energy from the black
hole through pair production of particles, which then extract rotational kinetic energy from the
black hole in a process similar to the one described by Penrose & Floyd (1971), which transfers
rotational kinetic energy of the black hole to particles passing through a region of spacetime
outside of the event horizon called the ergosphere. The ergosphere, which appears only for black
holes with non-zero angular momentum, is deﬁned as the region inside of which objects cannot
remain stationary as seen by a distant observer because of an eﬀect called ‘frame-dragging’; in
essence, the spacetime around a rotating black hole causes light and matter to ‘co-rotate’ with
the black hole, a tendency that, within the ergosphere, becomes impossible to overcome without
exceeding the speed of light. These processes can create powerful jets which visibly extend for
thousands of lightyears, as is the case for M87 (see Fig.1.3). Not all AGN show pronounced jets;
for example, no visible jet has been conﬁrmed at Sgr A*, although one may be present (Falcke
et al. 1993; Falcke & Markoﬀ 2013; Issaoun et al. 2019).
Blandford & Königl (1979) present a radiative model of jets, further reﬁned by Falcke &
Biermann (1995), who consider mass and energy conservation of the jet-disk system as a whole.
The resulting model provides a good ﬁt to the observed features of radio jets (and their cores).
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Figure 1.3: The jet launched from the central black hole in the galaxy M87, as seen by the Hubble
telescope in this NASA image. It extends outward from the nucleus for 5000 lightyears. The image is
a composite, based on exposures in wavelengths ranging from ultraviolet to infrared.
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Figure 1.4: Anatomy of an accreting black hole; we see a cross section of the accreting system. Note
the accretion disk, which is supported by angular momentum. The region within the ISCO, near the
black hole’s event horizon, is nearly evacuated. A jet is launched perpendicularly to the disk. The
observer’s line of sight w.r.t. the system determines whether he or she observes the dusty torus or the
inner accretion region. At very low inclination angles, the observer looks directly into the jet.

An important distinction can be made between two accretion scenarios named standard and
normal evolution (SANE) (Narayan et al., 2003) and magnetically arrested disks (MAD) (Narayan
et al. 2003; Tchekhovskoy et al. 2011). The diﬀerence between these two scenarios lies in the
initial conditions; for MAD, more coherent/stronger magnetic ﬁelds are supplied to the accretion
ﬂow (see, e.g., Ripperda et al. (2020)). Traveling inward, these ﬁelds can cause a ‘buildup’
of magnetic ﬂux near the ISCO, which can arrest the accretion, occasionally allowing discrete
‘packets’ of material to pass through, and accrete onto the black hole.

1.3

Observing black holes

It is valid to say that one can observe a black hole because a black hole casts a visible shadow
over its surroundings (Falcke et al. (2000), see Fig. 1.5). It does so because the event horizon,
the spherical surface from which not even light can escape, must necessarily appear black to us;
the eﬀect is further enhanced due to the ’lensing’ action of the black hole’s powerful gravitational
ﬁeld, which curves the path of light in its vicinity, enlarging the apparent size of the horizon to an
outside observer.
Furthermore, black holes accrete matter, which turns into a radiating plasma due to the
tremendous gravitational potential energy that is released as the gas falls into the black hole.
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Figure 1.5: The predicted appearance of the black-hole shadow (Falcke et al., 2000). In the top three
panels, the black-hole spin is close to maximum (0.998), and the emitting gas is in free fall. In the
bottom three panels, the black-hole spin is 0, and the gas orbits on Keplerian shells.

The combination of a brightly radiating (but not completely opaque) plasma with the pitch-black
event horizon - magniﬁed by the black hole’s gravitational lense - is what produces the visible
black-hole shadow observed by the EHT (Event Horizon Telescope Collaboration et al., 2019)
(Fig. 1.6).
A detailed study of the shape of the shadow, and its surrounding plasma, enables strong-ﬁeld
tests of GR, which makes concrete predictions about the appearance and size of the shadow (see,
e.g., Broderick et al. (2014); Psaltis et al. (2015b); Vincent et al. (2016); Hertog & Hartle (2017);
Mizuno et al. (2018); Olivares et al. (2018); Hertog et al. (2019)). Chapter 4 of this thesis explores
the appearance of the black-hole shadow in the case of LLAGN.

1.3.1

Electromagnetic spectra from accreting black holes

Stellar systems that contain an accreting black hole - called compact binaries - emit a great deal
of electromagnetic radiation. The source of this radiation is thought to be matter extracted from
the black hole’s companion, falling onto the black hole. Even if the black hole itself cannot be
resolved in observations (due to the extreme resolution required), the spectrum of this radiation
can yield insight into the nature of the compact binary.
Theory predicts that a geometrically thin, optically thick accretion disk will form around the
black hole (Shakura & Sunyaev, 1973; Novikov & Thorne, 1973a). The disk emits as a blackbody
at very high temperature, mainly in X-rays (hence the name X-ray binary, commonly used for
such systems). Taking into account the radiation from such a disk, as well as the eﬀects on that
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Figure 1.6: The supermassive black hole in the center of the galaxy M87, as imaged by the Event
Horizon Telescope (Event Horizon Telescope Collaboration et al., 2019).
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Figure 1.7: Spectrum of the accreting BHB Cygnus X-1 (Gierliński et al., 1999).

radiation by the gravitational ﬁeld of the black hole, and such higher-order eﬀects as relativistic
reﬂection oﬀ the accretion disk, one can construct a theoretical spectrum, which may then be
compared to observations. This has been done in Fig. 1.7, which shows that the theoretical
spectrum - which assumes the existence of a black hole, made manifest by such eﬀects as the
presence of a relativistically broadened iron K-alpha emission line (see Gierliński et al. (1999) for
details) agrees well with observational data.

1.3.2

Stellar motions near black holes

The presence of Sagittarius A* - the purported black hole at the center of the Milky Way galaxy
- as well as its mass and distance can be inferred from its gravitational eﬀect on nearby stars
(Gillessen et al., 2009a; Boehle et al., 2016; Gravity Collaboration, 2020). The Galactic Center
contains many stars, and since Sgr A* has a large mass - about 4 × 106 Solar masses - it is capable
of holding stars in its orbit.
Research done at UCLA with Keck telescope using adaptive optics, as well as the VLT, has
tracked the orbit of the star S2, the closest-known star to Sgr A* (Gillessen et al., 2009b). Figure
1.8 shows the observed and predicted orbits for S2. For a more recent overview of the star’s
orbital elements, see Do et al. (2019).
In addition, near-infrared observations have been made of Sgr A* using the GRAVITY
beam-combining instrument of the Very Large Telescope Interferometer (Gravity Collaboration
et al., 2018; Gravity Collaboration, 2020). This instrument allows accurate determination of
the separation vector between two sources, one of which was chosen to be the star S2, which
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Figure 1.8: Various measurements of the orbit of the star S2, overplotted against the best-ﬁt GR
orbit (grey line) (Gravity Collaboration, 2020). This orbit doesn’t fully close, due to the relativistic
Schwarzschild precession. The red data points indicate the location of Sgr A*. The bottom-right panel
shows the same, but for S2’s line-of-sight velocity.
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orbits close to Sgr A*. GRAVITY then measured the relative position of bright ﬂares originating
from the compact source at the center of Sgr A*, observing three bright, fast-moving features
whose centroids orbited the central black hole in a clockwise motion, emitting polarized radiation.
Numerical models consisting of plasmoids orbiting a black hole, seen at low inclination angles
(face-on), were consistent with these results.
As in the case of some compact binaries, observations are consistent with the presence of a
black hole; the central object must contain millions of solar masses, and yet emit little radiation
- Sgr A*’s typical ﬂux density for an observing frequency of 230 GHz is of the order of a few
Jansky (Bower et al., 2019). This is consistent with a supermassive black hole accreting matter at
a rate of 10−8 M /yr (Bower et al., 2018).

1.3.3

Gravitational-wave signals from merging black holes

Besides specifying the way light interacts with gravity, GR also predicts the phenomenon of
gravitational waves; disturbances in spacetime propagating at the speed of light. The eﬀect of
such a disturbance on a pair of beads would be to momentarily change the proper distance between
the beads as the wave passes, a ‘stretching of spacetime’, in essence.
In particular, when two black holes merge, GR predicts that a strong gravitational-wave signal
is produced just before (and during) the merger phase. In order to ascertain the existence of
gravitational waves, detectors were built in the US and Europe. These detectors monitor, with
great accuracy, the length of a piece of apparatus over time. As a gravitional wave passes through
the detector, that length will change, and the detector will produce a signal whose characteristics
are determined by the EFE.
In 2015, LIGO/VIRGO made the ﬁrst direct detection of gravitational waves; the signal is
consistent with GR’s prediction of GW’s emitted by two merging stellar-mass Kerr black holes
(Abbott et al., 2016). Figure 1.9 shows a representation of the recorded signal, as well as matching
theoretical predictions from solving the EFE.
Once again, observations are all consistent with the reality of black holes, as described by GR.

1.3.4

Imaging the event horizon using mm-VLBI

Creating an image of the accretion ﬂow around a black hole requires a telescope with exceedingly
high angular resolution - the apparent size on the sky of the event horizon of M87’s central black
hole is approximately 40 micro-arcseconds. The Event Horizon Telescope (EHT) is a scientiﬁc
collaboration that was founded to meet this goal by creating a global network of telescopes that,
together, achieve the same angular resolution (but not sensitivity) as a single, Earth-sized telescope
using a technique called millimeter very long baseline interferometry (mm-VLBI) (Falcke et al.
2000; Doeleman et al. 2008; Doeleman et al. 2012; Fish et al. 2016; Johnson et al. 2015; Goddi
et al. 2017).
The EHT primarily operates at a frequency of 230 GHz (1.3 mm), and its angular resolution is
approximately 25 micro-arcseconds, meaning that the angular resolution is high enough to resolve
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Figure 1.9: The gravitational-wave event observed by LIGO/VIRGO (Abbott et al., 2016). This
plot shows both theoretical predictions obtained from numerical relativity and the (slightly ﬁltered)
recorded signal.
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Figure 1.10: An overview of the Event Horizon Telescope, a global array of radio telescopes. All
telescopes used in the EHT’s 2017 observing campaign are shown (Nan Jenney, NRAO).

an apple on the surface of the Moon. It is the largest 1 mm-VLBI experiment ever performed.
Figure 1.10 shows the telescopes involved in the 2017 observing run, the basis for the EHT
results published in 2019 (Event Horizon Telescope Collaboration et al., 2019) (Table 1.1 recapitulates these results). Each telescope recorded its data onto a set of hard disks, containing
petabytes of information after an observing run. All disks were physically shipped to the EHT
correlators (at MIT Haystack and the Max Planck Institute for Radio Astronomy in Bonn), where
supercomputers combine the recorded signals. Calibration algorithms and imaging techniques
are then applied to the data in order to recover a visual representation of what was observed (Event
Horizon Telescope Collaboration et al. (2019); see Fig. 1.6).
Object

Mass

Distance

Shadow size

Flux density 230 GHz

M87

(6.5 ± 0.7)·106 M

16.8 ± 0.8 Mpc

42 ± 3μas

∼ 1 Jy

Sgr A*

(4.0 ±

7.9 ± 0.1 kpc

∼ 50μas

∼ 2.5 Jy

0.2)·106 M



Table 1.1: Key measurements for the two prime EHT targets, the supermassive black holes at the
centers of M87 and the Milky Way. Note that the ﬂux density refers to the (unresolved) central source.
Shadow size is projected on sky seen from Earth. The M87 measurements were taken from Event
Horizon Telescope Collaboration et al. (2019); those of Sgr A* were taken from Boehle et al. (2016).
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The theoretical side of the EHT, in turn, consists of analytical and numerical analysis of
radiating plasma in the vicinity of a black hole. The thesis is concerned with the production of
simulated observational data of such radiating plasmas, for the purposes of comparing them to
observations, and using them to rule out - or support - speciﬁc physical models of the plasmas.
In order to understand observations of the radiating plasma, we model it - in many possible
conﬁgurations - and compare the results to observations. This process is described in the next
section.

1.4

Simulated observations of black holes

Observations of accreting black holes are not yet sharp and unambiguous. Even the EHT
observations, which resolve the event horizon, do not have suﬃcient angular resolution to fully
characterize the accretion disk and/or jet; in the case of Sgr A*, observations are additionally
hampered by an interstellar scattering screen (a sheet of plasma) which acts as a refractor and a
diﬀractor, lowering the eﬀective resolution with which Sgr A* can be observed.
For these reasons, detailed models of the accretion ﬂow - including magnetic-ﬁeld geometry,
plasma number density, ﬂow velocity, etc. - are desirable; such models may be used to construct
simulated observations of black holes under many diﬀerent circumstances, to be compared to the
actual observations as an indirect means of discriminating between physical models. Falcke &
Biermann (1995) and Falcke et al. (2004) present models that produce self-absorbed synchrotron
emission in the jet, while in other models (Narayan et al., 1998; Yuan et al., 2003; Broderick &
Loeb, 2006; Mościbrodzka et al., 2009; Dexter et al., 2009) the emission originates in a magnetized
accretion ﬂow (see also Falcke et al. (2001)).
Such models tend to be too complex for a completely analytical treatment, as they include
such eﬀects as general relativity, turbulent ﬂows, and magnetic ﬁelds. Simulated observations of
black holes are therefore generally constructed using numerical simulations. This is a two-step
process: ﬁrst, the accreting plasma itself must be simulated, which can be accomplished using
a general-relativistic magneto-hydrodynamic (GRMHD) algorithm along with a suitable set of
initial conditions. Secondly, the appearance of the plasma to a distant observer is computed
using a general-relativistic ray tracing (GRRT) algorithm. This latter step is commonly achieved
using post-processing, after the GRMHD simulation has already been completed. Note that this
precludes the computation of the eﬀect of the radiation on the plasma itself, which is equivalent to
assuming that eﬀect is negligible. This assumption may be of limited validity for some LLAGN;
see (Event Horizon Telescope Collaboration, 2019a) for a discussion.

1.4.1

Simulating the accretion ﬂow: GRMHD simulations

Accretion disks are in a ﬂuid state, so that their dynamics are governed by the Navier-Stokes
equations for ﬂuid ﬂow. However, since the ﬂow is a plasma, and since signiﬁcant magnetic ﬁelds
may be present, electromagnetic eﬀects must also be taken into account. Finally, the accretion
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takes place deep within a gravitational well, in the strong-ﬁeld limit, so that the relativistic
generalizations of all relevant equations must be employed. The resulting computational problems
tend to be too complex for an analytical approach, so a numerical approach is appropriate.
GRMHD codes are developed for that reason.
Each GRMHD code begins with a set of simplifying assumptions, in order to make the
problem tractable. Key assumptions include:
• The ideal MHD condition: this assumption entails neglecting any dissipative process,
such as viscosity and plasma resistivity. Its most important eﬀect is that it ‘freezes’ the
magnetic ﬁeld to the plasma, and causes the electric ﬁeld to vanish in the ﬂuid’s rest
frame. This assumption is lifted in some works, such as Ripperda et al. (2019). The ideal
MHD assumption means that magnetic reconnection and various other eﬀects that aﬀect
the microphysics (nonthermal distribution of electrons, etc.) are ignored.
• Single-ﬂuid or two-ﬂuid: in a single-ﬂuid approximation, both the electrons and the ions
that constitute the plasma are treated as a single ﬂow, whereas two-ﬂuid methods track
both of them separately. Note that, since the protons in an accretion disk are much heavier
than the electrons, their dynamics can be decoupled, and only the electrons are radiatively
important.
• Dimensionality of the ﬂow: in order to make the problem more computationally tractable,
some codes omit the azimuthal dimension, in eﬀect simulating an inﬁnitessimally thin ‘slice
of the pie’, which is constant around the black hole’s rotation axis. By now, most codes are
capable of fully 3D GRMHD simulations.
• No radiation dynamics: At low Eddington rates (roughly 10−6 L Edd ), the radiative cooling
timescale exceeds the accretion timescale, so that, to ﬁrst order, radiative eﬀects do not
contribute to the accretion dynamics. This is a reasonable assumption for both Sgr A* and
M87 (Porth et al., 2017a).
Given the assumptions, a set of governing equations can be established. These generally
consist of equations that express conservation of particle number and energy/momentum, as well
as an evolution equation for the magnetic ﬁeld (the source-free Maxwell equation). For detailed
recapitulations and implementations of the equations under various sets of assumptions, see, e.g.,
the GRMHD codes BHAC (Porth et al., 2017b), HARM (Gammie et al., 2003), and ATHENA (White
et al., 2016).
Most GRMHD codes simulate the macrophysics, but not the microphysics (i.e., the local
energy-distribution function of radiating electrons), so that a radiative model must be established
that depends on the GRMHD state variables plus additional assumptions about electron microphysics. In this thesis, we use the two-temperature model described by (Mościbrodzka et al.,
2014), which couples the temperature ratio of the protons and the electrons to the ratio of gas
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Figure 1.11: Cross-section of a GRMHD simulation, showing the rest-frame electron density (left
panel), the magnetization (middle panel), and a schematic overview of the accretion ﬂow with regions
marked (right panel) (Porth et al., 2019).

pressure to magnetic ﬁeld pressure, called the plasma-beta parameter, β =
Tp
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(1.12)

where Rlow = 1 in our models, while Rhigh is a free parameter. In the case of disk-dominated
radiative models, Rhigh = 1, and the temperature of the radiating electrons is not suppressed
anywhere in the accretion ﬂow; in the case of jet-dominated models, Rhigh > 1, which causes the
electron temperature (and thus the emitted radiation) to be suppressed in the disk regions, causing
the jet region to radiate more (relative to the disk) and making it a more pronounced feature of
the observed source geometry.
The development of GRMHD techniques and codes, as well as radiative models, is an active
ﬁeld. A number of key physical processes are currently neglected and remain to be taken into
account, such as: adding diﬀerent particle species, radiation dynamics, microphysics for exact
energy-distribution functions, etc. Besides adding new physics, there is room for improving the
numerical performance of GRMHD codes, which present a great numerical challenge due to
the combination of powerful physical forces and the tremendous diﬀerences in scale between
the microphysics (of interacting particles) and the macrophysics (of continuous ﬂows in strong
gravity); see (Olivares et al., 2019) for a more in-depth discussion, and the application of adaptive
mesh reﬁnement and constrained transport to GRMHD in order to help mitigate these issues.

1.4.2

Simulating the appearance of an accretion ﬂow: GRRT simulations

Having constructed a detailed simulation of the accreting plasma, the next step is to calculate
the appearance of the plasma to a distant observer. In a general-relativistic context, this step is
non-trivial due to the action of the gravitational lens, which will produce a distorted image of the
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accretion ﬂow (Luminet, 1979). In order to produce an accurate image or spectrum, it is necessary
to compute both the motion of light rays near a black hole, as well as their interaction with the
radiating plasma. A ray tracing algorithm is used for the former, while (a generalized version of)
the radiative-transfer equation is employed for the latter. Ray tracing has been applied to the case
of GR and black holes by many authors; see, e.g., Luminet (1979); Viergutz (1993); Jaroszynski
& Kurpiewski (1997); Falcke et al. (2000); Bromley et al. (2001); Broderick (2006); Noble et al.
(2007); Dexter & Agol (2009); Shcherbakov & Huang (2011); Younsi et al. (2012); Chan et al.
(2013); Dexter (2016); Mościbrodzka & Gammie (2018). With the aim of developing a ﬂexible
new GRRT code in order to produce synthetic, polarized observations of black holes in both Kerr
and non-Kerr black holes (although this thesis focuses on GR, the methods we develop may also
be used to study the appearance of black holes and black-hole like objects in alternative theories
of gravity), we will describe ray-tracing algorithms and methods to solve the radiative-transfer
equation in this subsection.
1.4.2.1

Ray tracing

Ray tracing is a technique used extensively in visual eﬀects (Veach, 1998), and since recently, in
realtime applications (Slusallek et al., 2007). It is capable of producing very realistic images by
solving various forms of the rendering equation, which expresses the total radiative ﬂux emitted
in a particular direction (generally into a virtual camera or sensor) as a function of the various
surfaces and volumes included by the modeler. Many diﬀerent eﬀects can contribute, such as
absorption, emission, scattering, refraction, and reﬂection (specular or diﬀuse). The nature of the
scene being rendered determines the appropriate form of the rendering equation. In the present
application, no ‘hard surfaces’ (e.g., a glass-air interface) are present, so that surface-rendering
techniques may be omitted. The accretion ﬂows studied in this work are mostly optically thin, so
that the mean free path of a photon is rather long, and scattering may be ignored; nonetheless, it
would be worthwhile to lift this restriction in a future work.
Ray tracing relies on the assumptions of geometrical optics, in which radiation always takes
the form of plane waves, and light ﬂies along straight lines - or, more generally, along null
geodesics. This assumption is valid when the radiation’s wavelength is much smaller than any
object with which it interacts; note that in the general-relativistic case, this includes the local radius
of curvature of spacetime! The assumption of geometrical optics precludes the incorporation into
ray tracing of ‘wave eﬀects’, speciﬁcally eﬀects that rely on the principle of interfering waves
(such as diﬀraction). The radiation’s phase is not taken into account. It is thus necessary to justify
these conditions in a particular physical problem before applying the technique of ray tracing.
In our case, the conditions are clearly met; the accretion disk’s smallest features - as rendered
in current-day GRMHD simulations - are many orders of magnitude larger than the radiation’s
wavelength, as is the case for the radius of curvature of spacetime.
A ray tracing calculation generally starts at a virtual camera, a screen of pixels, also called the
image plane. We deﬁne two coordinates on the image plane, α and β, which may also be thought
of as impact parameters for light rays with respect to the black hole (see Fig.1.12). Light rays
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are traced backwards from the camera into the scene, one (or more) per pixel. The equation of
motion, in the case of GR, is the geodesic equation, Eq. 2.1). The rays are traced in a ‘backward’
manner because if they started at a source of radiation instead, almost none of them would end
up in the camera in general scenes, so that the computation would be vastly more expensive. No
price is paid for this trick, as a ray propagates identically in both directions along a null geodesic.
Not all ray-tracing codes work in this manner; some codes, such as Dolence et al. (2009), generate
photons in the plasma instead, and trace their motion, which generally leads out of the accretion
ﬂow and onto a virtual sensor. This sensor may cover a substantial fraction of the celestial sphere
in order to increase a ray’s probability of being recorded, and it cannot form images, but it can
record spectra.
1.4.2.2

Relativistic radiative transfer

As a ray travels through a radiating plasma, the two interact, altering the speciﬁc intensity of the
ray. This interaction is governed by the radiative-transfer equation (see, e.g., Rybicki & Lightman
(1979)):
d
Iν = Jν − Aν Iν,
(1.13)
dλ
where Jν and Aν are the local emission and absorption coeﬃcient, respectively, λ is the aﬃne
parameter which parametrizes the ray’s null geodesic, and Iν is the speciﬁc intensity. Our
computations take place in curved spacetime, and it is computationally convenient to describe
the ray’s interaction with a plasma in a Lorentz frame in which that plasma is locally at rest.
For this reason, it is advantageous to use the Lorentz-invariant version of Eq. 1.13 , which uses
quantities that are invariant with respect to a change of Lorentz frame (for a rigorous derivation,
see Lindquist (1966)). The Lorentz-invariant counterparts of the speciﬁc intensity and absorption
and emission coeﬃcients are:
Iν
I = 3,
(1.14a)
ν
Jν
(1.14b)
jν = 2 ,
ν
(1.14c)
α ν = ν Aν ,
and the Lorentz-invariant form of Eq. 1.13 is
d
I = j ν − α ν I.
(1.15)
dλ
Note that, although the ray’s interaction with a plasma takes place across diﬀerent frames, it is
not necessary to construct the plasma’s Lorentz frame explicitly. This is because the only eﬀect
of switching frames is to alter the perceived frequency of the ray, which is given by
ω = −k α Uα,

(1.16)

where k α is the ray’s wave vector (containing its direction and energy) and Uα is the local plasma
four-velocity.
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This situation changes when we wish to include polarization in our computations, which
is relevant because the synchrotron radiation emitted by LLAGN is highly polarized (see, e.g.,
Jones & Hardee (1979), and Gravity Collaboration et al. (2018) for a more recent result). Note
that this thesis follows the IAU/IEEE convention for observing polarized radiation (for a detailed
description of this convention, see, e.g., Hamaker & Bregman (1996)). A number of authors
have introduced polarized GRRT codes; see, e.g., Broderick & Blandford (2004); Shcherbakov
& Huang (2011); Dexter (2016); Mościbrodzka & Gammie (2018).
The polarization state of a ray may be described by the Stokes vector, denoted Sν =
(Iν, Q ν, Uν, Vν ). As in the case of the speciﬁc intensity, the Stokes parameters (elements of
Sν ) may be transformed to their Lorentz-invariant counterparts, denoted
S = (I, Q, U, V ) =

Sν
,
ν3

(1.17)

where the ν subscripts are dropped from the invariant Stokes parameters for the sake of brevity.
It is convenient to use two diﬀerent descriptions of a ray’s polarization state. Besides the
Stokes vector, which is not Lorentz covariant, we employ the polarization vector f μ . f μ is
Lorentz covariant, and can therefore be transported across curved spacetime using a covariant
transport equation; speciﬁcally, f μ is parallel-transported along a null geodesic, as is the wave
vector itself:
k α ∇α f μ = 0.
(1.18)
At each step, whenever the ray is in a plasma, it is necessary to convert from the polarization
vector to the Stokes parameters as expressed in an orthonormal frame in which the plasma is at
rest (see Chapter 3 for the transformation equations). In such a frame, the interaction is given by

d
dλ

j
I
α
I
α Q αU
αV
   I   I
  
Q
Q
j
α
α
ρ
−ρ
I
V
U  
  =  Q  −  Q
  ,
   jU  αU −ρV α I
ρQ  U 
P U 
 jV
V
 αV ρU −ρQ α I V

(1.19)

where the j, α, and ρ represent emission, absorption, and rotation coeﬃcients, respectively, for
all Stokes parameters. These coeﬃcients are obtained from synchrotron theory; diﬀerent versions
of them exist in the literature - see Dexter (2016) (and references therein). The coeﬃcients are
functions of the plasma state variables, which in turn are obtained from a GRMHD simulation.
A diﬃculty is that Eq. 3.9 can become stiﬀ with respect to explicit integration schemes, which
are used in RAPTOR for the unpolarized case. Thus, it is necessary to develop a novel approach to
integrate Eq. 3.9 numerically. For this reason, we perform a formal stiﬀness analysis of Eq. 3.9
with respect to our fourth-order Runge-Kutta integrator in Chapter 3.
After the null geodesics are computed and radiative-transfer calculations performed along the
rays, it is possible to plot an intensity map of the source as seen by a distant observer. Figure
1.12 shows an example of such an intensity map: a simulated LLAGN observation made using
RAPTOR and the GRMHD code BHAC.
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Figure 1.12: Two GRRT images of a GRMHD simulation of a low-luminosity AGN. The left-hand
panel shows a ‘disk-dominated’ model, without a clearly visible jet. The observer inclination is 60
degrees, and the black-hole spin is a = 0.9375. The high spin creates a slight asymmetry in the
event horizon. The high orbital velocity of the plasma causes relativistic boosting, meaning that the
ﬂow coming toward the observer (left of the horizon) is much brighter than the receding ﬂow. The
right-hand panel shows a jet-dominated model, with otherwise identical parameters. An optically
thick accretion disk is visible, as well as a bright jet. The event horizon is mostly obscured by the
accretion disk.

1.5 This thesis

1.5
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This thesis

In this thesis, we aim to develop new numerical tools and apply them to astrophysical problems
concerning accreting LLAGN. To this end, we present an eﬃcient new GRRT code along with
applications related to EHT observations. Its distinguishing features include polarization, compatibility with any numerical or analytical spacetime, and (for the unpolarized version) GPU
compatibility and the capacity to do slow-light computations. This code has been used, and is
being used, by the EHT collaboration for the production of theoretical-image libraries. Another
aspect of the value of this work is that it reproduces results obtained by others using novel algorithms, thus adding to the diverse library of veriﬁcations demanded by a project such as the
EHT.
In Chapter 2, we present the ﬂexible new GRRT code RAPTOR, which is capable of performing
general-relativistic radiative transfer in arbitrary spacetimes. We demonstrate the fact that reverse
integration entails a monotonically increasing integrand, explaining the numerical superiority of
this method. We employ the code to the study of LLAGN, and show that the assumption of inﬁnite
light speed - generally employed in ray tracing - makes no signiﬁcant diﬀerence to the results.
Chapter 3 presents an extension of RAPTOR to include polarization. A novel algorithm for
polarized radiative transfer in curved spacetime, which oﬀers several advantages over existing
implementations, is presented. The code is validated by comparing its output to both analytical
examples with known solutions as well as output of other codes, based on diﬀerent algorithms.
Chapter 4 applies RAPTOR to a science case: a study of the visibility of the black-hole
shadow in the case of realistic astrophysical models of LLAGN. We examine a range of models
and observer inclinations. We ﬁnd that, given a compact and optically thin emission region,
the image shadow matches the black-hole shadow to an accuracy of 5%, which is the claimed
accuracy of the EHT.
Chapter 5 is focused on outreach, deriving the necessary equations to produce immersive
visualizations of black holes in VR. A novel contribution in this paper is the addition of stellar
backgrounds, projected on the celestial sphere, to general-relativistic ray tracing.
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Chapter

2

RAPTOR I: Time-dependent Radiative Transfer
in Arbitrary Spacetimes
Thomas Bronzwaer, Jordy Davelaar, Ziri Younsi, Monika Mościbrodzka, Heino Falcke, Michael
Kramer, Luciano Rezzolla
A&A, 613, 17 (2018)

Abstract
Observational eﬀorts to image the immediate environment of a black hole at the scale
of the event horizon beneﬁt from the development of eﬃcient imaging codes that
are capable of producing synthetic data, which may be compared with observational
data.
We aim to present RAPTOR, a new public code that produces accurate images, animations, and spectra of relativistic plasmas in strong gravity by numerically integrating the equations of motion of light rays and performing time-dependent radiative
transfer calculations along the rays. The code is compatible with any analytical or
numerical spacetime. It is hardware-agnostic and may be compiled and run both on
GPUs and CPUs. We describe the algorithms used in RAPTOR and test the code’s
performance. We have performed a detailed comparison of RAPTOR output with
that of other radiative-transfer codes and demonstrate convergence of the results.
We then applied RAPTOR to study accretion models of supermassive black holes,
performing time-dependent radiative transfer through general relativistic magnetohydrodynamical (GRMHD) simulations and investigating the expected observational
diﬀerences between the so-called fast-light and slow-light paradigms.
Using RAPTOR to produce synthetic images and light curves of a GRMHD model of
an accreting black hole, we ﬁnd that the relative diﬀerence between fast-light and
slow-light light curves is less than 5%. Using two distinct radiative-transfer codes
to process the same data, we ﬁnd integrated ﬂux densities with a relative diﬀerence
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less than 0.01%. For two-dimensional GRMHD models, such as those examined in
this paper, the fast-light approximation suﬃces as long as errors of a few percent are
acceptable. The convergence of the results of two diﬀerent codes demonstrates that
they are, at a minimum, consistent.

2.1

Introduction

Testing Einstein’s general theory of relativity (GR) in the strong-ﬁeld limit remains a diﬃcult
challenge. Recently, gravitational waves have been used to test GR’s predictions concerning
merging black holes (see, e.g., Abbott et al. (2016)), whose observations are consistent with
GR and the existence of black holes (Chirenti & Rezzolla, 2016). Building on Cunningham &
Bardeen (1972), Falcke et al. (2000) suggested that a black hole’s ‘shadow’ may be used to probe
the accuracy of GR in the strong-ﬁeld limit; observational eﬀorts using millimeter-wavelength
very long baseline interferometry (mm-VLBI) techniques are now underway (Falcke et al. 2000;
Doeleman et al. 2008; Doeleman et al. 2012; Fish et al. 2016; Johnson et al. 2015; Goddi et al.
2017).
Prime motivating targets for this research are the putative accreting supermassive black holes
(SMBHs) at the center of the Milky Way (Sagittarius A*, hereafter Sgr A*) (Falcke & Markoﬀ
2013; Genzel et al. 2010) and M87 (Doeleman et al., 2012). The ﬁrst attempts to predict the
electromagnetic appearance of black holes were made in the 1970’s (Cunningham & Bardeen
1972; Luminet 1979; Viergutz 1993), however, due to the limited observational capacity of that
era, it was considered a somewhat academic exercise. With the advent of mm-VLBI techniques,
and the potential to image the black-hole shadows in Sgr A*, eﬃcient and ﬂexible GR ray-tracing
codes are becoming a key component of image-based tests of GR in the strong-ﬁeld limit. It is
no longer suﬃcient to calculate the appearance of thin disks or background stars, but rather, one
has to consider a black hole surrounded by a heterogeneous, partially optically thick plasma. In
order to accurately reproduce the appearance and spectrum of such a source to a distant observer,
the eﬀects of a strong gravitational ﬁeld (gravitational lensing, redshift, and relativistic boosting)
must be taken into account. For these reasons, creating synthetic observational data from physical
models of the SMBH and its environment is an important component of the theoretical study of
objects like Sgr A*.
Besides the study of SMBH’s, any astrophysical problem that involves radiative transfer and
strong gravity could be tackled by general-relativistic radiative transfer codes. One example
of such alternative applications is a binary black-hole system. For such systems, no analytical
spacetime is known, and a numerical spacetime must be employed. Another example is the study
of radiative transfer near neutron stars, for which, again, no exact metric is known (although
it may be approximated by the Kerr metric, see, e.g., Parfrey & Tchekhovskoy 2017). Finally,
a general-relativistic radiative transfer code could be applied to problems that do not involve
compact objects, such as the propagation of radiation in an expanding FRW-spacetime.
Certain spacetimes, such as the Schwarzschild spacetime, are amenable to analytical solution
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of the geodesic equation (Beloborodov 2002; De Falco et al. 2016). A semi-analytical solution
to the geodesic equation in the Kerr spacetime is presented by Dexter & Agol 2009. Analytical
solutions to the geodesic equation near compact objects have also been studied in the context of,
for example, radiating pulsars (Poutanen & Beloborodov 2006). Analytically or semi-analytically
computed null geodesics have the important advantage of excellent spatial accuracy that is independent of integration step size. On the other hand, the analytical formulae may be expensive
to evaluate, and thus a numerical code may, in some cases, oﬀer superior performance when
sensitive radiative-transfer calculations (which require a relatively small spatial integration step
size) are included. Additionally, analytical codes are restricted to the set of spacetimes for which
the metric and connection are known analytically.
Numerical radiative-transfer codes, capable of producing images and/or spectra from GRMHD
simulations by performing radiative-transfer calculations in strong gravity, have been studied in
a number of works (Broderick, 2006; Noble et al., 2007; Dexter & Agol, 2009; Shcherbakov &
Huang, 2011; Chan et al., 2013; Dexter, 2016). Dexter (2016)’s grtrans is a CPU-based code
that uses a semi-analytic method to construct geodesics and oﬀers polarized radiative transfer in
the Kerr spacetime; Mościbrodzka & Gammie (2018)’s ipole is a numerical code that oﬀers the
same functionality, but for general spacetimes. Chan et al. (2013)’s GRay is a fully numerical
GPU-based CUDA code capable of handling arbitrary spacetime metrics; it was recently succeeded
by GRay2, a general-purpose geodesic integrator for the Kerr spacetime (Chan et al., 2018).
Takahashi & Umemura (2017) have recently presented ARTIST, a code that is not based on a raytracing algorithm, but which is capable of reproducing radiation ﬁelds (wave fronts) in the Kerr
spacetime, with the aim of including radiation pressure in GRMHD simulations. Although both
GPU and CPU codes that perform radiative-transfer calculations are available, existing codes are
specialized to one or the other. Many are also restricted to hardware from a single manufacturer,
so that deciding which code to use may strongly depend on the hardware available locally.
In this paper, we present a new code, RAPTOR. It was designed with two goals in mind:
minimizing the number of physical assumptions, by supporting arbitrary spacetimes and timedependent radiative transfer, and maximizing ﬂexibility of use, by supporting all commonly
available CPU and GPU hardware. Although the code was developed with the science case
described above in mind, it may be readily applied to any astrophysical problem involving radiative
transfer in strong gravity, as it is equipped to deal with numerical as well as analytical metrics. One
alternative application for the code that we have explored in particular concerns visualisation of
black holes in virtual reality, a project that has applications in outreach and intuitive understanding
of black hole accretion (Davelaar et al., 2018a). Presently, we only compute the speciﬁc intensity
as seen by the observer. The next step, which involves polarized radiative transfer, will be covered
in a future paper. In this work, we demonstrate correct operation of RAPTOR and couple it to
GRMHD simulation data from BHAC (Porth et al., 2017b) and HARM2D (Gammie et al., 2003) using
radiative-transfer models (Mościbrodzka et al., 2009). We also perform a detailed comparison
with the radiative-transfer code BHOSS (Younsi, 2020) by specifying identical initial conditions
in both codes and comparing the resulting images. Finally, in order to evaluate the accuracy
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of theoretical predictions of the appearance and time-variability of SMBH accretion ﬂows, we
apply our new code to studying the slow-light paradigm, in which the assumption of staticity of
GRMHD data is relaxed, in the context of accreting black holes.
The paper is organized as follows: in Section 2.2, we present the governing equations for
calculating (null) geodesics in a curved spacetime, derive two algorithms for solving them numerically, and test our implementations. In Section 2.3, we discuss the covariant radiative-transfer
equation and the accompanying numerical algorithms for solving it. Section 3.4 contains a library of veriﬁcation and performance results for the geodesic and radiative-transfer integrators.
In Section 2.5, we apply RAPTOR to investigate the slow-light paradigm for imaging GRMHD
simulations.

2.2

Equations of motion for light rays

The appearance and spectrum of an accreting black hole recorded by a distant observer are strongly
aﬀected by gravitational eﬀects such as lensing and redshift. In order to construct an accurate
image or spectrum, these eﬀects must be taken into account. Relativistic ray-tracing algorithms
solve the equations of motion for light in curved spacetime, automatically taking into account all
gravitational eﬀects. Such algorithms are discussed in this section.

2.2.1

Geodesic equation

In Newtonian physics, test particles move along straight lines in the absence of any force. Analogously, in GR, test particles move along so-called geodesics when in free fall, in other words,
when acted upon by gravity only. Furthermore, in GR gravitational eﬀects on test particles are
represented through curvature of the spacetime in which the particles move.
The structure of spacetime in GR is described by the symmetric rank-2 metric tensor g μν and
the motion of test particles is described by the geodesic equation
ν
μ
d2 x α
α dx dx
.
=
−Γ
μν
ds ds
ds2

(2.1)

Here, x α is the particle’s position; s is a scalar parameter of the particle’s world line, and Γ αμν is
the ‘connection’ of the spacetime through which the particle propagates. The connection depends
on ﬁrst derivatives of the metric and is given by


1
Γ αμν = g α ρ ∂μ gν ρ + ∂ν g μρ − ∂ρ g μν .
2

(2.2)

Massive particles move along ‘timelike’ geodesics. Adopting the Lorentzian metric signature
(−, +, +, +) and geometrized units, so that G = c = 1, the spacetime interval for massive particles
of unit mass is negative and unitary:
g μν

dx μ dx ν
= −1 ,
dτ dτ

(2.3)
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where τ is the proper time measured by an observer co-moving with the particle. Photons,
which are massless and always travel at the speed of light, travel along ‘null’ geodesics with zero
spacetime interval:
dx μ dx ν
g μν
= 0.
(2.4)
dλ dλ
In this case, the geodesic is parametrized by a so-called aﬃne parameter λ, as no proper time
elapses for photons. From now on, we will only consider null geodesics.

2.2.2

Numerical integration of the geodesic equation

In this section we present two algorithms to solve Eq. (2.4) numerically, and discuss a number of
tests of the integrator’s performance.
Since the geodesic equation (2.1) represents a set of four coupled second-order ordinary
diﬀerential equations (ODE’s), we must specify both an initial position x 0α and an initial contravariant four-momentum vector, which in the case of radiation is the so-called wave vector k 0α ,
to obtain the full geodesic by numerical integration. As a ﬁrst step, we can write Eq. (2.1) as a
system of eight coupled ﬁrst-order ODE’s:
dx α
= k α,
dλ
dk α
= −Γ αμν k μ k ν .
dλ

(2.5)
(2.6)

We must now choose an appropriate integration scheme to solve Eq. (2.5). Since we aim to strike
a balance between accuracy and eﬃciency, we present two alternatives, one of which is more
accurate while the other is less computationally expensive.
2.2.2.1

Runge-Kutta integrator

We ﬁrst choose the popular 4th-order Runge-Kutta integration method (RK4) to solve Eq. (2.5)
numerically. In the case of the geodesic equation there are eight dependent variables (the
components of x α and k α ), and we must evaluate 32 ‘update coeﬃcients’ for the RK4 integration:
C1,x α = Δλ k α,


C2,x α = Δλ k α + 12 C1,x α ,


C3,x α = Δλ k α + 12 C2,x α ,


C4,x α = Δλ k α + C3,x α ,


C1,k α = Δλ f α λ, x i, k i ,


C2,k α = Δλ f α λ + 12 Δλ, x i + 12 C1,x i , k i + 12 C1,k i ,


C3,k α = Δλ f α λ + 21 Δλ, x i + 12 C2,x i , k i + 12 C2,k i ,


C4,k α = Δλ f α λ + Δλ, x i + C3,x i , k i + C3,k i ,

(2.7)
(2.8)
(2.9)
(2.10)
(2.11)
(2.12)
(2.13)
(2.14)
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where Δλ is the discrete increment in the aﬃne parameter, f α represents the right-hand side of
Eq. (2.1), and i is a shorthand
that all components of x α and k α appear as variables
 indicating

α
α
i
i
α
1
of f , that is, f λ, x , k = f λ, x , x 2, x 3, x 4, k 1, k 2, k 3, k 4 . Having calculated all update
coeﬃcients using Eq. (3.13), we can compute the new values for x α and k α as




α
x new
= x α + 61 C1,x α + 2C2,x α + 2C3,x α + C4,x α + O Δλ 5 ,
α
k new
= kα +

1
6






C1,k α + 2C2,k α + 2C3,k α + C4,k α + O Δλ 5 .

(2.15)
(2.16)

2.2.2.2

Verlet integrator

Although the RK4 integrator is accurate, more eﬃcient integrators exist. Evaluating the connection coeﬃcients is the most computationally expensive operation in our geodesic integration
algorithms; structuring our code in this manner allows us to maintain a general scheme that is
capable of interfacing with GRMHD simulations in diﬀerent coordinate systems, as well as of
handling spacetimes that are completely arbitrary such as those in the framework of Rezzolla
& Zhidenko (2014) and Konoplya et al. (2016), and recently employed by Younsi et al. (2016).
Dolence et al. (2009) have presented the velocity Verlet algorithm (Swope et al., 1982) as a more
eﬃcient alternative to the RK4 algorithm, as it relies on fewer evaluations of the connection
coeﬃcients:


1 dk α
α
x n+1
(Δλ) 2 ,
(2.17)
= x nα + k nα Δλ +
2 dλ n
 α
dk
α
= k nα +
Δλ , ,
(2.18)
k n+1,p
dλ n
 α
 μ

dk
ν
α
,
(2.19)
= −Γ αμν x n+1
k n+1,p k n+1,p
dλ n+1
 α
 α
1 dk
dk
α
= k nα +
+
Δλ .
(2.20)
k n+1
2
dλ n
dλ n+1
The accuracy of this algorithm can be improved by using the result of Eq. (2.20) to recompute the
μ
μ
derivative (Eq. (2.19)) with k n+1,p = k n+1 , and then reevaluating Eq. (2.20).
In this paper we have restricted our investigations to the Kerr spacetime, which represents an
uncharged black hole with (in the general case) non-zero angular momentum characterized by
the spin parameter a := J/M 2 , where J is the black-hole’s angular momentum and M its mass.
Near the black-hole event horizon, as well as near the symmetry axis (the spin axis), numerical
integration becomes diﬃcult due to coordinate singularities. The following adaptive step-size
routine introduced by Noble et al. (2007) and Dolence et al. (2009) is adopted for accuracy and
eﬃciency in diﬃcult regions by reducing the step-size Δλ in these cases:
dλ =

1
dλ x 1

−1

+ dλ x 2

−1

+ dλ x 3

−1

,

(2.21)
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where


dλ x 1 :=  / k r + δ ,


 
dλ x 2 :=  min x θ, 1 − x θ / k θ + δ ,


dλ x 3 :=  / k φ + δ .

(2.22)
(2.23)
(2.24)

Here, δ is a very small (positive) number that protects against dividing by 0, while  is a (positive)
scaling parameter by which one can inﬂuence the scale of all steps.

2.2.3

Initial conditions: the virtual camera

Speciﬁc to the case of a Kerr black hole, consider a distant observer whose inclination angle
with respect to the black-hole rotation axis is given by i so that an inclination angle of 90◦ means
the observer is in the black-hole equatorial plane, while an inclination angle of 0◦ means that
we are looking at the black hole along the direction of its spin axis. In the observer’s image
plane, which is oriented so that its vertical axis is aligned with the black-hole spin axis (for any
non-zero inclination angle), we deﬁne the impact parameters α (the distance from the black-hole
rotation axis) and β (the distance in the direction perpendicular to α). The wave vector k α is then
constructed following Cunningham & Bardeen (1972) as

L = −αE 1 − cos2 i ,
(2.25)



2
2
2
2
Q = E β + cos i α − 1 ,
(2.26)
kt = −E ,

(2.27)

kφ = L ,

(2.28)

k θ = sign( β)

Q − L 2 cot2 θ + E 2 cos2 θ ,

(2.29)

where E is the wave vector’s total energy, L is the projection of the angular momentum parallel
to the black- hole spin axis, and Q is the Carter constant (Carter, 1968). The radial component
of the wave vector, k r , is ﬁxed by demanding that it is a null vector, that is, k α k α = 0 (k r may be
positive or negative, corresponding to out- and ingoing rays, respectively). Boyer-Lindquist (BL)
coordinates (Boyer & Lindquist, 1967) are used to construct the initial wave vector.

2.2.4

Coordinate systems and transformations

One of the main purposes of RAPTOR is to integrate the radiative-transfer problems for generic
black-hole spacetimes such as those proposed in alternative to GR theories of gravity (Rezzolla &
Zhidenko, 2014). Hence, null-geodesic integration and the radiative-transfer equations described
in the next section are formulated in a way that is independent of the choice of coordinate system
or of the geometry of the spacetime. In view of this, RAPTOR has been constructed so as to
switch easily among various grids and geometries. In particular, when considering the solution
of the radiative-transfer equation near black holes, it is important that the coordinate system is
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accurate near the horizon, and compatible with GRMHD simulations; the latter customarily adopt
a spherical-polar coordinate system using a logarithmic scale for the radial coordinate and a denser
polar coordinate mapping near the equatorial plane (so-called modiﬁed coordinate systems, see,
e.g., Gammie et al. 2003). In this paper, we utilized four diﬀerent coordinate systems for the
Kerr spacetime, namely: the aforementioned Boyer-Lindquist coordinates, the modiﬁed BoyerLindquist (MBL) coordinates, the logarithmic Kerr-Schild (KS) coordinates (Kerr & Schild,
1965), and the modiﬁed Kerr-Schild (MKS) coordinates (Gammie et al., 2003). Some of the
transformation laws between these coordinate systems are given explicitly in Appendix 2.A,
while a test of the code performance is presented in Appendix 2.B.

2.3

Radiative transfer

Having previously computed the relevant null geodesics, an algorithm is needed that will perform
radiative-transfer calculations along them. In this section we introduce the relevant equations. Our
present algorithm does not include radiation refraction eﬀects due to the plasma (which is a good
approximation if the radiation frequency is greater than the plasma frequency, νp = 8980 ne1/2 ,
where ne is the electron number density), all forms of scattering, and polarization although all of
these eﬀects can be incorporated in a ray-tracing simulations (see, e.g., Broderick 2006, Dolence
et al. 2009, or Dexter 2016). However, RAPTOR integrates the radiative transfer equations taking
into account changes in the plasma structure during the light transport (Sect. 2.5), which is
usually neglected. Hence, our code is suitable for ﬁrst-principles study of time variability of
mock observations of accreting black holes or any other compact objects surrounded by plasma.

2.3.1

Covariant radiative-transfer equation

The transfer equation for the Lorentz invariant quantity Iν /ν 3 , where Iν is the speciﬁc intensity of
radiation at frequency ν, is given by (Lindquist, 1966):
 
 
d Iν
jν
Iν
= 2 − να ν 3 ,
(2.30)
dλ ν 3
ν
ν
where again λ is the aﬃne parameter, which we deﬁned to be increasing as the ray travels from
the plasma toward the observer, ν is the photon’s frequency, j ν is the plasma emission coeﬃcient,
and α ν is the plasma absorptivity. We note that all of these physical quantities are computed in an
inertial frame that is co-moving with the plasma (hereafter the ﬂuid frame). In the present case
of unpolarized radiative transfer, the necessary transformation between frames can be achieved
simply by computing the ray’s frequency in the ﬂuid frame:
ν = −k α uα ,

(2.31)

and using ν to relate the ﬂuid frame emission and absorption coeﬃcients to their Lorentz-invariant
counterparts, so that we do not have to construct the ﬂuid frame explicitly, as is the case with
polarized radiative transfer.
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The intensity seen by the observer, Iν,obs = Iν (λ obs ), is then obtained by integrating Eq. (2.30)
from λ 0 to λ obs and subsequently converting from the Lorentz-invariant quantity Iν /ν 3 to the
speciﬁc intensity in the observer frame using
Iν,obs =

Iν 3
ν .
ν 3 obs

(2.32)

Although it is possible to integrate Eq. (2.30) directly, more accurate numerical results can
be obtained by employing the formal solution to the transfer equation (see e.g., Dexter & Agol
(2009)), which recasts Iν as a function of the optical depth τν given by:
τν (λ) =

λ
λ0

να ν dλ  .

(2.33)

We note that the optical depth, which describes the fraction of photons that pass through a certain
absorbing volume, is a Lorentz-invariant quantity. The formal solution to the radiative-transfer
equation is then
Iν
Iν  
(τν ) = 3 τν,0 exp (−τν ) +
ν3
ν

τν
τν,0


 jν
exp − τν − τν 3 dτν ,
ν αν

(2.34)

where τν,0 deﬁnes the location along the null geodesic where integration begins. We can repeatedly
solve Eq. (2.34) for each integration step. Assuming that j ν is constant over the step, we obtain

Iν  
jν 
Iν
(τν ) = 3 τν,0 exp (−τν ) + 3
1 − exp (−τν ) .
3
ν
ν
ν αν

(2.35)

The reason for which using Eq. (2.35) yields better numerical results than direct integration
of Eq. (2.30) with, for example, an explicit Euler scheme, is that in the latter case, the intensity

may become negative if we take too large an integration step whenever j ν /ν 2 < να ν Iν /ν 3 , thus
producing grossly incorrect results. Equation (2.34), on the other hand, contains an integrand that
is always positive.
An even more numerically advantageous method for calculating the intensity seen by the
observer can be obtained by integrating Iν,obs in the opposite direction along the null geodesic
with respect to the previous schemes, in other words, from the observer toward the plasma, by
splitting Eq. (2.35) into separate equations for Iν and τν (Younsi et al., 2012). In fact, in this
direction, Iν,obs must be a monotonically increasing function of the aﬃne parameter λ̄, which we
deﬁned to increase in the opposite spatial direction of the previously used aﬃne parameter λ ( λ̄
increases as the ray travels further away from the observer). This is because the speciﬁc intensity
of the ray seen by the observer can only increase, never decrease, by continued integration further
away from the camera (see Figs. 2.1 and 2.2 for an illustration of the diﬀerence between the two
strategies).
This method oﬀers three additional advantages over the two methods described above. Firstly,
it allows simultaneous integration of the null geodesic and of the speciﬁc intensity, as well as
cutting oﬀ the null-geodesic integration when the optical depth of the material between the current
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location and the camera becomes higher than a threshold value (any radiation emitted beyond this
point will be severely attenuated and thus be negligible for the observer). Secondly, it relieves
the need for a data structure to store the geodesic in memory before performing radiative-transfer
calculations (since we simply integrate Iν,obs along with the geodesic itself). Thirdly, with this
method, it is possible to compute appropriate integration step-sizes for both the null geodesic and
the radiative-transfer integration, and then pick the minimum of the two. This avoids situations
where the null-geodesic integration, performed separately as if in a vacuum, takes a large step
through a plasma that is optically thick at a range of frequencies of interest, yielding inaccurate
radiative-transfer calculations.
An expression for Iν,obs can be constructed by considering a ray travelling backward from the
camera into a radiating plasma. At each point along the ray’s path, we computed the optical depth
of the material between the current location, λ, and the observer’s location, λ obs as
τν,obs (λ) =

λ
λ obs

α ν (λ  ) ν dλ  .

(2.36)



We can then compute the local invariant emission coeﬃcient, j ν /ν 2 , and scale it by exp (−τobs ),
resulting in the following expression for the contribution of point λ on the geodesic to the total
observed intensity:

 
d  Iν,obs  j ν
= 2 exp −τν,obs λ̄ .
(2.37)
3
ν
d λ̄  νobs
3 ,
Integrating over the geodesic then yields the total invariant intensity at the observer, Iν,obs /νobs
which is converted to Iν,obs using Eq. (2.32) as before.
We have implemented all three integration strategies discussed in this section in RAPTOR and
found that integration of Eq. (5.20) produces the most accurate results in the least amount of time.

2.4

Code veriﬁcation

Since the program consists of two parts, namely the integration of the geodesics and the integration
of the radiative-transfer equation, correct results must be veriﬁed for both. In Section 2.4.1 we
verify the correct integration of null geodesics, while in Section 2.4.2 we focus on the radiativetransfer computations.

2.4.1

Veriﬁcation of geodesic integration

In his seminal work, Carter (1968) presented three conserved quantities associated with the orbits
of photons (or particles) in the Kerr spacetime:
E = −kt,

(2.38)

L = k φ,
Q =

k θ2



+ cos θ a
2

2



μ −
2

kt2



+

k φ2 / sin2



θ ,

(2.39)
(2.40)
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Figure 2.1: Plots of radiative-transfer variables along a particular null geodesic that intersects a
radiating plasma near a Kerr black hole (see Fig. 2.2). Top: plots of the local speciﬁc intensity Iν
(dashed red curve), which is computed by integrating Eq. (2.34) in the direction of increasing aﬃne
parameter λ, and of the speciﬁc intensity seen by the observer, Iν,obs (solid black curve), which is
computed by integrating Eq. (5.20) in the direction of decreasing λ. The intensity is normalized
with respect to the observed intensity in both cases, so that we expect both curves to approach unity
with continued integration, which is illustrated using the blue guideline. We note that Iν is a nonmonotonic function of λ while Iν,obs is a monotonic function of λ. We also note that for Iν,obs and
τν,obs , integration proceeds from right to left in these plots, and that Iν,obs converges much faster than
Iν . Bottom: plots of the optical depth for the same ray.
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Figure 2.2: Synchrotron emission map created using a GRMHD simulation (see Sec. 2.4.2.2) made
using the HARM code (Gammie et al., 2003). Intensity is given in units of Jy pixel−2 . The observer
frequency is 100 GHz, the inclination angle is 30 degrees, and the disk-dominated emission model
discussed in Sec. 2.5 is used. Note the optically-thick accretion disk and strong emission to the left of
the black-hole shadow (this region appears bright due to relativistic beaming). The ray investigated
in Fig. 2.1 is marked by a white dot in this image. This particular ray, travelling from the plasma
to the observer, ﬁrst passes through the bright, relativistically-boosted region, and then through an
optically-thick, non-boosted region of the disk, suggesting that the speciﬁc intensity along this ray will
sharply increase, then decrease, before reaching the observer. Figure 2.1 shows that this is indeed the
case.
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(a) BL coordinates.

(b) BL coordinates.

(c) KS coordinates.

(d) MKS coordinates.

Figure 2.3: Convergence plots for the L 1 -error norms of the conserved quantities E (dashed blue), L
(solid black), and Q (dotted red) for the orbit with parameters i = 90◦ , α = −3.22, β = 1.12, a = 0.998
with diﬀerent integrator settings. The errors are computed at a ﬁxed coordinate time t ﬁnal . Two guide
lines with slopes -2 (solid) and -4 (dashed) are drawn. The +, −, and ×-symbols represent respectively
L, Q, and E, for the RK4 integrator. The square, hexagon, and circle symbols represent the same
quantities for the Verlet integrator.
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parameter Orbit 1 Orbit 2
a
0.998
0.998
i
90◦
60◦
α
-2.1109 -0.001
β
0
4.752
Table 2.1: Parameters for the two ‘diﬃcult’ null geodesics under investigation.

where Q is the so-called Carter constant. Figure 2.3 shows, in terms of the L 1 -error norms, that
these quantities are conserved as expected and that the errors converge respectively to second and
fourth order in step-size for the Verlet and RK4 algorithms, for all coordinate systems.
Another interesting test for the geodesic integration comes from considering those null
geodesics in the Kerr spacetime that have a complex morphology, looping around the horizon many times before plunging in or escaping. Such pathological geodesics are a good test
for the code’s performance in a worst-case scenario because even small errors lead to deviations
(e.g., absorption into the event horizon). Table 2.1 shows the parameters for two such geodesics.
Since geokerr is a semi-analytical code, it provides an excellent reference for the accuracy of a
numerical scheme. Plots of the null geodesics described in Table 2.1, produced by both geokerr
and RAPTOR, are shown in Fig. 2.4.

2.4.2

Veriﬁcation of radiative-transfer calculations

2.4.2.1

Emission line proﬁles and images of a thin accretion disk

The ﬁrst model we investigated revolves around line emission proﬁles emitted from a thin accretion
disk, which has been studied by, among others, Luminet (1979) and Laor (1991), and reproduced
in Schnittman & Bertschinger (2004), [see also Schnittman & Rezzolla (2006), and Dexter &
Agol (2009)]. The model involves a steady state, optically thick, geometrically thin accretion disk
which is emitting monochromatic radiation (Novikov & Thorne, 1973a). The disk extends from
the black hole’s innermost stable circular orbit (ISCO), which depends on the black hole spin a
(Bardeen et al., 1972), to an outer radius of 15 M. The emission coeﬃcient is proportional to 1/r 2
and there is no radiation absorption. An image of the disk is shown in Fig. 3.8 (note the eﬀects of
relativistic beaming, which brightens the parts of the disk that move toward the observer). Due to
relativistic beaming and the gravitational redshift, the line emission is broadened. We computed
the spectrum a distant observer would receive by recording the intensity carried by each ray as
well as its redshift (which is partly gravitational and partly due to the disk’s velocity).
Figures 2.6a–2.6d show the spectra recorded by a distant observer for diﬀerent black-hole spin
values (positive/negative spin values refer to prograde/retrograde disk orbits, respectively). These
results show a very good agreement with Fig. 5 in Dexter & Agol (2009).
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(a) Orbit 1.

(b) Orbit 2.
Figure 2.4: Comparison of null geodesics computed by the semi-analytical integrator geokerr to
those computed by our fully numerical code. In each case, the geodesic represented by the black dots
was computed using geokerr while the geodesic represented by the white dotted line is the output
of RAPTOR (dots were chosen for the former geodesic because its variable step-size can otherwise
create interpolation issues). The gray spheroid represents the black hole’s outer event horizon. MKS
coordinates were used with  = 0.001. The parameters for these geodesics are listed in Table 2.1.
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Figure 2.5: Intensity map of the thin disk model described in Section 2.3. Lensed images of up to
tenth order are taken into account, where the order of an image is determined by the number of ray
crossings of the equatorial plane. Higher-order images are ignored in the computation of the thin disk
line spectra (Figs. 2.6a–2.6d).
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(a) BL coordinates.

(b) MBL coordinates.

(c) KS coordinates.

(d) MKS coordinates.

Figure 2.6: Redshift spectra of the thin disk model described in Section 2.3 for four diﬀerent coordinate
systems. The ﬁve diﬀerent spin parameters examined in these plots are (in descending order for the
peaked curves above Eobs /Eem = 1): −0.99, −0.5, 0, 0.5, 0.99. The results may be compared with
with Schnittman & Bertschinger (2004) and Dexter & Agol (2009).
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Synchrotron images of accretion ﬂow simulated with BHAC

As a ﬁnal test for our radiative-transfer integrator, we performed a radiative-transfer simulation
through GRMHD simulations of hot accretion ﬂow onto a SMBH with properties matching
those observed in Sagittarius A* (Sgr A*). The simulations are produced using the BHAC threedimensional (3D) GRMHD code (Porth et al., 2017b). During these calculations, the performance
of RAPTOR is monitored.
The dominant emission mechanism of many low-frequency (radio and millimeter wavelengths)
models of Sgr A* is continuum synchrotron emission from a relativistically hot magnetized
plasma, that is, with Θe := k BTe /me c2  1, with k B , Te , and me being the Boltzmann constant, the
electron temperature and mass, respectively. The synchrotron emission and absorption coeﬃcients
depend on the electron distribution function. Here, and in the remaining part the paper, we assumed
that the electrons have a thermal, relativistic (Maxwell-Jüttner) distribution function:



nTe H γ γ 2 − 1 exp −γ/Θe
TH
ne (γ) =
,
(2.41)
Θe K2 (1/Θe )
where γ is an electron’s Lorentz factor and K2 is the modiﬁed Bessel function of the second kind.
The normalization constant nTe H is the total electron number density, given by integrating the
 
∞
distribution function over all possible electron Lorentz factors: nTe H = 1 nTe H γ dγ.
The synchrotron emission coeﬃcient j ν of an ensemble of electrons is obtained by integrating
the synchrotron emission coeﬃcient of a single electron over the electron energies described by
the above distribution function. Since the above expression contains a Bessel function, direct
integration is time-consuming. In order to reduce the required computing time for radiativetransfer calculations, we used an approximate formula for the synchrotron emission coeﬃcient
provided by Leung et al. (2011):
√

2

2πe2 nTe H νs  1/2
TH
(2.42)
X + 211/12 X 1/6 exp −X 1/3 ,
j ν (ν, θ) =
−1
3cK2 (Θe )
where X is a dimensionless quantity given by
X :=

ν
,
νs

and νs is the critical frequency for the synchrotron emission:


eB
2
νs =
Θ2 sin θ .
9 2πme c e

(2.43)

(2.44)

Here, B is the magnetic ﬁeld in the inertial frame, θ is the angle between the photon wave
vector k μ and the magnetic ﬁeld four-vector b μ in the ﬂuid frame, and e is the unit electric charge.
The angle θ is calculated by using Eq. 73 in Dexter (2016). Here, we used CGS units, so that
the B ﬁeld is given in [Gauss] and ne is given in [cm−3 ]. The synchrotronemission
coeﬃcient

therefore has units of [ergs s−1 Hz−1 cm−3 ]. In this test, we assumed that K2 Θ−1
=
2
Θ2e , which
e
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is an approximation. However, evaluating properly the Bessel function can yield diﬀerences in
the integrated ﬂux on the order of a few percent at most.
As shown in Leung et al. (2011), Eq. (2.42) is a good approximation of the true synchrotron
emission coeﬃcient for a range of electron temperatures Θe and frequencies ν. For θ = 30◦ , the
relative error of the approximate emission coeﬃcient formula is less than 1% for Θe > 0.5, and
ν/νc > 10 (where νc = eB/2πme c = 2.8 × 106 B Hz is the electron cyclotron frequency). For
θ = 80◦ , the error is less than 1% when Θe > 0.5 and ν/νc > 104 . In our models, the typical
magnetic ﬁeld strength is B 10 Gauss, so νc 107 Hz. Hence, when modeling the emission at
frequencies around ν = 1011 Hz, the approximate synchrotron emission coeﬃcient formula given
by Eq. (2.42) is very accurate.
The synchrotron self-absorption coeﬃcient for a thermal distribution of electrons is derived
from Kirchhoﬀ’s law, αTν H = j νT H /Bν , where αTν H is given in [cm−1 ] and Bν is the Planck function:
Bν :=

1
2hν 3
.


c2 exp hν/(me c2 Θe ) − 1

(2.45)

BHAC (and similar GRMHD codes such as HARM) employ geometrized units, so that to carry
out radiative-transfer calculations using the GRMHD simulation data for the plasma variables we
must scale the GRMHD variables using the rest-mass density scaling factor ρ0 := M/L 3 and the

magnetic ﬁeld strength scaling factor B0 := c 4π ρ0 . Here, L = GM/c2 and T = GM/c3 are
the simulation’s length and time scale factors, respectively; they are functions of the black hole’s
mass only. The mass unit, M, is a free parameter of the model. The electron number density
used in the synchrotron emission/absorption coeﬃcient formulae is then calculated using
ne = ρ

ρ0
cm−3 .
(me + mp )

(2.46)

In our GRMHD model, the temperature of protons Tp is proportional to the ratio of the plasma’s
pressure and density, so that it is a scale-free quantity. The electron temperature Te , which is
essential to calculating the synchrotron emissivities, is parametrized by the proton-to-electron
temperature ratio, which can be either constant or a function of GRMHD data variables. The key
parameters for the test simulation are listed in Table 2.2, where τcutoﬀ represents the optical depth
at which integration is terminated (radiation emitted past this optical depth will have a negligible
eﬀect on the image).
It is found that, when using 10 CPU cores, RAPTOR integrates 10,707 geodesics per second,
while with one GPU unit, RAPTOR integrates 104,900 geodesics per second. The total run time
for an image of 2000 × 2000 pixels was less than one minute using a GPU. A more detailed
description of the code performance is given in Appendix 2.B.
Figure 2.7 (top left panel) presents an image computed by RAPTOR of our GRMHD accretion
ﬂow simulation created in BHAC. We compared our results to images produced by another radiative
transfer code, BHOSS (Younsi, 2020) (top right panel), which uses a diﬀerent set of algorithms to
RAPTOR. The total ﬂuxes from both codes as a function of image resolution are given in Table 2.3.
BHOSS and RAPTOR converge to almost identical total ﬂux values, with a relative diﬀerence of
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Variable
Mass
Distance
r camera
Range for α
Range for β
Resolution (x)
Resolution (y)
Frequency
Inclination
τcutoﬀ
Tp /Te

Value
4.5 × 106 M
8.5 kpc
104 M
[−30, 30] M
[−30, 30] M
16, 32, 64, 128, 256, 512, 1024, 2048, 4096 px
16, 32, 64, 128, 256, 512, 1024, 2048, 4096 px
230 GHz
90◦
ln(1000)
3.0

Table 2.2: Setup for the comparison test between BHOSS and RAPTOR. The mass and distance estimates
for Sgr A* used for our convergence test were obtained from (Ghez et al., 2008).

0.06% at a resolution of 4096 × 4096 pixels. The percentage diﬀerence for every pixel in both
images is presented in the bottom left panel, while the absolute diﬀerence between both images
is shown in the bottom right panel. The overall structure of the images is consistent; the largest
percentage diﬀerences are found in regions of low speciﬁc intensity, whose contribution to the
observed ﬂux density is negligible (see bottom right panel).
A possible source of the diﬀerences between BHOSS and RAPTOR is the fact that the two codes
employ diﬀerent approaches for computing step-sizes. BHOSS uses an algorithm that depends
on the optical depth of the plasma, while RAPTOR bases its step-size purely on the geometry of
spacetime. This results in diﬀerent sampling strategies which, although not a dominant factor in
the total ﬂux, can nonetheless result in large deviations in a plot of the relative diﬀerence between
the two images. Looking at the images and total ﬂuxes, we conclude that the codes give consistent
results while using diﬀerent methods to solve the radiative transport and geodesic equations. The
GRMHD ﬁle used in this comparison is included with the RAPTOR code.

2.5

Time-dependent radiative transfer in GRMHD simulations

GRMHD simulations dump their data in so-called snapshots - instantaneous states of the plasma
captured at discrete moments during the simulation. When creating images based on a series of
GRMHD snapshots using radiative-transfer calculations, it is either possible to ignore a geodesic’s
time coordinate, thereby treating the GRMHD snapshot as static while the rays propagate (this
is normally referred to as the fast-light approximation), or it is possible to keep track of the
geodesic’s time coordinate, interpolating between diﬀerent GRMHD snapshots so as to obtain
the plasma conditions that are correct not only in space but also in time (this is normally referred
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Figure 2.7: Intensity maps at 230 GHz for the comparison test, with a resolution of 4096 × 4096 pixels.
The RAPTOR output (top left panel) and BHOSS output (top right panel) show excellent agreement in
total ﬂux density. The relative diﬀerence between the output of both codes is plotted in the bottom left
panel. The deviations become quite large in the periphery of the image; since the intensity in these
regions is low, however, they do not contribute signiﬁcantly to the integrated ﬂux density, as can be
seen in the absolute diﬀerence between the two codes (bottom right panel).
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pixels
128 × 128
256 × 256
512 × 512
1024 × 1024
2048 × 2048
4096 × 4096

I230 GHz, RAPTOR
2.39467
2.39794
2.39871
2.39899
2.39898
2.39896

I230 GHz, BHOSS
2.36903
2.38237
2.39133
2.39553
2.39777
2.39881

ΔI/I
1.07
0.65
0.31
0.14
0.050
0.0063

Table 2.3: Integrated ﬂux density computed by RAPTOR and BHOSS for the model described in
Section 2.4.2.2, as well as the relative error, showing convergence of the output of the two
codes. The last column reports the relative diﬀerence between the two codes, which is, ΔI/I :=
(I230 GHz, RAPTOR − I230 GHz, BHOSS )/I230 GHz, RAPTOR .

to as the slow-light approximation).
In order to generate the results of this section, we relaxed the assumption of staticity of
the GRMHD simulation during radiative-transfer calculations and thus implement the slow-light
approximation with the goal of improving the accuracy of our model in predicting the properties
of the accretion ﬂow onto a SMBH. In such relativistic plasmas, the eﬀects of selecting the fast/slow-light approximation can be arbitrarily great or small based on the geometry and observer
under consideration. For instance, Dexter et al. (2010) considered the diﬀerences between fastlight and slow-light in the context of a particular accreting black-hole model and concluded that
the diﬀerences were minimal. Here, we return to this problem as new models with more complex
electron thermodynamics have been developed. Overall, we are here interested in verifying the
fast-light approximation in a broader context.
In GRMHD simulations such as those performed by HARM2D or BHAC, only the heavy ions are
simulated. In radiative processes, however, ions are not the dominant source of emission, and we
therefore need a description to couple the electrons in the plasma to their ionic counterparts. To
do so, we implemented a one-ﬂuid model in which the coupling between the two species changes
throughout the simulation volume as a function of the βp plasma parameter (Mościbrodzka et al.,
2016)
βp2
Tp
1
+
R
,
(2.47)
= Rlow
high
Te
1 + βp2
1 + βp2
where βp := Pgas /Pmag is the ratio of gas pressure to magnetic-ﬁeld pressure Pmag = B 2 /2,
and Rlow and Rhigh are two free parameters. In strongly magnetized plasmas, βp
1 and
Tp /Te → Rlow . In weakly magnetized plasmas, on the other hand, βp
1 and so Tp /Te → Rhigh .
The models used in this section are motivated by qualitatively reproducing the observed
spectrum of Sgr A* (Shcherbakov et al., 2012). Our primary focus, however, is on investigating
the diﬀerence (if any) between the fast-light and slow-light paradigms, rather than on reproducing
the source in great detail. More precisely, the parameters assumed for our modeling are that the
SMBH has a mass of M = 4 × 106 M and is at a distance of d = 7.88 × 103 pc (Boehle et al.,
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2016), that the observer has an inclination of 60◦ and performs observations at frequencies of
22, 43, 86, and 230 GHz.

2.5.1

Time calibration

When comparing slow and fast-light simulations it is important to describe how the results align
when comparing them. The reason for this is that a single image from a slow-light calculation
uses data from many GRMHD slices, so that it is no longer possible to associate an image with a
speciﬁc GRMHD slice, as is possible in the case of a fast-light calculation. This also means that
a large number of GRMHD slices are needed for slow-light calculations: the slices of GRMHD
data should extend from the moment in time when the ﬁrst ray enters the simulation volume until
the moment when the last ray leaves it. When taking curvature into account, these moments
are diﬃcult to compute and depend on the initial conditions of the camera rays: some images
can contain rays that pass close to the event horizon, circling the black hole many times before
escaping (see Fig. 2.4), thus delaying their exit time, potentially indeﬁnitely for pathological rays.
We here neglected the contribution of these rays for two reasons; ﬁrst, the optical depth along
such a ray would cause virtually all emission beyond a certain value for the aﬃne parameter
to be absorbed; second, rays that orbit the black hole for a an increasing number of times are
increasingly rare, thus contributing only marginally to our images.
In practice, we established the alignment by introducing an empirically determined time delay
in our rays’ initial time coordinate in such a way that light curves from the fast-light and slow-light
simulations at an inclination angle of 90◦ coincide; this is eﬀectively equivalent to translating the
slow-light light curve with respect to the fast-light light curve on the time axis.

2.5.2

Results

The model whose emission is dominated by the disk is characterized by a mass scale factor, M =
5.03 × 10−15 M and the weak-magnetization electron-proton temperature ratio Rhigh = Rlow = 1.
Slow-light images of the accretion disk at our 4 VLBI frequencies are presented in Fig. 2.8 (we
do not report the corresponding fast-light images as they are virtually indistinguishable). Light
curves for both the slow-light and fast-light simulations, along with residuals, are presented in
Fig. 2.9, while normalized light curves at all frequencies for the slow-light simulation of the
disk-emission model are shown in Fig. 2.10.
Similarly, the model whose emission is dominated by the jet is characterized by a mass scale
factor M = 2.515 × 10−13 M and the weak-magnetization electron-proton temperature ratio
Rhigh = 25 (while Rlow = 1). In this case, slow-light images of the accretion ﬂow at all VLBI
frequencies are shown in Fig. 2.11, while the light curves of fast- and slow-light simulations are
reported in Fig. 2.12; ﬁnally the normalized slow-light light curves at all frequencies are shown
in Fig. 2.13.
We found that the diﬀerence between the fast-light and slow-light approaches is systematically
below 5% in all cases, suggesting that the fast-light approximation is a good one for the model
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Figure 2.8: Images of our slow-light-simulation of the disk emission dominated model at VLBI
frequencies. The ﬂux density is given in units of Jy pixel−2 .
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Figure 2.9: Light curves for slow-light (solid) and fast-light (dashed) for the disk emission dominated
model at VLBI frequencies. Residuals are displayed below the light curves.
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Figure 2.10: Normalized light curves of slow-light simulations at the VLBI frequencies (230 GHz
(solid), 86 GHz (dashed), 43 GHz (solid and dotted), 22 GHz (dotted)) for viewing angle of 60 degrees
for our disk dominated model.

presently under consideration, a result that is in line with the ﬁndings of Dexter et al. (2010).
As a concluding remark, we note that we have considered radiative-transfer calculations of the
unpolarized component of synchrotron radiation. This is motivated by the fact that observations
show that linear and circular polarization of Sgr A* are less than a few percent (Bower et al., 2003).
Although small, the polarization is nonzero and we here speculate that the diﬀerences between
the two approaches may become more pronounced when considering the polarized components
of the radiation.

2.6

Summary

We have introduced RAPTOR, a new time-dependent radiative-transfer code capable of producing
physically accurate images of black-hole accretion disks as calculated by GRMHD simulations in
particular, and of performing radiative-transfer calculations in general astrophysical problems that
involve radiative transfer and strong gravity in general. The code achieves this result by integrating
null geodesics in arbitrary spacetimes and then performing time-dependent radiative transport
along the geodesics to ultimately construct images, light curves, and spectra. Furthermore,
RAPTOR is capable of time-dependent computations, in which the characteristics of a single image
may depend on a range of input data in the time domain and it can be run on both CPUs and
GPUs.
We have veriﬁed correctness of our geodesic calculations by investigating the conservation of
constants of motion and comparing our results to the semi-analytical code geokerr, our results
being in good agreement. The same procedure was applied to our radiative-transfer computations:
we performed a number of tests of our various integration schemes and reproduced results from
the literature.
As an additional veriﬁcation step, we compared our code directly to the another recently
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Figure 2.11: Images of our slow-light-simulation of the jet emission dominated model at VLBI
frequencies. Flux density is given in units of Jy pixel−2 .
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Figure 2.12: Light curves for slow-light (solid) and fast-light (dashed) for the jet emission dominated
model at VLBI frequencies. Residuals are displayed below the light curves.
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Figure 2.13: Normalized light curves of slow-light simulations at the VLBI frequencies (230 GHz
(solid), 86 GHz (dashed), 43 GHz (solid and dotted), 22 GHz (dotted)) for viewing angle of 60◦ for
our jet dominated model.

developed radiative-transfer code: BHOSS (Younsi, 2020). We considered a complex scenario that
involves a particular set of GRMHD data along with a physical radiative model and produced
images of the accretion ﬂows using both codes. The result was a convergence of the total ﬂux
density as computed by the two codes, which rely on diﬀerent integration algorithms for both null
geodesics and radiative transfer, to a relative error of less than 0.01% (See Fig. 2.7), demonstrating
that our implementations are highly consistent.
An important validation of our code has come from neglecting a commonly made assumption
that the physical properties of the underlying plasma do not vary during the propagation of the
radiation (fast-light approximation). We have therefore studied the diﬀerence between the slowlight and fast-light paradigms in radiative models of accretion ﬂows onto SMBHs. The diﬀerences
between slow-light and fast-light can be arbitrarily large or utterly negligible, depending on the
physical conditions. In context we have considered, where we have investigated radiative models
based on 2D GRMHD data, we conclude that the eﬀects of switching between the fast-light and
slow-light paradigms on the appearance of this particular model’s accretion ﬂow are smaller than
5% across the VLBI frequencies we examined.
While these results are in agreement with the ﬁndings of Dexter et al. (2010) we note that
this conclusion may be inﬂuenced by the fact that we have investigated unpolarized radiative
transfer only. In conclusion, the RAPTOR code – and its further developments in terms of the
possibility of treating polarized radiative transfer – may be used to compare synthetic images
of SMBH accretion ﬂows to mm-VLBI data from the Event Horizon Telescope Collaboration
(http://eventhorizontelescope.org) and to extract physical properties of the black-hole system
(e.g., spin, inclination) or to test the predictions of GR about the the size and shape of the black-
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hole shadow. The code has many potential applications in other astrophysical problems, such
as radiative transfer near a neutron star or a binary black-hole system. It is also well-suited to
creating material for outreach purposes, such as virtual-reality movies of black hole environments
(Davelaar et al., 2018a).
Finally, we note that because the electron distribution function of the plasma is an important
factor in determining radiative properties, reducing the number of assumptions made about this
function may have an appreciable eﬀect on the synthetic observational data one may generate using
our models. In view of this, we have recently added a more general particle distribution function
than the one presented here, relaxing the assumption that the electrons are in a thermal distribution
by adding accelerated particles and thereby improving the accuracy of radiative models. The
results of this analysis will be presented in a distinct and forthcoming paper (Davelaar et al.,
2018b).

2.A Coordinate Transformations

2.A

59

Coordinate Transformations

Here, we list certain non-trivial coordinate transformations that are used in RAPTOR. In what
follows, the BL coordinates are denoted by (t, r, θ, φ), and the KS coordinates by (t˜, r, θ, φ̃).

2.A.1

BL-KS

The transformations of the coordinate vector between BL and KS coordinates is given by (see
e.g., Font et al. (1999)):


2M 2
r − r+
t˜ = t + M ln Δ +
,
(2.48)
ln
r+ − r−
r − r−


a
r − r+
φ̃ = φ +
ln
,
(2.49)
r+ − r−
r − r−
2Mr
t˙˜ = t˙ +
ṙ ,
(2.50)
Δ
a
(2.51)
φ̃˙ = φ̇ + ṙ ,
Δ
where an overdot denotes diﬀerentiation with respect to the aﬃne parameter, λ, r ± := M ±
√
M 2 − a2 denotes the outer(inner) event horizon radius, Δ = r 2 − 2Mr + a2 := (r − r + )(r − r − )
and M is the black-hole mass. It is important to note that these transformations are valid only in
the region of spacetime exterior to the black-hole horizon.
μ
Four-vectors transform diﬀerently. In RAPTOR, the initial contravariant wave vector k0 is
always constructed using BL coordinates, and must be transformed to KS coordinates. This is
accompanied by the following transformation matrix (McKinney & Gammie, 2004):
 1 2r/Δ 0 0 
 0
1
0 0  α
k ,
k ᾱ = 
0
1 0 
 0

 0 a/Δ 0 1

(2.52)

where k α denotes the wave vector in BL coordinates, k ᾱ is the wave vector in KS coordinates.
The reverse transformation is given by
 1 −2r/Δ 0 0 
 0
1
0 0  ᾱ
k .
k α = 
0
1 0 
 0

 0 −a/Δ 0 1

2.A.2

(2.53)

KS-MKS

The modiﬁed Kerr-Schild coordinates (MKS), as used by, for example, Gammie et al. (2003), are
denoted by (t˜, x 1, x 2, φ̃). Some of these quantities may be expressed in terms of conventional KS
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coordinates as:
x 1 = ln (r − r 0 ) ,
ṙ
ẋ 1 =
,
r − r0
ẋ 2 =

(2.54)
(2.55)

θ̇

 ,
π 1 + (1 − h) cos 2πx 2

(2.56)

where 0 ≤ h ≤ 1 is obtained from the GRMHD data and stretches the zenith coordinate near the
poles and the equatorial plane. Notice that we cannot obtain x 2 (θ) algebraically as this requires
solving a transcendental equation; we must ﬁnd it numerically, via the inverse transformation
x 2 → θ, which can be written in closed form. This transformation, along with the corresponding
inverse transformations for Eqs. (2.54), (2.55), and (2.56), may be written as:
r = r 0 + exp x 1 ,


1
θ = πx 2 + (1 − h) sin 2πx 2 ,
2
ṙ = ẋ 1 (r − r 0 ) ,



θ̇ = π ẋ 2 1 + (1 − h) cos 2πx 2 .

(2.57)
(2.58)
(2.59)
(2.60)

To perform the transformation θ → x 2 , we must resort to numerically (indeed iteratively)
seeking a value x 2 that satisﬁes Eq. (2.58), and this is readily performed using the NewtonRaphson method. For a function f (x) the solution to f (x) = 0 may be found iteratively as:
x n+1 = x n −

f (x n )
,
f  (x n )

(2.61)

where f  (x n ) := d f (x n )/dx n and the index n denotes the iterative step. For MKS coordinates we
have:


1
πx 2n + (1 − h) sin 2πx 2n − θ ,
2



 2
f (x n ) = π 1 + (1 − h) cos 2πx 2n ,
f (x 2n ) =

(2.62)
(2.63)

since ∂θ/∂ x 2n = 0 and θ is constant in the above iterative scheme. One must start with a trial
value for x 20
1 and then iterate from there. Since x 2 ∈ [0, 1], if x 2n+1 < 0 or x 2n+1 > 1 then reset
2
x n+1 to a small value (e.g., 0.05). We also apply the above reset if f  (x 2n ) → 0. Finally, we deﬁne
a appropriate convergence criterion, namely |x 2n+1 − x 2n | < ε, where ε is the error tolerance we
ﬁnd acceptable.

2.B

Code performance

As mentioned in the Introduction, an important added value of RAPTOR is that it is a hybrid
code that can be compiled for both CPUs and GPUs. Two distinct parallelization methods are
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Parameter
Single precision
Amount of pixels
Image size
step-size  (Eq. (2.21))
Integration scheme
Radiative transport

Value
yes
512 × 512
40 M
0.03
RK2
yes

Table 2.4: Numerical parameters for the code performance tests.

implemented in the code; one is OpenMP1, with which it is possible to run the code on multiple
CPU cores; the other is OpenACC, with which it is possible to run the code on both the CPU
and GPU. We have veriﬁed and tested the performance of the code in these environments by
considering a radiative-transfer calculation through our BHAC GRMHD simulation. The model
parameters are listed in Table 2.4. More speciﬁcally, we investigate how the performance of
RAPTOR scales with the number of threads that are employed. This is done by running the same
setup (Table 2.4) on the same hardware (Table 2.5) multiple times, using a diﬀerent number of
cores each time.
The scalability is measured by calculating the speed-up factor, which is deﬁned as
S = T#threads /Tsingle thread ,

(2.64)

where T is the run time of the code for a given amount of threads.
The results of our runs can be found in Fig. 2.14 and they show that the code scales sublinearly with the number of cores, as is expected, since communication overhead increases with
an increasing number of threads; again, as expected, the GPU runs outperform the CPU ones.
Interestingly, the OpenMP implementation slightly outperforms OpenACC, but this is not surprising,
since OpenACC lacks hyper-threading support for CPUs, which is instead provided with OpenMP.
When using 10 CPU-cores, RAPTOR can integrate 10,707 geodesics per second, while with one
GPU unit, RAPTOR integrates 104,900 geodesics per second.
One reason why the diﬀerence between GPU and CPU performance is relatively small is
the additional time required for data transfer and kernel booting operations in the GPU based
implementation. We therefore also rendered a large image (2000 × 2000 pixels) on both the CPU
and GPU, to check whether the diﬀerence between CPU and GPU performance increases. The
average run times are of 3 min, 58 sec on one CPU and of and 39 sec one GPU, respectively. As
expected, the performance diﬀerence is substantially increased under these conditions. These total
run times also include data read (∼ 1 second) and output generation (∼ 0.2 seconds) operations.

1http://www.openmp.org
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Figure 2.14: Run time (left) and speed-up factor (right) for RAPTOR using OpenMP and OpenACC.

CPU
No. cores
Multi-threading
Clock speed
GPU
No. CUDA cores
Compiler
Optimization ﬂags

OpenMP
Intel i7-6950X
10
yes
3.0 GHz
gcc
-O3

OpenACC
Intel i7-6950X CPU
10
no
3.0 GHz
GeForce GTX 1080
2560
pgcc
fastmath

Table 2.5: Description of the hardware on which our performance tests were executed.
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RAPTOR II: Polarized radiative transfer in
curved spacetime
Thomas Bronzwaer, Ziri Younsi, Jordy Davelaar, Heino Falcke
A&A, 641, A126 (2020)

Abstract
Accreting supermassive black holes are sources of polarized radiation that propagates
through highly curved spacetime before reaching the observer. In order to help
interpret observations of such polarized emission, accurate and eﬃcient numerical
schemes for polarized radiative transfer in curved spacetime are needed.
In this manuscript we aim to extend our publicly available radiative transfer code
RAPTOR (Bronzwaer et al., 2018) to include polarized radiative transfer, so that it can
produce simulated polarized observations of accreting black holes. RAPTOR must
remain compatible with arbitrary spacetimes, and it must be eﬃcient in operation,
despite the added complexity of polarized radiative transfer.
We provide a brief review of diﬀerent codes and methods for covariant polarized
radiative transfer available in the literature and existing codes, and present an eﬃcient
new scheme. For the spacetime-propagation aspect of the computation, we develop
a compact, Lorentz-invariant representation of a polarized ray. For the plasmapropagation aspect of the computation, we perform a formal analysis of the stiﬀness
of the polarized radiative-transfer equation with respect to our explicit integrator, and
develop a hybrid integration scheme that switches to an implicit integrator in case
of stiﬀness, in order to solve the equation with optimal speed and accuracy for all
possible values of the local optical/Faraday thickness of the plasma.
We perform a comprehensive code veriﬁcation by solving a number of well-known
test problems using RAPTOR and comparing its output to exact solutions. We also
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demonstrate convergence with existing polarized radiative-transfer codes in the context of complex astrophysical problems, where we found that the integrated ﬂux
densities for all Stokes parameters converged to excellent agreement.
RAPTOR is capable of performing polarized radiative transfer in arbitrary, highly
curved spacetimes. This capability is crucial for interpreting polarized observations
of accreting black holes, which can yield information about the magnetic-ﬁeld conﬁguration in such accretion ﬂows. The eﬃcient formalism implemented in RAPTOR
is computationally light and conceptually simple. The code is publicly available.

3.1

Introduction

Many low-luminosity active galactic nuclei (LLAGN) display prominent jets and compact cores
that are sources of highly non-thermal continuum radio emission (see, e.g., Heeschen 1970; Wrobel & Heeschen 1991). The observational signatures of the compact cores have been reproduced
using models that produce self-absorbed synchrotron emission in the jet (Falcke & Biermann
1995; Falcke et al. 2004) or in a magnetized accretion ﬂow (Narayan et al. (1998); Yuan et al.
(2003); Broderick & Loeb (2006); Mościbrodzka et al. (2009); Dexter et al. (2009); see also
Falcke et al. (2001)). This radiation is emitted by relativistic electrons gyrating around magnetic
ﬁeld lines. In the optically thin limit, the emission is signiﬁcantly polarized (Jones & Hardee,
1979), an eﬀect that has been observed in higher-luminosity AGN sources (Gabuzda et al. 1996;
Gabuzda & Cawthorne 2000; Lyutikov et al. 2005). The polarized emission from an accreting
AGN can therefore yield information about the source’s magnetic-ﬁeld morphology, which may
be crucial to the evolution of the AGN’s accretion ﬂow. The Event Horizon Telescope (EHT)
is a worldwide millimeter-wavelength array capable of resolving the black-hole shadow (Goddi
et al. 2017; Event Horizon Telescope Collaboration et al. 2019), a characteristic feature of the
radio-frequency emission from optically thin AGN at the scale of the event horizon (Falcke et al.
2000; Broderick & Narayan 2006), although it may be obscured or exaggerated in certain accretion scenarios (see Gralla et al. (2019) and Narayan et al. (2019)). The EHT can also determine
the polarization state of such emission: Johnson et al. (2015) reports 1.3-mm observations (230
GHz) that indicate partially ordered magnetic ﬁelds within a region of about 6 Schwarzschild
radii around the event horizon of Sagittarius A* (Sgr A*), the supermassive black hole in the
center of the Milky Way. Bower et al. (2003) report stable long-term behavior and short-term
variability in Sgr A* rotation measure, implying a complex inner region (within 10 Schwarzschild
radii) in which both emission and propagation eﬀects are important to the observed polarization.
Hada et al. (2016) study the central black hole in the galaxy M87, observing a bright feature
with (linear) polarization degree of 0.2 at 86 GHz at the jet base. Observations in infrared by
Gravity Collaboration et al. (2018) were consistent with a model in which a relativistic ‘hot spot’
of material, orbiting near Sgr A*’s innermost stable circular orbit (ISCO) in a poloidal magnetic
ﬁeld, emits polarized synchrotron radiation.

3.1 Introduction
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To study accreting supermassive black holes, general-relativistic radiative-transfer (GRRT)
codes are used (see, e.g., Jaroszynski & Kurpiewski 1997; Bromley et al. 2001; Broderick 2006;
Noble et al. 2007; Dexter & Agol 2009; Younsi et al. 2012). GRRT codes solve the geodesic
equation in curved spacetime to compute null geodesics, and then solve the radiative-transfer
equation along the null geodesics to produce an image. Doing so requires the evaluation of
emission and absorption coeﬃcient of radiation along the geodesics. In our case, the emission
and absorption coeﬃcients are computed using the state variables of a radiating plasma (the blackhole accretion ﬂow, generally consisting of both a disk and a jet). The plasma variables (such
as density, magnetic ﬁelds, and temperature) needed to compute the emission and absorption
coeﬃcients are either provided by analytical or semi-analytical models, or by fully numerical,
general-relativistic magnetohydrodynamical (GRMHD) plasma simulations. Some models, such
as the thin-disk model of an accreting black hole in a black-hole binary system (Shakura &
Sunyaev (1973) and Novikov & Thorne (1973b)), consist of a geometrically thin, optically thick
disk, meaning that the emissivity function along a ray is a delta function; other models, such as
those based on GRMHD data, may be geometrically thick yet optically thin, necessitating the use
of volumetric rendering techniques, speciﬁcally, solving the radiative-transfer equation along a
ray.
In order to interpret and complement polarized observations, it is important that the numerical
radiative-transfer tools used to study accreting supermassive black holes are capable of including
polarization. In a previous paper (Bronzwaer et al., 2018), we presented RAPTOR, a publicly available GRRT code capable of performing time-dependent radiative transfer in arbitrary spacetimes.
In the present paper, we develop a novel formalism and algorithm for polarized radiative transfer
in order to extend RAPTOR’s capabilities. Two things aﬀect the polarization state of radiation propagating through a plasma in a strong gravitational ﬁeld, namely: i) propagation through curved
spacetime itself (which may rotate the polarization vector around the ray’s propagation direction),
and ii) interaction with the plasma (which may aﬀect the polarization state in a general way).
In order to model these two processes quantitatively, several equivalent formalisms for covariant
polarized radiative transfer have been proposed in the literature; they diﬀer in the ways in which
they represent polarized radiation, as well as the method of integration. Broderick & Blandford
(2004), Shcherbakov & Huang (2011), Dexter (2016), and Younsi et al. (2020) represent polarized
radiation using the Stokes parameters plus a polarization basis vector, integrating the Stokes parameters through curved spacetime and any plasma that may be present while parallel-transporting
the basis vector. Mościbrodzka & Gammie (2018) also represents polarized radiation using the
Stokes parameters for computing the plasma interaction, but their formalism, which is based on
Gammie & Leung (2012), transforms back and forth between the Stokes parameters (which are
convenient for computing the ray’s interaction with a radiating plasma) and a covariant description
of the polarization state, a tensor called the coherence matrix, which is convenient for propagation
through spacetime. In this work, we choose to develop a novel formalism for RAPTOR, to match
with our previously chosen numerical methods (Bronzwaer et al., 2018) and to optimize RAPTOR’s
computational eﬃciency and accuracy.
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This paper is organized as follows: in Section 3.2, we discuss the theory of polarized radiative
transfer in curved spacetime, as well as diﬀerent methods for solving the governing equations. We
also present RAPTOR’s representation of polarized radiation. In Section 3.3, we construct a numerical algorithm that solves the polarized radiative-transfer equation and analyze that equation’s
stiﬀness with respect to our integrator, using the results to optimize our algorithm’s accuracy. We
demonstrate the correctness of our algorithm by comparing RAPTOR output to previous results, as
well as the output of other codes, in the context of complex, astrophysical problems in Section
3.4. We summarize our results in Section 3.5.

3.2

Polarized Radiative Transfer In Curved Spacetime

Electromagnetic radiation is the most ubiquitous messenger of information in astrophysics. Emitted by sources widely distributed in space and time, it pervades the universe and interacts with
matter, most of which exists as a plasma. Some of this radiation is emitted in a highly polarized
state, such as synchrotron radiation. Some of it is (de)polarized after emission, for example, by interaction with magnetized plasmas (Aitken et al., 2000) or dust grains (Davis & Greenstein, 1951).
Besides interaction with matter, propagation of polarized radiation through curved spacetime can
also aﬀect the radiation’s polarization state (Misner et al., 1973).
In Bronzwaer et al. (2018), we represented an ‘unpolarized’ ray of light by its intensity Iν
(where ν is the radiation frequency), position x μ , and wave vector k μ , the wave vector describing
the ray’s traveling direction and frequency, in order to solve the radiative-transfer equation along
null geodesics. In the case of polarized radiative transfer, one must additionally keep track of the
ray’s polarization state, which describes the orientation and phase of the electromagnetic oscillations associated with the ray. In the case of an ensemble of photons with identical polarization
states, the polarization state is said to be pure, while in the case of an ensemble of photons with
diﬀerent polarization states, the polarization state is mixed. As before, RAPTOR functions in the
regime of geometrical optics, in which the radiation’s wavelength must be much smaller than the
typical length scales of plasma features and spacetime curvature.

3.2.1

Descriptions of a polarized ray; propagation through a curved spacetime

Various descriptions of the polarization state of radiation are used in the literature. These
descriptions diﬀer in three key ways: i) whether or not they encode the phase of the polarization
state; ii) whether or not they can describe mixed states or only pure states; and iii) whether or not
they are Lorentz covariant.
Note that in the present context, we neglect all information about the phase of the polarization
state. This is because ray tracing is valid only in the regime of geometrical optics, in which the
phase is omitted, so that wave eﬀects (such as interference and diﬀraction) are neglected. We do,
however, choose to incorporate a description of mixed states, as astrophysical sources can emit
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polarized radiation in such states. Additionally, a particular description may be more suitable
than others, depending on the circumstances. For example, interaction with a radiating plasma
is commonly described using the Stokes parameters, while the eﬀects of propagation through
curved spacetime are more easily calculated using a Lorentz-covariant description. It is therefore
necessary to be able to convert between the diﬀerent descriptions. In this section we describe
the two descriptions of a polarized ray used in RAPTOR, as well as the transformation equations
between them. We then present the equations of motion through curved spacetime for a polarized
ray.
3.2.1.1

Stokes parameters

The Stokes parameters, denoted I, Q, U, V , describe a ray’s polarization state by encoding the
total intensity of radiation, the intensities of the two types of linear polarization, and the circularly
polarized intensity, respectively. The Stokes parameters must be deﬁned in a particular coordinate
system such that the wave vector of the associated radiation is parallel to the coordinate system’s zaxis. Their signs are then determined by choosing a convention, i.e., a handedness and orientation
of the observer coordinate frame. This paper follows the IAU/IEEE convention, in which the
angle χ = 1/2 arctan (U/Q), called the electric vector position angle (EVPA), is deﬁned as an
angle East of North, and the sense of circular polarization is called right-handed (left handed) if
the direction of rotation of the EVPA is clockwise (anti-clockwise) for an observer looking in the
direction of propagation. For a detailed description of this convention, see, for example, Hamaker
& Bregman (1996).
The Stokes parameters are often represented as a vector, the Stokes vector, denoted S =
(I, Q, U, V ) T . They may also be written in terms of speciﬁc intensities, which is convenient
for our purpose: Sν = (Iν, Q ν, Uν, Vν ) T . The Stokes parameters represent quantities that can be
readily measured, hence they are generally used to report observational results.
The Stokes parameters can encode both pure and mixed polarization states; one can distinguish
between the two using the degree of polarization, p, which is calculated as follows:
p=

Iν,pol
=
Iν

Q2ν + Uν2 + Vν2
Iν

,

(3.1)

where Iν,pol is the intensity of polarized radiation (which is in a pure state, described by Q ν, Uν, Vν )
and Iν the total intensity. For pure polarization states, this results in p = 1 and Iν,pol = Iν ; for
mixed states, we have 0 ≤ p < 1 and Iν,pol ≤ Iν . The Stokes parameters omit phase information,
and the Stokes vector is not Lorentz covariant. Consequently, in order to transport the Stokes
parameters through curved spacetime consistently, it is necessary to transport a basis vector along
the geodesic, even in the case of propagation through a vacuum. Shcherbakov & Huang (2011)
present an algorithm that integrates the Stokes parameters directly through curved spacetime in
this manner.
Just as the Lorentz-invariant quantity I = Iν /ν 3 was employed during integration of the
radiative-transfer equation in Bronzwaer et al. (2018), Lorentz-invariant Stokes intensities are
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deﬁned as follows:

Sν
,
(3.2)
ν3
where ν represents the ray’s frequency in the frame in which Sν is evaluated. It is convenient
to use these Lorentz-invariant quantities during integration, when constantly shifting between
frames.
S̄ :=

3.2.1.2

Polarization four-vector

The polarization four-vector, f μ , is a complex-valued vector that describes a pure polarization
state. As it is a four-vector, it is Lorentz covariant. The polarization four-vector is a unit vector:
f μ f μ∗ = 1,

(3.3)

where the asterisk denotes complex conjugation. The polarization vector associated with a ray is
parallel-transported along the ray’s null geodesic:
k α ∇α f μ = 0.

(3.4)

When expressed in a suitable tetrad frame (see Section 3.2.2), and provided the frame is inertial,
meaning that its acceleration vector vanishes, the polarization vector’s components represent
normalized, projected electric-ﬁeld amplitudes along the frame’s x and y-axes, respectively.
Using Roman indices framed by parentheses to indicate tetrad-frame coordinates, we have:

f (a)

0
 
Ê
 x  ,
μ
= e (a)
μ f =
 Ê y 
0

(3.5)

where e (a)
μ are the components of the a-th tetrad-basis vector expressed in coordinates μ, and Ê x
and Ê y are components of a unit vector pointing along the electric ﬁeld. In the most general case,
both Ê x and Ê y are complex, and the polarization vector encodes the polarization state’s overall
phase. It is also possible to restrict one of the components to be real; only the overall phase
information is then lost.
The polarization four-vector only describes pure polarization states; it cannot describe mixed
states. However, by keeping track of both the intensity of polarized radiation, Ipol and the total
μ
intensity I in addition
 to f , it is possible to represent rays with a mixed polarization state.
Given the triplet I, Ipol, f μ , plus a suitable tetrad in which to express the Stokes parameters,


the transformation I, Ipol, f (a) → S̄ is given by
I
I


  
(1) f (1)∗ − f (2) f (2)∗ 
I
f


Q
pol





S̄ =   = 
 .
(1)
(2)∗
(2)
(1)∗
+f f
U   Ipol  f f

(1) (2)∗ − f (2) f (1)∗
V
iIpol f f

(3.6)
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The reverse transformation, S̄ → I, Ipol, f (a) , is degenerate, as the latter quantity contains an
additional degree of freedom (the overall phase of the ray’s polarization state). The degeneracy
is lifted by choosing a phase, i.e., by demanding that f (1) ∈ R. f (a) is then computed as follows:

(3.7a)
Ipol = Q 2 + U 2 + V 2,

1 + Q̃
f (1) =
,
(3.7b)
2
⎧
⎪
1
if f (1) = 0,
⎪
⎪
⎪
(2)
f =⎨
(3.7c)
Ũ − iṼ
⎪
⎪
⎪
otherwise,
⎪
⎩ 2 f (1)
where Q̃ ≡ Q/Ipol , and similarly for Ũ and Ṽ (note that I retains its identity when transforming).
3.2.1.3

Spacetime propagation equation

In our model, the polarization state of a ray is aﬀected by two processes: propagation through
spacetime and interaction with a plasma. Given Eqs. 3.1 and 3.4, we can express the equations of
motion for propagation of a polarized ray through curved (vacuum) spacetime:
d
dλ

μ

f μ = −Γ α ρ k α f ρ,

(3.8a)

S

d
I = 0,
dλ S

(3.8b)

d
Ipol = 0,
dλ S

(3.8c)

where λ is the aﬃne parameter, expressed in units of length (GM/c2 ), which parametrizes the
null geodesic, and the subscript S implies that we only consider eﬀects due to propagation through
curved spacetime, ignoring the plasma. Equations 3.8a-3.8c show that the degree of polarization
p remains constant along a ray when propagated through a curved (vacuum) spacetime. This is
a consequence of the fact that Iν,pol and Iν transform in the same way between diﬀerent frames,
so that their ratio remains a constant from frame to frame, and thus throughout a (vacuum)
spacetime integration. Equivalently, the corresponding Lorentz-invariant intensities I and Ipol
are themselves constant along the ray, as is the ratio between them.

3.2.2

Constructing suitable tetrad frames in which to express the Stokes
parameters

As in the case of unpolarized radiative transfer, it will be convenient to perform the radiativetransfer computations in a suitably chosen frame. Unlike in the case of unpolarized radiative
transfer (where transforming between frames is accomplished simply by computing a ray’s frequency seen by an observer co-moving with the frame of interest), this frame must now be
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constructed explicitly, as polarized radiative-transfer computations depend on the orientation of
the frame. This must be done both at the observer’s location (the camera) and also at any location
where the ray interacts with radiating matter. It is also necessary to specify the handedness of the
tetrad frame, which is achieved by ordering its basis vectors.

3.2.3

Plasma interaction; synchrotron emission, absorption, and Faraday
rotation coeﬃcients

The ray’s interaction with a plasma is most conveniently expressed using the Stokes parameters.
Given the plasma frame, we require a set of emission, absorption, and rotation coeﬃcients j,
α, and ρ, respectively. The coeﬃcients used in RAPTOR are adapted from Dexter (2016). They
are recapitulated in Appendix 3.C. Note that the coeﬃcients must be expressed in their Lorentzinvariant form (Section 3.2.1.1). The eﬀect of the plasma on the invariant Stokes parameters is
given by
d
dλ

j
α
I
I
α Q αU
αV
  
   I   I
Q
Q
α
α
ρ
−ρ
j
I
V
U  
  =  Q  −  Q
  ,
   jU  αU −ρV α I
ρQ  U 
P U 
 jV
 αV ρU −ρQ α I V
V

(3.9)

with the subscript P implying that only the ray’s interaction with the plasma is taken into account
(ignoring the eﬀects due to spacetime propagation).

3.3

Implementation

In this section, we develop algorithms in order to implement the polarized radiative-transfer
formalism described in Section 3.2 in RAPTOR. The main challenge in this implementation lies
in the fact that the polarized radiative-transfer equation, Eq. 3.9, may become stiﬀ with respect
to explicit integrators depending on the plasma conditions. To mitigate this problem, we analyze
when stiﬀness occurs, and develop an implicit integrator for such integration steps. Precise
knowledge of where stiﬀness occurs is crucial when it comes to minimizing the number of
implicit steps, which are less accurate, although much more stable.

3.3.1

Integration strategy

As in the case of unpolarized radiative transfer through curved spacetime, the integration can be
thought of as consisting of two parts: vacuum integration (which takes care of the eﬀects on a ray’s
polarization state due purely to traveling through curved spacetime) and plasma integration (which
describes the ray’s interaction with the plasma through the plasma’s emission, absorption, and
rotation coeﬃcients (Section 3.2.3)). The two sub-problems are handled with separate routines.
During an integration step, and when the ray resides in a radiating plasma, the plasma interaction
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is computed ﬁrst, after which a spacetime-propagation step is taken (as if through a vacuum).
When the ray resides in vacuum, the plasma-integration step is omitted.

3.3.2

Numerical scheme for plasma integration

In order to take a ray’s interaction with the radiating plasma into account, we must solve Eq. 3.9
numerically. Note that, due to aligning the frame so that the Stokes U polarization mode is parallel
to the plasma’s magnetic-ﬁeld vector, we have jU = αU = ρU = 0. Depending on the local values
of the emission, absorption, and rotation coeﬃcients, Eq. 3.9 may be a stiﬀ equation for explicit
integration schemes. Note that the condition for stiﬀness is diﬀerent for each explicit integrator,
and that it does not directly depend on any particular physical quantity, but rather on the product
of the local step size taken by RAPTOR and the largest eigenvalue of the matrix appearing in Eq. 3.9
(see, e.g., Gautschi (2011)). RAPTOR uses the fourth-order Runge-Kutta (RK4) explicit integrator
(see below); an analysis of when Eq. 3.9 becomes stiﬀ for the explicit RK4 integrator is presented
in Appendix 3.A. The result of that analysis is a numerical stiﬀness check that is performed at
each integration step.
Stiﬀ equations are practically impossible to solve using forward integration methods of the
order considered so far in RAPTOR; the solution will become unstable, and prohibitively small step
sizes are required. Implicit integration methods are much more stable, and can be applied even
to stiﬀ problems. However, they tend to dampen rapid oscillations, which increases the stability,
but which comes at the cost of less accuracy. In order to integrate Eq. 3.9, Dexter (2016) employs
three integration strategies: an implicit-explicit integrator routine from the LSODA package, an
implementation of the DELO method (Rees et al., 1989), and an explicit quadrature method based
on the work of Landi Degl’Innocenti & Landi Degl’Innocenti (1985). Mościbrodzka et al. (2016)
employs a semi-analytical solution also based on Landi Degl’Innocenti & Landi Degl’Innocenti
(1985), as well as a three-step numerical integration routine. We choose to develop a novel
implicit-explicit integrator for RAPTOR. Since stiﬀness conditions vary throughout the plasma,
using only implicit methods may needlessly sacriﬁce accuracy in regions where Eq. 3.9 is not
stiﬀ. Switching to an explicit integration scheme in such regions improves the overall accuracy
of the computation.
For explicit integration steps, our algorithm uses the RK4 integrator:
 
C1,S̄ = Δλ · F S̄ ,


1
C2,S̄ = Δλ · F S̄ + C1,S̄ ,
2


1
C3,S̄ = Δλ · F S̄ + C2,S̄ ,
2


C4,S̄ = Δλ · F S̄ + C3,S̄ ,

(3.10a)
(3.10b)
(3.10c)
(3.10d)
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where F represents the right-hand-side of Eq. 3.9. A single explicit integration step proceeds as
follows:

1
S̄new = S̄ + C1,S̄ + 2C2,S̄ + 2C3,S̄ + C4,S̄ .
(3.11)
6
For implicit steps, our algorithm uses the (second-order) implicit trapezoid method:
S̄new = S̄ +

 

Δλ 
j − MS̄new + j − MS̄ ,
2

(3.12)



where j = j I , jQ, jU , jV T and M is the 4-by-4 matrix appearing in Eq. 3.9. Since Eq. 3.9 is
linear, the implicit trapezoid method for this equation yields an explicit equation for S̄new using an
LU-decomposition, so that there is no root-ﬁnding penalty even for implicit steps (see Appendix
3.B).

3.3.3

Numerical scheme for vacuum integration

Previously we integrated a ray’s position, x α , as well as its wave vector, k α , through arbitrary,
curved spacetimes. We must now also keep track of the description of the ray’s polarization state,
which is captured in the polarization vector f μ ; in other words, we must solve Eq. 3.8a.
As before, we use a fourth-order Runge-Kutta scheme to integrate the ray backward, i.e.,
starting at the camera. After a stopping condition has been reached (e.g., the ray plunges into the
horizon, or it reaches the outer boundary of a GRMHD simulation), polarized radiative transfer
proceeds in the forward direction, i.e., toward the camera. We extend Eqs. 7-14 from Chapter 2
(noting that forward integration, i.e., from the plasma toward the camera, is employed) to include
the polarization vector as follows:


C1, f α =
Δλ · F α x i, k i, f i ,
(3.13a)


Δλ · F α x i + 12 C1,x i , k i + 12 C1,k i , f i + 12 C1, f i ,
(3.13b)
C2, f α =


α
i
i
i
1
1
1
Δλ · F x + 2 C2,x i , k + 2 C2,k i , f + 2 C2, f i ,
(3.13c)
C3, f α =


α
i
i
i
Δλ · F x + C3,x i , k + C3,k i , f + C3, f i ,
(3.13d)
C4, f α =
where, as in Bronzwaer et al. (2018), underlined indices are a notational shorthand to indicate
that all coordinate indices occur in the right-hand side of these equations, and F α represents the
right-hand side of Eq. 3.8a. Given these coeﬃcients, an integration step proceeds as follows:

1
α
f new
= fα +
C1, f α + 2C2, f α + 2C3, f α + C4, f α .
(3.14)
6

3.4

Code Veriﬁcation

In this section we aim to verify the correctness of RAPTOR output by comparing it to analytical
results as well as output from diﬀerent codes. For this purpose, a number of veriﬁcation tests were
selected from the literature and reproduced using RAPTOR. Convergence tests were also performed
for all integrators described in the previous section.
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Figure 3.1: A plot of Stokes I and Q (in normalized units) as a function of distance traveled s, using
the explicit Runge-Kutta integration routine, for the ﬁrst ﬂat-spacetime plasma-integration test.

3.4.1

Plasma-integration test; comparison to analytical solution

As a ﬁrst step, we test our numerical integrator for Eq. 3.9, i.e., the ray’s interaction with the
radiating plasma. Note that the two tests reproduced in this section were also reproduced by
Dexter (2016) and Mościbrodzka & Gammie (2018), the latter of which performed the test using
non-standard ‘snake’ coordinates, which means that the space-time integration routine is tested
simultaneously in their case, making it a more challenging test. In each case, the initial conditions
are I = Q = U = V = 0 and the stepsize is Δs = 0.003.
In the ﬁrst plasma test, j I = 2, jQ = 1, α I = 1, and αQ = 1.2 (all other coeﬃcients vanish).
Figure 3.1 shows the integration results for this test using the RK4 algorithm, while Fig. 3.2 shows
the results for the implicit trapezoid algorithm. In the second plasma test, jQ = jU = jV = 0.1,
ρQ = 10, and ρV = −4 (again, all other coeﬃcients vanish). Figure 3.3 shows the integration
results for this test using the RK4 algorithm, while Fig. 3.4 shows the results for the implicit
trapezoid algorithm. Note the diﬀerence in scale of the errors for the implicit trapezoid scheme
versus the explicit RK4 scheme - the RK4 scheme, being of a higher order, has a much smaller
error in both cases.
Error-convergence plots for both routines are shown in Figs. 3.5 and 3.6 (to compute the error
for these plots, the absolute diﬀerence between the exact and the numerical solution was taken at
the end of integration, where λ = 3.)

3.4.2

Spacetime-integration test; thin-disk model

Next, we test our integrator for Eq. 3.8a, i.e., the equation for propagation of a polarized ray
through spacetime. We do so in a spacetime devoid of matter, save for a geometrically thin,
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Figure 3.2: A plot of Stokes I and Q (in normalized units) as a function of distance traveled s, using
the implicit trapezoid integration routine, for the ﬁrst ﬂat-spacetime plasma-integration test.

Figure 3.3: A plot of Stokes Q, U, and V (in normalized units) as a function of distance traveled s,
using the RK4 integration routine, for the second ﬂat-spacetime plasma-integration test.
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Figure 3.4: A plot of Stokes Q, U, and V (in normalized units) as a function of distance traveled s,
using the implicit trapezoid integration routine, for the second ﬂat-spacetime plasma-integration test.

Figure 3.5: Stepsize-convergence plot for the 4th-order Runge-Kutta (RK4) plasma-integration routine,
for the second plasma test (see Section 3.4.1). The error is proportional to Δλ 4 , as is expected. The
fact that the leftmost datapoint is slightly oﬀset from the convergence line suggests that the machine
precision, which is of order 1e−16 for the double-precision arithmetic used in RAPTOR, is reached.
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Figure 3.6: Stepsize-convergence plot for the implicit trapezoid (IT) plasma-integration routine, for
the second plasma test (see Section 3.4.1). The error is proportional to Δλ 2 , as is expected.

Figure 3.7: Polarized image of the thin-disk model from Schnittman & Krolik (2009) in terms of the
Stokes parameters. The image size is 200 by 200 pixels. Flux is given in Jy px−1 (Jansky per pixel).
Stokes V is omitted, as it vanishes due to the symmetry of the problem.
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Figure 3.8: Polarized image of the thin-disk model from Schnittman & Krolik (2009) shown with
polarization vectors.

optically thick accretion disk in the equatorial plane, based on the description by Shakura &
Sunyaev (1973) and Novikov & Thorne (1973b). The blackbody radiation emitted by the disk
is scattered by electrons in the disk’s atmosphere. The radiation is limb-darkened by the disk’s
atmosphere (note that the atmosphere is not represented in the geometry of the model, but its
eﬀects are taken into account by modifying the emission coeﬃcient), and it is partially linearly
polarized in the plane of the disk, perpendicular to both the wave vector and the disk normal, as in
the model presented in Chandrasekhar (1960) and studied in Connors et al. (1980) and Schnittman
& Krolik (2009). In this model, the emission coeﬃcients are delta functions along the ray; they
are evaluated once, after which the polarized light is transported through the vacuum, allowing
us to test the vacuum-integration routine (this result was earlier reproduced in Dexter (2016)).
Figure 3.7 shows the results obtained using the settings speciﬁed by an EHT internal note on
polarized radiative transfer; these settings are listed in Table 3.2. The integrated ﬂux densities for
all Stokes parameters are reported in Table 3.1. Note that, although we report the results in units
of Jansky per pixel for continuity with the rest of the paper, the camera frequency for this result
was in the X-ray part of the electromagnetic spectrum. Figure 3.8 shows the same result but,
in the ‘polarization vector representation’, to be compared with Fig. 1 in Schnittman & Krolik
(2009). Figure 3.8 also uses a value of 0.9 for the black-hole spin, as did those authors.
Figure 3.9 shows the stepsize-convergence plot for the RK4 spacetime-integration routine
(which integrates Eq. 3.8a). The error was computed by tracking the norm of the polarization
vector, which should be conserved after integration of the ray, which passes close to the black
hole, through a strongly curved region of spacetime.
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Sν,I Jy
 
Sν,Q Jy
 
Sν,U Jy
 
Sν,V Jy

Chapter 3 : RAPTOR II
Thin disk

GRMHD low

GRMHD high

6.869 ·

0.0102

0.494

−0.000312

−0.00722

1.057 · 104

0.00032

−0.00328

0

−6.96 · 10−6

0.00333

106

−1.586 ·

105

Table 3.1: Integrated ﬂux densities for all Stokes parameters for the thin-disk test (Section 3.4.2) as
well as the low- and high-ﬂux versions of the GRMHD test (Section 3.4.1). Images of these tests
(albeit at a modiﬁed ﬁeld of view and camera resolution) are shown in Figs. 3.7, 3.10, and 3.11.

Figure 3.9: Stepsize-convergence plot for the 4th-order Runge-Kutta (RK4) spacetime-transport routine, for a particular ray in the thin-disk test (see Section 3.4.2). The error is proportional to Δλ 4 , as
is expected.

3.4.3

Spacetime-and-plasma (GRMHD) integration test

Finally, we test the combination of the vacuum and plasma-integration routines. To do so, the rays
must propagate through a radiating plasma that is of ﬁnite extent (i.e., not inﬁnitesimally thin),
so that plasma interaction takes place as the rays are propagating through curved spacetime. This
may be achieved using data from a GRMHD simulation of an accreting AGN; a particular data
dump, created using the HARM code (Gammie et al., 2003), was used for these tests, which are
part of the EHT’s internal code-comparison eﬀorts for polarized radiative transfer, a forthcoming
publication. The radiative model uses the thermal-synchrotron emission, absorption, and rotation
coeﬃcients listed in 3.C, uses a constant proton-to-electron temperature ratio of 3, making for
a disk-dominated emission model. To reproduce the results listed in this paper, please refer to
Table 3.2, which shows the RAPTOR settings used to generate the test results for two scenarios (the
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Figure 3.10: Polarized image of the GRMHD-based third test for the high-accretion-rate scenario. In
order to enhance the clarity of these images, we have chosen a diﬀerent ﬁeld of view from the original
test (see Table 3.2); the camera size for these images is 20 by 20 RG , and the image size is 1024 by
1024 pixels. Flux is given in Jy px−1 (Jansky per pixel). The integrated ﬂux densities, useful for
code-comparison purposes, are recapitulated in Table 3.1.
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Figure 3.11: Polarized image of the GRMHD-based third test for the low-accretion-rate scenario. In
order to enhance the clarity of these images, we have chosen a diﬀerent ﬁeld of view from the original
test (see Table 3.2); the camera size for these images is 20 by 20 RG , and the image size is 1024 by
1024 pixels. Flux is given in Jy px−1 (Jansky per pixel). The integrated ﬂux densities, useful for
code-comparison purposes, are recapitulated in Table 3.1.
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Parameter

Thin-disk test value

GRMHD test value

a

0.99

0.94

MBH

10 M

6.2 · 109 M

d source

0.05 pc

16.9 Mpc

νcam

2.417989 · 1017 Hz

230 GHz

r cam

104 RG

104 RG

θ cam

75 deg

163 deg

φcam

0

0

DX=DY

40 RG

44.17 RG

NX=NY

80 px

160 px

Ṁ

1.399 · 1017 g/s

-

Mlow

-

1.672 · 1026 g

Mhigh

-

2.739 · 1025 g

Table 3.2: Settings used to reproduce the thin-disk test (Section 3.4.2) as well as the low- and high-ﬂux
versions of the GRMHD test (Section 3.4.1). The test results are recapitulated in Table 3.1.

low-accretion-rate and high-accretion-rate scenarios, respectively); the GRMHD dump that was
used to generate these results is distributed along with RAPTOR. The resulting images (Figs. 3.10
and 3.11) show a low-luminosity AGN at a low inclination angle (163 degrees, or 17 degrees from
the southern pole). A radial pattern is observed. Table 3.1 lists the ﬂux densities obtained for the
thin-disk and GRMHD tests.

3.4.4

Convergence with other polarized radiative-transfer codes

The thin-disk and GRMHD tests discussed in the previous two sections have been adopted by
the EHT’s collaborative eﬀort to establish convergence between polarized general-relativistic
radiative transfer codes, which is to be published in a forthcoming paper. At the time of publication, comparison to ipole output for the same tests yielded an agreement to order 1% in
terms of mean squared error. Experience has revealed a few possible sources of error, such as the
precise camera setup used, or the approximations used to compute Bessel functions in the emission/absorption/rotation coeﬃcients. However, since there are uncertainties that are larger than
1% in such aspects of the computation as the microphysics (e.g., the energy-distribution functions
of the radiating electrons, which is aﬀected by magnetic reconnection, ﬁne-scale turbulence and
shockwaves, etc.), the agreement that has been achieved is suﬃcient for current EHT science
goals. Nevertheless, these results may be reﬁned further, and are to be published in a forthcoming
EHT paper comparing methods for polarized general-relativistic radiative transfer.
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Summary

In order to deepen understanding of polarized observations of astrophysical phenomena originating in strong gravitational ﬁelds, we have developed a code capable of performing eﬃcient
polarized radiative transfer in arbitrary spacetimes. Our implementation can represent a polarized
ray using both the Stokes vector and the polarization vector (plus relevant intensities), and can
switch between the two. The former description is appropriate for plasma interactions (whenever
the ray is inside a plasma), while the latter presents a better description for spacetime propagation.
This formalism is conceptually simple and uses the minimum number of degrees of freedom.
The polarized radiative-transfer equation, which describes a ray’s interaction with a plasma,
may become stiﬀ in some regions of the integration volume, while being much easier to integrate
in others. We have developed a computationally eﬃcient yet robust implicit-explicit scheme to
integrate this equation. In order to maximize accuracy and eﬃciency, our algorithm switches
between implicit and explicit integration schemes. We have determined when the polarized
radiative-transfer equation (as expressed in our particular tetrad frame) becomes stiﬀ for the
fourth-order Runge-Kutta integrator in order to establish the switching criterium.
We have demonstrated correctness of our new algorithms for spacetime propagation and
plasma interaction separately as well as together. Comparison of RAPTOR output for the thindisk and GRMHD tests described in Sections 3.4.2 and 3.4.3 to that of ipole show excellent
agreement, strongly suggesting that the two diﬀerent implementations agree on the physics to
a suﬃcient degree of accuracy for the Event Horizon Telescope, in the context of a relevant,
complex astrophysical problem. The value in that result lies both in adding credence to the EHT’s
theoretical calculations pertaining to polarized sources such as M87, and in providing a new,
public tool for the eﬃcient production of simulated, polarized observations.
Polarized observations have the potential to allow observers to determine the structure of
magnetic ﬁelds in the accretion disks and jets of black holes. Meanwhile, theoretical investigations
probe the observational eﬀects produced by diﬀerent plasma models (see, e.g., Jiménez-Rosales
& Dexter 2018; Palumbo et al. 2020), and even diﬀerent theories of gravity (Mizuno et al., 2018).
RAPTOR can be used as an eﬃcient and ﬂexible tool with which to explore the radiative properties
of diﬀerent plasma models in arbitrary spacetimes. Such simulations are to be compared with
current and future observations of polarized radiation emitted by relativistic plasma’s orbiting
black holes, neutron stars, and potentially other, more exotic objects.

3.A

Stiﬀness analysis of the polarized radiative-transfer equation

The stiﬀness of a linear system of diﬀerential equations, such as the polarized radiative-transfer
equation (Eq. 3.9), with respect to a particular explicit integration scheme (such as the fourth-order
Runge-Kutta integrator used here), depends on the eigenvalues of the matrix which appears on
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that equation’s right-hand side, M; our ﬁrst step is to compute them.
In a frame in which jU = αU = ρU = 0, M’s characteristic polynomial is given by
|M| = z 2 + a2 z + a0 = 0,

(3.15)

where
z = (α I − Λ) 2 ,
a2 =
a0 =

ρ2Q

ρ2V

(3.16a)
2
αQ

+
−
− αV2 ,
2 2
−2αQ αV ρQ ρV − αQ
ρQ

(3.16b)
−

αV2 ρ2V ,

(3.16c)

Λ being an eigenvalue of M. In other words, M’s characteristic polynomial is a biquadratic
equation in (α I − Λ), which may therefore be obtained by solving the quadratic equation:
z± =

a22 − 4a0

−a2 ±

2

.

(3.17)

There are then four possible values for (α I − Λ):
⎧
⎪
⎪
⎪
⎪
⎪
⎪
⎪
⎪
(α I − Λ) = ⎨
⎪
⎪
⎪
⎪
⎪
⎪
⎪
⎪
⎩
so that

√
+ z+,
√
− z+,
√
+ z−,
√
− z−,

√
Λ = α I ± z±,

(3.18a)

(3.19)

where either plus/minus symbol may be interpreted in either way.
Now that M’s eigenvalues are known, the stiﬀness of Eq. 3.9 for the explicit fourth-order
Runge-Kutta integrator can be computed. Deﬁning
ζ = ΔλΛ,

(3.20)

where Δλ is RAPTOR’s integration step size, the explicit fourth-order Runge-Kutta integration
routine is stable when
1
1
1
1 + ζ + ζ 2 + ζ 3 + ζ 4 < 1.
(3.21)
2
6
24
Whenever this condition is not met for any one of M’s four eigenvalues, it is necessary to switch
to the implicit trapezoid integration routine.
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Implicit trapezoid integrator

Rewriting Eq. 3.12, we obtain a system of equations for S̄new :






Δλ
Δλ
1+
M S̄new = S̄ +
2j − MS̄ .
2
2


A

(3.22)

b

The matrix A, evaluated in a frame in which jU , αU , and ρU vanish, is then given by

1 + Δλα I /2
ΔλαQ /2
0
ΔλαV /2


ΔλαQ /2
1 + Δλα I /2
Δλ ρV /2
0
 .
A = 
Δλ ρQ /2 
0
−Δλ ρV /2 1 + Δλα I /2

0
−Δλ ρQ /2 1 + Δλα I /2
 ΔλαV /2

(3.23)

Next, we express A as a product of two triangular matrixes, L and U:

1 0 0

l 21 1 0
A = LU = 
l 31 l 32 1
l 41 l 42 l 43

0 u11 u12 u13

0  0 u22 u23

0  0
0 u33
1 0
0
0

u14

u24 
,
u34 
u44

(3.24)
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whose elements are given by
u11 = 1 + Δλα I /2,

(3.25a)

u12 = ΔλαQ /2,

(3.25b)

u13 = 0,

(3.25c)

u14 = ΔλαV /2,
ΔλαQ
l 21 =
,
2u11
u22 = 1 + Δλα I /2 − l 21u12,

(3.25d)

u23 = Δλ ρV /2,

(3.25g)

u24 = −l 21u14,

(3.25h)

l 31 = 0,

(3.25i)

Δλ ρV
,
2u22
= 1 + Δλα I /2 − l 32u23,

(3.25e)
(3.25f)

l 32 = −

(3.25j)

u33

(3.25k)

u34 = Δλ ρQ /2 − l 32u24,
ΔλαV
,
l 41 =
2u1 1
l 41u12
,
l 42 = −
u22
Δλ ρQ /2 + l 42u23
,
l 43 = −
u33
u44 = 1 + Δλα I /2 − l 41u14 − l 42u24 − l 43u34 .

(3.25l)
(3.25m)
(3.25n)
(3.25o)
(3.25p)

This allows us to obtain S̄new explicitly, from two linear systems of equations:
Ly = b,

(3.26a)

US̄new = y,

(3.26b)

where y’s components are given by
y1 = b1,

(3.27a)

y2 = b2 − l 21 y1,

(3.27b)

y3 = b3 − l 32 y2,


y4 = b4 − l 41 y1 + l 42 y2 + l 43 y3 .

(3.27c)
(3.27d)
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S̄new is then computed as follows:
y1 − u12 x 2 − u14 x 4
,
u11
y2 − u23 x 3 − u24 x 4
=
,
u22
y3 − u34 x 4
=
,
u33
y4
=
.
u44

Snew,1 =

(3.28a)

Snew,2

(3.28b)

Snew,3
Snew,4

(3.28c)
(3.28d)
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3.C

Emission, absorption, and rotation coeﬃcients for a thermal electron population

This appendix lists the emission, absorption, and rotation coeﬃcients employed in RAPTOR. They
pertain to a (relativistic) thermal distribution of electrons. They are adapted from Dexter (2016)
(note that non-thermal (power-law) coeﬃcients are also listed in that paper), with a number of
modiﬁcations of numerical ﬁt functions by Mościbrodzka & Gammie (2018), as well as minor
notational rewrites in eqs. 3.34 and typographical corrections in eq. 3.38 (cf. B14 in Dexter
(2016)).
The emission coeﬃcients are given by
ne e2 ν
jI = √
II (x) ,
2 3cθ e 2
ne e2 ν
IQ (x) ,
jQ = √
2 3cθ e 2
2ne e2 ν
IV (x) ,
jV = √
3 3cθ e 3 tan θ B

(3.29a)
(3.29b)
(3.29c)

where ne is the electron number density, e is the electron charge, c is the speed of light, θ e
is the dimensionless electron temperature, θ B is the angle between the wave vector and the
magnetic-ﬁeld vector, and x is the ratio of the ray’s frequency over the critical plasma frequency:
ν
,
νc

(3.30)

3eB sin θ B θ e2
,
4πme c

(3.31)

x=
where
νc =

with B being the magnetic-ﬁeld amplitude (in Gaussian-cgs units).
The expressions II , IQ, IV represent numerical ﬁt functions, and are given by


1/3
II (x) = 2.5651 1 + 1.92x −1/3 + 0.9977x −2/3 e−1.8899x ,


1/3
IQ (x) = 2.5651 1 + 0.93193x −1/3 + 0.499873x −2/3 e−1.8899x ,
IV (x) = (1.81348/x + 3.42319x
2.03773x

−1/3

)e

−1.8899x 1/3

−2/3

+ 0.0292545x

.

−1/2

(3.32a)
(3.32b)

+
(3.32c)

Absorption is computed using Kirchoﬀ’s law, as the distribution is thermal, so that the absorption
coeﬃcients may be written as
α ν = j ν /Bν,
where Bν is the blackbody function.

(3.33)
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Finally, the rotation coeﬃcients are given by
⎤⎥
⎡  
  ⎢⎢ K1 θ e−1
⎢
f m X̃ + ⎢   + 6θ e ⎥⎥⎥ ,
ρQ =
16cπ 3 ν 3
⎥⎦
⎢ K2 θ e−1
  ⎣
 
−1
2
ω p ω0 cos θ B K0 θ e − ΔJ5 X̃
 
,
ρV =
4cπ 2 ν 2
K2 θ e−1
ω2p ω02 sin2 θ B

(3.34a)

(3.34b)

where
ω2p = 4πne e2 /me,

 −1/2
3
ν
X̃ = √ 10−3
,
νc
2 2

(3.35)
(3.36)

and

eB
.
me c
The functions f m and ΔJ5 again represent ﬁt functions. They are given by

 



 
X̃
X̃ 1.2
X̃ 1.035
− cos
exp −
−
f m X̃ = 2.011 exp −
4.7
2
2.73

 


X̃
X̃
0.011 exp −
+ 0.011 exp −
−
47.2
47.2


 1
tanh log X̃ − log 120 
1 +

2−1/3 3−23/6 π104 X̃ −8/3
2
0.1

ω0 =

and

 


ΔJ5 X̃ = 0.4379 log 1 + 0.001858 X̃ 1.503 ,

(3.37)

(3.38)

(3.39)

respectively.
Note that during a RAPTOR run, the Lorentz-invariant versions of these coeﬃcients are employed. Transforming the emission, absorption, and rotation coeﬃcients to their Lorentz-invariant
forms proceeds as follows:
jinv = j/ν 2,

(3.40a)

αinv = αν,

(3.40b)

ρinv = ρν.

(3.40c)
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Abstract
Accreting black holes tend to display a characteristic dark central region called the
black-hole shadow, which depends only on spacetime/observer geometry and which
conveys information about the black hole’s mass and spin. Conversely, the observed
central brightness depression, or image shadow, depends on the morphology of the
emission region. In this chapter, we investigate the astrophysical requirements for
observing a meaningful black-hole shadow in GRMHD-based models of accreting
black holes. In particular, we identify two processes by which the image shadow
can diﬀer from the black-hole shadow: evacuation of the region within the innermost
stable circular orbit, which can render the image shadow larger than the black-hole
shadow, and obscuration of the black-hole shadow by optically thick regions of
the accretion ﬂow, which can render the image shadow smaller than the black-hole
shadow, or eliminate it altogether. We investigate in which models the image shadows
of our models match their corresponding black-hole shadows, and in which models
the two deviate from each other. We ﬁnd that, given a compact and optically thin
emission region, the image shadow matches the black-hole shadow to an accuracy
of 5% (the claimed accuracy of the Event Horizon Telescope). We show that these
conditions are generally met for all MAD simulations we considered, and some of
the SANE simulations.
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Introduction

The Event Horizon Telescope (EHT) is an international network of telescopes that is capable
of resolving the accretion ﬂows (jets and discs) around the central supermassive black holes of
certain low-luminosity active galactic nuclei (LLAGN) (Event Horizon Telescope Collaboration
et al., 2019). Primary EHT targets are the LLAGN hosted by the galaxies M87 and the Milky
Way, named M87* and Sagittarius A* (Sgr A*), respectively. Such sources are thought to contain
advection-dominated accretion ﬂows (ADAF’s) that produce astrophysical jets (Yuan et al. 2002;
Yuan & Narayan 2014). M87* has been shown to display a central brightness depression (CBD),
which theoretical calculations had predicted to be a key feature of accreting (or back-lit) black
holes (see, e.g., Cunningham & Bardeen 1972; Luminet 1979). Falcke et al. (2000) showed that,
given an optically thin, spherical accretion ﬂow, the observed shape of the CBD - which we shall
call the image shadow (IS) - conforms to the projection of the unstable-photon region, which
those authors called the black-hole shadow (BHS). The shape of the BHS depends only on the
mass and spin of the black hole (Broderick 2006; Johannsen & Psaltis 2010; Younsi et al. 2016),
and therefore, according to the no-hair theorem, it characterises an electrically neutral black
hole completely (Heusler, 1996). In practice, measuring the BHS to the required precision for
determining the black-hole spin is extremely technically challenging, due to the intrinsic spatiotemporal variability of the source (Broderick 2006; Event Horizon Telescope Collaboration
2019a; van der Gucht et al. 2020). The mass, however, which is directly proportional to the radius
of the BHS, is a more robust observable. The mass of an LLAGN such as Sgr A* may also
be experimentally determined from the orbital elements of stars in its immediate environment,
such as the star S2 (Boehle et al., 2016), and from infrared interferometry experiments by the
GRAVITY collaboration (Gravity Collaboration, 2020). In this way, combined measurements
enable a strong-ﬁeld test of whether the observed objects are black holes as described by Einstein’s
general theory of relativity (GR) as opposed to other objects described by an alternative theory
(see, e.g., Broderick et al. 2014; Psaltis et al. 2015b; Vincent et al. 2016; Hertog & Hartle 2017;
Mizuno et al. 2018; Olivares et al. 2018; Hertog et al. 2019).
Unlike the BHS, the IS of an accreting black hole is determined both by the strongly curved
spacetime in the vicinity of the black hole (parametrized by the black hole’s mass and spin) and by
the properties of the radiating plasma, such as the geometrical shape of the accretion disc and the
radiating electrons’ energy-distribution function (Mościbrodzka et al. 2009; see Younsi et al. 2012
for a study of an analytical model of the accretion disc). Although it has been demonstrated that,
except in the case of an optically thick accretion disc that obscures the black hole, one expects to
observe a signiﬁcant CBD in GRMHD models of accreting black holes (Mościbrodzka et al. 2014;
Chan et al. 2015b), it is still true that the IS does not always match the BHS (Gralla et al., 2019).
For example, some physically motivated models of accreting black holes show a clearly evacuated
region within the ISCO, as matter in this region will rapidly plunge into the black hole (Bardeen
et al., 1972). Thus, we expect to see little to no radiating matter within this region, which is wider
than the horizon itself, potentially causing the IS to be dominated by the size of the evacuated

4.1 Introduction

91

region in the accretion ﬂow. The IS will then appear to be larger than the BHS. Conversely, in
the case of an optically thick accretion ﬂow, the BHS may be completely obscured, eliminating
the IS entirely. Vincent et al. (2020) develop an analytical model to represent the accretion ﬂow
around M87*, and show that the observed image features are, in general, highly dependent on the
geometry of the accretion ﬂow. Such considerations reﬂect the fact that an experiment is only
meaningful to the extent that one understands the setup (meaning the astrophysical circumstances)
of the experiment. A crucial question is just how sensitive the conclusions of the experiment are to
one’s knowledge of the astrophysical circumstances of the accretion ﬂow, such as its optical depth
at a given frequency and line of sight. For these reasons, the totality of astrophysical observations
of a source must be considered for an astrophysical test of GR.
The question of when the IS and the BHS (mis)match generally is rendered more diﬃcult by
the vast diversity of accretion-ﬂow geometries encountered. Narayan et al. (2019) showed that, in
the case of an optically thin, spherically symmetric accretion ﬂow, the IS always matches the BHS,
independently of the inner boundary of the radiating region. In this work, we look at physically
motivated models of LLAGN (which are not spherical), by constructing a library of GRMHD
simulations and radiative models. The GRMHD simulations are of both the magnetically arrested
disc (MAD) (Narayan et al. 2003; Tchekhovskoy et al. 2011) and the standard and normal evolution
(SANE) types (Narayan et al., 2003); in the former type, strong magnetic ﬁelds arrest the accretion
process close to the black hole. In SANE simulations, on the other hand, no magnetic ‘pile-up’
occurs, causing a radical change in the observed source morphology. Whether an accretion ﬂow is
MAD or SANE depends on the initial conditions of the magnetic ﬁeld and the size of the accretion
disc (see, e.g., Ripperda et al. (2020)). The radiative models considered in this work consist of
a single-electron-temperature, disc-dominated model (Mościbrodzka et al., 2009), and a twoelectron-temperature, jet-dominated model (Mościbrodzka et al. 2014; Davelaar et al. 2018b).
We also vary the black-hole spin of our models, to determine whether it has a substantial eﬀect on
our considerations; as higher prograde spins imply a smaller event horizon and innermost stable
circular orbit (ISCO), the orbital velocity (and thus the eﬀects of relativistic boosting) will be
enhanced in those cases. In order to understand the relationship between the BHS and the IS
for these models, we plot maps of the speciﬁc intensity at 230 GHz of all models, for a range of
observer circumstances. We investigate how clear a BHS they show, and measure the source size
and position angle. We discuss the ﬁndings of Gralla et al. (2019) and Narayan et al. (2019), and
explain the ways in which the IS can deviate from the BHS in the case of general (non-spherical)
accretion ﬂows.
In Section 4.2, we examine the black-hole shadow and the image shadow in detail, and discuss
how they may diﬀer. The construction of our GRMHD-based radiative models is covered in
Section 4.3. Section 4.4 presents the resulting simulated data. Finally, our results are discussed
in Section 4.5.
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4.2

Black-hole shadow vs. image shadow

The BHS (Falcke et al., 2000) is an optical eﬀect - a darkening of a certain region on the sky that occurs for any black hole, but may not always be observable. The BHS’s shape matches that
of the projection of the black hole’s unstable-photon region on the sky, and its shape is generally
(except for cases where the observer’s line of sight is nearly aligned with the black-hole spin axis)
informative about the black hole’s properties, speciﬁcally its mass and spin (Younsi et al., 2016).
Since the BHS depends only on the shape of null geodesics, which are independent of radiation
frequency, the BHS is achromatic, as long as the radiation wavelength is much smaller than the
Schwarzschild radius, and the regime of geometrical optics applies - an assumption that is made
throughout this chapter.
When observing an accreting black hole, whether simulated or physical, the actually observed
IS may or may not align closely with the BHS, because the IS is aﬀected not only by the
spacetime/observer geometry, but also by the properties of the accretion ﬂow (Mościbrodzka
et al., 2014). The size of the IS is a key observable of the EHT, and it has been investigated,
for various accretion scenarios, using a combination of numerical simulations of the black-hole
accretion ﬂow and general-relativistic ray tracing (GRRT) algorithms (see, e.g., Luminet 1979;
Falcke et al. 2000; Noble et al. 2007; Dexter & Agol 2009, Chan et al. 2013; Mościbrodzka &
Gammie 2018; Bronzwaer et al. 2018). This is necessary because the shape and size of both the
BHS and the IS are a function of many variables, including the black-hole spin and the observer
inclination. Expressing all lengths in terms of the black hole’s gravitational radius, Rg = GM/c2 ,
we note that the physical radius of the unstable-photon orbit region in the equatorial plane shrinks
from 3Rg to 1Rg as the black-hole spin a goes from 0 to 1 (Bardeen et al., 1972). Similarly, the
ISCO of a black hole shrinks from 6 Rg in the Schwarzschild case to 1 Rg for an extreme-Kerr
black hole (Bardeen et al., 1972). A consequence of these eﬀects is that the inner region of the
accretion disc will have a much higher orbital velocity compared to the low-spin case. Relativistic
boosting, which causes the side of the accretion ﬂow that approaches the observer to appear
signiﬁcantly brighter than the side that recedes from the observer, is strongly enhanced by this
eﬀect. Relativistic boosting is also a strong function of the observer inclination, as it becomes
negligible for low inclination angles, where the observer’s line-of-sight is nearly perpendicular to
the ﬂow velocity. Thus, while the apparent size of the BHS barely changes with respect to the
spin and observer inclination, the same may not be true for the observed geometry of an accretion
ﬂow.
Given the uncertainties just mentioned, we investigate the relation between the BHS and the
IS for the case of non-spherical accretion models of LLAGN. We identify two key processes that
may cause the two to diverge:
• In certain physical models of accreting black holes - speciﬁcally, the Novikov-Thorne thindisc model (see Shakura & Sunyaev (1973) and Novikov & Thorne (1973b)) and SANE
GRMHD models such as the ones shown in this chapter - the evacuated region within
the ISCO can cause the IS to be larger than the BHS. Similarly, the plasma can ‘block
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out’ the horizon and make the IS smaller than the BHS. The extent of the ISCO, and thus
the properties of the IS, depend strongly on the black-hole spin; at high spins, the ISCO
shrinks down to nearly the size of the photon ring (Bardeen et al., 1972), so that the two
will visually align (see Section 4.4), while at minimal (retrograde) spins, the discrepancy
reaches its maximum.
• Besides the optical appearance of the evacuated region within the ISCO, the shape of the
IS can also be aﬀected through obscuration by the accretion disc and/or jet. The extent of
the obscuration may range from minor to total, if the accretion disc is optically thick, and
in such cases, the IS oﬀers no clear way to determine the mass and spin of the black hole.
In order to compare the BHS and IS of our LLAGN models, we employ an analytical method
of describing the BHS (Younsi et al., 2016), which is used to create the dashed lines indicating
the BHS in the GRMHD-based images of AGN shown in this chapter (see Section 4.4.1). The
relationship between BHS and IS is examined in more detail, and compared to the EHT’s error
bars for measuring the BHS in its 2017 campaign, in Section 4.4.2 (see Event Horizon Telescope
Collaboration (2019b) for a more in-depth discussion of the EHT’s treatment of the BHS).

4.3

Simulation Setup

Simulated black-hole observations are produced in two steps: in the ﬁrst step, a GRMHD simulation is employed to construct a numerical facsimile of the accreting plasma. In the second step,
radiative-transfer calculations are performed to determine the appearance of the radiating plasma
to a distant observer. In this section, we we discuss the speciﬁcs of our GRMHD simulations and
radiative models.

4.3.1

GRMHD simulations

We use the 3D-GRMHD simulations made for the EHT (Event Horizon Telescope Collaboration,
2019a) using the GRMHD code BHAC (Porth et al. 2017b; Olivares et al. 2019). These simulations
were performed for ﬁve values for the black-hole spin: a ∈ [−0.9375, −0.5, 0, 0.5, 0.9375]. The
initial conditions are those of a Fishbone-Moncrief torus (Fishbone & Moncrief, 1976), which
is a torus in hydrodynamic equilibrium. Both SANE and MAD versions were made of these
simulations. For a 3D-GRMHD simulation, one must specify a numerical grid of three spatial
dimensions (r, θ, and φ, respectively) in BHAC; these runs were performed in spherical modiﬁedKerr-Schild (MKS) coordinates (Gammie et al., 2003). The spatial extent of the GRMHD
simulations ranges from the horizon (whose location is diﬀerent for each black-hole spin) to
an outer radius of 3300 M for the SANE runs and 2500 M for the MAD runs. The spatial
resolution was set to Nr = 512, Nθ = 192, Nφ = 192 for the SANE models, and Nr = 384,
Nθ = 192, Nφ = 192 for the MAD models. A lower resolution in the r direction was chosen for
the MAD simulations for reasons of computational eﬃciency; due to the smaller outer radius of
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Rhigh

Rlow

N1

N2

N3

SANE jet

25

1

512

192

192

SANE disc

1

1

512

192

192

MAD jet

25

1

384

192

192

MAD disc

1

1

384

192

192

Table 4.1: Key model parameters of our four model classes. All models are computed for ﬁve
black-hole spin values and four observer-inclination values.

the MAD simulations, the spatial resolution is similar in both cases. Geometrized units are used
in BHAC, so that G = c = 1, so that Rg = M, and M = 1. Time is measured in units of Rg /c,
which is equivalent to M; snapshots of the instantaneous state of the plasma were created with
temporal intervals of 10 M. In each case, 200 GRMHD snapshots were selected from a range of
the simulation in which the accretion rate is relatively stable (preceded by an unstable phase in
which accretion starts and grows), which occurs around t > 8000 M for the SANE models and
t > 10000 M for the MAD models. Thus, the range of simulation time in which we perform our
GRRT calculations is 2000 M. For Sgr A*, this corresponds to approximately 11 hours, which
is of the same order as an EHT observing run. Note that, in all models, the black-hole spin axis
is aligned with the rotation axis of the accretion ﬂow; for a study of the eﬀects of misalignment
of the two, see Chatterjee et al. (2020) and White et al. (2020). For more details regarding the
construction of the 3D-GRMHD simulations, please refer to Porth et al. 2017b, Olivares et al.
2019, Porth et al. 2019, and Event Horizon Telescope Collaboration 2019a.

4.3.2

Radiative models

We use the radiative-transfer code RAPTOR (see Chapter 2), which sets up a grid of virtual light
rays (one ray per pixel in the observer’s screen, thus forming a virtual camera), and then solves
the equation of motion for the ﬁeld of rays, whilst simultaneously solving the radiative-transfer
equation along the resulting ray paths.
The dominant emission mechanism of our model is thermal synchrotron emission and selfabsorption (see Leung et al. (2011) for the associated emission and absorption coeﬃcients). These
quantities are computed based on the local state of the plasma. In order to model the emission
of Sgr A*, we use the black-hole mass estimate M
4 × 106 M and the distance estimate
d obs 8 kpc from Boehle et al. (2016). For an overview of the emission models on which ours
are based, see, e.g., Mościbrodzka et al. (2009), Mościbrodzka & Falcke (2013), Mościbrodzka
et al. (2014), Mościbrodzka et al. (2016), Davelaar et al. (2018b), and Davelaar et al. (2019).
It is not yet known whether Sgr A* exhibits a clearly visible jet (see, e.g., Falcke et al. 1993;
Falcke & Markoﬀ 2013; Issaoun et al. 2019). The most inﬂuential emission model for our work is
Mościbrodzka et al. (2016), which introduced both jet-dominated and disc-dominated scenarios
for accreting black holes. The two classes of models emerge by coupling the temperature ratio
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P

gas
of the protons and the electrons to the plasma-beta parameter, β = Pmag
, which is the ratio of gas
pressure to magnetic ﬁeld pressure. The coupling is done as follows:

Tp
1
β2
+
R
,
=
high
Te 1 + β 2
1 + β2

(4.1)

where Tp is the proton temperature, Te the electron temperature, while Rhigh is a free parameter.
When β
1 the temperature ratio is set to unity, while for β
1 the temperature ratio is
set by Rhigh . In the case of the disc-dominated radiative model, Rhigh = 1; in the case of the
jet-dominated model, Rhigh = 25 (reproducing the model shown in Davelaar et al. 2018b), which
causes the electron temperature (and thus the emitted radiation) to be suppressed in the disc
regions, emphasising the jet region more.
An important assumption made in our model is that we include only thermal electron populations. For sources such as Sgr A*, emission from electrons with a non-thermal energy-distribution
function is thought to be important to explain the observed time variability and the high frequency
emission (Ball et al., 2016; Mao et al., 2017; Gravity Collaboration et al., 2018; Davelaar et al.,
2018b; Ripperda et al., 2020; Dexter et al., 2020; Porth et al., 2020; Petersen & Gammie, 2020).
However, at 230 GHz, time-averaged images of this model will look similar to the thermal case
when adding non-thermal electrons (Davelaar et al., 2018b), although it is shown in that work
that high-spin models of M87 do become more optically thin because of this addition. Thus we
focus on this frequency only, and explore a wide range of spins and models.

4.3.3

Time-averaging and ﬂux calibration

RAPTOR is used to produce images of GRMHD snapshots; one snapshot is used for each image.
Note that this is equivalent to using the fast-light approximation, in which the speed of light is
eﬀectively treated as being inﬁnite, and the plasma does not evolve while the light propagates
through it. For a demonstration that this approximation is appropriate in the present case, see
Chapter 2. In order to simulate the eﬀects of prolonged observations (which typically last hours
in the case of EHT), 200 subsequent images are added together, meaning that we average over a
temporal range of 2000 M (see Section 4.3.1), or about 12 hours (comparable with one day of
EHT observations). See Fig. 4.1 for an illustration of time-averaging.
One of RAPTOR’s key variables is the mass scaling factor, M, which determines the overall
accretion rate in the simulation (which would otherwise be scale-free, as GRMHD simulations
are; see, e.g., Porth et al. (2017b)). Generally, lower values of M entail a more compact and
optically thin source size. RAPTOR also allows calibration of M to achieve a desired integrated
ﬂux density. The ﬂux densities that were used for calibration in this work take Sgr A* as an
archetypical example of a LLAGN; with an observed ﬂux at 230 GHz of 2.5 Jy (Doeleman et al.,
2008), and we additionally explore lower ﬂuxes of 1.25 Jy and (in the case of the SANE jet model)
0.625 Jy, to cover a wider range of accretion scenarios. Another reason for exploring lower ﬂuxes
is that, for the M87 results, the inner few Rg accounted for roughly half of the ﬂux observed for
the unresolved core region (Event Horizon Telescope Collaboration, 2019a).
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Figure 4.1: An instantaneous image of the accretion disc, using data from a single GRMHD slice of the
SANE disc simulation (left panel), and a time-averaged image over a range of 2000 M (approximately
12 hours), using 200 GRMHD slices from the SANE disc simulation (right panel). In both panels, the
predicted location of the BHS is indicated with a dashed line. The values for the impact parameters
along the x- and y-axes are expressed in terms of Rg . Both panels are of the SANE disc 3D-GRMHD
simulation, for which a = 0.9375 and i = 90◦ . The ﬂux is calibrated to 2.5 Jy. Note that, since the ﬂow
moves in the azimuthal direction, time-averaging has the eﬀect of ’smearing out’ any heterogeneous
features in the azimuthal direction, causing the accretion disc to resemble a 2D-GRMHD model.

In order to calibrate the time-averaged image to the correct integrated ﬂux density, a binarysearch algorithm was used that works in the following way:
• Set Mmin and Mmax (these are estimates that are set using trial and error).
• Launch 20 RAPTOR runs, evenly distributed over the 2000 M time range, using Mcur =
(Mmax + Mmin ) /2.
• Compare the average ﬂux of the 20 runs with the target ﬂux. If lower than target ﬂux,
Mmax = Mcur ; if higher than target ﬂux, Mmin = Mcur . If within range of target ﬂux (we
chose the range to be ±0.01Jy), stop algorithm and return Mcur .
Although it has been shown that the time averaging of GRMHD images creates artefacts
in the context of a synthetic-data pipeline (Medeiros et al., 2018), the time-averaged models
oﬀer a clearer, more simpliﬁed view of the emitting geometry (by averaging out local, random
ﬂuctiations), and illustrate a number of optical eﬀects that are signiﬁcant to this work.
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Image processing

A recipe is needed to quantify key aspects of a given image, such as the source size. We deﬁne an
image’s impact parameters, α and β, to mean the coordinate oﬀset of a particular ray with respect
to the vertical and horizontal symmetry axes of the image, respectively. The impact parameters
are expressed in terms of the gravitational radius, Rg . All images in this work consist of a grid of
512 by 512 pixels. When constructing estimators for the source size, it is convenient to employ
the so-called image moments; the image moment Mpq is given by
Mpq =

W 
H

x

 
x p y q S x, y ,

(4.2)

y

where x and y are the pixel indices, W and H are the width and height of the image (in terms of
number of pixels), p and q are the image moment’s order in the horizontal and vertical direction,
 
and S x, y is the ﬂux density at frequency ν of pixel (x, y). Note that p, q, x, y are nonnegative
integers.
Using the image moments, various quantities can be constructed that quantify certain aspects
of the image, such as an estimate of the size of the emission region. The standard deviation, which
is an indicator of the source size, is given by:

σx =

2

M20
M10
−
.
M00
M00

(4.3)

The value of σ x depends (except for sources with circular symmetry) on the position angle of the
source. Using the image moments, rotation-invariant measures of the source size - namely, the
major axis, λ max , and the minor axis, λ min - can be constructed as well. For a more complete
discussion of their derivation, please refer to Appendix 4.A.

4.4

Results

In this section, we present all images and plots produced from our library of GRMHD simulations
and corresponding RAPTOR images. In Subsection 4.4.1, we plot maps of the speciﬁc intensity
of the source at a frequency of 230 GHz, with the analytical prediction of the shape of the BHS
overplotted in each case. Subsection 4.4.2 contains normalised cross-cut proﬁles of the intensity
maps, in order to get a clearer picture of the (mis)match between BHS and IS. Maps of τ230GHz , the
optical depth at our observing frequency of 230 GHz, are presented in Subsection 4.4.3. Intensity
maps of two of our SANE disc models, but at a higher observing frequency of 6 THz (which
lies in the infrared range of the electromagnetic spectrum, a diﬀerent observational window that
corresponds to a diﬀerent appearance of the accretion ﬂow), are shown in Subsection 4.4.4. Note
that tables of λ max and λ min , the major and minor axes of the source, are presented in Appendix
4.B, while tables of M, the calibration factor used for RAPTOR, are listed in Appendix 4.C.
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Intensity maps for all models

This subsection contains intensity maps of all GRMHD models, plotted using the square-root
scale for additional clarity. The images are categorised in the next four subsections by their
quasi-steady-state of the disc (MAD or SANE) and radiative model (disc or jet).
4.4.1.1

SANE jet models

Figures 4.2, 4.3, and 4.4 show the SANE jet model calibrated to 2.5 Jy, 1.25 Jy, and 0.625
Jy, respectively. These two-temperature SANE models are the most diverse in terms of source
morphology; many, but not all, show a pronounced jet at 230 GHz. As was shown in Mościbrodzka
et al. (2016), for SANE jet models of M87, the counter-jet (which faces away from the observer)
can be magniﬁed by the action of the gravitational lens, and thus appear to be larger than the
observer-facing jet (Event Horizon Telescope Collaboration, 2019a). Note that the optical depth of
these models varies signiﬁcantly between the diﬀerent ﬂuxes (see Subsection 4.4.3). In particular,
the a = 15/16 SANE jet models viewed with i = 90◦ range from completely optically thick at
2.5 Jy (no IS is visible at all in this case) to optically thin at 0.625 Jy, in which case the IS aligns
closely with the BHS. When viewed at low inclination angles, the jet models strongly obscure the
BHS at higher ﬂuxes; the top row of images of Fig. 4.2 show ISs that are circular and centred on
the black hole, but signiﬁcantly smaller than the BHS. On the other hand, in some optically thick
cases, such as the model with a = −1/2 and i = 90◦ at 2.5 Jy, the outline of the BHS is clearly
visible, despite the presence of an obscuring, optically thick disc.
An interesting eﬀect can be observed in the a = 15/16 case for the 1.25 Jy model: this
particular model is nearly isotropic in its emission. This can be seen in Table 4.6: the factor M
is constant with respect to observer inclination, with an error of a few percent. As Fig. 4.3 shows,
this model has the appearance of an optically thick, homogenous torus. Evidently, the eﬀects of
relativistic boosting on one side of the black-hole spin axis and de-boosting on the other side which are signiﬁcant at higher inclination angles - cancel out in this case, maintaining a more or
less constant ﬂux with respect to the inclination angle, even though the source transitions from
being symmetric to asymmetric with respect to the black-hole spin axis.
4.4.1.2

SANE disc models

Figures 4.5 and 4.6 show the SANE disc models calibrated to 2.5 Jy and 1.25 Jy, respectively.
Of all models, the disc models show the greatest variation with respect to spin, when it comes
to source size (see Appendix 4.B). Otherwise, their appearance is much more constant than was
the case for the SANE jet models. As the SANE disc models have a lower overall accretion rate,
they are less optically thick, and show less obscuration eﬀects, than the SANE jet models. For
retrograde spins, the SANE disc models, form a large torus, which (due to being geometrically
extended) produces a pronounced ﬁrst-order image just around the photon ring. Thus, the IS
aligns with the BHS, although a secondary dark ring may be observed around it (see Subsection
4.4.2).
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(a) a = −0.9375, (b) a = −0.5, i = (c) a = 0, and i = (d) a = 0.5, and i = (e) a = 0.9375, i =
1◦ .
1◦ .
1◦ .
1◦ .
i = 1◦ .

(f) a = −0.9375, i = (g) a = −0.5, i = (h) a = 0, and i = (i) a = 0.5, and i = (j) a = 0.9375, i =
20◦ .
20◦ .
20◦ .
20◦ .
20◦ .

(k) a = −0.9375, (l) a = −0.5, i = (m) a = 0, and i = (n) a = 0.5, and i = (o) a = 0.9375, i =
60◦ .
60◦ .
60◦ .
60◦ .
i = 60◦ .

(p) a = −0.9375, (q) a = −0.5, i = (r) a = 0, and i = (s) a = 0.5, and i = (t) a = 0.9375, i =
90◦ .
90◦ .
90◦ .
90◦ .
i = 90◦ .
Figure 4.2: Time-averaged, normalised intensity maps of our SANE, jet-dominated GRMHD models
of Sgr A*, imaged at 230 GHz, at ﬁve diﬀerent spins and four observer inclination angles, with an
integrated ﬂux density of 2.5 Jy. In each case, the photon ring, which marks the BHS, is indicated by
a dashed line. The values for the impact parameters along the x- and y-axes are expressed in terms of
Rg . The image maps were plotted using a square-root intensity scale.
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(a) a = −0.9375, (b) a = −0.5, i = (c) a = 0, and i = (d) a = 0.5, and i = (e) a = 0.9375, i =
1◦ .
1◦ .
1◦ .
1◦ .
i = 1◦ .

(f) a = −0.9375, i = (g) a = −0.5, i = (h) a = 0, and i = (i) a = 0.5, and i = (j) a = 0.9375, i =
20◦ .
20◦ .
20◦ .
20◦ .
20◦ .

(k) a = −0.9375, (l) a = −0.5, i = (m) a = 0, and i = (n) a = 0.5, and i = (o) a = 0.9375, i =
60◦ .
60◦ .
60◦ .
60◦ .
i = 60◦ .

(p) a = −0.9375, (q) a = −0.5, i = (r) a = 0, and i = (s) a = 0.5, and i = (t) a = 0.9375, i =
90◦ .
90◦ .
90◦ .
90◦ .
i = 90◦ .
Figure 4.3: Time-averaged, normalised intensity maps of our SANE, jet-dominated GRMHD models
of Sgr A*, imaged at 230 GHz, at ﬁve diﬀerent spins and four observer inclination angles, with an
integrated ﬂux density of 1.25 Jy. In each case, the photon ring, which marks the BHS, is indicated by
a dashed line. The values for the impact parameters along the x- and y-axes are expressed in terms of
Rg . The image maps were plotted using a square-root intensity scale.
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(a) a = −0.9375, (b) a = −0.5, i = (c) a = 0, and i = (d) a = 0.5, and i = (e) a = 0.9375, i =
1◦ .
1◦ .
1◦ .
1◦ .
i = 1◦ .

(f) a = −0.9375, i = (g) a = −0.5, i = (h) a = 0, and i = (i) a = 0.5, and i = (j) a = 0.9375, i =
20◦ .
20◦ .
20◦ .
20◦ .
20◦ .

(k) a = −0.9375, (l) a = −0.5, i = (m) a = 0, and i = (n) a = 0.5, and i = (o) a = 0.9375, i =
60◦ .
60◦ .
60◦ .
60◦ .
i = 60◦ .

(p) a = −0.9375, (q) a = −0.5, i = (r) a = 0, and i = (s) a = 0.5, and i = (t) a = 0.9375, i =
90◦ .
90◦ .
90◦ .
90◦ .
i = 90◦ .
Figure 4.4: Time-averaged, normalised intensity maps of our SANE, jet-dominated GRMHD models
of Sgr A*, imaged at 230 GHz, at ﬁve diﬀerent spins and four observer inclination angles, with an
integrated ﬂux density of 0.625 Jy. In each case, the photon ring, which marks the BHS, is indicated
by a dashed line. The values for the impact parameters along the x- and y-axes are expressed in terms
of Rg . The image maps were plotted using a square-root intensity scale.
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The high-spin SANE disc models, viewed at i = 90◦ , show a much smaller source size than
the jet models. This occurs due to two factors;
1. At high inclinations, the eﬀects of relativistic boosting are more pronounced, exaggerating
the importance of one side of the accretion ﬂow while diminishing the other, thus decreasing
the source size overall, as discussed by Psaltis et al. (2015a).
2. At high spins, the ISCO shrinks to about the size of the photon sphere, meaning that the
orbits are much closer to the black hole, with correspondingly higher velocities. This greatly
enhances the eﬀects of relativistic boosting, and consequentially, the de-boosted side of the
accretion ﬂow becomes negligible; we only see the boosted region of the accretion ﬂow.
Doeleman et al. (2008) presented observations of Sgr A* that suggested a source size smaller
than the predicted size of the BHS for Sgr A* at 230 GHz. Although later work has rendered this
uncertain, the emitter size is certainly comparable to the size of the BHS (Lu et al., 2018). Such
observations appear to favor models that display the characteristics just listed.
The eﬀect of evacuation, discussed in Section 4.2, is pronounced in the SANE disc models
with retrograde spin (a < 0). These retrograde models have the largest ISCO, and thus the largest
evacuated region within the accretion ﬂow. In such cases, the IS becomes larger than the BHS
(Subsection 4.4.2). This eﬀect is barely visible for the SANE jet models, presumably due to the
presence of a bright jet base combined with a colder disc, which acts as a weak emitter near the
ISCO.
4.4.1.3

MAD jet models

Figures 4.7 and 4.9 show the MAD jet model calibrated to 2.5 Jy and 1.25 Jy. One can see at a
glance that the source morphologies of these models depends more weakly on the black-hole spin
than the source morphologies of the SANE models do (Appendix 4.B). As Table 4.8 shows, the
same is true for M, meaning that, much like the morphology, the luminosity of these models is a
weaker function of the black-hole spin than for SANE models. A striking feature of these models
is the parabolic jet base, which again appears more or less constaint for all spins. In the a = −1/2
models, however, this structure appears to be slightly misaligned with respect to the black-hole
spin axis. A future work might explore whether such misalignments occur regularly, and at what
time-scales, etc.
Note that none of the MAD models show a clear evacuated region inside the ISCO, even at
highly retrograde spins, when the ISCO is maximally extended. This is due to the fundamentally
diﬀerent nature of MAD models with respect to SANE models; in MAD models, a ‘pile-up’ of
material occurs around a disruption radius, as magnetic ﬁelds disrupt the symmetrical accretion
ﬂow, causing discrete ‘blobs’ of material to penetrate the disrupted region and accrete on to the
black hole with velocities much lower than free fall (Narayan et al., 2003). Since the images in this
section are time-averaged, the discrete nature of these packets of accreting material is ‘averaged
out’, showing a much-simpliﬁed geometry in which no clear evacuated region occurs.
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(a) a = −0.9375, (b) a = −0.5, i = (c) a = 0, and i = (d) a = 0.5, and i = (e) a = 0.9375, i =
1◦ .
1◦ .
1◦ .
1◦ .
i = 1◦ .

(f) a = −0.9375, i = (g) a = −0.5, i = (h) a = 0, and i = (i) a = 0.5, and i = (j) a = 0.9375, i =
20◦ .
20◦ .
20◦ .
20◦ .
20◦ .

(k) a = −0.9375, (l) a = −0.5, i = (m) a = 0, and i = (n) a = 0.5, and i = (o) a = 0.9375, i =
60◦ .
60◦ .
60◦ .
60◦ .
i = 60◦ .

(p) a = −0.9375, (q) a = −0.5, i = (r) a = 0, and i = (s) a = 0.5, and i = (t) a = 0.9375, i =
90◦ .
90◦ .
90◦ .
90◦ .
i = 90◦ .
Figure 4.5: Time-averaged, normalised intensity maps of our SANE, disc-dominated GRMHD models
of Sgr A*, imaged at 230 GHz, at ﬁve diﬀerent spins and four observer inclination angles, with an
integrated ﬂux density of 2.5 Jy. In each case, the photon ring, which marks the BHS, is indicated by
a dashed line. The values for the impact parameters along the x- and y-axes are expressed in terms of
Rg . The image maps were plotted using a square-root intensity scale.
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(a) a = −0.9375, (b) a = −0.5, i = (c) a = 0, and i = (d) a = 0.5, and i = (e) a = 0.9375, i =
1◦ .
1◦ .
1◦ .
1◦ .
i = 1◦ .

(f) a = −0.9375, i = (g) a = −0.5, i = (h) a = 0, and i = (i) a = 0.5, and i = (j) a = 0.9375, i =
20◦ .
20◦ .
20◦ .
20◦ .
20◦ .

(k) a = −0.9375, (l) a = −0.5, i = (m) a = 0, and i = (n) a = 0.5, and i = (o) a = 0.9375, i =
60◦ .
60◦ .
60◦ .
60◦ .
i = 60◦ .

(p) a = −0.9375, (q) a = −0.5, i = (r) a = 0, and i = (s) a = 0.5, and i = (t) a = 0.9375, i =
90◦ .
90◦ .
90◦ .
90◦ .
i = 90◦ .
Figure 4.6: Time-averaged, normalised intensity maps of our SANE, disc-dominated GRMHD models
of Sgr A*, imaged at 230 GHz, at ﬁve diﬀerent spins and four observer inclination angles, with an
integrated ﬂux density of 1.25 Jy. In each case, the photon ring, which marks the BHS, is indicated by
a dashed line. The values for the impact parameters along the x- and y-axes are expressed in terms of
Rg . The image maps were plotted using a square-root intensity scale.
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The optical depth of the MAD jet (and disc) models is substantially lower than that of the
SANE models (Subsection 4.4.3). The combination of these factors ensures that the IS for these
models represents the BHS well (see Subsection 4.4.2 for details).
4.4.1.4

MAD disc models

Figures 4.8 and 4.10 show the MAD disc model calibrated to 2.5 Jy and 1.25 Jy. As in the case
of the MAD jet models, the images are optically thin, and the source sizes and ﬂux-calibration
factors are nearly identical (Appendices 4.B and 4.C). Again, all ISs match the BHS, and there
is no clear evacuated region within the ISCO (Subsection 4.4.2). In other words, the singletemperature MAD disc model is visually very similar to the two-temperature MAD jet model,
unlike the case of SANE, where the appearance of the two models diﬀered drastically. This is due
to the fact that for most of the material in the MAD disc, β 1, which makes the temperature
ratio of the electrons and the ions insensitive to the β-parametrization (Event Horizon Telescope
Collaboration, 2019a).

106

Chapter 4 : Visibility of Black Hole Shadows

(a) a = −0.9375, (b) a = −0.5, i = (c) a = 0, and i = (d) a = 0.5, and i = (e) a = 0.9375, i =
1◦ .
1◦ .
1◦ .
1◦ .
i = 1◦ .

(f) a = −0.9375, i = (g) a = −0.5, i = (h) a = 0, and i = (i) a = 0.5, and i = (j) a = 0.9375, i =
20◦ .
20◦ .
20◦ .
20◦ .
20◦ .

(k) a = −0.9375, (l) a = −0.5, i = (m) a = 0, and i = (n) a = 0.5, and i = (o) a = 0.9375, i =
60◦ .
60◦ .
60◦ .
60◦ .
i = 60◦ .

(p) a = −0.9375, (q) a = −0.5, i = (r) a = 0, and i = (s) a = 0.5, and i = (t) a = 0.9375, i =
90◦ .
90◦ .
90◦ .
90◦ .
i = 90◦ .
Figure 4.7: Time-averaged, normalised intensity maps of our MAD, jet-dominated GRMHD models
of Sgr A*, imaged at 230 GHz, at ﬁve diﬀerent spins and four observer inclination angles, with an
integrated ﬂux density of 2.5 Jy. In each case, the photon ring, which marks the BHS, is indicated by
a dashed line. The values for the impact parameters along the x- and y-axes are expressed in terms of
Rg . The image maps were plotted using a square-root intensity scale.
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(a) a = −0.9375, (b) a = −0.5, i = (c) a = 0, and i = (d) a = 0.5, and i = (e) a = 0.9375, i =
1◦ .
1◦ .
1◦ .
1◦ .
i = 1◦ .

(f) a = −0.9375, i = (g) a = −0.5, i = (h) a = 0, and i = (i) a = 0.5, and i = (j) a = 0.9375, i =
20◦ .
20◦ .
20◦ .
20◦ .
20◦ .

(k) a = −0.9375, (l) a = −0.5, i = (m) a = 0, and i = (n) a = 0.5, and i = (o) a = 0.9375, i =
60◦ .
60◦ .
60◦ .
60◦ .
i = 60◦ .

(p) a = −0.9375, (q) a = −0.5, i = (r) a = 0, and i = (s) a = 0.5, and i = (t) a = 0.9375, i =
90◦ .
90◦ .
90◦ .
90◦ .
i = 90◦ .
Figure 4.8: Time-averaged, normalised intensity maps of our MAD, disc-dominated GRMHD models
of Sgr A*, imaged at 230 GHz, at ﬁve diﬀerent spins and four observer inclination angles, with an
integrated ﬂux density of 2.5 Jy. In each case, the photon ring, which marks the BHS, is indicated by
a dashed line. The values for the impact parameters along the x- and y-axes are expressed in terms of
Rg . The image maps were plotted using a square-root intensity scale.
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(a) a = −0.9375, (b) a = −0.5, i = (c) a = 0, and i = (d) a = 0.5, and i = (e) a = 0.9375, i =
1◦ .
1◦ .
1◦ .
1◦ .
i = 1◦ .

(f) a = −0.9375, i = (g) a = −0.5, i = (h) a = 0, and i = (i) a = 0.5, and i = (j) a = 0.9375, i =
20◦ .
20◦ .
20◦ .
20◦ .
20◦ .

(k) a = −0.9375, (l) a = −0.5, i = (m) a = 0, and i = (n) a = 0.5, and i = (o) a = 0.9375, i =
60◦ .
60◦ .
60◦ .
60◦ .
i = 60◦ .

(p) a = −0.9375, (q) a = −0.5, i = (r) a = 0, and i = (s) a = 0.5, and i = (t) a = 0.9375, i =
90◦ .
90◦ .
90◦ .
90◦ .
i = 90◦ .
Figure 4.9: Time-averaged, normalised intensity maps of our MAD, jet-dominated GRMHD models
of Sgr A*, imaged at 230 GHz, at ﬁve diﬀerent spins and four observer inclination angles, with an
integrated ﬂux density of 1.25 Jy. In each case, the photon ring, which marks the BHS, is indicated by
a dashed line. The values for the impact parameters along the x- and y-axes are expressed in terms of
Rg . The image maps were plotted using a square-root intensity scale.
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(a) a = −0.9375, (b) a = −0.5, i = (c) a = 0, and i = (d) a = 0.5, and i = (e) a = 0.9375, i =
1◦ .
1◦ .
1◦ .
1◦ .
i = 1◦ .

(f) a = −0.9375, i = (g) a = −0.5, i = (h) a = 0, and i = (i) a = 0.5, and i = (j) a = 0.9375, i =
20◦ .
20◦ .
20◦ .
20◦ .
20◦ .

(k) a = −0.9375, (l) a = −0.5, i = (m) a = 0, and i = (n) a = 0.5, and i = (o) a = 0.9375, i =
60◦ .
60◦ .
60◦ .
60◦ .
i = 60◦ .

(p) a = −0.9375, (q) a = −0.5, i = (r) a = 0, and i = (s) a = 0.5, and i = (t) a = 0.9375, i =
90◦ .
90◦ .
90◦ .
90◦ .
i = 90◦ .
Figure 4.10: Time-averaged, normalised intensity maps of our MAD, disc-dominated GRMHD models
of Sgr A*, imaged at 230 GHz, at ﬁve diﬀerent spins and four observer inclination angles, with an
integrated ﬂux density of 1.25 Jy. In each case, the photon ring, which marks the BHS, is indicated by
a dashed line. The values for the impact parameters along the x- and y-axes are expressed in terms of
Rg . The image maps were plotted using a square-root intensity scale.
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Intensity proﬁles

In this section we examine the relationship between the BHS and the IS more closely, by plotting
certain normalised cross-cut proﬁles of the intensity maps presented in Section 4.4.1. The cuts are
made in the directions parallel to, and perpendicular to, the black-hole spin axis, at the locations
where the BHS is maximally extended in those directions. We thus obtain the largest possible
cross-section of the BHS. In each case, we indicate the theoretically predicted location of the BHS
with red, vertical lines.

4.4.2.1

Intensity proﬁles of SANE models

Figures 4.11 and 4.12 show the high-spin SANE models, which is one of the most challenging
models in terms of visualising the BHS, especially the jet model, for which the peak intensity does
not occur within the EHT’s error bars for the shadow measurement (indicated with the shaded
blue regions). The disc models, on the other hand, do peak near the BHS, although they show a
mildly obscured IS.
Figures 4.13 and 4.15 show the highly retrograde-spin models. In this case, the ﬂow is overall
more optically thin (see Section 4.4.3), and the BHS can be more clearly seen. However, the eﬀect
of evacuation - i.e., the lack of radiating matter within the ISCO - can enlarge the perceived IS
(see, for example, the disc models in the lower panels of those ﬁgures). The case of a non-rotating
(Schwarzschild) black hole is shown in Fig. 4.14; the amount of obscuration and evacuation seen
here is similar to the retrograde-spin case.

4.4.2.2

Intensity proﬁles of MAD models

The MAD models are, overall, much less optically thick than the SANE models under the
circumstances considered here (see Section 4.4.3). Consequently, the IS matches the BHS much
better, and in most cases, the intensity proﬁle peaks near the photon ring (i.e., within the EHT’s
error bars). It is also interesting to note that the lensing ring introduced by Gralla et al. (2019)
appears quite distinctly for these models, due to the fact that the ﬂow is optically thin and
torus-shaped.
Figures 4.16 and 4.17 show the high-spin MAD models. For these models, obscuration occurs
at an inclination angle of 90 degrees, when the accretion ﬂow passes in front of the BHS. Figures
4.18 and 4.20 show the highly retrograde-spin MAD models. For these models, the intensity
proﬁle peaks near the photon ring in each case. Intriguingly, the rightmost peaks of the intensity
proﬁles are higher than the peaks left of the BHS, even though the overall sense of rotation of
the accretion ﬂow suggests that the leftmost peaks are highly boosted (as occurs in the progradespin models). This suggests that the ﬂow’s rotation slows down near the horizon, possibly even
reversing. This phenomenon is discussed in (Event Horizon Telescope Collaboration, 2019a).
Figure 4.19 shows the case for a = 0, i.e., a Schwarzschild black hole.
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Figure 4.11: Normalised intensity cross-cut proﬁles in the directions perpendicular to the BH spin
axis (upper panel) and parallel to the BH spin axis (lower panel), centred on the maximal extent of
the BHS in those directions, for all SANE models with a = 0.9375 and i = 90. The vertical red lines
mark the theoretical location of the BHS, and the shaded blue regions indicate the error on the EHT
measurements of M87*.

Figure 4.12: Normalised intensity cross-cut proﬁles in the directions perpendicular to the BH spin
axis (upper panel) and parallel to the BH spin axis (lower panel), centred on the maximal extent of
the BHS in those directions, for all SANE models with a = 0.9375 and i = 1. The vertical red lines
mark the theoretical location of the BHS, and the shaded blue regions indicate the error on the EHT
measurements of M87*.
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Figure 4.13: Normalised intensity cross-cut proﬁles in the directions perpendicular to the BH spin
axis (upper panel) and parallel to the BH spin axis (lower panel), centred on the maximal extent of the
BHS in those directions, for all SANE models with a = −0.9375 and i = 90. The vertical red lines
mark the theoretical location of the BHS, and the shaded blue regions indicate the error on the EHT
measurements of M87*.

Figure 4.14: Normalised intensity cross-cut proﬁles in the directions perpendicular to the BH spin
axis (upper panel) and parallel to the BH spin axis (lower panel), centred on the maximal extent of
the BHS in those directions, for all SANE models with a = 0 and i = 60. The vertical red lines
mark the theoretical location of the BHS and the shaded blue regions indicate the error on the EHT
measurements of M87*.
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Figure 4.15: Normalised intensity cross-cut proﬁles in the directions perpendicular to the BH spin
axis (upper panel) and parallel to the BH spin axis (lower panel), centred on the maximal extent of the
BHS in those directions, for all SANE models with a = −0.9375 and i = 60. The vertical red lines
mark the theoretical location of the BHS, and the shaded blue regions indicate the error on the EHT
measurements of M87*.

Figure 4.16: Normalised intensity cross-cut proﬁles in the directions perpendicular to the BH spin
axis (upper panel) and parallel to the BH spin axis (lower panel), centred on the maximal extent of
the BHS in those directions, for all MAD models with a = 0.9375 and i = 90. The vertical red lines
mark the theoretical location of the BHS, and the shaded blue regions indicate the error on the EHT
measurements of M87*.
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Figure 4.17: Normalised intensity cross-cut proﬁles in the directions perpendicular to the BH spin
axis (upper panel) and parallel to the BH spin axis (lower panel), centred on the maximal extent of
the BHS in those directions, for all MAD models with a = 0.9375 and i = 1. The vertical red lines
mark the theoretical location of the BHS, and the shaded blue regions indicate the error on the EHT
measurements of M87*.

Figure 4.18: Normalised intensity cross-cut proﬁles in the directions perpendicular to the BH spin
axis (upper panel) and parallel to the BH spin axis (lower panel), centred on the maximal extent of the
BHS in those directions, for all MAD models with a = −0.9375 and i = 90. The vertical red lines
mark the theoretical location of the BHS, and the shaded blue regions indicate the error on the EHT
measurements of M87*.
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Figure 4.19: Normalised intensity cross-cut proﬁles in the directions perpendicular to the BH spin
axis (upper panel) and parallel to the BH spin axis (lower panel), centred on the maximal extent of
the BHS in those directions, for all MAD models with a = 0 and i = 60. The vertical red lines
mark the theoretical location of the BHS, and the shaded blue regions indicate the error on the EHT
measurements of M87*.

Figure 4.20: Normalised intensity cross-cut proﬁles in the directions perpendicular to the BH spin
axis (upper panel) and parallel to the BH spin axis (lower panel), centred on the maximal extent of the
BHS in those directions, for all MAD models with a = −0.9375 and i = 60. The vertical red lines
mark the theoretical location of the BHS, and the shaded blue regions indicate the error on the EHT
measurements of M87*.
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(a) a = 0.9375, i = 90◦ .

(b) a = 0.9375, i = 1◦ .

(c) a = −0.9375, i = 90◦ .

Figure 4.21: Maps of τ230GHz , the optical depth at an observing frequency of 230 GHz, for our SANE
jet model with an integrated ﬂux density of 2.5 Jy. The maximum optical depth shown is τ230GHz = 3;
at this optical depth, less than 5% of radiation is transmitted, and we consider the BHS to be eﬀectively
obscured. The analytical prediction of the BHS’s appearance is overplotted with a dotted line.

4.4.3

Optical-depth maps

In this section we present maps of τ230GHz , the optical depth along null geodesics, for some of our
models, in order to examine the optical behavior of the accretion ﬂow more closely. Note that the
maps in this section are plotted in linear scale. Figures 4.21 and 4.22 show optical depth maps, for
various spins and inclinations, of our SANE jet models at integrated ﬂux densities of 2.5 Jy and
0.625 Jy, respectively. The maps plot τ230GHz up to a maximum of 3, at which optical depth less
than 5% of background radiation is transmitted, and we consider the BHS to be obscured. Note
the optical depth of the high-prograde-spin SANE jet models at higher ﬂuxes in particular, which
almost completely disappears at the lower ﬂux. Figure 4.23 shows maps of τ230GHz for our MAD
jet model at 1.25 Jy. Note that this model is almost completely optically thin, never reaching the
maximum optical depth of 3.

4.4.4

High-frequency intensity maps

To demonstrate the achromaticity of the shadow (see Section 4.2), as well as the decreasing
optical depth at higher frequencies, we plot intensity maps of two SANE disc models at 2.5 Jy speciﬁcally, the a = −0.5, i = 60 and a = 0.9375, i = 20 (panels l and j in Fig. 4.5, respectively) at an observing frequency of 6 THz in Fig. 4.24; this frequency was chosen in order to examine
the appearance of the IS in a diﬀerent observational window (infrared). Intensity proﬁles for these
models, at both 230 GHz and 6 THz, are shown in Fig. 4.25.
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(a) a = 0.9375, i = 90◦ .
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(b) a = 0.9375, i = 1◦ .

(c) a = −0.9375, i = 90◦ .

Figure 4.22: Maps of τ230GHz , the optical depth at an observing frequency of 230 GHz, for our
SANE jet model with an integrated ﬂux density of 0.625 Jy. The maximum optical depth shown is
τ230GHz = 3; at this optical depth, less than 5% of radiation is transmitted, and we consider the BHS
to be eﬀectively obscured. The analytical prediction of the BHS’s appearance is overplotted with a
dotted line.

(a) a = 0.9375, i = 90◦ .

(b) a = 0.9375, i = 1◦ .

(c) a = −0.9375, i = 90◦ .

Figure 4.23: Maps of τ230GHz , the optical depth at an observing frequency of 230 GHz, for our MAD
jet model with an integrated ﬂux density of 1.25 Jy. The maximum optical depth shown is τ230GHz = 3;
at this optical depth, less than 5% of radiation is transmitted, and we consider the BHS to be eﬀectively
obscured. The analytical prediction of the BHS’s appearance is overplotted with a dotted line.
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(a) a = −0.5, i = 60◦ .

(b) a = 0.9375, i = 20◦ .

Figure 4.24: Intensity maps of our SANE disc models, calibrated to 2.5 Jy, at a frequency of 6 THz.

Note that, at this higher (mid-IR) frequency, the overall source size is reduced, and a more
pronounced lensing ring is shown. Figure 4.25 shows that, at 6 THz, the peaks of the intensity
proﬁles lie within the EHT’s error bars, although some obstruction remains in the high-progradespin case.

4.5

Discussion

In the context of accreting LLAGN, we have discussed the diﬀerences between the BHS, which
depends only on the geometry of spacetime and the location of the observer, and the observable
IS, which depends also on plasma conditions. We argue that, if the emission region is compact
and optically thin, the IS matches the BHS to within the precision of measurements by the
Event Horizon Telescope. It was argued by Gralla et al. (2019) that circumstances can none
the less occur in which the IS diﬀers signiﬁcantly from the BHS. Their conclusions are based
on analytical, spherically symmetric, optically thin accretion models that do not take the full
plasma dynamics and radiation eﬀects into account, and, in our opinion, they cannot be applied
to realistic astrophysical scenarios without further reﬁnement. In that context, we identify two
speciﬁc eﬀects that can cause the IS to deviate from the BHS in the physically motivated case
presently considered (of a geometrically thick, radiatively ineﬃcient accretion ﬂow): obscuration
of the BHS by a part of the accretion ﬂow that passes in front of it, and enlargement of the IS due
to the lack of emission coming from the evacuated region within the ISCO (for SANE models).
Narayan et al. (2019) showed that these eﬀects do not arise in the case of spherical accretion
ﬂows; in this work, we extend that analysis to the case of non-spherical, GRMHD-based models of
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(a) a = −0.5, i = 60◦ .
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(b) a = 0.9375, i = 20◦ .

Figure 4.25: Intensity proﬁles of our SANE disc models, calibrated to 2.5 Jy, at observing frequencies
of 230 GHz and 6 THz.

the accretion ﬂow. To this end, we have constructed a library of RAPTOR images of a set of GRMHD
simulations produced using the GRMHD code BHAC for the 2017 EHT campaign. GRMHD
simulations of both the MAD and SANE types were used; diﬀerent spins (from retrograde to
prograde) and inclination angles were considered; two radiative models (disc- and jet-based) were
considered, and ﬁnally, the analysis was repeated at two diﬀerent ﬂux calibrations, to investigate
a wider regime of LLAGN models.
It was found that virtually all MAD models show clear ISs that match the BHS well. At
the ﬂuxes considered in this chapter, the MAD models were highly optically thin. The emission
region was compact in each case; no evacuation eﬀect is seen, although obscuration of the BHS
does occur at inclination angles near 90 degrees. The morphology of the single-temperature disc
model is quite similar to that of the two-temperature jet model. Note that we have considered
time-averaged images of the accretion ﬂow in this work; instantaneous snapshots of the GRMHD
data show a more complex morphology, in which the discrete packets of accreting material aren’t
‘smeared out’ in the azimuthal direction. The eﬀect of relativistic boosting are less apparent than
in the SANE case. In the case of a retrograde accretion ﬂow, the eﬀects of relativistic boosting
can be reversed; the highest intensity in those cases occurs on the side of the image where the
large-scale accretion ﬂow is receding from the observer.
For our SANE models, the relationship between the BHS and the IS is more complicated.
The morphology of the two-temperature jet model, in particular, is extremely sensitive to both the
black-hole spin and the integrated ﬂux density; it can range from optically thick to optically thin.
In the optically thick case, the IS can be highly distorted. In the case of high prograde spin viewed
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at inclination angles near 90 degrees, the shadow may disappear entirely. At lower inclination
angles, the BHS tends to be partially obscured by optically thick material, rendering the IS smaller
than the BHS. The SANE disc models, lacking both a bright jet base and an obscuring, colder
disc, tend to show more clear shadows than the SANE jet models. However, both obscuration and
evacuation (particularly for retrograde spins) can signiﬁcantly aﬀect the appearance of the IS. In
all cases, the eﬀects of evacuation disappear at high prograde spin.
We conclude that, for GRMHD-based models of LLAGN that are optically thin and compact
(so that the eﬀects of obscuration and evacuation are limited), the IS matches the BHS to within
the errors of the 2017 EHT campaign. Observations of LLAGN that resemble SANE models,
particularly two-temperature jet models, will be challenging on account of the much more varied
appearances such models can take, including forms that show no IS at all. Our examination of
high-frequency (6 THz) intensity maps of the SANE disc model illustrate that the frequency at
which the inner region of our models becomes optically thin is strongly model-dependent, and
scales with the accretion rate and mass of the black hole (Falcke et al., 2004). The appropriate
observing frequency for observing a clear BHS must therefore be carefully chosen.

4.A

Derivation of estimators for the source size

There are many ways to perform statistical analyses on a set of pixel intensities and locations. It
is crucial to distinguish between the statistics on the set of pixel intensities, without taking into
account the pixel indices (e.g., the total ﬂux density or the average brightness of a pixel), and
the statistics of features in the image plane itself (e.g., the source width). We are interested in
quantitatively describing image features, which may be interpreted as lengths or distances in the
image plane, weighted by the pixel intensities (i.e., a brighter pixel contributes more).
We then deﬁne a measurement x i to be the distance, along the x-direction, in the image plane
of the i-th pixel to the origin of our coordinate system (which may be chosen freely without
aﬀecting the results), weighted by the intensity of the i-th pixel, Ii . The expectation value of x p
is then given by

p
j Ij x j
 p
x = 
,
(4.4)
j Ij


and similarly for y p . In the case p = 1, Eq. 4.4 is the sample mean, x̄ = x. The point x , y
is called the image centroid.
A measure of the spread/variance is given by the uncorrected sample standard deviation (which
omits the so-called Bessel correction, as is appropriate in the case of many pixels). The standard
deviation of our weighted set of measurements {I j , x j } is then given by
 2 ⎤ 12

⎡⎢ 
⎥⎥
I
−
x̄
x
j
j
j
⎥⎥ .
σ x = ⎢⎢⎢

j Ij
⎢⎣
⎥⎦

(4.5)
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By expanding the bracketed terms and substituting the deﬁnition of the expectation value (Eq. 4.4),
we can express the spread as follows:
 
σ 2x = x 2 − x2 ,
(4.6)
The deﬁnition of the image moments (Eq. 4.2) follows naturally from our interpretation of {I j x j },
and we may write:
W  H p  
 p
x
y x I x, y
x = W  H   ,
(4.7)
x
y I x, y
which we may rewrite, using Eq. 4.2, to obtain
 p  Mp0
x =
M00

(4.8)

(and similarly for y p ). Substituting these quantities into Eq. 4.6 then yields equation 4.3. Additionally, one can deﬁne the covariance matrix, σ x y , a 2-by-2 matrix, as follows:
2

M20
M10
,
−
M00
M00
2

M02
M01
=
−
,
M00
M00
M11 M10 M01
= σ yx =
−
.
2
M00
M00

σx x =

(4.9a)

σ yy

(4.9b)

σx y

(4.9c)

The largest eigenvector and eigenvalue of σ x y represent the direction and magnitude of the
largest spread in the data. We call σ x y ’s largest eigenvalue the major axis, λ max , and its smallest
eigenvalue the minor axis, λ min . These quantities indicate the maximum extent of the source,
independently of the source’s rotation.

4.B

Source sizes for all models

We compute the major and minor axes, λ max and λ min , for the time-averaged images of all models.
All major axes for the SANE models are recapitulated in Table 4.2, while those of the MAD
models are listed in Table 4.3. Similarly, the minor axes for all SANE (MAD) models are listed
in Table 4.4 (4.5).

4.C

Flux calibration for all models

This appendix lists the values for M, the mass-unit calibration factor used in RAPTOR, which
determines the overall accretion rate of the LLAGN. The unit of measurement is the gram. The
values used in this chapter are recapitulated in Tables 4.6 through 4.9.
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SANE jet, 2.5 Jy
−15/16

−1/2

0

1/2

15/16

i=

1◦

6.29

6.45

6.73

6.35

6.54

i=

20◦

7.34

7.17

6.70

6.76

7.00

i=

60◦

8.13

8.54

7.53

7.34

7.07

i = 90◦

8.26

8.99

7.88

7.22

8.14

BH spin

−15/16

−1/2

0

1/2

15/16

i = 1◦

BH spin

SANE jet, 1.25 Jy
5.75

5.68

4.89

4.96

4.57

i=

20◦

6.44

6.04

4.88

4.98

4.53

i=

60◦

6.85

7.12

5.08

5.31

4.82

i=

90◦

6.90

7.56

5.52

5.22

4.82

SANE jet, 0.625 Jy
BH spin

−15/16

−1/2

0

1/2

15/16

i = 1◦

5.44

5.26

4.64

4.52

3.64

i=

20◦

5.89

5.45

4.54

4.28

3.59

i=

60◦

5.94

6.12

4.12

4.06

3.36

i=

90◦

5.75

6.43

4.39

4.07

3.36

SANE disc, 2.5 Jy
−15/16

−1/2

0

1/2

15/16

9.82

9.27

8.12

6.86

5.42

i = 20◦

9.33

8.84

7.75

6.52

5.23

i=

60◦

7.64

7.40

6.36

5.25

4.45

i=

90◦

7.58

7.31

6.19

5.02

4.14

BH spin
i=

1◦

SANE disc, 1.25 Jy
−15/16

−1/2

0

1/2

15/16

i=

1◦

9.58

9.08

7.89

6.68

5.23

i=

20◦

9.05

8.59

7.47

6.31

5.02

i = 60◦

7.18

6.94

5.90

4.91

4.17

i = 90◦

6.97

6.69

5.57

4.56

3.80

BH spin

Table 4.2: Tables of λ max , the major axis length, in units of Rg , for the SANE jet models.
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MAD jet, 2.5 Jy
BH spin

−15/16

−1/2

0

1/2

15/16

i = 1◦

7.71

7.58

7.43

6.38

6.65

i = 20◦

8.22

8.15

8.03

6.72

6.87

i=

60◦

9.45

9.30

8.50

7.35

7.35

i=

90◦

9.32

9.22

8.23

7.20

7.00

MAD jet, 1.25 Jy
−15/16

−1/2

0

1/2

15/16

7.32

7.18

6.96

6.05

6.29

i = 20◦

7.81

7.76

7.59

6.37

6.48

i = 60◦

8.98

8.95

8.09

6.93

6.87

90◦

8.84

8.78

7.68

6.50

6.36

BH spin
i=

i=

1◦

MAD disc, 2.5 Jy
−15/16

−1/2

0

1/2

15/16

i=

1◦

7.67

7.36

6.38

6.18

6.30

i=

20◦

7.95

7.57

6.56

6.29

6.38

i=

60◦

8.62

8.36

6.83

6.53

6.63

i=

90◦

8.39

8.14

6.62

6.18

6.17

BH spin

−15/16

−1/2

0

1/2

15/16

i = 1◦

BH spin

MAD disc, 1.25 Jy
7.38

7.04

6.08

5.93

6.02

i=

20◦

7.65

7.26

6.25

6.02

6.09

i=

60◦

8.25

8.04

6.48

6.21

6.29

i=

90◦

7.99

7.76

6.14

5.78

5.77

Table 4.3: Tables of λ max , the major axis length, in units of Rg , for the MAD models.
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SANE jet, 2.5 Jy
−15/16

−1/2

0

1/2

15/16

i=

1◦

6.23

6.33

6.72

6.21

6.47

i=

20◦

6.04

6.04

6.01

5.92

6.53

i=

60◦

5.54

5.41

4.81

4.79

6.80

i = 90◦

5.37

5.21

4.38

4.24

7.13

BH spin

−15/16

−1/2

0

1/2

15/16

i = 1◦

BH spin

SANE jet, 1.25 Jy
5.69

5.55

4.77

4.90

4.53

i=

20◦

5.54

5.42

4.70

4.85

4.49

i=

60◦

5.20

4.99

4.15

4.07

4.10

i=

90◦

5.09

4.80

3.77

3.50

3.97

SANE jet, 0.625 Jy
BH spin

−15/16

−1/2

0

1/2

15/16

i = 1◦

5.34

5.11

4.47

4.38

3.64

i=

20◦

5.24

5.02

4.35

4.24

3.56

i=

60◦

4.94

4.59

3.43

3.09

3.09

i=

90◦

4.85

4.40

3.23

2.74

2.90

SANE disc, 2.5 Jy
−15/16

−1/2

0

1/2

15/16

9.78

9.17

8.06

6.81

5.39

i = 20◦

9.09

8.63

7.61

6.44

5.15

i=

60◦

5.89

5.75

5.08

4.38

3.61

i=

90◦

4.07

4.03

3.77

3.31

2.89

BH spin
i=

1◦

SANE disc, 1.25 Jy
−15/16

−1/2

0

1/2

15/16

i=

1◦

9.56

8.97

7.83

6.64

5.20

i=

20◦

8.83

8.40

7.35

6.26

4.96

i = 60◦

5.65

5.48

4.80

4.19

3.42

i = 90◦

3.78

3.72

3.46

3.08

2.71

BH spin

Table 4.4: Tables of λ min , the minor axis length, in units of Rg , for the SANE models.
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MAD jet, 2.5 Jy
−15/16

−1/2

0

1/2

15/16

i=

1◦

7.66

7.46

7.39

6.30

6.59

i=

20◦

7.52

7.30

7.18

6.18

6.41

i=

60◦

7.28

7.21

6.67

5.38

5.69

i=

90◦

6.59

6.69

5.88

4.82

5.11

BH spin

−15/16

−1/2

0

1/2

15/16

i = 1◦

BH spin

MAD jet, 1.25 Jy
7.27

7.07

6.93

5.97

6.23

i=

20◦

7.12

6.96

6.81

5.87

6.07

i=

60◦

6.94

6.92

6.33

5.06

5.30

i=

90◦

6.26

6.32

5.43

4.29

4.59

MAD disc, 2.5 Jy
BH spin

−15/16

−1/2

0

1/2

15/16

i = 1◦

7.61

7.22

6.36

6.14

6.25

i = 20◦

7.27

7.02

6.16

5.96

6.08

i=

60◦

6.78

6.58

5.19

4.69

5.05

i=

90◦

6.02

5.93

4.24

3.77

4.26

MAD disc, 1.25 Jy
−15/16

−1/2

0

1/2

15/16

7.32

6.91

6.07

5.89

5.97

i = 20◦

6.97

6.73

5.88

5.71

5.82

i = 60◦

6.56

6.36

4.95

4.48

4.79

90◦

5.79

5.65

3.95

3.52

3.97

BH spin
i=

i=

1◦

Table 4.5: Tables of λ min , the minor axis length, in units of Rg , for the MAD models.
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SANE jet, 2.5 Jy
−15/16

−1/2

0

1/2

15/16

9.159e21

1.134e22

7.641e21

2.83e21

1.929e21

i = 20◦

9.112e21

1.055e22

5.233e21

2.763e21
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i = 60◦
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2.447e21

90◦
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3.162e21

BH spin
i=

i=

1◦

SANE jet, 1.25 Jy
BH spin
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−1/2

0

1/2
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1◦
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20◦
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1.113e21
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i=

60◦
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1.144e21

8.879e20

3.646e20

4.28e21

3.9e21

1.291e21

7.761e20

3.498e20

i = 90◦

SANE jet, 0.625 Jy
−15/16

−1/2

0

1/2

15/16
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1◦

3.106e21

3.171e22

6.182e20

4.532e20

1.205e20

i=

20◦
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4.348e20
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i=

60◦
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2.373e21

4.923e20

3.762e20
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90◦
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2.14e21

5.46e20

3.536e20

8.655e19

BH spin

Table 4.6: Tables of M, the ﬂux-calibration factor, for the SANE jet models, in grams.
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SANE disc, 2.5 Jy
BH spin

−15/16

−1/2

0

1/2

15/16

i = 1◦

1.948e20

9.496e19

4.059e19

1.894e19
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i=

20◦

1.877e20
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3.937e19
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i=

60◦

1.644e20
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1.568e19
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i=

90◦

1.543e20

7.678e19

3.068e19

1.427e19

4.013e18

SANE disc, 1.25 Jy
BH spin

−15/16

−1/2

0

1/2

15/16

i = 1◦

1.474e20

7.153e19

3.016e19

1.37e19

4.352e18

i = 20◦

1.414e20

6.916e19

2.897e19

1.325e19
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i=

60◦

1.211e20
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90◦

1.092e20

5.388e19

2.124e19

9.712e19

2.642e18

Table 4.7: Tables of M, the ﬂux-calibration factor, for the SANE disc models, in grams.

MAD jet, 2.5 Jy
BH spin

−15/16

−1/2

0

1/2

15/16

i = 1◦

3.396e18

3.246e18

3.021e18

1.722e18
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i=

20◦
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2.941e18

2.762e18
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i=

60◦

2.034e18
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1.937e18

1.229e18

7.91e17

i=

90◦

1.684e18

1.699e18

1.639e18

1.123e18

6.668e17

MAD jet, 1.25 Jy
BH spin

−15/16

−1/2

0

1/2

15/16

i = 1◦

2.225e18

2.132e18

1.98e18

1.123e18

7.23e17

i=

20◦

2.037e18

1.946e18

1.826e18

1.064e18

6.85e17

i=

60◦

1.351e18

1.337e18

1.1286e18

7.982e17
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i=

90◦

1.114e18

1.115e18

1.055e18

6.374e17

4.14e17

Table 4.8: Tables of M, the ﬂux-calibration factor, for the MAD jet models, in grams.
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MAD disc, 2.5 Jy
BH spin

−15/16

−1/2

0

1/2

15/16

i = 1◦

1.963e18

1.692e18

1.316e18

7.879e17

5.962e17

i=

20◦

1.835e18

1.596e18

1.257e18

7.635e17

5.725e17

i=

60◦

1.34e18
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6.149e17

4.511e17

i=

90◦

1.109e18

1.023e18
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5.048e17
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MAD disc, 1.25 Jy
BH spin

−15/16

−1/2

0

1/2

15/16

i = 1◦

1.321e18

1.144e18
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5.277e17

3.922e17

i = 20◦

1.24e18

1.084e18

8.5e17
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3.783e17

i=

60◦

8.971e17

8.127e17

6.608e17

4.066e17

2.941e17

i=

90◦

7.361e17

6.789e17

5.277e17

3.247e17

2.328e17

Table 4.9: Tables of M, the ﬂux-calibration factor, for the MAD disc models, in grams.
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Abstract
We present a full 360◦ (i.e., 4π steradian) general-relativistic ray-tracing and radiative
transfer calculations of accreting supermassive black holes. We perform state-of-theart three-dimensional general-relativistic magnetohydrodynamical simulations using
the BHAC code, subsequently post-processing this data with the radiative transfer code
RAPTOR. All relativistic and general-relativistic eﬀects, such as Doppler boosting and
gravitational redshift, as well as geometrical eﬀects due to the local gravitational ﬁeld
and the observer’s changing position and state of motion, are therefore calculated selfconsistently. Synthetic images at four astronomically-relevant observing frequencies
are generated from the perspective of an observer with a full 360◦ view inside the
accretion ﬂow, who is advected with the ﬂow as it evolves. As an example we
calculated images based on recent best-ﬁt models of observations of Sagittarius A*.
These images are combined to generate a complete 360◦ Virtual Reality movie of
the surrounding environment of the black hole and its event horizon. Our approach
also enables the calculation of the local luminosity received at a given ﬂuid element
in the accretion ﬂow, providing important applications in, e.g., radiation feedback
calculations onto black hole accretion ﬂows. In addition to scientiﬁc applications,
the 360◦ Virtual Reality movies we present also represent a new medium through
which to interactively communicate black hole physics to a wider audience, serving
as a powerful educational tool.
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Introduction

Active Galactic Nuclei (AGN) are strong sources of electromagnetic radiation from the radio up
to γ-rays. Their source properties can be explained in terms of a galaxy hosting an accreting
supermassive black hole (SMBH) in its core. The Milky Way also harbours a candidate SMBH,
Sagittarius A* (Sgr A*), which is subject to intensive Very-Long-Baseline Interferometric (VLBI)
studies (Krichbaum et al. 1999; Bower et al. 2004; Shen et al. 2005; Doeleman et al. 2008; Bower
et al. 2014; Brinkerink et al. 2016). Sgr A* is one of the primary targets of the Event Horizon
Telescope Collaboration (EHTC), which aims to image for the very ﬁrst time the “shadow" of
a black hole (Goddi et al., 2017). Theoretical calculations predict this shadow to manifest as
a darkening of the inner accretion ﬂow image anticipated to be observed due to the presence
of a black hole event horizon, representing the region within which no radiation can escape
(Grenzebach et al. 2015; Goddi et al. 2017; Younsi et al. 2016). The apparent size on the sky
of this shadow is constrained by Einstein’s General Theory of Relativity (GR) (Bardeen 1973;
Cunningham & Bardeen 1972; Luminet 1979; Viergutz 1993; Falcke et al. 2000; Johannsen &
Psaltis 2010; Johannsen 2013; Younsi et al. 2016), and observational measurements of the black
hole shadow size and shape can in principle provide a strong test of the validity of GR in the
strong-ﬁeld regime (Johannsen & Psaltis 2010; Abdujabbarov et al. 2015; Younsi et al. 2016;
Goddi et al. 2017).
The theoretical aspects of the observational study of Sgr A* require the generation of generalrelativistic magnetohydrodynamical (GRMHD) simulation data of the accretion ﬂow onto a
black hole, which is subsequently used to calculate synthetic observational data for physicallymotivated plasma models which can be compared to actual observational data. In the past,
synthetic observational data was generated by ray-tracing radiative transfer codes which calculate
the emission originating from the accreting black hole and measured by a far away observer by
solving the equations of radiative transfer along geodesics, i.e., the paths of photons (or particles)
as they propagate around the black hole in either static spacetimes (Broderick 2006; Noble et al.
2007; Dexter & Agol 2009; Shcherbakov & Huang 2011; Vincent et al. 2011; Younsi et al. 2012;
Chan et al. 2013; Younsi & Wu 2015; Dexter 2016; Schnittman et al. 2016; Chan et al. 2018;
Mościbrodzka & Gammie 2018; Bronzwaer et al. 2018) or dynamical spacetimes (Kelly et al.
2017; Schnittman et al. 2018).
These models vary only in the dynamics of the black hole accretion ﬂow, with the observer
remaining stationary through the calculations. In this work, we consider the most general case
of an observer who can vary arbitrarily in both their position (with respect to the black hole) and
their state of motion. In particular, the observer is chosen to follow the ﬂow of the accreting
plasma in a physically-meaningful manner through advection, and therefore all dynamical eﬀects
introduced by the motion of the observer around the black hole are also correctly included in the
imaging calculation.
With recent developments in Graphical Processor Units (GPUs) and Virtual Reality (VR)
rendering, it has become possible to visualise these astrophysical objects at high resolutions in a

5.1 Introduction

133

360◦ (i.e., 4π steradian) format that covers the entire celestial sphere of an observer, enabling the
study of the surroundings of an accreting black hole from within the accretion ﬂow itself. Virtual
Reality is a broad concept that encompasses diﬀerent techniques, such as immersive visualisation,
stereographic rendering, and interactive visualisations. In this work, we explore the ﬁrst of these
three, by rendering the full celestial sphere of the observer along a trajectory. The viewer can then
look in any direction during the animation; this is also known as 360◦ VR. Another important
feature of VR, stereographic rendering, presents diﬀerent images to each eye, so that the viewer
experiences stereoscopic depth. For our application, however, this technique is not relevant, since
the physical distance between the eyes of the observer is much smaller than the typical length
scale of a supermassive black hole (which is 6.645 × 1011 cm for Sagittarius A*), and therefore
we would not see any depth in the image (just as we do not see stereoscopic depth when looking
at the Moon). Interactive visualisations, where the viewer also has the freedom to change his or
her position, would require real-time rendering of the environment, which is beyond the reach of
current computational resources.
Our new way of visualising black holes enables the study of accretion from the point of
view of an observer close to the black hole event horizon, with the freedom to image in all
directions, as opposed to the perspective of an observer far away from the source with a ﬁxed
position and narrow ﬁeld of view. In the case of a distant observer, the source appears projected
onto the celestial sphere (thus appearing two-dimensional). Since one cannot easily distinguish
three-dimensional structures within the accretion ﬂow, placing the observer inside the ﬂow itself
opens a new window in understanding the geometrical structure and dynamical properties of such
systems. Several researchers have previously considered an observer moving around, or falling
into a black hole, e.g.,
1. falling through the event horizon as illustrated through the gravitational lensing distortions
of diﬀerent regions (e.g., the ergo-region and event horizon), represented as chequerboard
patterns projected onto an observer’s image plane (Madore, 2011),
2. a ﬂight through a simulation of a non-rotating black hole (Hamilton, 1998),
3. a ﬂight through an accretion disk of a black hole using an observer with a narrow ﬁeld of
view camera (Luminet, 2011),
4. a 360◦ VR movie of an observer falling into a black hole surrounded by vacuum with
illumination provided exclusively by background starlight, i.e., without an accretion ﬂow
(Younsi, 2016),
5. a 360◦ VR movie of a hotspot orbiting a SMBH (Moscibrodzka, 2018), and
6. a 360◦ VR movie of an N-body/hydrodynamical simulation of the central parsec of the
Galactic center (Russell, 2017).
In this study, we consider a self-consistent three-dimensional GRMHD simulation of the
accretion ﬂow onto a spinning (Kerr) black hole, determining its time evolution and what an
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observer would see in full 360◦ VR as they move through the dynamically evolving ﬂow. To
image accreting black holes in VR, we use the general-relativistic radiative-transfer (GRRT) code
RAPTOR (Bronzwaer et al., 2018). The code incorporates all important general-relativistic eﬀects,
such as Doppler boosting and gravitational lensing in curved spacetimes, and can be compiled and
run on both Central Processing units (CPU’s) and GPU’s by using NVIDIA’s OpenACC framework.
In this work, we investigate the environment of accreting black holes from within the accretion
ﬂow itself with a virtual camera. As an example astrophysical case we model the supermassive
black hole Sgr A*, although the methods presented in this work are generally applicable to any
black hole as long as the radiation ﬁeld’s feedback onto the accreting plasma has a negligible
eﬀect on the plasma’s magnetohydrodynamical properties, which is the case for Low Luminosity
AGNs or low/hard state X-ray binaries.
The trajectory of this camera consists of two phases: a hovering trajectory, where the observer
moves with a pre-deﬁned velocity, and a particle trajectory, where the observer’s instantaneous
velocity is given by a trajectory of a tracer particle computed with a seperate axisymetric GRMHD
simulation. The tracer particle follows the local plasma velocity (speciﬁcally, it is obtained by
interpolating the plasma velocity of the GRMHD simulation cells to the camera’s location).
We present a 360◦ VR simulation of Sgr A*, demonstrating the applications of VR for studying
not just accreting black holes but also for education, public outreach and data visualisation and
interpretation amongst the wider scientiﬁc community. In section 5.2 we describe the camera
setup, present several black hole shadow lensing tests, describe the camera trajectories and outline
the radiative transfer calculation. In section 5.3 we present our 360◦ VR movie of an accreting
black hole. In section 5.4 we discuss our results and outlook.

5.2

Methods

In this section, we introduce the virtual camera setup, present black hole shadow vacuum lensing
tests using both stationary and free-falling observers at diﬀerent radial positions, discuss the
diﬀerent camera trajectories used in the VR movie shown later in this article and introduce the
GRMHD plasma model that is used as an input for the geometry of the accretion ﬂow onto the
black hole.
The original RAPTOR code (Bronzwaer et al., 2018) initialises rays (i.e., photon geodesics)
using impact parameters determined from coordinate locations on the observer’s image plane
(Bardeen et al., 1972). This method is not suitable for VR since it only applies to distant observers
where geometrical distortions in the image which arise from the strong gravitational ﬁeld (i.e.,
spacetime curvature) of the black hole are negligible. To generate full 360◦ images as seen by
an observer close to the black hole, we have extended the procedure of Noble et al. (2007) to use
an orthonormal tetrad basis for the construction of initial photon wave vectors, distributing them
uniformly as a function of θ ∈ [0, π] and φ ∈ [0, 2π] over a unit sphere.
The advantage of this approach is that all geometrical, relativistic, and general- relativistic
eﬀects on the observed emission are naturally and self-consistently folded into the imaging
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calculation, providing a complete and physically-accurate depiction of what would really be seen
from an observer’s perspective.
The ﬁrst step in building the tetrad basis is using a set of trial vectors (speciﬁcally, 4μ
μ
vectors), t (a) , to ﬁnd the tetrad basis vectors, e (a) . Herein, parenthesised lowercase Roman letters
correspond to tetrad frame indices while Greek letters correspond to coordinate frame indices.
Unless stated otherwise, all indices are taken to vary over 0–3, with 0 denoting the temporal
component and 1–3 denoting the spatial components of a given 4-vector. Given a set of {θ, φ}
pairs (typically on a uniform grid), the corresponding wave vector components in the tetrad frame,
k (a) , are given by:
k (0) = + 1 ,
k
k
k

(5.1)

(1)

= − cos(φ) cos(θ) ,

(5.2)

(2)

= − sin(θ) ,

(5.3)

(3)

= − sin(φ) cos(θ) ,

(5.4)

where it is trivial to verify that this wave vector satisﬁes k (a) k (a) = 0, as expected for null
geodesics.
In order to determine the wave vector deﬁned in eqs. (5.1)–(5.4) in the coordinate frame, k α ,
it is necessary to ﬁrst construct the tetrad vectors explicitly. The ﬁrst trial vector we use is the
μ
μ
four-velocity of the observer, t (0) = uobs . This vector is, by virtue of sensible initial conditions
and preservation of the norm during integration, normalised. Using the four-velocity as an initial
trial vector also ensures that Doppler eﬀects due to the motion of the camera is included correctly.
μ
It is then possible to build a set of orthonormal basis vectors e (a) by using the Gram-Schmidt
orthonormalisation procedure. The required trial vectors for this procedure are given by:
μ

t (1) = (0, −1, 0, 0) ,
μ
t (2)
μ
t (3)

(5.5)

= (0, 0, 1, 0) ,

(5.6)

= (0, 0, 0, 1) .

(5.7)

This set of trial vectors is chosen such that the observer always looks towards the black hole in
a right-handed basis. Any other initialisation, e.g., along with the velocity vector, could cause
discomfort when used in VR due to high azimuthal velocities. The wave vector may now be found
by taking the inner product of the tetrad basis vectors and the wave vector in the observer’s frame
as:
μ

k μ = e (a) k (a) .
μ

(5.8)

The observer’s camera is then initialised at a position Xcam and uniformly-spaced rays are launched
in all directions from this point. This method is fully covariant and is therefore valid in any
coordinate system.
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Black holes and gravitational lensing

In this work, we adopt geometrical units, G = M = c = 1, such that length and time scales are
dimensionless. Hereafter M denotes the black hole mass, and setting M = 1 is equivalent to
rescaling the length scale to units of the gravitational radius, r g := GM/c2 , and the time scale
to units of r g /c = GM/c3 . To rescale lengths and times to physical units, one simply scales
r g and r g /c using the appropriate black hole mass. For Sgr A* these scalings are given by
r g = 5.906 × 1011 cm and r g /c = 19.7 seconds, respectively.
The line element in GR determines the separation between events in space-time, and is deﬁned
as:
ds2 = g μν dx μ dx ν ,
(5.9)
where g μν is the metric tensor and dx μ an inﬁnitesimal displacement vector. The metric is a
geometrical object that contains all the information concerning the space-time under consideration
(in this study a rotating Kerr black hole) and is used to raise and lower tensor indices, e.g.,
gα μ A μν1 ν2 ...νn = Aα ν1 ν2 ...νn , where the Einstein summation convention is implicitly assumed. The
line element for a rotating black hole is given by the Kerr metric (Kerr, 1963), which is written in


Boyer-Lindquist coordinates x μ = t, r, θ, φ as:

Σ
4ar sin2 θ
2r
dt 2 −
dt dφ + dr 2 + Σdθ 2
Σ
Σ
Δ


2 sin2 θ
2ra
sin2 θ dφ2 ,
+ r 2 + a2 +
Σ


ds2 = −

1−

(5.10)

where
Δ := r 2 − 2r + a2,

(5.11)

Σ := r 2 + a2 cos2 θ,

(5.12)

and a is the dimensionless spin parameter of the black hole.
In the above form, the Kerr metric has a coordinate singularity at the outer (and inner)
event horizon, which presents diﬃculties for both the numerical GRMHD evolution and the
GRRT calculations. This also prohibits the observer’s camera from passing smoothly through
this region. To avoid
this we transform (5.10) from x μ into horizon-penetrating Kerr-Schild

μ
coordinates x̃ = t˜, r̃, θ̃, φ̃ as:
t˜ = t + ln Δ + 2R ,

r̃ = r ,

θ̃ = θ ,

φ̃ = φ + aR ,

(5.13)



r − r out
1
.
(5.14)
ln
R≡
r out − r in
r − r in
√
2
In eq.
√ (5.14) the outer horizon is given by r out ≡ 1 + 1 − a , and the inner horizon by r in ≡
1 − 1 − a2 . Hereafter the coordinate system employed in this study is the modiﬁed Kerr-Schild
where
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(MKS) system, denoted by X μ , which is related to the aforementioned Kerr-Schild coordinates,
x̃ μ , as:
X 0 = t˜ , X 1 = ln r̃ , X 2 = θ̃/π , X 3 = φ̃ .
(5.15)
To visualise the eﬀect of a moving camera compared to a stationary camera, we calculate light
rays originating from both a stationary observer and a free-falling observer. This calculation is
performed at two diﬀerent positions, which in MKS coordinates are given by:
μ

X1 = (0, ln 10, 0, 0)

and

μ

X2 = (0, ln 3, 0, 0) .

(5.16)

Consequently, the observer positions 1 and 2 correspond to radial distances of 10 GM/c2 and
3 GM/c2 , respectively. An observer at rest has a four-velocity
μ

u0 = (α, 0, 0, 0) ,

(5.17)



μ
μ
where α := −gtt −1/2 is the lapse function. At the positions X1 and X2 the free-falling observer
has the following corresponding four-velocity components:
μ

u1 = (1.10, −0.029, 0, −0.0011)

and

μ

u2 = (1.34, −0.26, 0, −0.034) .

(5.18)

The free-falling velocities were obtained by numerically integrating the geodesic equation for a
free-falling massive particle.
To visualise the eﬀect of the observer’s motion on the observed ﬁeld of view, we place a sphere
around both the observer and the black hole, which is centred on the black hole. This is what we
subsequently refer to as the “celestial sphere". The black hole spin is taken to be a = 0.9375, the
exact value of the spin parameter for Sgr A* is unknown, the chosen value was the best ﬁt of a
parameter survey Mościbrodzka et al. (2009). The observer is positioned in the equatorial plane
of the black hole (i.e., θ = 90◦ ), where the eﬀects of gravitational lensing are most signiﬁcant and
asymmetry in the shadow shape due to the rotational frame dragging arising from the spin of the
black hole is most pronounced.
Each quadrant of the celestial sphere is then painted with a distinct colour and lines of constant
longitude and latitude are included to aid in the interpretation of the angular size and distortion
of the resulting images. The celestial sphere in Minkowski spacetime, where we used cartesian
2 can be seen
coordinates to integrate the geodesics, as seen by an observer positioned at 10 GM/c


in Figure 5.1. The number of coloured patches in the θ and φ directions is nθ, nφ = (8, 16).
Therefore, excluding the black lines of constant latitude and longitude (both 1.08◦ in width), each
coloured patch subtends an angle of 22.5◦ in both directions. We also calculated 25 light rays


for each of these observers, distributing them equally over θ, φ in the frame of the observer
(see bottom rows of Figs. 5.2 & 5.3) in order to interpret the geometrical lensing structure of the
images in terms of their constituent light rays.
Figure 5.2 presents black hole shadow images and background lensing patterns for the Kerr
black hole as seen by both a stationary observer (top panel) and a radially infalling observer
(middle panel) located at a distance of 10 GM/c2 . The angular size of the shadow is larger for the
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stationary observer. This observer, being in an inertial frame, is essentially accelerating such that
the local gravitational acceleration of the black hole is precisely counteracted by the acceleration
of their reference frame. This gives rise to a force on the observer directed away from the black
hole itself, reducing the angular momentum of photons oriented towards the black hole (seen as
the innermost four rays being bent around the horizon), eﬀectively increasing the black hole’s
capture cross-section and producing a larger shadow. Strong gravitational lensing of the image
due to the presence of the compact mass of the black hole is evident in the warping of the grid
lines.
In Figure 5.3 the observers are now placed at 3 GM/c2 , i.e., very close to the black hole. For
the stationary observer, all photons within a ﬁeld of view centred on the black hole of > 180◦
in the horizontal direction and over the entire vertical direction, are captured by the black hole.
Such an observer looking at the black hole would see nothing but the darkness of the black hole
shadow in all directions. This is clear in the corresponding bottom-left plot of photon trajectories.
As the observer approaches the event horizon the entire celestial sphere begins to focus into an
ever shrinking point adjacent to the observer. For the infalling observer, the lensed image is far
less extreme. Whilst the shadow presents a larger size in the observer’s ﬁeld of view, this is
mostly geometrical, i.e., due to the observer’s proximity to the black hole. There is also visible
magniﬁcation of regions of the celestial sphere behind the observer. These results clearly follow
from the photon trajectories in the bottom-right panel.
In all images of the shadow, repeated patches of decreasingly small area and identical colours
are visible. In particular, multiple blue and yellow patches whose photons begin from behind the
observer are visible near the shadow. These are a consequence of rays which perform one or more
orbits of the black hole before reaching the observer, thereby appearing to originate from in front
of the observer.

5.2.2

Camera trajectories

As described in Section 1, we consider two distinct phases for the camera trajectory. The ﬁrst phase
assumes a hovering observer positioned either at a ﬁxed point or on a hovering trajectory around
the black hole (i.e., the camera’s motion is unaﬀected by the plasma motion and is eﬀectively in an
inertial frame). For the second phase of the trajectory, the observer’s four-velocity is determined
from an axisymmetric GRMHD simulation which includes tracer particles that follow the local
plasma velocity. The choice to perform a separate tracer-particle simulation that is axisymmetric,
in contrast to the 3D plasma simulation, was made to omit turbulent features in the φ direction
which can be nauseating to watch in VR environments. This makes the movie scientiﬁcally
less accurate, but is necessary to prevent viewers from experiencing motion sickness. Since the
methods presented in this paper are not dependent on the dimensionality of the tracer particle
simulation, they can be used for full 3D tracer particle simulations as well. In the following
subsections, these two camera trajectories are described in detail.
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Figure 5.1: Celestial sphere in Minkowksi spacetime for an observer at r = 10 GM/c2 . The diﬀerent
colors represent diﬀerent quadrants of the sky, with yellow and blue being behind the observer, while
red and green are in front of the observer. The black lines represent lines of constant longitude and
lattitude.

5.2.2.1

Hovering trajectory

In the ﬁrst phase of the trajectory, the observer starts in a vacuum, with only the light from the
distant background stars being considered in the calculation. The observer is initially at a radius of
400 GM/c2 and moves inward to 40 GM/c2 . After this, the observer rotates around the black hole,
which we term the “initialisation scene”, and comprises 1600 frames. Each frame is separated by
a time interval of 1 r g /c. The ﬁrst phase of the movie, which includes the time-evolving accretion
ﬂow, consists of 2000 frames from the perspective of an observer at a radius of 40 GM/c2 and
an inclination of 60◦ with respect to the spin axis of the black hole. We refer to this ﬁrst phase
as “Scene 1”. We then subsequently rotate around the black hole whilst simultaneously moving
inward to a radius of 20 GM/c2 over a span of 1000 frames, which we refer to as “Scene 2”.
Within Scene 2, after the ﬁrst 500 frames the observer then starts to decelerate until stationary
once more.
5.2.2.2

Particle trajectory

For the second phase of the trajectory, the observer moves along a path that is calculated from
an axisymmetric GRMHD simulation which includes tracer particles. The tracer particles act
like test masses: their velocity is found by interpolating the local plasma four-velocity (which is
stored in a grid-based data structure) to the position of the particle. A ﬁrst-order Euler integration
scheme is then employed to update the position of each particle. For the camera, we are concerned
with particles which are initially located within the accretion disk, begin to accrete towards the
black hole, and then subsequently leave the simulation domain via the jet. To identify particles
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Figure 5.2: Celestial sphere and black hole shadow images for an observer located at r = 10 GM/c2 .
Top panel: celestial sphere and shadow image as seen by a stationary observer. The diﬀerent colors
represent diﬀerent quadrants of the sky, yellow and blue being behind the observer, while red and
green are in front of the observer. The black lines represent lines of constant longitude and lattitude
while the black, circular region in the center is the black-hole shadow. Middle panel: as top panel,
but seen by a radially in-falling observer. Bottom-left panel: photons originating from a stationary
observer’s camera, as used to generate the top panel. Bottom-right panel: photons originating from
a radially in-falling observer’s camera, as used to generate the middle panel. The black hole event
horizon is shown as the black region in both bottom panels. The shadow sizes are similar in both
panels, but diﬀerences are clearly visible. See corresponding text for further discussion.
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Figure 5.3: As in Fig. 5.2, now with the observer located at r = 3 GM/c2 . Diﬀerences between the
shadow size and shape as seen by the two observers are now signiﬁcant. See corresponding text for
further discussion.
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which satisfy all of these conditions we create a large sample of particle trajectories. The number
of injected particles, Ninj , within a grid cell with index {i, j} is set by two parameters: the plasma
density, ρ, of the bounding cell, and the total mass, Mtot , within the simulation domain. The
number of injected particles is then calculated as

  
 
ρ i, j Vcell
,
(5.19)
Ninj i, j = Ntot
Mtot
where the weight factor ensures that only a predeﬁned number of particles, Ntot , after appropriate
√
weighting, are then injected into a given simulation cell of volume Vcell = −g dx 1 dx 2 dx 3 , where
g is the determinant of the metric tensor. The code then randomly distributes these particles inside
the simulation cell. The particles are initially in Keplerian orbits and co-rotate with the accretion

Figure 5.4: Left panel: initial distribution of particles inside the initial torus. Middle panel: snapshot
of the advection HARM2D simulation at t = 2000 r g /c. Right panel: later snapshot at t = 4000 r g /c.
The two times correspond to the advection simulation time, i.e., frames 4600–7600 in the resulting
movie. The blue square represents the initial position of the tracer particle used for the camera. The
blue curve shows the trajectory corresponding to this tracer particle.

disk. The disk then quickly becomes turbulent due to the growth of the magneto-rotational
instability (MRI). As the particles are advected with the ﬂow they can be classiﬁed into three
diﬀerent types:
1. accreted particles which leave the simulation at the inner radius (i.e., plunge into the event
horizon) and remain gravitationally bound,
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2. wind particles which become gravitationally unbound, travel through weakly magnetised
regions and then exit the simulation at the outer boundary,
3. accelerated jet particles which are similar to wind particles but additionally undergo rapid
acceleration within the highly-magnetised jet sheath.
To discriminate between these three types of particle, several key hydrodynamical and magnetohydrodynamical criteria are examined. The ﬁrst criterion is that the hydrodynamical Bernoulli
parameter of the particle satisﬁes Bern = −hut > 1.02, where h is the (speciﬁc) enthalpy of the
accretion ﬂow and ut is the covariant time component of the four-velocity. When this condition
is satisﬁed the particle is, by deﬁnition, unbound. The boundary transition between bound and
unbound happens at Bern = −hut > 1.00, but we take a slightly larger value to select the part of
the outﬂow that has a substantial relativisitc velocity. A similar value for the Bernoulli parameter
was used in e.g. (Mościbrodzka et al. 2014; Davelaar et al. 2018b). The second criterion is that

the particle resides in high magnetisation regions where σ = B 2 /ρ > 0.1, where B := b μ b μ is
the magnetic ﬁeld strength and b μ is the magnetic ﬁeld 4-vector. Satisfying this second criterion
ensures that the particle ends up inside the jet sheath. The third criterion is that the particle’s
radial position is at a substantial distance from the black hole, typically r  300 GM/c2 , at the
end of the simulation.
We simulate the particles with the axisymmetric GRMHD code HARM2D (Gammie et al., 2003).
The simulation begins with Ntot = 105 particles, a simulation domain size of r out = 1000 GM/c2 ,
and is evolved until t ﬁnal = 4000 r g /c. The spacetime is that of a Kerr black hole, and the
dimensionless spin parameter is set to be a = 0.9375. For this value of the spin, the black hole
(outer) event horizon radius is r h = 1.344 GM/c2 and the simulation inner boundary lies within
r h (i.e., we can track particles inside the event horizon). The speciﬁc particle used to initialise the
camera trajectory is shown in Fig. 5.4 (blue square and curve). The full particle trajectory and
velocity proﬁle for all components u μ are shown in Fig. 5.5. Rapid variations in the azimuthal
4-velocity, u3 , as well as the angular velocity, Ω := u3 /u0 , in the right panel of Fig. 5.5 are
consistent with the tightly wound trajectory in the left panel. This trajectory, which we term
“Scene 3", begins immediately after Scene 2 (i.e. after frame 4600), and comprises 4000 frames,
ending at frame 8599.

5.2.3

Radiative-transfer calculations and background images

To create images of an accreting black hole, it is necessary to compute the trajectories of light rays
from the radiating plasma to the observer. For imaging applications, such as the present case, it is
most computationally eﬃcient to start the light rays at the observer instead - one for each pixel in
the image the observer sees - and then trace them backward in time. Given a ray’s trajectory, the
radiative-transfer equation is solved along that trajectory, in order to compute the intensity seen
by the observer. The radiative-transfer code RAPTOR uses a fourth-order Runge-Kutta method to
integrate the equations of motion for the light rays (i.e., the geodesic equation). It simultaneously
solves the radiative-transfer equation using a semi-analytic scheme (for a more detailed description
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Figure 5.5: Left panel: the trajectory of the tracer particle that is used to initialise the camera trajectory.
Right panel: the velocity proﬁle of the tracer particle. The velocity peaks when the particle is closest
to the black hole, where the angular velocity is high. The time shown on the x-axis is the time range
of the frames used for Scene 3.

of RAPTOR, see Chapter 2). The same methodology is applied here in order to create images of the
black hole accretion disk, with one small addition. When accretion disks, which tend to be roughly
toroidal in shape, are ﬁlmed against a perfectly black background, the resulting animations fail to
convey a natural sense of motion and scale for the observer as they orbit the black hole. In order
to increase the immersiveness of the observer and provide a physically-realistic sense of scale
and motion, the present work expands on the aforementioned radiative-transfer calculations by
including an additional source of radiation in the form of a background star ﬁeld that is projected
onto the celestial sphere surrounding the black hole and observer.
This is achieved by expressing the intensity received by the observer in Lorentz-invariant form
and integrating this intensity from the camera to its point of origin within the plasma, i.e., eq. (37)
in Bronzwaer et al. (2018). This can then be expressed in integral form (upon including a term
for the background radiation) as



λ∞ 
Iν,obs
Iν,∞ −τν,obs (λ ∞ )
j ν −τν,obs
+
=
dλ  ,
(5.20)
e
e
3
3
2
νobs
ν∞
λ obs ν
where the optical depth along the ray is calculated as
τν,obs (λ) =

λ
λ obs

να ν dλ  .

(5.21)

Here, Iν describes a ray’s speciﬁc intensity, ν its frequency, and j ν and α ν refer respectively to the
plasma emission and absorption coeﬃcients evaluated along the ray, which is itself parametrised
by the aﬃne parameter, λ. The subscript “∞" denotes quantities evaluated at the outer integration
boundary (i.e., far from the black hole), while the subscript “obs” refers to the observer’s current
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3 . The ﬁrst term on the
location. The background radiation is encoded in the term Iν,∞ /ν∞
right-hand-side of eq. (5.20) is constant and represents the intensity of the background radiation,
weighted by the local optical depth. The second term on the right-hand-side of eq. (5.20) is
evaluated at a given observer position, λ obs , and speciﬁes the accumulated intensity of emitted
radiation after taking into account the local emissivity and absorptivity of the accreting plasma.
See Fuerst & Wu 2004, Younsi et al. 2012, Bronzwaer et al. 2018 for further details.
3 . Since this quantity is projected
A physical description of the radiation is needed for Iν,∞ /ν∞
onto the celestial sphere, it is a function of two coordinates ( θ̂, φ̂). Note that for the ray coordinates,
in the limit r → ∞, both θ → θ̂ and φ → φ̂, i.e., space-time is asymptotically ﬂat. We also note
that only rays which exit the simulation volume (as opposed to rays which plunge towards the
horizon) are assigned a non-zero background intensity after integration. In order to evaluate Iν


for a given ray, we therefore take the ray’s θ, φ coordinates after the ray leaves the simulation
volume, and use them as the coordinates ( θ̂, φ̂) on the celestial sphere. Finally, we transform these
coordinates into pixel coordinates (x, y) of a PNG image in order to evaluate the intensity. The
transformation from celestial coordinates to pixel coordinates is given by

x=

 φ̂ 
W
2π

and

y=

 θ̂
π


H ,

(5.22)

where z ≡ ﬂoor(z) is the ﬂoor function (which outputs the greatest integer ≤ z), and W and H
are the width and height (in pixels) of the background image, respectively.
Using the scheme described above, it is possible to fold the background radiation ﬁeld directly
into the radiative transfer calculations of the accretion disk plasma. A second approach is to
render separate movies for both the background and for the plasma, create a composite image for
all corresponding time frames between the two movies in post-processing, and then create the
new composite movie from the composite images. We adopt the second approach in all results
shown in this paper.
We have chosen a background that is obtained from real astronomical star data from the Tycho
2 catalogue which are not in the Galactic Plane. The original equirectangular RGB 3K image was
generated by Scott (2008) and converted to a greyscale 2K image.

5.2.4

Plasma and radiation models

In this chapter, we seek to model the SMBH Sgr A*. To this end we use a black hole mass of
MBH = 4.0 × 106 M (Gillessen et al., 2009a), and a dimensionless spin parameter of a = 0.9375,
consistent with the particle simulation. The plasma ﬂow was simulated with the GRMHD code
BHAC (Porth et al., 2017b). The simulation domain had an outer radius of r outer = 1000 r g . The
simulation is initialised with a Fishbone-Moncrief torus (Fishbone & Moncrief, 1976) with an
inner radius of r inner = 6 r g , and with a pressure maximum at r max = 12 r g . Magnetic ﬁelds
were inserted as poloidal loops that follow iso-contours of density, and the initial magnetisation
was low, i.e., β = Pgas /B 2 = 100, where Pgas is the gas pressure of the plasma. The simulation
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was performed in three dimensions, with a resolution of 256, 128, 128 cells in the r, θ and φ
directions, respectively. We simulated the ﬂow up to t = 7000 r g /c.
The GRMHD simulation only simulates the dynamically-important ions (protons). We,
therefore, require a prescription for the radiatively-important electrons in order to compute the
observed emission. Most radiative models for Sgr A* or M87 either assume that the coupling
between the temperatures of the electrons and protons is constant or parameterised based on
plasma variabels, see e.g. (Goldston et al. 2005; Noble et al. 2007; Mościbrodzka et al. 2009;
Dexter et al. 2010; Shcherbakov et al. 2012; Mościbrodzka & Falcke 2013; Mościbrodzka et al.
2014; Chan et al. 2015b; Chan et al. 2015a; Gold et al. 2017). In this work we use, an electron
model by Mościbrodzka et al. (2014) where the electrons are cold inside the accretion disk and
hot inside the highly magnetized outﬂows. For the electron distribution function, we adopt a
thermal distribution, where Davelaar et al. (2018b) showed that this model accurately describes
the quiescent state of Sgr A*. The used model Mościbrodzka et al. (2014) is capable of recovering
the observational parameters of Sgr A*, such as radio ﬂuxes and intrinsic source sizes (Falcke
et al. 2000; Bower et al. 2004; Doeleman et al. 2008; Bower et al. 2014).
We calculated the synthetic images at four diﬀerent radio frequencies: 22 GHz (1.2 cm),
43 GHz (7 mm), 86 GHz (3 mm), and 230 GHz (1.3 mm). These frequencies were chosen since
they correspond to the frequencies at which, e.g., the Very Long Baseline Array (VLBA) (1.2 mm,
7 mm, 3 mm), Global mm-VLBI Array (GMVA) (3 mm) and the Event Horizon Telescope (EHT)
(1.3 mm) operate. After ray-tracing these frequencies were converted into separate PNG image
ﬁles, where distinct colourmaps were chosen for each of the four frequencies. In post-processing,
these images were then combined into a single image by averaging over the RGB channels of the
four diﬀerent input images. A star-ﬁeld background was also included to serve as a reference
point for the observer during their motion. This star-ﬁeld background was rendered separately
from the radio images, although the opacity at 22 GHz was used to obscure stars located behind
the accretion disk. This background was then also averaged together with the radio images using
the same RGB channel averaging. The four separate frequencies, the star-ﬁeld background, and
the resulting combined image are presented in Fig. 5.6.

5.3

VR movie

The resulting VR movie contains 8600 frames at a resolution of 2000 × 1000 pixels. As a proof
of concept, this resolution was chosen to balance image quality and computational resources.
Current VR headsets also upscale the provided resolution with interpolation routines. We tested
the resolution with the Oculus VR headset, which turned out to be suﬃcient. Since the provided
methods are not limited by the resolution, a larger resolution can in principle be achieved. The
movie is available on Youtube VR (et al., 2018). In this section, we discuss several snapshots
from this movie.
The ﬁrst set of snapshots is shown in 5.7. In Fig. 5.7 we show a set of snapshots from Scene
1, (1600, 2300, 3000), matter starts to accrete onto the black hole and the jet is launched. The jet
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Figure 5.6: From left to right, top to bottom: snapshot panels at t = 3000 r g /c for: (i) background star
ﬁeld only image, (ii) 22 GHz image, (iii) 43 GHz image, (iv) 86 GHz image, (v) 230 GHz image, and
(vi) combined (composite) image of (i)–(v).
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then propagates through the ambient medium of the simulation, forming a collimated funnel that
is mainly visible at lower frequencies. Since the accretion rate peaks at this point in the simulation
(see Fig. 5.8), the black-hole shadow is barely visible.
In Fig. 5.9 we show snapshots from Scene 2 (3700, 4050, 4400), the jet propagates outward
to the boundary of our simulation domain, the accretion rate settles and the black hole shadow
becomes visible.
In Fig. 5.10 we show snapshot from Scene 3. When the observer moves along with the ﬂow in
Scene 3 (5100, 5800, 6150), small hot blobs of plasma orbiting the black hole are distinguishable.
At closest approach (around 6 r g , frame 6150), the scene changes rapidly. This is due not only
to rapid rotation of the black hole but also to the rapid decrease of observed ﬂux. It is hard to
distinguish individual stars and the only observable emission is at 230 GHz. At the end of Scene
3 (7200, 7900, 8599) the observer exits the accretion disk via the jet, whereafter a rapid increase
in radial velocity is clearly seen.
To obtain a better quantitative understanding of the movie we also calculate the total bolometric
luminosity as received by the observer’s camera. This is shown in the top panel of Fig. 5.11. At
6150 a decrease in luminosity is evident at the three lowest frequencies, which corresponds to
where the observer is closest to the black hole event horizon and has entered the optically-thick
accretion disk. A magniﬁed version of this Figure in the optically-thick part is shown in the
bottom panel of Fig. 5.11. A frame corresponding to this particular moment is shown in Fig. 5.10,
panel 6150. At closest approach, the total luminosity detected at 230 GHz peaks, and the observer
is exposed to ≈ 25L  .

5.4

Discussion and conclusion

In this work, we have detailed our methods for visualising the surroundings of accreting black holes
in virtual reality. We presented a visualisation of a three-dimensional fully-general-relativistic
accreting black hole simulation in a full 360◦ VR movie with radiative models based on physicallyrealistic GRMHD plasma simulations. In order to produce representative images, the radiativetransfer capabilities of our code RAPTOR were extended to include background starlight and an
observer in an arbitrary state of motion. To model the emission emerging from the vicinity of a
black hole we coupled the GRMHD simulation with our radiative-transfer code to produce a VR
movie based on our recent models for Sgr A* (Mościbrodzka et al. 2014; Davelaar et al. 2018b).
These methods can be applied to accreting black holes of any size, so long as radiation feedback
onto the accretion ﬂow has a negligible impact on the ﬂow’s magnetohydrodynamical properties.
The trajectory of the camera consisted of two phases: a hovering observer and an advected
observer. For this second phase, we used an axisymmetric GRMHD simulation, in contrast to
the plasma simulation used to calculate the radiation, which was fully-three-dimensional. This
choice, whilst scientiﬁcally less accurate, was intentional and somewhat necessary. Turbulent
features in the φ direction were omitted since they can be nauseating to watch in VR environments
and commonly lead to motion sickness. A composition of starﬁeld and accretion ﬂow images
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Figure 5.7: Movie snapshots from Scene 1. The simulation time (in units of r g /c) is shown in the
upper-left corner of all panels. From top to bottom: Scene 1 begins at frame 1600, where accretion
onto the black hole has not yet begun, which can be seen as the faint, stationary equilibrium accretion
torus conﬁguration in the centre of the image. By frame 2300 accretion has begun (see also Fig. 5.8)
and the dim jet (upper half of image) and dimmer counter jet (lower half of image) propagate outwards
through the ambient medium. At frame 3000 the jet has propagated further outwards, and angular
momentum transport has shifted torus material outward, as can be seen by the increased angular size
of the inner accretion ﬂow. The black hole shadow is not visible since the accretion rate has yet to
reach a quasi-stationary state.
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Figure 5.8: Simulation accretion rate as a function of time (in code units). At t=2500 the MRI start to
saturate. The time shown on the x-axis is the time of the frames used for “Scene 2” and “Scene 3”.

5.4 Discussion and conclusion

151

Figure 5.9: Movie snapshots from Scene 2. By frame 3700 the MRI has begun to saturate and the
accretion rate reaches a quasi-stationary state. At frame 4050 the jet and counter-jet have propagated
further away from the black hole and reached the boundary of our simulation domain. Due to the
steadier accretion rate, by frame 4400 the central region surrounding the event horizon becomes cooler
and more optically thin. The upper-half of the black-hole shadow is now visible.
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Figure 5.10: Movie snapshots from Scene 3. The observer now begins their journey through the
accretion ﬂow (panels with frames 5100–6150), before being advected away from the black hole via
the large-scale jet (panels with frames 7200–8599). At frame 6150 the observer is at their point of
closest approach to the black hole, where the incident ﬂux is as high as ≈ 25L  . This region is highly
optically thick, completely obscuring the observer’s view of the black hole shadow. As the observer is
advected further away, by frame 8599 the angular size of the black hole and the surrounding accretion
ﬂow is greatly reduced and appears almost point-like.

5.4 Discussion and conclusion

153

Figure 5.11: Top panel: total luminosity collected at the camera at each time step. Bottom panel:
magniﬁed view of the time range 6000–6400 r g /c, where the camera passes through the optically thick
part of the accreting plasma.
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at four frequencies was then used to create a movie, consisting of 8600 frames, which is freely
available on YouTube.
This movie couples GRMHD simulations with GRRT post-processing in VR. Since we do not
make any strong a-priori assumptions regarding the ﬁeld-of-view of the observer, we can calculate
the full radiation ﬁeld measured at a speciﬁc point in the accretion disk, where we include all
GR eﬀects. This enabled us to calculate light curves of the total measured luminosity at multiple
frequency bands at the position of a particle being advected in the ﬂow. This way of calculating
the full self-irradiation of the disk is of potential interest in, e.g., studies of X-ray reﬂection models
in AGN, or coupling to GRMHD simulation to calculate the proper radiative feedback onto an
emitting, absorbing (and even scattering) plasma in GR in a self-consistent way.
Finally, beyond the aforementioned scientiﬁc applications, VR represents a new medium for
scientiﬁc visualisation which can be used, as demonstrated in this work, to investigate the emission
that an observer would measure from inside the accretion ﬂow. It is natural, and of contemporary
interest even in the ﬁlm industry (see, e.g., James et al. 2015a; James et al. 2015b). to ask the
question as to what an observer would see if they were in the immediate vicinity of a black hole.
In this work, we have sought to address this question directly, by using state-of-the-art numerical
techniques and astrophysical models in a physically-self-consistent manner. Given the EHTC is
anticipated to obtain images of the black hole shadows in Sgr A* and M87 in the near future, the
calculations we have presented are timely. The VR movies presented in this work also provide an
intuitive and interactive way to communicate black hole physics to wider audiences, serving as a
useful educational tool.
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Summary
This thesis is focused on the development and application of the general-relativistic radiative
transfer (GRRT) code RAPTOR. The thesis can roughly be divided into development (Chapters
2 and 3) and application (Chapters 4 and 5). The central aim of the ﬁrst part is to develop an
eﬃcient and ﬂexible code that is capable of polarized GRRT, while the second part of the thesis
applies the resulting tools to the study of black-hole shadows (Chapter 4) and the construction of
realistic and immersive virtual reality (VR) videos for the purpose of scientiﬁc outreach.
In Chapter 2, I detail the algorithms and implementation of RAPTOR, which is capable
of GRRT calculations in arbitrary spacetimes. I verify the correctness of RAPTOR output by
reproducing tests that have been previously published, and apply the code to study the problem
of ‘slow light’ that is inherent to numerical approaches to astrophysics that do not explicitly
take the speed of light into account. I show that the diﬀerences between fast light and slow
light are negligible for the purposes of the Event Horizon Telescope (EHT), at least for twodimensional general-relativistic magnetohydrodynamics (GRMHD) models. I also perform a
detailed convergence test with the GRRT code BHOSS, ﬁnding that the integrated ﬂux densities
produced by both codes have a relative error smaller than 0.01%.
In Chapter 3, I present an extension of RAPTOR that allows for the inclusion of polarized
GRRT. I develop and implement a novel numerical algorithm for polarized GRRT. I perform a
formal analysis of the numerical stiﬀness of the polarized radiative-transfer equation with respect
to RAPTOR’s explicit integrator, and develop a hybrid integration scheme that switches to an
implicit integrator in case of stiﬀness, in order to solve the equation with optimal speed and
accuracy. I explain the diﬀerences between the RAPTOR algorithms and other algorithms used in
similar codes. As in Chapter 2, I verify the correctness of RAPTOR output by reproducing tests
available in the literature.
In Chapter 4, I apply RAPTOR to the study of black-hole shadows (BHS), particularly the
question: under which astrophysical circumstances can a meaningful BHS be observed? I
identify two processes which can distort, or even eliminate, the appearance of the BHS, namely
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obstruction of the BHS by the accretion ﬂow and exaggeration of the BHS by the evacuated region
inside the black hole’s innermost stable circular orbit. I show that these eﬀects appear to various
degrees in a range of GRMHD simulations imaged using RAPTOR, and that the requirements for
observing a meaningful BHS are that the emission region be compact and optically thin. Notably,
these circumstances occur in all GRMHD simulations considered in this paper that are of the
Magnetically Arrested Disk (MAD) type.
In Chapter 5, my co-authors and I adapt RAPTOR to be capable of producing 360-degree virtual
reality (VR) movies, for the purposes of astrophysics outreach and additional scientiﬁc capabilities.
The invariant radiative-transfer equation is modiﬁed to include background radiation, allowing
for the addition of images projected on the celestial sphere (as opposed to a black background and
bright accretion ﬂow near the black hole). A new, tetrad-based camera is constructed, allowing
rays to be launched in all directions to produce 360-degree output. Using these new tools, highresolution, 360-degree videos are produced and made available to the public. This approach also
enables the calculation of the local luminosity received at a given ﬂuid element in the accretion
ﬂow, providing important applications in, e.g., radiation feedback calculations onto black hole
accretion ﬂows.

Hoofdstuk

7

Samenvatting
Deze thesis is gericht op de ontwikkeling en toepassing van de algemeen-relativistische lichttransport (ARLT) code RAPTOR. De thesis kan ruwweg worden opgedeeld in ontwikkeling (Hoofdstukken 2 en 3) en toepassing (Hoofdstukken 4 en 5). Het primaire doel van het eerste deel van
de thesis is om een eﬃciënte en ﬂexibele code te ontwikkelen die in staat is tot gepolariseerd
ARLT; het tweede deel van de thesis past de daaruit resulterende software toe op de studie van de
schaduw van een zwart gat (Hoofdstuk 4) en de constructie van realistische virtual reality (VR)
videos voor het algemene publiek.
In Hoofdstuk 2 presenteer ik de algoritmes en implementatie van RAPTOR in detail, een code
die in staat is tot het uitvoeren van ARLT berekeningen in willekeurige ruimtetijden. Ik veriﬁëer
de correctheid van RAPTOR output door middel van het reproduceren van eerder gepubliceerde
tests, en ik pas de code toe op de studie van het ‘langzaam-licht probleem’ dat optreedt in
astrofysische simulaties die de lichtsnelheid niet expliciet in berekening nemen. Ik toon aan dat
de verschillen tussen snel en langzaam licht te verwaarlozen zijn voor de doeleinden van de Event
Horizon Telescope (EHT), tenminste in het geval van twee-dimensionale algemeen-relativistische
magneto-hydrodynamische (ARMHD) modellen. Ook voer ik een serie convergentietesten uit
met de ARLT code BHOSS, waaruit blijkt dat de geïntegreerde ﬂuxdichtheid van de twee codes
overeenkomen tot een relatieve precisie van beter dan 0.01%.
In Hoofdstuk 3 presenteer ik een uitbreiding van RAPTOR, die de code in staat stelt tot het uitvoeren van berekeningen met betrekking tot gepolariseerd ARLT. Ik ontwikkel en implementeer
een nieuw numeriek algoritme voor gepolariseerd ALRT. Ik voer een formele analyse uit van de
stijfheid van de gepolariseerde lichttransportberekening met betrekking tot RAPTOR’s expliciete
integratie-algoritme, en ontwikkel een hybride integratiemethode die naar een impliciete integrator keert wanneer de vergelijking stijf is, om de code accuraat en eﬃciënt te maken. Ik leg de
verschillen uit tussen de algoritmes in RAPTOR en die in andere, vergelijkbare codes. Net als in
Hoofdstuk 2 veriﬁëer ik de correctheid van RAPTOR output door eerder gepubliceerde testen te
reproduceren.
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Chapter 7 : Samenvatting

In Hoofdstuk 4 pas ik RAPTOR toe op de studie van de schaduw van een zwart gat, met
name op de vraag: welke astrofysische omstandigheden zijn nodig voor het waarnemen van
een duidelijke schaduw? Ik identiﬁceer twee processen die de ogenschijnlijke vorm van de
schaduw kunnen verstoren of zelfs elimineren, te weten: obstructie van de schaduw door de
accretiestroming en lediging van de regio binnen de binnenste stabiele baan rondom het zwarte
gat. Ik laat zien dat deze eﬀecten tot verschillende hoogtes verschijnen in een serie van ARMHD
simulaties die gevisualiseerd zijn met RAPTOR, en dat de omstandigheden voor het observeren
van een betekenisvolle schaduw bestaan uit een compacte en optisch dunne stralingsbron. Deze
omstandigheden treden op in alle ARMHD modellen van het magnetisch-tegengehouden-schijf
type die beschouwd worden in dit paper.
In Hoofdstuk 5 passen mijn co-auteurs en ik RAPTOR aan zodat de code in staat is tot het
produceren van 360-graden virtual reality (VR) videos, voor demonstraties voor het algemene
publiek en toepassingen binnen de wetenschap. De Lorentz-invariante lichttransportvergelijking
wordt aangepast om ook achtergrondstraling in ogenschouw te nemen, zodat afbeeldingen geprojecteerd kunnen worden op de verre hemel (in tegenstelling tot de zwarte achtergrond en
heldere bron vlakbij het zwarte gat die men normaal tegenkomt in ARMHD modellen). Een
nieuwe, tetrad-gebaseerde camera wordt opgebouwd, die in staat is om lichtstralen te schieten
in alle richtingen, om zodoende 360-graden output te bewerkstelligen. Met deze nieuwe hulpmiddellen produceren we 360-graden videos van hoge resolutie, die we beschikbaar stellen voor
het algemene publiek. Deze aanpak stelt ons ook in staat om de lokale licht-intensiteit op een
bepaalde plek binnen de accretiestroom te berekenen, hetgeen belangrijke toepassingen heeft in,
bijvoorbeeld, berekeningen omtrent het eﬀect van straling op de accretiestroom.
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