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ALL MODELS ARE WRONG, BUT SOME ARE USEFUL.
G E O R G E E . P. B O X

1 Introduction
Causality is at the heart of human understanding and reasoning. The “Law of Cause and Effect” is deeply ingrained into
our worldview: to every cause, an effect; to every action, a reaction. Causal knowledge describes not only which variables
are related, but also how and why they are related. When we
are looking to explain why systems or mechanisms show a certain type a behavior, we ask ourselves causal questions. These
are hard to answer because they require us to somehow derive
information regarding the underlying causal mechanism. Inferring this mechanism using statistical methods usually necessitates combining data from multiple experiments, observations, or replicates thereof, as well as making strong assumptions. The process of drawing conclusions about cause-and–
effect relationships from observable changes is called causal
inference or sometimes causal reasoning. In the past thirty
years there has been an increasing interest in causal inference
driven, on one hand, by the development of robust tools and
methods in the area of artificial intelligence and, on the other
hand, by the collection and access to previously unimaginable amounts of data. One prominent example comes from
the field of epidemiology where there has recently been great
interest in strengthening causal inferences using the wealth
of genetic information amassed in large genome-wide studies. Unfortunately, the human genome is vast and many of
its functions are still poorly understood. That is why there is
a need to create methods that can extract the relevant genetic
determinants of biological processes so as to provide insight
into how various biological traits are causally related. In this
work, we focus on developing robust and accurate statistical methods for causal inference by appealing to the Bayesian
paradigm. The practical goal is to design algorithms that can
harness meaningful information from large and noisy genetic
data sets and output clear and reliable conclusions about the
underlying causal mechanisms.
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Causal Inference in Scientific Research
When we perform causal inference, we are often trying to
answer the following causal question: How can we infer
what would happen to a system if it were changed somehow
due to an intervention without actually performing the intervention? We encounter this type of problem, for example, when we want to estimate the outcomes of medical
treatments or policy interventions before actually prescribing the treatment or implementing the policies. Under an intervention the population distribution changes,
and therefore the new units belong to a different distribution than the observed samples. We are thus facing
the fundamental problem of causal inference.1 We somehow
have to make inferences across different population distributions, only one of which is typically observed.2 This
makes causal inference significantly harder to perform
than the typical statistical inference from observed to
new instances in a population with the same distribution. To consider a simple example, suppose we have to
compare the different outcomes resulting from a binary
choice, like in the photograph below (Figure 1.1). Unfortunately, we can only ever make one choice under the
same conditions, so we can never observe the counterfactual universe in which we would have made the other
choice.

Paul W. Holland (Dec. 1, 1986).
“Statistics and Causal Inference”.
In: Journal of the American Statistical Association; Jonas Peters et al.
(Nov. 29, 2017). Elements of Causal
Inference: Foundations and Learning
Algorithms. MIT Press. 289 pp.
isbn: 978-0-262-03731-0.
2
Jiji Zhang and Peter Spirtes
(June 1, 2008). “Detection of Unfaithfulness and Robust Causal
Inference”. In: Minds and Machines.
1

Figure 1.1: Each choice we make
determines a single outcome we
can observe.

Photo by James Wheeler from Pexels

One way in which we can reasonably predict the consequences of making one choice or the other is to per-
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form a randomized controlled trial (RCT), the classic tool
for causal inference in scientific research. An RCT is essentially an experiment in which people are allocated ‘at
random’ to receive one of several interventions. These
interventions include varied actions such as preventive strategies, diagnostic tests, screening programs,
and treatment prescription.3 As a working example, assume we are conducting an experiment to determine if
statins (a class of medications) can lower an individual’s
level of low-density lipoprotein (LDL) cholesterol, an important risk factor for cardiovascular disease. To fulfill
the design requirements of an RCT, participants would
be randomly assigned to one of two groups: the treatment group and the control group. The participants in
the treatment group are administered the statin treatment, while those in the control group are administered a placebo treatment or no treatment at all, as shown
in Figure 1.2.
When performing an RCT, we are interested in quantitatively comparing two or more (disease) outcomes resulting from different interventions, for example a diagnosis of heart disease or the change in LDL-cholesterol
level in the above example. The outcome measure is
compared between the treatment and control groups.
This comparison is meant both to establish a causal relationship and to assess the size of a causal effect. If a
significant difference between the two groups is found,
then it is likely there is a causal link from treatment to
outcome.

11

Alehandro R. Jadad and Murray
W. Enkin (Apr. 15, 2008). Randomized Controlled Trials: Questions,
Answers and Musings. John Wiley
& Sons. 163 pp. isbn: 978-0-47076616-3.
3

Figure 1.2: Example of randomized controlled trial for the prescription of statins. The change in
LDL-cholesterol is measured by
comparing levels before and after
the RCT for each patient.

Adapted from L. Haynes et al. (2012). Test, Learn, Adapt: Developing
Public Policy with Randomised Controlled Trials | Cabinet Office, Fig. 1
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The key element that helps establish causality in an
RCT is the randomization used to determine the two
groups. The goal of randomization is two make the
two groups exchangeable, meaning that if the treatment
had been switched between the two groups, the same
outcomes would have been observed.4 Randomization
achieves exchangeability by ensuring that the groups
in a trial differ only in terms of the treatment assigned
and are otherwise similar in characteristics. This way
any measurable difference between the groups can be
attributed to a single cause, the treatment.
Unfortunately, RCTs are not always feasible to carry
out due to practical or ethical reasons. For instance,
it would be unethical and wrong to design an RCT in
which people would be randomized to smoke or not for
decades so as to assess the effect of smoking on the risk
of developing lung cancer. In other cases it might not be
worthwhile to conduct an RCT because of practical issues such as financial constraints, low compliance rates
or high drop out rates. Similarly, it would not be feasible to conduct an RCT to evaluate the effects of an intervention where the outcomes are very rare or take long
periods of time to develop. In all these situations, other
methods or studies are more appropriate or even necessary for establishing causality.5 Due to all the practical
difficulties in carrying out well-designed experiments,
on the one hand, and the increasing ease with which we
can obtain large volumes of observational records and
measurements, on the other hand, there is keen interest in extracting causal information from observational
data.
1.1.1

Miguel A Hernán and James M
Robins (Oct. 14, 2019). Causal
Inference: What If. Boca Raton:
Chapman & Hall/CRC. 310 pp.
4

Alehandro R. Jadad and Murray
W. Enkin (Apr. 15, 2008). Randomized Controlled Trials: Questions,
Answers and Musings. John Wiley
& Sons. 163 pp. isbn: 978-0-47076616-3.
5

Causal Inference from Observational Data
One straightforward method to assess causality without resorting to RCTs or other experiments is to look for
(strong and consistent6 ) correlations in observational
studies. However, great care must be taken since ‘correlation does not imply causation’. There are many examples of case studies in which statistical dependence
is incorrectly interpreted as a causal relationship.7 To
drive the point home, there are now numerous collections with examples of such spurious correlations to be

Sir Austin Bradford Hill (May 1,
1965). “The Environment and Disease: Association or Causation?:”
in: Proceedings of the Royal Society of
Medicine.
6

Andrew W. Brown et al. (Nov.
2013). “Belief beyond the Evidence: Using the Proposed Effect
of Breakfast on Obesity to Show
2 Practices That Distort Scientific Evidence”. In: The American
Journal of Clinical Nutrition.
7
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Figure 1.3: Example of observed
correlation that can be spuriously
interpreted as a cause-effect relationship.
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Chart by Tyler Vigen, Data sources: U.S. Census Bureau and National Science Foundation

found on the Internet. We have reproduced one example
in Figure 1.3, in which a very strong correlation between
the total revenue generated by arcades and computer
science doctorates awarded in the United States can be
observed.
Even the most fervent of gaming supporters would be
hard pressed to claim that more time spent in arcades
improves your chances of academic success, while the
reverse causation is also highly doubtful as the vast majority of people (spending money in arcades) do not
have a doctorate degree in computer science. Indeed, a
much more likely explanation for this strong correlation
is the presence of a common cause, such as socioeconomic factors. We can surmise that both these curves
are driven by the state the economy because of the sharp
growth that stops around the time of the Great Recession.8 Here in our causal reasoning we made use of the
common cause principle9 , which states that that every correlation is either due to a causal relationship linking the
two variables or is the result of a third variable acting as
a common cause for the other two.
The common cause principle highlights the fact that a
correlation can be explained (equally well) by multiple
causal mechanisms, and therefore we cannot rely solely

David B. Grusky et al. (Oct. 1,
2011). The Great Recession. Russell
Sage Foundation. 342 pp. isbn:
978-1-61044-750-8.
9
Hans Reichenbach (1991). The
Direction of Time. University of
California Press. 616 pp. isbn:
978-0-520-01839-6.
8
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on one correlation to infer causation.10 Nevertheless,
there are certain patterns of correlation that can, under
some very general assumptions, only be produced by a
single causal mechanism. Even when it is not possible
to identify one particular causal mechanism, correlation
patterns can still aid in putting constraints on the space
of causal models. Moreover, if relevant domain or expert
knowledge is available, it can also be used to further
reduce the number of possible causal mechanisms. In
that case, we should rather say that ‘(one) correlation
alone does not imply causation’.

1.2

Causal Inference in Practice
In this section, we give some examples of the different
ways in which causal inference can be used in practice
to extract relevant causal information from observational data. First, we look at a simple example in which
a particular correlation or, more generally, dependence
pattern can lead to an identifiable causal mechanism. To
make the connection between the variable dependence
pattern and the causal mechanisms that can explain it,
we commonly make use of the Causal Faithfulness Assumption (CFA). The CFA stipulates that the dependence
and independence relationships implied by the underlying causal mechanism hold in the data and vice versa.11
In other words, a causal model is faithful to our data if
and only if it implies the same dependencies and independencies that we observe in our data. For the second
example, we employ the instrumental variable method to
estimate the causal effect of an exposure (e.g., smoking
or education) on an outcome (e.g., lung cancer or wages).
In our final example, we address the challenging task
of modeling and inferring a large gene network from a
limited set of observational measurements. The inferential goal in that scenario is to unravel crucial biological
pathways that can help, for example, to identify potential drug targets.

1.2.1

John Aldrich (Nov. 1995). “Correlations Genuine and Spurious in
Pearson and Yule”. In: Statistical
Science.
10

Finding a Faithful Causal Model from Observational Data
We consider the following problem in which we try to
understand the causal mechanism behind the lawn be-

Samantha Kleinberg and George
Hripcsak (Dec. 1, 2011). “A Review of Causal Inference for
Biomedical Informatics”. In: Journal of Biomedical Informatics.
11
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ing wet in a typical household yard. We have observed
two potentially relevant variables, namely the on/off
state of a sprinkler positioned in the middle of the lawn
and whether it rained or not that day. Imagine for a
moment that we do not know how these variables are
related and that their relationships are not affected by
any other variables outside the system. Is it really possible to infer the existing causal relationships just from the
observed data? The answer is an emphatic YES.
The idea here is to first look for correlation patterns
in the data, and then reason backward to identify the
causal mechanism that could have produced them. In
our example, we have seen that the law is wet more
often when the sprinkler is on. We have also noticed
that the grass is more likely to be wet on rainy days. At
the same time, we found no observable relationship between the state of the sprinkler and the presence of rain,
since the sprinkler is only turned on during the weekend, without any regard for weather conditions. From
this information, we can draw up a list of four possible
causal mechanisms that could explain the observed data
(see Figure 1.4).

Sprinkler

Rain

Wet Lawn

Sprinkler
Wet Lawn

(a)

Sprinkler

(b)

Rain

Wet Lawn
(c)

Rain

Sprinkler

Rain

Wet Lawn
(d)

For the first three causal models from Figure 1.4, we
would expect to see a correlation between the state of
the sprinkler and the occurrence of rain in our data.
This dependence is either due to a common cause (Figure 1.4a) or because the two variables are in an (indirect)
cause-effect relationship (Figures 1.4b and 1.4c). However, if we stratify the data by considering only subsets
of observations with the same lawn state (wet or not
wet), then we would expect this correlation to disappear
in the strata. The two variables are no longer related if
their common cause is fixed in Figure 1.4a, while in Fig-

Figure 1.4: A list of causal mechanisms that could explain the
observed data in the “wet lawn”
example. The arrows in the figure
represent cause-effect relationships. The causal model from (a)
implies that the wet lawn is a
common cause for the sprinkler
state and the rain. In (b) and (c),
‘Wet Lawn’ acts as a mediator of
an implied causal relationship
between ‘Sprinkler’ and ‘Rain’.
Finally, in (d), the wet lawn is a
common effect of both the state of
the sprinkler and the occurrence
of rain.
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ures 1.4b and 1.4c their causal relationship is completely
mediated by the ‘Wet Lawn’ variable. The dependencies and independencies implied by the first three models are contrary to what we have observed in our data,
which is only consistent with Figure 1.4d. Note that we
were able to reach this causal conclusion only by making observations and noticing the correlation pattern.
While in general there are many different causal mechanisms that can produce the same correlation pattern, in
our example there is only one faithful causal model over
three variables that fits the observed correlation pattern.
The phenomenon described above in which two independent causes (‘Sprinkler’ and ‘Rain’) of a common
effect (‘Wet Lawn’) show a correlation when conditioning upon the value of the effect is known in the literature as the explaining away effect.12 The intuition behind
the explaining-away effect is that it is less likely for both
independent causes to happen at the same time, so if
we know one is present, then the other one becomes
less likely. An important number of causal inference
algorithms are designed to search for this correlation
pattern, since it leads to an identifiable faithful causal
model. For our example, when we observe that the lawn
is wet, the presence of one cause (the ‘Sprinkler’) makes
the other one (the ‘Rain’) less likely or rather ‘explains
away’ its effect. Intuition, however, can only take us so
far, which is why we use the data (numbers) we have
observed to substantiate our claims and check our intuition.
The Causal Faithfulness Assumption is crucial for
making the connection between the dependencies and
independencies among variables that are implied by different causal models and those that are observed in the
data. Finding a causal model that is faithful to our data,
however, is not always possible or even the best option.
In Chapter 2, we analyze the scenario in which we have
access to large samples of data (the large-sample limit)
and we show how, paradoxically, we run into trouble
by assuming faithfulness due to all the weak, irrelevant
dependencies that exist among variables.

Jin H. Kim and Judea Pearl
(Aug. 8, 1983). “A Computational
Model for Causal and Diagnostic
Reasoning in Inference Systems”.
In: Proceedings of the Eighth International Joint Conference on Artificial
Intelligence - Volume 1. IJCAI’83.
Karlsruhe, West Germany: Morgan Kaufmann Publishers Inc.
12
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Measuring Treatment Effects When Some Patients Do Not Comply
In Section 1.1, we highlighted the importance of randomized controlled trials (RCTs) as a tool for causal
inference. The key reason for performing randomization
is to control for confounding effects. If the treatment and
the disease outcome are both influenced by a common
cause, then the correlation between them can be at least
partially attributed to that (potentially unknown or unmeasured) variable, which we call a confounding variable
or confounder. Randomization has the role of removing
this confounding effect by enforcing that the treatment
assignment is independent of any patient characteristics
that might be related to the disease outcome.
Unfortunately, there are issues that can occur even
in randomized trials. One common problem is that patients might not follow the treatment assigned in the
trial, for example because it is too intensive or painful,
leading to imperfect compliance. In this scenario, the estimated causal effect computed when comparing the
treatment and control groups does not correspond to
the real effect of the treatment, since not all patients in
the (assigned) treatment group actually receive it. Worse
still, we cannot group together and compare patients
based on whether they received the treatment of not because their choice is likely influenced by confounding
factors that also affect the disease outcome. For instance,
physical frailty is a condition that both increases the
chances of a bad outcome and decreases the likelihood
of choosing a more physically intensive treatment.
One straightforward way to fix the issue is to employ
the instrumental variable method, in which we use the
treatment assignment as an instrument or instrumental
variable (IV).13 The idea behind the IV method is that
if we cannot eliminate the possibility of confounding
between two variables of interest, we can instead use a
proxy variable that is free from confounding to aid our
causal inference. For this scenario, there is a simple an
intuitive way of computing the causal effect of receiving
the treatment. We start by taking the difference between
outcomes in the treatment and control groups. However, we know that not all patients who were assigned
the treatment also received it, so this difference is an

Joshua D. Angrist et al. (June 1,
1996). “Identification of Causal
Effects Using Instrumental Variables”. In: Journal of the American
Statistical Association.
13
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underestimate of the real treatment effect.14 To correct
for that, we simply have to remove the patients that did
not comply with the assigned treatment, assuming we
know who they are. The corrected estimate can thus be
obtained by dividing the causal effect of assigning the
treatment by the proportion of assigned participants
who ultimately receive the treatment.
In order to apply the IV approach, we have to assume
a particular causal model, which is depicted for this example (randomized trial with imperfect compliance) in Figure 1.5. For the randomized trial with imperfect compliance described above, we are quite confident in our IV
assumption because of the way the trial is designed. We
know that the treatment assignment has been randomized, so its relations to receiving the treatment and to
the disease outcome are not confounded. Furthermore,
it is safe to assume that the treatment assignment only
affects the disease outcome through the actual administration of the treatment, meaning there is no causal effect of the assignment that is not mediated by receiving
the treatment. In general, we know little or nothing at
all regarding the underlying causal mechanism, making
it much more difficult to assess the validity of an instrumental variable. Nevertheless, instrumental variables
are widely used for causal inference from observational
data in fields ranging from econometrics and social sciences to health sciences and epidemiology.

Confounding
Variables

Treatment
Assigned

Treatment
Received

Disease
Outcome

Much of the work presented in this thesis consists
of extensions to instrumental variable methods, with a
predilection for applications in genetic epidemiology.
In Chapter 4, we extend the typical application of in-

Jeremy B Sussman and Rodney
A Hayward (May 4, 2010). “An IV
for the RCT: Using Instrumental
Variables to Adjust for Treatment
Contamination in Randomised
Controlled Trials”. In: The BMJ.
14

Figure 1.5: Graphical description of a randomized trial with
imperfect compliance, in which
not all of the subjects that have
been assigned the treatment actually receive the treatment. The
confounding variable(s) are represented by a dotted circle to
indicate the fact that they are not
observed.

introduction

19

strumental variable methods to also infer the direction
of a causal link in situations in which it is not known in
advance. In Chapter 5, we show how we can use many
potential candidate instruments simultaneously to arrive
at a robust and accurate causal effect estimate without
knowing beforehand which candidates are valid instruments.
1.2.3

Gene Network Inference
A more challenging causal inference task from systems
biology is to learn a gene network from data. Genes networks are graphical representations of gene functionality that contain a wealth of useful information regarding how genes are related to or influence other genes.15
Genes are fundamental in the development of an organism, which is why it is important to understand how
they interact. The genetic code holds the necessary information for producing protein molecules, which fulfill
many different functions in our cells such as providing
structure (for example, keratin or collagen) or facilitating digestion (enzymes like lactase or sucrase).
Gene networks help to indicate which genes are directly linked or share a common biological pathway.
A biological pathway is a series of events leading from
the transcription and translation of genetic information
to the creation of a new product or to a change in our
cells. By better understanding the underlying biological
pathways of our body, we can hope to intervene in our
developmental process to produce desired beneficial effects. For example, we can design more effective drugs
by targeting specific genes or gene products.
A straightforward way of intervening in the organism’s development is to target gene expression, the process through which the instructions stored in genes are
converted into a functional gene product. Gene expression is responsible for the huge diversity of cells in our
body, which range from neurons and blood cells to muscle and bone cells. These types of cells have wildly different shapes, sizes and functions, yet they all share the
same genetic code. The difference lies in how this code
is expressed. All steps in gene expression are modulated, with certain genes controlling the expression of

EP van Someren et al. (July 1,
2002). “Genetic Network Modeling”. In: Pharmacogenomics.
15
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other genes, thereby regulating their function. This regulation of gene expression is described by gene regulatory
networks (GRNs).
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Figure 1.6: This is a GRN of eye
development in Drosophila. Red
indicates positive regulation and
blue indicates negative regulation.
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Gene regulatory networks are incredibly complex
structures, encompassing hundreds or thousands of
variables. For instance, in Figure 1.6 we see an example
of a reverse-engineered GRN for the eye development
in drosophila (small fruit flies).16 We want to learn such a
GRN for insight into the mechanisms behind eye development, which could potentially be used for predicting
and even preventing visual impairment in humans.
To accurately describe all the possible interactions
among the genes in a complex GRN such as the one
above, a huge amount of data is required. Even if and
when such data is available, there is an exponential
number of possible interactions that must be examined, meaning that the computational demands of an
algorithm for inferring the entire network are often too
high. It then becomes intractable to learn the global network structure, hence we need to break this problem
into smaller parts.
In Chapter 3, we propose to divide and conquer the
monumental task of inferring a GRN by performing
causal inference on subsets of three variables (triplets).
By focusing on local sub-networks, we lose some detail
in the global network structure, but with this approach

Delphine Potier et al. (Dec. 24,
2014). “Mapping Gene Regulatory
Networks in Drosophila Eye
Development by Large-Scale
Transcriptome Perturbations and
Motif Inference”. In: Cell Reports,
Figure 4.
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we are able to accurately infer the most likely causal
regulatory relationships, without having to learn the
entire network structure.

1.3

A Bayesian Perspective of Causal Inference
Causal inference methodology has advanced by leaps
and bounds in the past thirty years. In the words of
Hernán et al. (2019), “a unified theory of quantitative
causal inference has emerged”. However, while many
causal questions have been answered fully in a theoretical setting, there is still much work to be done when
it comes to putting all this newly developed causal
theory to work in complex real-world applications. In
a recent comment on causal inference competitions,
Hernán (2019) suggests that a truly practical methodology should “combine data analysis and subject-matter
knowledge”. Bayesian inference provides a natural solution for combining these two sources of information,
and it is the approach we take in this work.
The Bayesian paradigm, named after its proponent,
Thomas Bayes, enables us to elegantly quantify the
uncertainty in our beliefs in the form of mathematical probabilities. A classic problem that showcases the
utility of Bayesian inference is that of designing a diagnosis test for a rare disease such as stomach cancer. In
that problem, we are often interested in assessing the
validity of the test by estimating how accurately the diagnosis reflects the presence of the disease. For instance,
we may ask ourselves the following question: What is the
chance that the patient has the disease if the test is positive?
This kind of question can be effectively expressed using
Bayes’s theorem17 :

P (disease|positive test) =

P (positive test|disease) · P (disease)
.
P (positive test)

In the above equation, P (disease|positive test) is the
probability of having the disease given a positive test
diagnosis, which is precisely the quantity we want to
determine. The terms on the right-hand side can then
be used to estimate its value. P (disease) represents
the probability of having the disease before taking the
test, which is (often) equivalent to the prevalence of dis-

Thomas Bayes (Jan. 1, 1763). “An
Essay towards Solving a Problem
in the Doctrine of Chances.” In:
Philosophical Transactions of the
Royal Society of London.
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ease. P (positive test|disease) is here a measure of test
precision and represents the probability of getting a
positive test result when having the disease. Finally,
P (positive test) is the probability of getting a positive
test result regardless of whether one has the disease or
not.
The Bayesian paradigm provides a straightforward
approach for updating our beliefs in the light of new
evidence or data. In the example above, we update our
belief in the disease state of a patient after having observed the result of a diagnostic test. We call the probability of an event before seeing the data the prior probability, while the probability of an event after seeing the
data is called the posterior probability. In our example,
the prior probability P (disease) is our belief in the patient having the disease before the diagnostic test, while
the posterior probability P (disease|test) is our updated
belief in the state of the disease after having seen the
result of the test.
We can apply the same principles to our causal inference problem, but instead of updating our belief in
a disease state, we are interested in determining how
likely a causal mechanism or model is for a set of variables. Instead of a single diagnostic test, we rely on data
describing the variables under study collected from various sources. Our goal is then to evaluate the probability
of a particular causal model given the data. Bayes’s theorem then gives us the following answer

P (causal model|data) =

P (data|causal model) · P (causal model)
.
P (data)

Apart from its simplicity and elegance, the Bayesian
paradigm provides a systematic way of handling uncertainty. This can be extremely useful when dealing
with complex systems such as gene regulatory networks
(see Subsection 1.2.3), where a plethora of causal models
can fit the data well. With Bayesian inference it is also
straightforward to incorporate background information
or induce certain preferences, for example by promoting
simpler and more explainable models. This knowledge
is specified in the prior. For example, the 2017 prevalence of (age-adjusted) cancer in the Netherlands was
estimated around 2.82%18 , which we then simply plug

Max Roser and Hannah Ritchie
(July 3, 2015). “Cancer”. In: Our
World in Data.
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into our prior probability of disease: P (disease) = 0.282.
Throughout the thesis, we will make heavy use of
Bayesian principles in our causal inference. We will use
Bayesian inference for the purpose of updating beliefs,
handling uncertainty and incorporating relevant domain
and expert knowledge.

1.4

Aim of the Thesis
The successful application of causal inference to realworld problems necessitates a combination of data, expert knowledge, and good algorithms.19 The Bayesian
paradigm naturally fits into this scenario. Unfortunately, the application of Bayesian inference to answering causal questions has been limited by the high computational costs incurred when using Bayesian methods.
The challenge then becomes to develop methods that
are computationally efficient, while at the same time superior in terms of robustness and accuracy. Certainly,
there is no cure-all solution to Bayesian intractability,
but there are many specific use-cases for which Bayesian
causal inference is a viable and powerful approach.20
A prominent use-case arises in the field of genetic epidemiology, the study of how genes produce disease in
human populations.21 In recent years, genetic epidemiology has undergone a revolution in the capacity of
collecting genetic data, which for causal inference is a
gold mine waiting to be mined. Much of this data has
been collected in genome-wide association studies (GWAS)
for the purpose of discovering associations between genetic variants (mutable genetic code) and traits such as
presence or absence of disease in human population
samples. The challenge here is to develop efficient algorithms for transforming high-throughput heterogeneous
data sets into biological insights about the underlying
mechanisms.22 This is one important setting in which
we will take advantage of Bayesian modeling principles
to build robust and accurate solutions for causal inference.
Our overarching goal is formulated in our main research question: How can we employ the Bayesian
paradigm to arrive at robust and accurate methods
for causal inference to be used in complex practical

Miguel A. Hernán et al. (Jan. 2,
2019). “A Second Chance to Get
Causal Inference Right: A Classification of Data Science Tasks”. In:
CHANCE.
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Johan Kwisthout et al. (July
2011). “Bayesian Intractability Is
Not an Ailment That Approximation Can Cure”. In: Cognitive
Science.
21
George Davey Smith et al.
(Oct. 22, 2005). “Genetic Epidemiology and Public Health: Hope,
Hype, and Future Prospects”. In:
The Lancet.
20

Nir Friedman (Feb. 6, 2004).
“Inferring Cellular Networks
Using Probabilistic Graphical
Models”. In: Science.
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settings? Certainly, the question above is too broad to be
answered in its entirety. Instead, we focus on solving a
number of sub-problems in the different chapters, with
the goal of building up to a potential answer.

1.4.1

Causal Inference from Big Data Without Assuming Faithfulness
In the era of big data, the increasing availability of huge
data sets can paradoxically be harmful when our causal
inference method is designed to search for a causal
model that is faithful to our data. Under the commonly
made Causal Faithfulness Assumption (Section 1.2), we
look for patterns of dependencies and independencies in
the data and match them with causal models that imply
the same patterns. However, given enough data, we start
picking up on the fact that everything is ultimately connected.23 If that is the case, then the only faithful causal
model in the limit of a large number of samples (the
large-sample limit) is the one where everything is connected. Alas, we cannot extract any useful causal information from a completely connected structure without
making additional (strong) assumptions. This problem
leads to our first research question:
Research Question 1. How can we reliably estimate a
causal effect in the limit of a large number of samples
given that all variables are interconnected?

1.4.2

Reliable Ranking of Gene Regulatory Relationships
When it comes to inferring large causal networks, it is a
difficult challenge to reliably estimate the probability of
each component. In order to extract sound, intelligible
knowledge from our inference and to adequately assess
the uncertainty in our estimation, we need to provide
a measure of confidence in the inferred causal relationships. This leads us to our second research question:
Research Question 2. How can we produce a reliable
ranking of promising causal relationships in a large
gene regulatory network, without having to learn the
full structure?

Albert-Laszlo Barabasi (2003).
Linked: How Everything Is Connected
to Everything Else and What It
Means. Plume. isbn: 978-0-45228439-5.
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1.4.3

Handling Reverse Causation in Mendelian Randomization Studies
When performing an instrumental variable analysis, a
certain direction of the causal relationship is implicitly
assumed (see for example Figure 1.5). However, there
are situations when a purported causal relationship
could actually be a case of reverse causation, where the
causal direction is contrary to our presumption. For example, it is unclear whether the adoption of new drugs
increases life expectancy, or whether older people tend
to use newer drugs.24 In Mendelian Randomization
studies, genetic variants are often used as instrumental variables even when their biological function is not
well known. Since many genetic variants affect multiple biological traits at once, thereby violating the IV
assumptions, it becomes impossible to tell the direction
of causal link using the standard IV model. This issue
leads us to our third research question:

Dean Baker and Adriane FughBerman (May 1, 2009). “Do New
Drugs Increase Life Expectancy? A
Critique of a Manhattan Institute
Paper”. In: Journal of General
Internal Medicine.
24

Research Question 3. How can we infer the unknown
direction of a supposed causal link by using many potential instrumental variables that may or may not be
valid?
1.4.4

Selecting the Most Reliable Instruments from a Large Set of Candidates
When it comes to instrumental variable methods, the
key issue is finding a proxy variable that is a valid instrument. The conditions necessary for the validity of an
instrument are not completely testable. Scientists often
use relevant domain knowledge to extract the promising
candidates, but there are thousands of genetic variants
whose biological functions are not sufficiently well understood. This leads us to our fourth and final research
question:
Research Question 4. How can we reliably account for the
uncertainty in an instrumental variable estimator when
using many potential instruments out of which only a
few (or one) are valid?

1.5

25

Outline of the Thesis
In Chapter 2 we propose an answer to Research Question 1 by introducing RoCELL, an algorithm for robust
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causal estimation in the large-sample limit that does not
rely on (strict) faithfulness. In Chapter 3 we propose an
answer to Research Question 2 by introducing BFCS, an
algorithm for determining the posterior probabilities
of local causal structures in a , which we use to derive
an honest ranking of the most likely causal regulatory
relationships. In Chapter 4 we propose an answer to Research Question 3 by introducing BayesMR, an algorithm
for inferring the direction of a causal link in Mendelian
randomization studies with many potential instruments.
In Chapter 5 we propose an answer to Research Question 4 by introducing MASSIVE, an algorithm designed to
find and to average the estimates from the most likely
instrumental variable models when there is at least one
valid instrument in a ‘haystack’ of potential candidates.
All chapters are self-contained and constitute complete pieces of work. The algorithm source code and
research data are made publicly available on the GitHub
repository https://github.com/igbucur. The experimental results presented in this thesis can then be reproduced using the code and the data.

2 Robust Causal Estimation in the LargeSample Limit without Faithfulness
Causal effect estimation from observational data is an important and much studied research topic. The instrumental
variable (IV) and local causal discovery (LCD) patterns are
canonical examples of settings where a closed-form expression
exists for the causal effect of one variable on another, given
the presence of a third variable. Both rely on faithfulness to
infer that the latter only influences the target effect via the
cause variable. In reality, it is likely that this assumption only
holds approximately and that there will be at least some form
of weak interaction. This brings about the paradoxical situation that, in the large-sample limit, no predictions are made,
as detecting the weak edge invalidates the setting. We introduce an alternative approach by replacing ‘strict’ faithfulness
with a prior that reflects the existence of many ‘weak’ (irrelevant) and ‘strong’ (relevant) interactions. We obtain a posterior distribution over the target causal effect estimator which
shows that, in many cases, we can still make good estimates.
We demonstrate the approach in an application on a simple
linear-Gaussian setting, using the MultiNest sampling algorithm, and compare it with established techniques to show our
method is robust even when strict faithfulness is violated.1

2.1

Introduction
Establishing the causal effect of one variable on another
is a recurring challenge that is shared by most areas
of scientific research, ranging from cell biology to economics to psychology and beyond. In almost all cases
the principal problem is how to account for the impact
of possible confounders on the strength of the observed
interaction. When experiments are possible this is easily
solved, as performing a randomized trial on the cause

Ioan Gabriel Bucur et al. (Apr. 10,
2017). “Robust Causal Estimation
in the Large-Sample Limit without
Strict Faithfulness”. In: Artificial
Intelligence and Statistics. Artificial
Intelligence and Statistics.
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variable nullifies all other sources of dependence, and
the direct causal effect component can be read off from
the resulting correlation in the data. Naturally, in many
cases this is not feasible, and we need to fall back on
alternative ways to handle unobserved common causes.
One such possibility is when we can establish the
presence of a so-called instrumental variable2 for our
cause-effect pair in the data set. An instrumental variable (IV) is a third variable that is probabilistically dependent on the cause, but becomes independent of the
effect variable after intervention on cause. It means all dependence between the IV and the effect variable is mediated by cause, and no other direct or indirect alternative
path between IV and target effect exists.
When the IV setting holds in a linear-Gaussian setting, a valid causal effect estimator takes on a simple
form:
Cov [IV, effect]
.
effect size =
Cov [IV, cause]
However, it is impossible to establish from data whether
or not the IV setting applies. Sometimes we may know
from background or contextual information that some
particular variable is indeed an instrumental variable for
the target cause-effect relation, but in general we cannot
be sure.
The local causal discovery3 (LCD) algorithm resolves
this problem by checking if the IV and the target effect
variable become conditionally independent given the
cause. If true, then, assuming faithfulness, all dependence between IV and effect is indeed mediated by cause,
at the expense of a more restricted setting to which the
model applies (no confounding between cause and effect). The causal effect estimator now becomes:
effect size =

Cov [cause, effect]
.
Var [cause]

The LCD estimator relies on faithfulness, the assumption that any conditional independence among the variables can be read off the corresponding graph via the
Markov property. However, it is possible that a direct
interaction from IV on effect is exactly compensated by a
confounder between cause and effect, resulting in an apparent conditional independence, even though the estimator no longer applies. As shown by Cornia and Mooij

Roger J. Bowden and Darrell
A. Turkington (Jan. 26, 1990).
Instrumental Variables. Cambridge
University Press. 240 pp. isbn:
978-0-521-38582-4.
2

Gregory F. Cooper (June 1997).
“A Simple Constraint-Based
Algorithm for Efficiently Mining
Observational Databases for
Causal Relationships”. In: Data
Mining and Knowledge Discovery.
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(2014), even for small violations this can lead to worst
case arbitrarily large errors in bounds on the resulting
causal estimates. Even worse, in real-world systems the
concept of exact conditional independencies is unlikely
to hold: there is bound to be at least some residual interaction that will start to show up as we obtain more and
more data. That would imply that our methods cannot
even be used on very large data sets, as the model setting no longer applies. Paradoxically, ‘more data hurts’
then, which somehow seems very unsatisfactory.
Key Idea Our idea of solving this situation is to not distinguish between ‘zero’ and ‘nonzero’ interactions, but
between ‘irrelevant’ and ‘relevant’ interactions. Essentially, we define a prior on interaction parameters that
captures the knowledge that in the real world most interactions between arbitrary variables are likely to be
small, whereas interactions with a significant / measurable impact are more or less equally likely to have arbitrary (but reasonable) values. An alternative approach,
based on bounds instead of prior probabilities, can be
found in (Silva and Evans, 2016).
When the traditional IV and LCD settings apply, this
parameter prior should produce comparable results, except with a peaked distribution over the causal strength
estimator instead of a point estimate. However, it should
also still give very reasonable results when there is a
small residual interaction present, meaning that it still
works in the large-sample limit. Of course, in an ‘unlucky’ situation the resulting estimate could still be very
wrong, but for an arbitrary instance this should also be
extremely unlikely.
In principle, this approach for Robust Causal Estimation in the Large-sample Limit (RoCELL) does not only
apply to the causal effect estimation setting considered
here, but could also be extended to, e.g., causal discovery algorithms that rely on faithfulness, such as PC or
FCI4 . As a result, Occam’s razor now takes the form of
a model preference for weak interactions instead of less
model parameters. We still get sparse solutions, except
now the sparsity is in the number of relevant parameters. It does mean that the problem becomes more complex as we have to compute a posterior distribution. The

P. Spirtes et al. (2000a). Causation,
Prediction, and Search. 2nd ed.
Cambridge, Massachusetts: The
MIT Press.
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next section describes how this approach can be applied
in a linear-Gaussian model context. After that we show
how to handle the resulting Bayesian inference problem,
followed by an experimental analysis of our approach in
the IV setting.

2.2
2.2.1

Model Description
Acyclic Directed Mixed Graphs
Our goal is to propose a model that, in the linear-Gaussian
case, can be used to study causal discovery in the largesample limit without having to assume strict (or ‘standard’) faithfulness. The basic idea is to pick an ordering
of the variables and then allow for a fully connected
model, including bi-directed edges between each of the
variables to represent confounding. Such a model is
clearly overspecified and, even in the limit of an infinite
amount of data, will not lead to point estimates for any
of the parameters. Nevertheless, we will argue that with
appropriate priors that implement some preference for
weak interactions over strong ones, it is still possible
to infer useful probabilistic statements about causality
from purely observational data.
We consider a set of observed variables X = { X1 , X2 , ..., Xn }.
For now, we will fix the ordering to be such that the first
variable is (or can be) a parent of all other variables, the
second variable a parent of all variables except the first,
and so on. A different order can be implemented by relabeling the variables and, as we will argue later, we can
compare or sample over different orderings following
strategies similar to Friedman and Koller (2003) or Eaton
and Murphy (2007). Note that here we do not perform
traditional faithfulness-based structure learning. The inferred causal structure is always the full graph, so as to
accommodate the presence of weak interactions. We cast
the problem of structure learning into finding the sparsest causal ordering, where model sparsity is defined in
terms of the number of strong interaction parameters
relative to weak parameters.
For each (unordered) pair of variables {i, j}, we introduce a latent variable ω{i,j} to represent an unobserved
common cause. Note that we use {i, j} and { j, i } inter-
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changeably in our notation, e.g. ω{i,j} and ω{ j,i} refer
to the same variable. We assume all interactions to be
linear with additive noise. The structural equation for
variable i then reads
Xi =

∑ bij Xj + ∑ ci,{ j,i} ω{ j,i} + ei .
j <i

(2.1)

j 6 =i

Here bij are the structural (path) coefficients corresponding to the direct causal effects (X j → Xi ) between observed variables, while ci,{ j,i} are the structural coefficients corresponding to the effect of the unobserved
common causes, which we will refer to as the confounding coefficients. The (intrinsic) error terms ei are taken
to be independent zero mean Gaussian variables with
variance vi . The latent variables ω{ j,i} are also assumed
to be independent and to have variance one. We can assume the latter without any loss of generality since any
variance different from one can be compensated for by
appropriately scaling the corresponding confounding
coefficients. In matrix notation, we have
X = BX + Cω + e ,

(2.2)

where B is a n × n lower triangular matrix and C is a
n ( n −1)
sparse n × 2 matrix, where only the entries ci,{ j,i}
and c j,{ j,i} are not fixed at zero. The covariance matrix
over the error term e is the matrix V = diag(v1 , v2 , ..., vn ).
For given parameters B and C, the zero mean normally
distributed variables e and ω induce a multivariate normal distribution over the observed variables with mean
zero and covariance matrix:5
Σ = (I − B)−1 (V + CC| )(I − B)−| .

(2.3)

Our structural equation model from Equation (2.1) is
in fact a canonical DAG representation of an acyclic directed mixed graph (ADMG) over the observed variables.6
In ADMGs, bij = 0 if there is no directed edge from i to
j and ci,{ j,i} = c j,{ j,i} = 0 if there is no bi-directed edge
between i and j. The combination of a bi-directed and
a directed edge between the same variables is referred
to as a bow. As indicated before, for now we will consider fully connected ADMGs with bows between all
pairs of variables. The more general ADMG representation, used by Bollen (1989), Brito and Pearl (2002), and

Christopher Bishop (2006). Pattern Recognition and Machine Learning. Information Science and
Statistics. New York: SpringerVerlag. isbn: 978-0-387-31073-2.
5

Marloes Maathuis et al. (Nov. 12,
2018). Handbook of Graphical Models. CRC Press. isbn: 978-0-42946397-6.
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Zander and Liśkiewicz (2016), replaces CC| by a matrix
Ψ, with ψij = 0 if there is no bi-directed edge between
i and j. Although the general ideas put forward in the
rest of this chapter would still apply, it is harder to come
up with an intuitive prior distribution over such a more
general matrix Ψ and obvious choices (such as an inverse Wishart distribution or graphical variants thereof)
make the analysis that follows in the rest of this chapter
considerably more complex.
2.2.2

Spike-and-slab Prior
Instead of assuming strict (standard) faithfulness, we
would like to implement the belief that our structural
equation model may contain ‘weak’ and ‘strong’ interactions. An obvious choice is the spike-and-slab prior proposed by George and McCulloch (1993), consisting of a
mixture of two Gaussian distributions: the ‘spike’, with
a small variance, and the ‘slab’, with a large variance.
The strict faithfulness assumption would correspond to
the special case of a spike with zero variance (see Figure 2.1). Having a spike with nonzero variance, we hope
to be able to cope with near-conditional independencies
in the large-sample limit.
We choose to first reparameterize the structural equations in Equation (2.1), and hence Equation (2.2), by
making the coefficients bij and ci,{ j,i} dimensionless.
We can achieve this by scaling them using theq
variance
v

terms, i.e., through the transformations b̃ij = vj bij and
i
q
1
1
1
−
e
c̃i,{ j,i} = v ci,{ j,i} , or, in matrix form, B = V 2 BV 2 and
i

e=
C

1
V− 2 C.

Equation (2.3) then boils down to
1

1

eC
e | )(I − B
e ) −1 ( I + C
e )− T V 2 .
Σ = V 2 (I − B

(2.4)

We now propose to take a spike-and-slab prior over
the scaled structural coefficients b̃ij :
p(b̃ij ) = wspike · N (b̃ij ; 0, vspike ) + wslab · N (b̃ij ; 0, vslab ) . (2.5)
In the rest of this chapter, we will be only working
with the scaled confounding coefficients, so to simplify
notation, we will omit the tilde and use ci,{ j,i} to mean
c̃i,{ j,i} and so on. Furthermore, we fix the mixture weight
values at wspike = wslab = 0.5, corresponding to an indifference or uniform prior.7 We set vslab = 1 and vary

Hemant Ishwaran and J. Sunil
Rao (Apr. 2005). “Spike and Slab
Variable Selection: Frequentist
and Bayesian Strategies”. In: The
Annals of Statistics.
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Figure 2.1: ‘Traditional’ prior (left)
and ‘spike-and-slab’ prior (right)

0

0

vspike according to how this parameter affects the ability to handle near-conditional independencies. For the
variances vi , we take a scale-invariant log-uniform prior
and, for the confounding coefficients, a zero mean Gaussian prior with unit variance (i.e., Equation (2.5) with
just the slab).
Of course, given prior knowledge, one can make other
choices and even consider hierarchical models with
prior distributions on, for example, the parameters specifying the spike-and-slab distribution, but that is beyond
the scope of the current chapter.

2.3
2.3.1

Bayesian Inference
Likelihood
Our model parameters are the (scaled) structural coefficients B, the (scaled) confounding coefficients C, and
the variances collected in V. For reasons to become clear
soon, we will group the structural coefficients B and the
variances V into the set of parameters O = (B, V). Since
the implied distribution over the observed variables is a
zero-mean Gaussian with covariance matrix Σ, the sample covariance matrix Σ̂ is a sufficient statistic and the
log-likelihood reads, up to irrelevant additive constants,
o
o
Nn n
log L(O, C|Σ̂, N ) = −
tr Σ(O, C)−1 Σ̂ + log det Σ(O, C) ,
2
with N the number of data points. We have also made
the dependencies of the implied covariance on the parameters explicit above.
The log-likelihood has a maximum when the implied and sample covariance matrix are identical, i.e.,
when Σ(O, C) = Σ̂. The sample covariance matrix con-
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D ( D +1)

independent parameters, which is exactly
tains
2
the number of parameters for O in a fully connected
D ( D −1)
ADMG:
parameters in the lower triangular part
2
of the matrix B and D variances in V. Given any set of
confounding coefficients C and any sample covariance
matrix Σ̂, we can always find a unique set of parameters
O∗ (C, Σ̂) that satisfies Σ(O∗ (C, Σ̂), C) = Σ̂. In Section 2.A we give an efficient procedure for computing
O∗ (C, Σ̂) using a Cholesky decomposition.
The fact that there is a compatible solution O∗ for
any choice of the confounding coefficients C makes the
problem of finding the maximum likelihood solution
nonidentifiable.8 There is a whole continuum of solutions, each of them leading to a different estimate of, for
example, a particular causal effect size. The situation
then may seem hopeless, in line with the negative result
in (Cornia and Mooij, 2014), but it is here that our spikeand-slab prior offers a way out by preferring sensible
solutions over odd ones.

2.3.2

Posterior Distribution
Given a particular sample covariance matrix Σ̂, we are
mainly interested in the posterior distribution over the
structural coefficients B and the variances V. In the limit
of an infinite amount of data, the likelihood term gets
closer and closer to a delta peak around the maximum
likelihood solution, eventually enforcing the constraint
O = (B, V) = O∗ (C, Σ̂). So, if we can get our hands on
p(C|Σ̂), p(O|Σ̂) follows from

p(O|Σ̂) =

Z

dC δ(O − O∗ (C, Σ̂)) p(C|Σ̂) .

(2.6)

The posterior distribution p(C|Σ̂) can be computed

Carlos Brito and Judea Pearl
(2002). “A New Identification
Condition for Recursive Models with Correlated Errors”. In:
Structural Equation Modeling.
8
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using Laplace’s method:
p(C|Σ̂) =

Z

dO p(O, C|Σ̂)

∝

Z

dO p(Σ̂|O, C) p(O) p(C)

Z

dO exp [log L(O, C)] p(O) p(C)


Z
1
∗
∗ |
∗
∗
≈ dO exp log L(O , C) + (O − O ) ( NHC (O ))(O − O ) p(O) p(C)
2


Z
1
∗ |
∗
∗
∝ dO exp − (O − O ) (− NHC (O ))(O − O ) p(O) p(C)
2

=

N →∞

=

Z

dO (2π )

|O|
2

1

det{− NHC (O∗ )}− 2 δ(O − O∗ ) p(O) p(C)


∝ det −HC (O∗ (C, Σ̂))

− 12

p(O∗ (C, Σ̂)) p(C)

(2.7)
where HC
is the Hessian matrix of the loglikelihood per data point w.r.t. O evaluated at the maximum likelihood solution:

(O∗ (C, Σ̂))

HC (O∗ (C, Σ̂)) ≡

1 ∂2 log L(O, C|Σ̂)
N
∂O∂O|

O=O∗ (C,Σ̂)

.

Put into words, the posterior distribution for the confounding coefficients is, in the limit of an infinite amount
of data, proportional to its prior distribution, the priors
for the matching structural coefficients and variances
via the transformation O∗ , and a determinant term that
relates to the Jacobian for the transformation O∗ from C
to the corresponding B and V. With relatively uninformative priors for the confounding coefficients and the
variance, the prior over the structural coefficients will
have the largest impact. If this prior favors ‘weak’ structural coefficients, the posterior will prefer confounding
coefficients that map to solutions with weak structural
coefficients over those that do not. Through this mechanism, the data does have an impact on the posterior
distribution over the confounding and hence structural
coefficients, leading to estimates of causal strength sizes
that will not converge to absolute certainty in the limit
of an infinite amount of data, but may still provide relevant information. We will illustrate these aspects in
detail by making use of the instrumental variable setting
in the next section.
Because of the mapping that implements the constraint and the corresponding Jacobian, we do not have
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an analytical expression for the posterior, but can numerically compute it for any value of C up to a normalization constant. This then suggests a straightforward
Markov Chain Monte Carlo sampling procedure, where
one can take one’s favorite MCMC method to draw samples for the confounding coefficients C from the posterior in Equation (2.7) and, following Equation (2.6),
apply the transformation O∗ to obtain corresponding
samples for the structural coefficients B and the variances V.
Until now, we have only considered a fixed ordering
of the variables. Using methods such as nested sampling9 ,
we can also estimate the marginal likelihood (model evidence) and eventually sample over different orderings
in order to perform model selection. This is similar to
the approach taken in (Raskutti and Uhler, 2018), where
the sparsest ordering (permutation) is determined based
on l0-penalized maximum likelihood estimation. In the
experimental section, we will show an example where
we compare different possible causal orderings through
their marginal likelihood. This brings additional challenges, in particular w.r.t. computational efficiency,
which we leave for future work.

2.4

John Skilling (Dec. 2006).
“Nested Sampling for General
Bayesian Computation”. In:
Bayesian Analysis.
9

Empirical Results
In this section, we present some empirical results that
highlight the benefits of our approach. Given only the
(large-sample limit) observed covariance matrix, we generate posterior samples of the assumed structural coefficients using the MultiNest10 technique. The end result
consists in a posterior density estimate of the structural
parameters in which we are interested.
As our running example we consider the model in Figure 2.2, studied previously in (Richardson et al., 2011)
and (Cornia and Mooij, 2014). Here X1 is a treatment,
presumed to be randomized, X2 is an exposure subsequent to treatment assignment and X3 is the response.
We would like to estimate the direct causal effect of the
exposure on the response in the presence of the hidden
confounding variable ω{2,3} . For simplicity, we only consider a bow over one pair of variables, X2 and X3 .
The corresponding linear structural equation model is

F. Feroz et al. (Oct. 2009).
“MultiNest: An Efficient and
Robust Bayesian Inference Tool for
Cosmology and Particle Physics”.
In: Monthly Notices of the Royal
Astronomical Society.
10
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X1 = e1
X2 = b21 X1 + c2,(2,3) ω{2,3} + e2

.

(2.8)

X3 = b31 X1 + b32 X2 + c3,(2,3) ω{2,3} + e3

ω{2,3}
c2,(2,3)

X1

b21

X2

c3,(2,3)
b32

Figure 2.2: Illustrative model
with three observed variables
(X1 , X2 , X3 and one hidden confounder (ω{2,3} ) between X2 and
X3 .

X3

b31

2.4.1

Instrumental Variable Setting
The model in Figure 2.2 subsumes the classic instrumental variable setting, which has been extensively studied
in the statistics, economics, social sciences or health sciences fields.11 We first examine the scenario in which
one can successfully employ the instrumental variable
technique.
If we assume that there is no confounding (c2,(2,3) =
c3,(2,3) = 0), we can use the LCD algorithm proposed
by Cooper (1997) to directly test that X1 is an instrumental variable from observational data. In Figure 2.3a we
show the posterior density estimate of b32 produced by
our method under these conditions in the large-sample
limit. We observe a high peak around the true value
b32 = 1. Moreover, roughly 85% of the posterior probability mass is concentrated in the interval [0.9, 1.1].
We also notice a small mode around zero, which corresponds to a small value for b32 , yet a large one for b31 .
Roughly 1.86% of the probability mass is concentrated
in the interval [-0.1, 0.1]. The illustrated result exhibits
the drawback of having introduced some uncertainty
into our estimate by forgoing the strict faithfulness assumption. In this particular situation, the instrumental
variable technique can provide an exact point estimate
of the causal effect in which we are interested, but such

Joshua D. Angrist et al. (June 1,
1996). “Identification of Causal
Effects Using Instrumental Variables”. In: Journal of the American
Statistical Association; Sander
Greenland (Aug. 1, 2000). “An
Introduction to Instrumental
Variables for Epidemiologists”.
In: International Journal of Epidemiology; Vanessa Didelez and
Nuala Sheehan (Aug. 1, 2007).
“Mendelian Randomization as an
Instrumental Variable Approach
to Causal Inference”. In: Statistical Methods in Medical Research;
Kenneth A. Bollen (2012). “Instrumental Variables in Sociology and
the Social Sciences”. In: Annual
Review of Sociology.
11
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Figure 2.3: Posterior distribution
of b32 in six scenarios. The other
simulation parameters are the
same for all scenarios: b21 =
1, b32 = 1, v1 = 1, v2 = 1, v3 = 1.

0

1

2

(a) instrumental variable setting
without confounding
(b31 = 0, c2,(2,3) = 0, c3,(2,3) = 0)

0

1

2

(c) weak departure from IV setting
without confounding
(b31 = 0.05, c2,(2,3) = 0, c3,(2,3) = 0)

0

1

2

(e) strong departure from IV setting
with confounding
(b31 = 1, c2,(2,3) = 1, c3,(2,3) = 1)

0

1

2

(b) instrumental variable setting with
confounding
(b31 = 0, c2,(2,3) = 1, c3,(2,3) = 1)

0

1

2

(d) weak departure from IV setting
with confounding
(b31 = 0.05, c2,(2,3) = 1, c3,(2,3) = 1)

0

1

2

(f) adversarial scenario with singular
coefficients
(b31 = 1, c2,(2,3) = 1, c3,(2,3) = 2)

an ideal situation will rarely occur in practice.
If we introduce a confounding effect via ω{2,3} , we
are still in the IV setting, even though we cannot directly attest this from observational data (the conditional
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independence X1 ⊥
⊥ X3 | X2 no longer holds). The IV
technique will then still provide a perfect estimate of
b32 given the infinite sample covariance matrix. The result of our approach in the presence of confounding is
shown in Figure 2.3b. We again recognize, like in Figure 2.3a, a high peak around the true value b32 = 1.
There is more uncertainty, however, in the estimate (only
71.1% of the probability mass falls in the interval [0.9,
1.1]), which is caused by the additional correlation via
the hidden confounder ω{2,3} . A new mode around
the value 1.5 starts to show, corresponding to the zero
confounding solution, in which c2,(2,3) = c3,(2,3) = 0,
induced by the Gaussian prior on c2,(2,3) and c3,(2,3) , and
by the Hessian term in the expression of the posterior
distribution (see Figure 2.5).
2.4.2

‘Weak’ Departure from the IV Setting
We now introduce a weak causal effect between the
treatment (the IV) and the response: b31 = 0.05 (see Figures 2.3c and 2.3d). Given finite data, we might still
conclude that we are in the IV setting, for example if
we detect the conditional independence X1 ⊥
⊥ X3 | X2
when applying the LCD algorithm. In that case, assuming we have no confounding, the IV estimate could still
be considered reasonable provided that b31  b21 . In
the large-sample limit, however, this ‘weak’ conditional
dependence will be detected, which means the IV technique can no longer be applied.
For the structural parameter values used in our simulation experiment, the partial correlation between X1
and X3 given X2 is ρ13·2 ≈ 0.035. We can test the null
hypothesis that ρ13·2 = 0 using Fisher’s z-transformation
applied to the sample correlation coefficient.12 Given the
partial correlation’s true value, Fisher’s test would reject the null hypothesis when the number of samples is
greater than n = 3708. For a moderate number of samples, the LCD algorithm can be employed to estimate the
causal strength from X2 to X3 . As we go into the largesample limit, however, the estimated partial correlation
converges to the true (nonzero) value, in which case we
can no longer use the LCD algorithm for causal estimation.

Markus Kalisch and Peter
Bühlmann (2007). “Estimating High-Dimensional Directed
Acyclic Graphs with the PCAlgorithm”. In: Journal of Machine
Learning Research.
12
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Figure 2.4: Contour plot of
log p(C|Σ̂) when we have a weak
departure from the IV setting.

The contour plot of the posterior distribution p(C|Σ̂)
in Figure 2.4 reveals the presence of a few high-density
regions. In the center, we have a mode that results from

− 1
combining the Hessian term det −HC (O∗ (C, Σ̂)) 2
with the zero-mean Gaussian prior on c2,(2,3) and c3,(2,3) .
The high density regions surrounding the black lines
in Figure 2.4 are the result of putting a spike-and-slab
prior on the structural coefficient b31 . The black contour
lines are obtained by solving the linear system given by
Equation (2.3) for b31 = 0. Similarly, the high density
regions surrounding the dark green lines are due to the
sparsifying properties of the spike-and-slab prior on b32 .
The dark green contour lines are obtained by solving
Equation (2.3) for b32 = 0.
In Figure 2.3c, we see the derived posterior distribution of b32 when there is no confounding. We observe a
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Figure 2.5: Contour plot
of the log Hessian term


− 21 log det −HC (O∗ (C, Σ̂))
when we have a weak departure
from the IV setting.

prominent mode close to the true value b32 = 1, which
constitutes a reasonable estimate of the structural coefficient, even in the presence of the ‘weak’ causal effect
b31 = 0.05. Roughly 80% of the probability mass is concentrated in the interval [0.9, 1.1], compared to 85% in
the absence of this ‘weak’ causal effect. At the same
time, we rediscover the small peak around b32 = 0. This
peak corresponds to a less probable alternative solution,
induced by the spike-and-slab prior on b32 .
The estimate produced by our method remains robust
to the presence of confounding, even with the ‘weak’
causal effect b31 . The probability mass in the interval
[0.9, 1.1] is 68.8%, compared to 71.1% in the previous
subsection, as can be seen in Figure 2.3d. Again, we
have a mode around b32 = 1.5, corresponding to the
solution when the confounding coefficients are zero.
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‘Strong’ Departure from the IV Setting
We now consider a scenario where the causal effect from
X1 to X3 is ‘strong’ and where we also have confounding. These conditions lead to more uncertainty in the
estimate of b32 , which is reflected by the large spread of
the posterior distribution (see Figure 2.3e). In this scenario, if we use the IV and LCD estimators, we will get
IV = b̂ LCD = 2. As for our method,
the wrong result: b̂32
32
the output includes a significant proportion of probability mass around the correct solution, b32 = 1 (roughly
7.2% in the interval [0.9, 1.1]), even though sparser solutions are still preferred, as indicated by the modes at
b32 = 1.5 and b32 = 2. We highlight this as an advantage of our approach, which provides richer information
about the data generating process than a simple point
estimate.

2.4.4

Adversarial Scenario

ω{2,3}

ω{2,3}
1
X1

1

X2
1

0

2
1

X3

X1

1

X2

0
2

X3

0

Finally, we consider a degenerate case where both traditional methods and our own run into trouble (see Figure 2.6). Even though the model on the left side of the
figure is the ground truth, methods promoting model
sparsity will prefer the equivalent model on the right
side. The singular choice of structural coefficients in
the ground truth model produces an apparent ‘zero’
partial correlation, ρ13·2 = 0, which implies the conditional independence X1 ⊥
⊥ X3 | X2 . In the traditional
approach, the strict faithfulness assumption then leads
us to choose a causal structure where the edge from
X1 to X3 is removed. If one were to use the IV or LCD
estimator, one would obtain the same incorrect result:
IV = b̂ LCD = 2. In Figure 2.3f, the highest mode is also
b̂32
32
at b32 = 2. Despite this clear preference, there is still

Figure 2.6: Ground truth model
(left; v1 = 1, v2 = 1, v3 = 1)
and equivalent preferred sparser
model (right; v1 = 1, v2 = 2, v3 =
3)
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some mass around the correct solution (roughly 0.91%
in the interval [0.9, 1.1]). Again, this is an advantage
of our Bayesian approach, in which the posterior over
the causal estimate better reflects the uncertainty in the
estimate compared to a single value.
Model Selection
So far, we have assumed a fixed causal ordering of our
variables. Under the assumptions of our simulation
model (An( X1 ) ∩ { X2 , X3 } = ∅), two causal orderings
are possible: X1 → X2 → X3 and X1 → X3 → X2 .
We can use MultiNest to compute the log-evidence
for each of the two possible models. Assuming that
X1 → X2 → X3 is the correct causal ordering of our
data generating process, we obtain the evidence ratio
p ( X1 → X2 → X3 )
= 3.358 for the simulation scenario
p ( X1 → X3 → X2 )
described in Subsection 2.4.2. In Figure 2.7 we see how
this ratio varies with the width of the spike.
Figure 2.7: Evidence ratio in
favor of the true causal ordering
X1 → X2 → X3 versus the
alternative X1 → X3 → X2 .
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For a low precision (high variance) spike, the preference for sparse models disappears and the ordering
does not matter. When the true interaction can be explained by a spike which is sufficiently different from a
slab, the ordering leading to the sparser model is preferred to the ordering leading to the denser model. For
an extremely high precision (low variance, tending to-
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wards the faithfulness assumption), the obtained results
suggest that both models again become equally likely,
but this may well be due to numerical issues: MultiNest
appears to have increasing difficulty to properly sample from the areas corresponding to spikes that become
more and more narrow (see the contours in Figure 2.4).
2.4.6

Robustness
We can see the effect of changing the variance of the
spike in Figure 2.8. For a wide interval of values, from
spike variance 10−3 to 10−7 , the posterior output qualitatively expresses the same result: it strongly implies
that the causal effect of interest is significant, as indicated by the high peak close to one, but at the same time
it does not exclude the unlikely possibility that this effect is irrelevant, as indicated by the small peak around
zero. This shows that the method we propose is robust
with respect to the width of the spike. When the spike
variance is close to that of the slab, the peak at zero vanishes and the distribution becomes more spread, reflecting additional uncertainty in the estimation of the causal
effect.
We also compute the bounds derived from the Witness Protection Program (WPP) algorithm for the linear
case (see Section
q 6.1 in (Silva and Evans, 2016)) by tak-

22
ing ec = b32 Σ
Σ33 as the constraint on the ‘weak’ interaction. The bounds are plotted in Figure 2.8. When the
spike variance takes a reasonable value (in the interval
[10−7 , 10−3 ]), the posterior distribution produced by our
method has most of its probability mass within the WPP
bounds. Additionally, the posterior reveals interesting
details, such as unlikely alternative solutions, which are
not captured by the bounds.

2.5

Discussion
We have shown a new approach to causal inference
(RoCELL) based on a spike-and-slab prior that promotes
small parameter interactions. The prior derives from
the notion that, in the real-world, many interactions
are likely to be very small, but not exactly zero. In that
setting, standard notions that promote model sparsity
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Figure 2.8: Posterior distribution
of b32 when we have a weak
departure from the IV setting for
various spike variances (the slab
variance is fixed at one)
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based on the number of (nonzero) parameters no longer
suffice, since all models have an equal number of parameters. What differs in our approach is that model
sparsity now becomes a minimization of strong interaction parameters relative to weak parameters. In our
experiments, the resulting method shows meaningful and consistent results: it provides very informative posterior distributions on target causal effect estimations. It shows when we can be confident about
a certain nonzero effect size, or when we do not have
enough information to decide on a specific value. Above
all, RoCELL is no longer susceptible to errors due to the
abundance of weak interactions that plague many existing faithfulness-based causal inference algorithms. This
should make the method much more robust in many
practical applications.
In this chapter we have only shown how to implement
RoCELL for a simple linear-Gaussian model, but the principle should apply equally to larger graphs and more
complex model forms. As such, we consider it a very
promising start and we envision incorporating this idea
into causal discovery algorithms like PC or FCI in order
to make them less susceptible to errors from residual
weak interactions.
The code implementing the proposed method is available at https://github.com/igbucur/RoCELL.
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2.A

Recovering B and V from the Covariance Matrix
1

1

eC
e | )(I − B
e ) −1 ( I + C
e )−| V 2 .
Σ = V 2 (I − B

(2.9)

We propose a procedure to recover the parameters
over the observed variables (B, V) from Equation (2.9)
when given the covariance matrix Σ̂ and the structural
coefficients C.
The procedure is as follows:
1. Q = chol(Σ̂)
eC
e |)
2. L = chol(I + C
3. After plugging in the Cholesky decompositions into
Equation (2.9), we obtain:
1

1

e )−1 L =⇒ V 2 (I − B
e )−1 = QL−1
Q = V 2 (I − B
e )−1 is a term with ones on the diagonal, it
4. Since (I − B
1
follows that V 2 = diag(QL−1 ).
e = I − LQ−1 V 21 and B =
5. Finally, we recover B
1
e − 12 = I − V 12 LQ−1 .
V 2 BV

2.B

Computing the Hessian Matrix
Here we compute the Hessian matrix of the log-likelihood
per data point w.r.t. O = (B, V) evaluated at the maximum likelihood solution. With covariance matrix Σ and
K = Σ−1 , we have:
1 2
1
∂α,β log L = Hα,β = − ∑ Σik Σ jl ∂α Kij ∂ β Kkl .
N
2 i,j,k,l
eC
e | , we can write
e and Ω ≡ I + C
With ∆ ≡ I − B
p
p
Σij = vi v j (∆−1 Ω∆−| )ij ≡ vi v j Σ̃ij
and
Kij = √
so that

1
1
(∆| Ω−1 ∆)ij ≡ √
K̃ ,
vi v j
vi v j ij


∂Kij
1 
= −√
Z pi δqj + Z pj δqi ,
∂b pq
vi v j

with Z ≡ Ω−1 ∆ = ∆−| K̃, and

∂Kij
Kij 
=−
δri + δrj .
∂vr
2vr
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Some bookkeeping yields

−

∂2 log L
= Σ̃qs (Ω−1 ) pr + (∆−1 )sp (∆−1 )qr ,
∂b pq ∂brs

and


1 
∂2 log L
=
δrs + Σ̃rs K̃rs ,
−
∂vr ∂vs
4vr vs

and

−

i
∂2 log L
1 h
=
Σ̃rq (K̃∆−1 )rp + δrq (∆−1 )rp .
∂b pq ∂vr
2vr

eC
e | ),
Or, in terms of Q = chol(Σ̂) and L = chol(I + C

−

∂2 log L
1 h
=√
(QQ| )qs (L−| L−1 ) pr
∂b pq ∂brs
vq vs
i
+ (QL−1 )sp (QL−1 )qr ,

and

−

i
∂2 log L
1 h
=
δrs + (QQ| )rs (Q−| Q−1 )rs ,
∂vr ∂vs
4vr vs

and

−

h
i
1
∂2 log L
=
(QQ| )rq (Q−| L−1 )rp + δrq (QL−1 )rp .
√
∂b pq ∂vr
2vr vq

3 Large-Scale Local Causal Inference of
Gene Regulatory Relationships
Gene regulatory networks play a crucial role in controlling an
organism’s biological processes, which is why there is significant interest in developing computational methods that are
able to extract their structure from high-throughput genetic
data. Many of these computational methods are designed
to infer individual regulatory relationships among genes
from data on gene expression. We propose a novel efficient
Bayesian method for discovering local causal relationships
among triplets of (normally distributed) variables. In our approach, we score covariance structures for each triplet in one
go and incorporate available background knowledge in the
form of priors to derive posterior probabilities over local causal
structures. Our method is flexible in the sense that it allows
for different types of causal structures and assumptions. We
apply our approach to the task of learning causal regulatory
relationships among genes. We show that the proposed algorithm produces stable and conservative posterior probability
estimates over local causal structures that can be used to derive an honest ranking of the most meaningful regulatory
relationships. We demonstrate the stability and efficacy of our
method both on simulated data and on real-world data from an
experiment on yeast.1

3.1

Introduction
Gene regulatory networks (GRNs) play a crucial role
in controlling an organism’s biological processes, such
as cell differentiation and metabolism.2 If we knew the
structure of a GRN, we could intervene in the developmental process of the organism, for instance by targeting
a specific gene with drugs. In recent years, researchers
have developed a number of methods for inferring reg-

Ioan Gabriel Bucur et al.
(Aug. 28, 2018). “A Bayesian
Approach for Inferring Local
Causal Structure in Gene Regulatory Networks”. In: International
Conference on Probabilistic Graphical
Models. International Conference
on Probabilistic Graphical Models;
Ioan Gabriel Bucur et al. (Dec. 1,
2019b). “Large-Scale Local Causal
Inference of Gene Regulatory
Relationships”. In: International
Journal of Approximate Reasoning.
1

Guy Karlebach and Ron Shamir
(Oct. 2008). “Modelling and
Analysis of Gene Regulatory
Networks”. In: Nature Reviews
Molecular Cell Biology.
2
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ulatory relationships from data on gene expression3 , the
process by which genetic instructions are used to synthesize gene products such as proteins. Gene regulatory
relationships are inherently causal: one can manipulate
the expression level of one gene (the ‘cause’) to regulate
that of another gene (the ‘effect’). Because of this, many
GRN inference algorithms rely on causal modeling.
Causal networks such as GRNs can be inferred globally or locally. In the first approach, one considers causal
models over all variables in the modeled system at once
and searches globally for the best-fitting causal model.
Classic causal discovery methods such as the PC algorithm4 , which consists of a series of conditional independence tests on the covariance structure meant to progressively reduce the space of possible causal models,
are designed to learn global causal structures. Zhang
et al. (2012) apply the PC algorithm to the task of GRN
inference by using the conditional mutual information
for determining conditional independence relationships.
Alternatively, Werhli and Husmeier (2007) attempt to
reconstruct gene regulatory networks by combining expression data with multiple sources of biological prior
knowledge and sampling over Bayesian network structures.
Local learning of gene regulatory networks is targeted
at identifying a subset of causal regulatory relationships
or even a single relationship. The advantage of this second approach lies in its scalability and ease of interpretation.5 The disadvantage is that the global network
cannot be easily reconstructed from the (possibly contradicting) inferred local relationships. Yoo and Cooper
(2002) and later Yoo (2012) describe Bayesian methods
for inferring local causal structures from a combination of observational and experimental data. Luo et al.
(2008), on the other hand, suggest an approach that only
requires observational data, which is based on computing the three-way mutual information of variable
triplets.
An efficient way to derive causal relationships from
observational data, which results in clear and easily interpretable output, is to find local causal structure in the
data. The Local Causal Discovery (LCD)6 algorithm makes
use of a combination of observational data and back-

Lian En Chai et al. (May 1, 2014).
“A Review on the Computational
Approaches for Gene Regulatory Network Construction”. In:
Computers in Biology and Medicine.

3

P. Spirtes et al. (2000a). Causation,
Prediction, and Search. 2nd ed.
Cambridge, Massachusetts: The
MIT Press; Peter Spirtes et al.
(Jan. 1, 2000b). “Constructing
Bayesian Network Models of
Gene Expression Networks from
Microarray Data”. In.
4

Craig Silverstein et al. (July 1,
2000). “Scalable Techniques for
Mining Causal Structures”. In:
Data Mining and Knowledge Discovery.
5

Gregory F. Cooper (June 1997).
“A Simple Constraint-Based
Algorithm for Efficiently Mining
Observational Databases for
Causal Relationships”. In: Data
Mining and Knowledge Discovery.
6
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ground knowledge when searching for unconfounded
causal relationships among triplets of variables. The
Trigger7 algorithm is designed to search for this LCD
pattern in gene expression data, using the background
knowledge that genetic information is randomized at
birth, before any other measurements can be made. In a
similar vein, Millstein et al. (2009) and Neto et al. (2013)
develop model selection tests for distinguishing among
local causal structures over variable triplets. Mani et al.
(2006), on the other hand, divide the causal discovery
task into identifying so-called Y structures on subsets
of four variables. The Y structure is the smallest structure containing an unconfounded causal relationship
that can be learned solely from observational data in the
presence of latent variables.
A key feature of Trigger is that it can estimate the
probability of causal regulatory relationships, while controlling for the false discovery rate.8 The algorithm consists of a series of likelihood ratio tests for regression coefficients that are translated into statements about conditional (in)dependence, which are then used to identify
the presence of the LCD pattern. Testing whether regression coefficients are significantly different from zero
essentially boils down to testing whether partial correlation coefficients are significantly different from zero9 ,
which means that all the information needed for the
tests lies in the covariance structure.
We propose a Bayesian approach for local causal discovery on triplets of (normally distributed) variables
that makes use of the information in the covariance
structure. With our method, we do not aim to obtain
a full reconstruction of the complex gene regulatory
networks, but instead focus on the more feasible goal
of finding the most promising causal regulatory relationships. To achieve this, we directly score all possible three-dimensional covariance structures in one go
and then derive posterior probabilities over local causal
structures, with the end goal of identifying plausible
causal relationships. This provides a stable, efficient and
elegant way of expressing the uncertainty in the underlying local causal structure, even in the presence of
latent variables. Moreover, it is straightforward to incorporate background knowledge in the form of priors
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on causal structures. We show how our method can be
plugged into an algorithm that searches for local causal
structures in a GRN and outputs a well-calibrated and
reliable ranking of the most likely causal regulatory relationships.
The rest of the chapter is organized as follows. In Section 3.2, we introduce some standard background notation and terminology. In Section 3.3, we describe our
Bayesian approach for inferring the covariance structure of a three-dimensional Gaussian random vector.
By defining simple priors, we then derive the posterior
probabilities of local causal structures given the data.
In Section 3.4, we apply and evaluate our method on
simulated and real-world data. In Section 3.5, we then
analyze its computational and time complexity. We conclude by discussing advantages and disadvantages of
our approach in Section 3.6.

3.2

Background
Causal structures can be represented by directed graphs,
where the graph nodes are used to represent (random)
variables and the edges between nodes are used to represent causal relationships. Maximal ancestral graphs
(MAGs) encode conditional independence information and causal relationships in the presence of latent
variables and selection bias,10 We refer to MAGs without undirected edges as directed maximal ancestral graphs
(DMAGs). DMAGs are closed under marginalization,
which means they preserve the conditional independence information in the presence of latent variables.
Two causal structures are Markov (independence) equivalent if they imply the same conditional independence
statements. The Markov equivalence class of a MAG (or
DMAG) is represented by a partial ancestral graph (PAG),
which displays all the edge marks (arrowhead or tail)
shared by all members in the class and displays circles
for those marks that are not common among all members. In this work, we will consider two types of graphs:
directed acyclic graphs (DAGs) and directed maximal ancestral graphs (DMAGs). However, the results presented can
be applied to any causal graph structure.
A (conditional) independence model I (CI model for short)

Thomas Richardson and Peter
Spirtes (Aug. 2002). “Ancestral
Graph Markov Models”. In: The
Annals of Statistics.
10
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over a finite set of variables V is a set of triples h X, Y | Z i,
called (conditional) independence statements, where X, Y, Z
are disjoint subsets of V and Z may be empty.11 We
can induce a (probabilistic) independence model over
a probability distribution P ∈ P by letting:
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Milan Studeny (June 2006).
Probabilistic Conditional Independence Structures. Springer Science
& Business Media. isbn: 978-184628-083-2.
11

⊥ B|C w.r.t. P.
h A, B|C i ∈ I( P) ⇐⇒ A ⊥
The conditional independence model induced by a
multivariate Gaussian distribution is a compositional
graphoid12 , which means that it satisfies the graphoid axioms and the composition property. Because of this, there
is a one-to-one correspondence between the conditional
independence models that can be induced by a multivariate Gaussian and the Markov equivalence classes of
a causal graph structure.

3.3

Kayvan Sadeghi and Steffen
Lauritzen (May 2014). “Markov
Properties for Mixed Graphs”. In:
Bernoulli.
12

Bayes Factors of Covariance Structures

CI Model

Markov Equivalence Class
(PAG)

X1

X2

X3

‘X1 ⊥
⊥ X3 ’
(Acausal)

X1

X2

X3

‘X1 ⊥
⊥ X3 | X2 ’
(Causal)

X1

‘ ( X1 , X3 ) ⊥
⊥ X2 ’
(Independent)

X1

‘X1 ⊥
⊥ X2 ⊥
⊥ X3 ’
(Empty)

X1

‘X1 ⊥
6 ⊥ X2 ⊥
6 ⊥ X3 ’
(Full)

Covariance Precision
Matrix
Matrix

0
0

X2

0

X3

0
X2

X2

X3

X3

0

0
0

0

0 0
0 0
0 0

0

0
0

0

0 0
0 0
0 0

We are interested in inferring the local covariance
structure from observational data. To arrive at a simple and extremely efficient algorithm, we will be working with triplets of variables and we will assume that

Figure 3.1: Overview of the five
canonical cases depicting the
equivalence between conditional
independence models, Markov
equivalence classes and covariance
structures.
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the data follows a (latent) Gaussian model. While it is
possible to assume another underlying data generation
model, deriving the Bayes factors of covariance structures will in general be much less tractable.
With finite data, we can never be sure about the true
covariance structure underlying the data. Hence, we
prefer to work with probability distributions over covariance matrices. For a general three-dimensional covariance matrix Σ, the likelihood reads:
p(D|Σ) = (2π )

− 3N
2

|Σ|

− N2




1 n −1 o
exp − tr SΣ
,
2

(3.1)

where D is the data set containing N independent and
identically distributed observations and S is the data
scatter matrix.
Under the Gaussianity assumption, there is a oneto-one correspondence between the constraints in the
covariance matrix and the conditional independencies
among the variables. There are five specific canonical cases to consider, which are depicted in Figure 3.1.
We show in Section 3.A that these are the only possible
canonical cases for non-degenerate (full-rank) covariance
structures over three variables (Lemma 1). The ‘full’ and
‘empty’ covariance structures are self-explanatory. We
call ‘independent’ the case occurring when one variable
is independent of the other two. We call the structure
in the second row ‘acausal’ because X2 cannot cause X1
or X3 if conditioning upon X2 turns a conditional independence between X1 and X3 into a conditional dependence. We call the structure in the third row ‘causal’ because X2 either causes X1 or X3 if conditioning upon X2
turns a conditional dependence between X1 and X3 into
a conditional independence.13 The five canonical cases
translate into eleven distinct covariance structures when
considering all permutations of three variables. These
are the only possible covariance structures on three
variables, since the conditional independence model
induced by a multivariate Gaussian is a compositional
graphoid.14
Our goal is to compute the posterior probability of
each of the possible conditional independence models
given the data. We denote by M = {M0 , M1 , ..., M10 }
the set of all possible conditional independence models.

Tom Claassen and Tom Heskes
(2011). “A Logical Characterization of Constraint-Based Causal
Discovery”. In: UAI’11. Arlington,
Virginia, United States: AUAI
Press.
13

Kayvan Sadeghi and Steffen
Lauritzen (May 2014). “Markov
Properties for Mixed Graphs”. In:
Bernoulli.
14
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The model evidence (marginal likelihood) is then, for
M j ∈ M:
p(D|M j ) =

Z

dΣ p(D|Σ) p(Σ|M j ).

Note that the conditional independence model is
contained in the covariance structure, as shown in Figure 3.1, from which it follows that p(D|Σ, M j ) = p(D|Σ).
To facilitate computation, we derive the Bayes factors B j
of each conditional independence model (M j ) compared
to a reference model (M0 ):
R
dΣ p(D|Σ) p(Σ|M j )
p(D|M j )
.
=R
Bj =
p(D|M0 )
dΣ p(D|Σ) p(Σ|M0 )
As we shall see in Sub Subsection 3.3.2, many terms
will cancel out, making the resulting ratios much simpler to compute (see for example Equation (3.7)). Finally, we arrive at the posterior probabilities:
p(D|M j ) · p(M j )
B j · p(M j )
=
,
∑i p(D|Mi ) · p(Mi )
∑i Bi · p(Mi )
(3.2)
where p(M j ) is the prior probability of the conditional
independence model M j ∈ J and B j is the Bayes factor
of M j versus M0 .
p(M j |D) =

3.3.1

Choosing the Prior on Covariance Matrices
We consider the inverse Wishart distribution for threedimensional covariance matrices, denoted by W3−1 ,
which is parameterized by the positive definite scale
matrix Ψ and the number of degrees of freedom ν:


ν
|Ψ| 2
1 n −1 o
−1
− ν+2 4
Σ ∼ W3 (Ψ, ν); p(Σ) = 3ν
|Σ|
exp − tr ΨΣ
,
2
2 2 Γ3 ( ν2 )
where Γ p is the p-variate gamma function.
The inverse Wishart distribution is the conjugate prior
for the covariance matrix of a multivariate Gaussian vector, which means the posterior is also inverse Wishart
distributed. Given the data set D containing N observations and S the data scatter matrix, the posterior over Σ
reads
Σ|D ∼ W3−1 (Ψ + S, ν + N ).
(3.3)
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In order to choose appropriate parameters for the inverse Wishart prior, we analyze the implied distribution
in the space of correlation matrices. By transforming
the covariance matrix into a correlation matrix, we end
up with a so-called projected inverse Wishart distribution on the latter, which we denote by P W −1 . Barnard
et al. (2000) have shown that if the correlation matrix
R follows a projected inverse Wishart distribution with
scale parameter Ψ and ν degrees of freedom, then the
marginal distribution p( Rij ), i 6= j, for off-diagonal elements is uniform if we take Ψ to be any diagonal matrix
and ν = p + 1, where p is the number of variables. We
are working with three variables, so we choose ν = 4.
It is easy to check that for any diagonal matrix D, the
projected inverse Wishart is scale invariant:

P W −1 (Ψ, ν) ≡ P W −1 ( DΨD, ν).
From Equation (3.3), it then follows that we can make
the posterior distribution on the correlation matrices independent of the scale of the data by choosing the prior
scale matrix Ψ = 03,3 , where 03,3 is the 3 × 3 null matrix.
Since that would lead to an undefined prior distribution,
we can achieve the same goal by setting Ψ = eI3 in the
limit e ↓ 0, where I3 is the 3 × 3 identity matrix and e
is a scalar variable. Summarizing, we will consider the
following prior distribution for the covariance matrix:
Σ ∼ W3−1 (eI3 , 4),
3.3.2

e ↓ 0.

(3.4)

Deriving the Bayes Factors
As reference model (M0 ), we choose the most general
case in which no independencies can be found in the
data (‘X1 ⊥
6 ⊥ X2 ⊥
6 ⊥ X3 ’), which means that the covariance matrix is unconstrained ( Figure 3.1, first row). We
assume that, given M0 is true, the covariance matrix
follows an inverse Wishart distribution
p ( Σ | X1 ⊥
6 ⊥ X2 ⊥
6 ⊥ X3 ) = W3−1 (Σ; eI3 , ν),
where we consider the limit e ↓ 0 and set ν = 4 (see
Sub Subsection 3.3.1).
Using the conjugacy of the inverse Wishart prior for
the likelihood of the covariance matrix in (3.1), we im-
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mediately get the model evidence
3ν

p ( D | X1 ⊥
6 ⊥ X2 ⊥
6 ⊥ X3 ) =

e 2 Γ3 ( N2+ν )
π

3N
2

Γ3 ( 2ν )

|S + eI3 |−

N +ν
2

, (3.5)

where Γ3 is the trivariate gamma function, D is the data
set containing N observations, and S is the data scatter
matrix.
• We first compare the evidence for the conditional
independence model ‘X1 ⊥
⊥ X2 ⊥
⊥ X3 ’ to the evidence
for the reference model ‘X1 ⊥
6 ⊥ X2 ⊥
6 ⊥ X3 ’ by computing
the Bayes factor

B( X1 ⊥
⊥ X2 ⊥
⊥ X3 ) =

p ( D | X1 ⊥
⊥ X2 ⊥
⊥ X3 )
.
p ( D | X1 ⊥
6 ⊥ X2 ⊥
6 ⊥ X3 )

We can implement the ‘X1 ⊥
⊥ X2 ⊥
⊥ X3 ’ case ( Figure 3.1, last row) by constraining Σ to be diagonal,
which means we only have to consider the parameters
Σ11 , Σ22 , Σ33 . We propose to take the prior
p ( Σ | X1 ⊥
⊥ X2 ⊥
⊥ X3 ) =

3

∏ W1−1 (Σii ; e, ν).

(3.6)

i =1

The likelihood in (3.1) factorizes analogously in this
case and becomes

o
3 
1 n
−1
− N2
p(D|Σ) = ∏ (2πΣii )
exp − tr Sii Σii
,
2
i =1
yielding the model evidence
#
" ν
3
e 2 Γ1 ( N2+ν )
N +ν
p ( D | X1 ⊥
⊥ X2 ⊥
⊥ X3 ) = ∏
(Sii + e)− 2 .
N
ν
π 2 Γ1 ( 2 )
i =1
Dividing by the reference model evidence from (3.5)
and taking the limit e ↓ 0, we obtain the Bayes factor
"
#3
Γ3 ( ν2 )
Γ1 ( N2+ν )
N +ν
B( X1 ⊥
⊥ X2 ⊥
⊥ X3 ) =
|C| 2
ν
N +ν
Γ1 ( 2 )
Γ3 ( 2 )
1
N +ν
N +ν
N + ν − 2 Γ ( ν−
2 ) Γ( 2 )
|C| 2 ,
ν
N
+
ν
−
1
ν−2
Γ( 2 ) Γ( 2 )
(3.7)
with C the sample correlation matrix and Γ the (univariate) gamma function. Due to the choice (3.6), the
ν
evidence for ‘X1 ⊥
⊥ X2 ⊥
⊥ X3 ’ also scales with e 2 , so

=
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the dominant terms depending on e cancel out and
the Bayes factor depends only on the correlation matrix in the limit e ↓ 0.
• We now show how to derive the Bayes factor for the
‘X3 ⊥
⊥ ( X1 , X2 )’ case. The derivations for the other two
permutations, ‘X1 ⊥
⊥ ( X2 , X3 )’ and ‘X2 ⊥
⊥ ( X3 , X1 )’,
are completely analogous. Given the independence
statements, the covariance matrix Σ is block diagonal,
consisting of the submatrix Σ(1,2),(1,2) (specified by the
parameters Σ11 , Σ12 , Σ22 ) and the single element Σ33 .
We thus propose the following prior:
p ( Σ | X3 ⊥
⊥ ( X1 , X2 )) = W2−1 (Σ(1,2),(1,2) ; eI2 , ν) × W1−1 (Σ33 ; e, ν).
The likelihood in (3.1) factorizes accordingly into two
terms:

o
1 n
−1
− N2
− 2N
2
|Σ(1,2),(1,2) | exp − tr S(1,2),(1,2) Σ(1,2),(1,2) ×
p(D|Σ) =(2π )
2


N
N −
1
−1
(2π )− 2 Σ33 2 exp − S33 Σ33
.
2
The marginal likelihood then reads
3ν

N +ν
N +ν
e 2 Γ1 ( N2+ν ) Γ2 ( N2+ν )
p ( D | X3 ⊥
⊥ ( X1 , X2 )) = 3N
(S33 + e)− 2 |S(1,2),(1,2) + eI2 |− 2 .
ν
ν
Γ2 ( 2 )
π 2 Γ1 ( 2 )

Dividing by (3.5) we obtain the following Bayes factor,
in the limit e ↓ 0:
"
# N +ν
2
Γ3 ( 2ν ) Γ2 ( N2+ν ) Γ1 ( N2+ν )
|C|
B( X3 ⊥
⊥ ( X1 , X2 )) =
ν
2
Γ1 ( 2ν )
1 − C12
Γ3 ( N2+ν ) Γ2 ( 2 )
# N +ν
"
2
N+ν−2
|C|
=
.
2
ν−2
1 − C12
• We now show how to derive the Bayes factor for the
‘X1 ⊥
⊥ X2 ’ case. The derivations for the other two permutations, ‘X2 ⊥
⊥ X3 ’ and ‘X3 ⊥
⊥ X1 ’, are completely
analogous. The inverse Wishart distribution in (3.4)
factorizes, for arbitrary Ψ and ν, into

W3−1 (Σ; Ψ, ν) =W2−1 (Σ(1,2),(1,2) ; Ψ(1,2),(1,2) , ν − 1) × W1−1 (Σ33·(1,2) ; Ψ33·(1,2) , ν)×
1
1
N (Σ−
Σ
; Ψ−
Ψ
,Σ
Ψ −1
).
(1,2),(1,2) (1,2),3
(1,2),(1,2) (1,2),3 33·(1,2) (1,2),(1,2)
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We can implement the constraint Σ12 = 0 by forcing
Σ(1,2),(1,2) to be diagonal. This suggests the prior
2

p ( Σ | X1 ⊥
⊥ X2 ) = ∏ W1−1 (Σii ; e, ν − 1) × W1−1 (Σ33·(1,2) ; e, ν)×
i =1

1
N (Σ−
Σ
; 0 , e−1 Σ33·(1,2) I2 ).
(1,2),(1,2) (1,2),3 2,2

Note that in the limit e ↓ 0, the prior normal component moves towards an improper flat distribution:
e ↓0

1
N (Σ−
Σ
; 0 , e−1 Σ33·(1,2) I2 ) →
(1,2),(1,2) (1,2),3 2,2

e
2πΣ33·(1,2)

.

In this representation, the likelihood from (3.1) factorizes as




2
N
N
1
1
− N2 − 2
− N2 − 2
−1
−1
p(D|Σ) = ∏(2π ) Σii exp − Sii Σii × (2π ) Σ33·(1,2) exp − S33·(1,2) Σ33·(1,2) ×
2
2
i =1
1
N (Σ−
Σ
; S −1
S
,Σ
S −1
)
(1,2),(1,2) (1,2),3 (1,2),(1,2) (1,2),3 33·(1,2) (1,2),(1,2)

2πΣ33·(1,2)
1

|S(1,2),(1,2) | 2

.

With some bookkeeping, keeping only leading terms
in e, we obtain:
#2
"
3ν
Γ1 ( N +2ν−1 ) Γ1 ( N2+ν ) − N +2ν−1 − N +2ν−1 − N2+ν
1
e2
p ( D | X1 ⊥
⊥ X2 ) = 3N
S11
S22
S33·(1,2) |S(1,2),(1,2) |− 2 .
ν
ν −1
Γ1 ( 2 )
Γ1 ( 2 )
π2
Finally, dividing by (3.5), the Bayes factor in the limit
e ↓ 0 is:

B( X1 ⊥
⊥ X2 ) =
=

1
Γ2 ( ν −
2 )

"

Γ1 ( N +2ν−1 )

#2

|C(1,2),(1,2) |
1
Γ2 ( N +2ν−1 )
Γ1 ( ν −
2 )
2
Γ( N +2ν−1 ) Γ( ν−
2 N +2ν−1
2 )
(1 − C12
)
.
N + ν −2
ν −1
Γ( 2 ) Γ( 2 )

N + ν −1
2

• We now show how to derive the Bayes factor for the
‘X1 ⊥
⊥ X2 | X3 ’ case. The derivation for the other two
permutations, ‘X2 ⊥
⊥ X3 | X1 ’ and ‘X3 ⊥
⊥ X1 | X2 ’, is completely analogous. The inverse Wishart distribution
in (3.4) factorizes, for arbitrary Ψ and ν, into

W3−1 (Σ; Ψ, ν) =W2−1 (Σ(1,2),(1,2)·3 ; Ψ(1,2),(1,2)·3 , ν) × W1−1 (Σ33 ; Ψ33 , ν − 2)×
−1
−1
−1
N (Σ33
Σ3,(1,2) ; Ψ33
Ψ3,(1,2) , Σ(1,2),(1,2)·3 Ψ33
).
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We can implement the constraint Ω12 = 0, where
Ω = Σ−1 is the precision matrix, by forcing Σ(1,2),(1,2)·3
to be diagonal. This suggests the prior
2

p ( Σ | X1 ⊥
⊥ X2 | X3 ) = ∏ W1−1 (Σii·3 ; e, ν) × W1−1 (Σ33 ; e, ν − 2)×
i =1

−1
N (Σ33
Σ3,(1,2) ; 02,2 , e−1 Σ(1,2),(1,2)·3 ).

where we use the shorthand notation Σii·3 to denote
(Σ(1,2),(1,2)·3 )ii for i ∈ {1, 2} (same for the scatter matrix S).
Note that in the limit e ↓ 0, the normal component
moves towards an improper flat distribution:
e ↓0

−1
N (Σ33
Σ3,(1,2) ; 02,2 , e−1 Σ(1,2),(1,2)·3 ) →

e
1

2π |Σ(1,2),(1,2)·3 | 2

.

In this representation, the likelihood from (3.1) factorizes as
2

p(D|Σ) = ∏(2π )

− N2

i =1






N
1
1
−1
− N2 − 2
−1
exp − Sii·3 Σii·3 × (2π ) Σ33 exp − S33 Σ33 ×
2
2

−N
Σii·32

1

−1
−1
−1
N (Σ33
Σ3,(1,2) ; S33
S3,(1,2) , Σ(1,2),(1,2)·3 S33
)

2π |Σ(1,2),(1,2)·3 | 2
S33

With some bookkeeping, keeping only leading terms
in e, we obtain
3ν

p ( D | X1 ⊥
⊥ X2 | X3 ) =

e2
π

"

3N
2

Γ1 ( N2+ν )
Γ1 ( ν2 )

#2

Γ1 ( N +2ν−2 )
2
Γ1 ( ν −
2 )

− N +ν − N +ν − N2+ν

S11·32 S22·32 S33

Finally, dividing by (3.5), the Bayes factor in the limit
e ↓ 0 is
#2 "
# N +ν
|C(1,2),(1,2)·3 | 2
Γ1 ( N2+ν )
B( X1 ⊥
⊥ X2 | X3 ) =
Γ1 ( ν2 )
C11·3 C22·3
Γ2 ( N2+ν )
"
# N +ν
2
1
Γ( N2+ν ) Γ( ν−
)
|
C
|
2
= N + ν −1
.
ν
2 )(1 − C2 )
Γ( 2 ) Γ( 2 ) (1 − C13
23
Γ2 ( ν2 )

"

.
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To sum up, we obtain the Bayes factors:
N +ν

B( X1 ⊥
⊥ X2 ⊥
⊥ X3 ) = f ( N, ν) g( N, ν)|C| 2
! N +ν
2
|C|
B( X3 ⊥
⊥ ( X1 , X2 )) = f ( N, ν)
2
1 − C12
B( X1 ⊥
⊥ X2 | X3 ) = g( N, ν)
B( X1 ⊥
⊥ X2 ) =

|C|
2 )(1 − C 2 )
(1 − C13
23

! N +ν
2

f ( N, ν)
2 N +2ν−1
(1 − C12
)
,
g( N, ν)
(3.8)

where
f ( N, ν) =

N+ν−2
ν−2

and
  ν −1 

1
Γ 2
Γ
2N + 2ν − 3 2

.
g( N, ν) = 
 ≈
N + ν −1
ν
2ν − 3
Γ
Γ
2
2
N +ν
2

We see from (3.8) that in order to derive the Bayes
factors we only need to plug in the sample correlation
matrix C with the number of observations N and to
compute a limited number of closed-form terms. This
is sufficient to obtain the full posterior distribution over
the covariance structures, meaning that we can build a
fast an efficient algorithm around computing the Bayes
factors of covariance structures.
3.3.3

Priors on Causal Structures
To perform a full Bayesian analysis, we need to specify
priors over the different conditional independence models. Under the Causal Faithfulness Assumption15 , there is a
one-to-one correspondence between the Markov equivalence classes of the underlying causal graph structure
and the conditional independence models. By taking a
uniform prior over causal graphs and denoting by |M j |
the number of causal graphs consistent with the independence model M j ∈ J , we arrive at the prior:
p(M j ) =

|M j |
,
∑i |Mi |

∀M j ∈ J .

P. Spirtes et al. (2000a). Causation, Prediction, and Search. 2nd ed.
Cambridge, Massachusetts: The
MIT Press.
15

62

being bayesian about causal inference

Case

CI Model

Description

DAG

DAG w/ BK

DMAG

DMAG w/ BK

Full

M0
M1
M2
M3
M4
M5
M6
M7
M8
M9
M10

X1 ⊥
6 ⊥ X2 ⊥
6 ⊥ X3
X1 ⊥
⊥ X2
X2 ⊥
⊥ X3
X3 ⊥
⊥ X1
X1 ⊥
⊥ X2 | X3
X2 ⊥
⊥ X3 | X1
X3 ⊥
⊥ X1 | X2
X1 ⊥
⊥ ( X2 , X3 )
X2 ⊥
⊥ ( X3 , X1 )
X3 ⊥
⊥ ( X1 , X2 )
X1 ⊥
⊥ X2 ⊥
⊥ X3

6
1
1
1
3
3
3
2
2
2
1

2
1
0
1
1
1
1
2
1
1
1

19
3
3
3
5
5
5
3
3
3
1

3
2
0
2
1
1
1
3
1
1
1

25

12
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16

Acausal

Causal

Independent
Empty
All

In Table 3.1 we count the number of DAGs and DMAGs
(see Section 3.2) consistent with each conditional independence model. The addition of background knowledge
(BK) reduces the number of causal graph structures corresponding to each conditional independence model.
Specifically relevant for discovering causal regulatory
relationships is the background knowledge that the genetic marker precedes the expression traits, i.e., that X1
precedes all other (non-genotypic) variables. This additional constraint leads to the counts in the columns
marked ‘w/ BK’ in Table 3.1. Some conditional independence models, or equivalently some covariance structures, imply acausal or causal statements ( Figure 3.1),
which is what allows us to directly translate the posterior probabilities over covariance structures into statements over causal relationships.
Here we have proposed simple uniform priors on
causal structures from which we derive priors on conditional independence models. For example, if we assume
an underlying DAG structure without any background
3
knowledge, then p( X3 ⊥
⊥ X1 | X2 ) = 25
according to the
counts in Table 3.1. The approach also allows for the
addition of more specific background knowledge. For
example, if we know that a certain causal regulatory
relationship Xi → X j cannot occur, we can set the probability of all causal graphs containing that directed edge
to zero. Conversely, we can incorporate a previously established causal regulatory relationship by setting the
prior probability of causal graphs not containing that

Table 3.1: Number of causal graph
structures over three variables
for each conditional independence model (equivalently, in
each Markov equivalence class).
In the columns marked ‘w /BK’,
the background knowledge that
X1 precedes all other variables,
i.e., there can be no arrowhead towards X1 , is added when counting
the number of structures.
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particular relationship to zero. This prior knowledge
can come from literature or databases such as KEGG16 .
Other types of background knowledge, such as information regarding the sparsity of a GRN, can also be
incorporated. One idea is to introduce a parameter q indicating the probability of a (direct) causal regulatory
relationship between two genes. If we then assume that
each edge occurs independently, without taking direction into consideration, we simply compute the product
of the edge probabilities for each causal graph: the prior
probability of the ‘full graph’ would then be proportional to q3 , while the prior probability of the ‘empty
graph’ would be proportional to (1 − q)3 .
Now that we have defined priors on the conditional
independence models (Markov equivalence classes),
we can derive the posterior probabilities from equations (3.2) and (3.8). We are mainly interested in finding the causal structure X1 → X2 → X3 , which corresponds to the LCD pattern in (Cooper, 1997). For DAGs
or DMAGs with the background knowledge that X1
precedes all other variables, there is a one-to-one correspondence between the causal structure and the conditional independence model M6 , so we want to estimate
p(M6 |D).
For each prior, we can compute a different upper
bound on the probability p(M6 |D), which represents a
limit on the confidence in this statement given a particular number of samples. From Equation (3.2), we derive
the upper bound
p(M6 |D) =

Minoru Kanehisa and Susumu
Goto (Jan. 1, 2000). “KEGG: Kyoto Encyclopedia of Genes and
Genomes”. In: Nucleic Acids Research.
16

B(M6 ) · p(M6 )
B(M6 ) · p(M6 )
≤
.
B(M
)
·
p
(M
)
+
p
(M
)
B(M
)
·
p
(M
)
6
6
0
∑10
i
i
i =0

Furthermore, we have that for any correlation matrix C:
2
2
2
2
2
|C| = 1 + 2C12 C13 C23 − C12
− C13
− C23
≤ (1 − C12
)(1 − C13
).

It is easy to show that the above inequality is equivalent to (C12 C13 − C23 )2 ≥ 0. Combining this result
with the Bayes factor expression for M6 (‘X1 ⊥
⊥ X3 | X2 ’)
in (3.8), we get B(M6 ) ≤ g( N, ν), which in turn implies
p(M6 |D) ≤

g( N, ν) · p(M6 )
B(M6 ) · p(M6 )
≤
,
B(M6 ) · p(M6 ) + p(M0 )
g( N, ν) · p(M6 ) + p(M0 )
(3.9)
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where p(M6 ) is the prior probability of the conditional
independence model ‘X1 ⊥
⊥ X3 | X2 ’, p(M0 ) is the prior
probability of the reference model ‘X1 ⊥
6 ⊥ X2 ⊥
6 ⊥ X3 ’ and



1

1
Γ N2+ν Γ ν−
2
2N + 2ν − 3 2

.
g( N, ν) = 
 ≈
N + ν −1
2ν − 3
Γ
Γ ν
2

2

This result implies that the posterior probability of
‘X1 ⊥
⊥ X3 | X2 ’ is upper bounded by a quantity that depends on the number of observations and on the prior
belief in ‘X1 ⊥
⊥ X3 | X2 ’ versus the full model.
The posterior probabilities could also be derived by
combining the Bayesian Gaussian equivalent (BGe) score17
with the priors on causal structures defined in this subsection. Due to our choice of priors on covariance matrices (see Sub Subsection 3.3.1), however, the Bayes factors
are simpler to compute. This makes our approach more
efficient when used to infer causal relationships in large
regulatory networks.
To summarize, we have developed a method for computing the posterior probabilities of the covariance
structures over three variables. We will employ this
procedure as part of an algorithm (BFCS) for discovering regulatory relationships. The idea is to search
over triplets of variables to find potential local causal
structures, in a similar way to the LCD and Trigger algorithms (see Algorithm 1).
3.3.4

Finding Causal Links Using BFCS
Now that we have derived the posterior probability of
the causal structure p(X1 → X2 → X3 |D), we would like
to estimate the probability of the causal link X2 → X3 .
There are multiple ways of arriving at an estimate of
this link. In Trigger, this is handled by limiting the
search to the variable X1 that has the (locally) strongest
primary linkage to X2 and then using the estimate for
p( X1 → X2 → X3 |D) as the posterior probability of
the causal link. This selection strategy will reduce the
search space significantly, but it does not necessarily
lead to the best estimate, because the variable with the
strongest primary linkage might also be directly linked
to X3 . Instead, we propose to derive the posterior probability of Xk → X2 → X3 given the data for each available

Dan Geiger and David Heckerman (1994). “Learning Gaussian Networks”. In: UAI’94. San
Francisco, CA, USA: Morgan
Kaufmann Publishers Inc. isbn:
978-1-55860-332-5.
17
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Xk with our much more efficient approach and take the
maximum of these probabilities over k. From the Fréchet
inequalities, we see that this constitutes a lower bound
on the probability p(∨k Xk → X2 → X3 |D)18 , which
is the posterior probability of finding the local structure Xk → X2 → X3 for at least one k, which in turn
is a lower bound on p( X2 → X3 |D). Consequently,
in a similar vein to the authors of Trigger, we report
maxk p( Xk → X2 → X3 |D) as a conservative estimate for
the probability of the link X2 → X3 given the data. This
means we not only have a different way of estimating
the posterior probabilities of causal structures, but we
also employ a different search strategy when translating
these into the probability of a causal link.

3.4
3.4.1

Elena Sokolova et al. (Aug.
2016). “Computing Lower and Upper Bounds on the Probability of
Causal Statements”. In: Conference
on Probabilistic Graphical Models.
18

Experimental Results
Consistency of Detecting Local Causal Structures
In this simulation, we assessed how well our BFCS approach is able to detect the causal structure X1 → X2 →
X3 , which is crucial to the application of the LCD and
Trigger algorithms. We considered the three generating
structures depicted in Figure 3.2. In all three cases, the
variables are mutually marginally dependent, but only
in the first model X1 ⊥
⊥ X3 | X2 holds. Note that the labels
given to the generating models in Figure 3.2 are commonly used in the genetics and genomics literature (see,
e.g., (Neto et al., 2013, Figure 1)), but are different and
should not be confused with the labels we have assigned
to the canonical cases from Figure 3.1 and Table 3.1.

X1

X2

X3

(a) Causal model

X1

X2

X3

X1

(b) Independent model

X2

X3

(c) Full model

We sampled data from a linear structural equation
model over ( X1 , X2 , X3 ):
X1 : = ε 1 ;
X2 := ε 2 + b21 X1 ;

(3.10)

X3 := ε 3 + b31 X1 + b32 X2 .
The linear structural parameters (interaction strengths),
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Figure 3.2: Generating models
over triplets of variables
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denoted by b, express the strength of the causal relationships and are set to zero in the absence of a causal link:
b31 := 0 in the ‘causal model’ and b32 := 0 in the ‘independent model’ from Figure 3.2. The nonzero structural
parameters were sampled from independent standard
normal distributions.
Given each generating model in Figure 3.2, we generated data sets of different sizes (from 102 up to 106
samples). For each data set, we computed the correlation matrix, which we plugged into Equation (3.8) for
computing the Bayes factors. We repeated this procedure for 1000 different parameter configurations. We
assumed that X1 precedes all other (non-genotypic) variables and we allowed for latent variables, i.e., we did not
use the knowledge that the data is causally sufficient.
We considered a uniform prior over the sixteen possible
DMAG structures (see Table 3.1).
In the first experiment we generated random multivariate data for each of the models in Figure 3.2 by
sampling independent standard Gaussian noise, that is
ε 1 , ε 2 , ε 3 ∼ N (0, 1) and then deriving X1 , X2 , X3 from
the structural equation model in (3.10). As expected,
the posterior probability p( X1 → X2 → X3 |D) estimated with BFCS converged to one (Figure 3.3a) when
the true generating model was the one in Figure 3.2a. At
the same time, the estimate for p( X1 → X2 → X3 |D)
converged to zero when the true generating model was
the independent or full model.
Note that in our simulation it is easier to distinguish
the causal model from the independent model than
from the full model. When generating data from the
full model, it is possible to generate structural parameters that are close to zero. If the direct interaction between X1 and X3 is close to zero (b31 u 0), it looks as if
X1 ⊥
⊥ X3 | X2 . For example, in one of the repetitions we
sampled the structural parameters b21 = −0.103, b32 =
1.467, b31 = −4.175 · 10−4 , in which case the influence
of X1 on X3 is too small to be detected, even from a data
set of 106 samples, effectively reducing the ‘full model’
to the ‘causal model’. However, the direct interaction
from X1 to X3 will eventually be detected given enough
data samples.
In the second experiment, we considered the same
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Figure 3.3: Box plots of the
posterior probabilities of
p( X1 → X2 → X3 |D) output
by BFCS across the 1000 different parameter configurations for
each of the generating models
in Figure 3.2. As we increased
the number of samples, the probability p( X1 → X2 → X3 |D)
converged to one when the data
was generated from the causal
model (a) and converged to zero
when it was not (b and c). Left:
X = ( X1 , X2 , X3 ) is multivariate
Gaussian; Right: X1 is Bernoulli
and ( X2 , X3 )| X1 is Gaussian.
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generating models from Figure 3.2, but we instead sampled ε 1 ( X1 ) from a Bernoulli distribution to mimic a
genetic variable, e.g., an allele or the parental strain in
the yeast experiment.19 We sampled a different success
probability p for the Bernoulli variable ε 1 ∼ B(1, p) in
each repetition from a uniform distribution between 0.1
and 0.5. The other two noise terms were sampled from
independent standard Gaussian distributions like before: ε 2 , ε 3 ∼ N (0, 1). We then derived X1 , X2 , X3 from
the structural equation model in (3.10). In the bottom
row of Figure 3.3 we see that when the Gaussian assumption did not hold for X1 , we lost some power in
recovering the correct model. When we increased the
number of samples, this loss in power due to the violation of the Gaussian assumption became less severe and

Lin S. Chen et al. (Oct. 2007).
“Harnessing Naturally Randomized Transcription to Infer Regulatory Relationships among Genes”.
In: Genome Biology.
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BFCS remained consistent.
3.4.2

Causal Discovery in Gene Regulatory Networks
In this series of experiments, we simulated transcriptional regulatory networks meant to emulate the yeast
data set analyzed in (Chen et al., 2007). We randomly
generated data for 100 genetic markers, where each
marker is an independent Bernoulli variable with ‘success’ probability uniformly sampled between 0.1 and
0.5. We then generated transcript level expression data
from the structural equation model (SEM):
t := Bt + Al + e,

(3.11)

where t = ( T1 , T2 , ..., T100 )| is the random vector of
the expression trait data, l = ( L1 , L2 , ..., L100 )| is the
random vector of the genetic markers, B is a lower triangular matrix describing the regulatory network structure, bA is the matrix describing the causal links between the genetic markers and the expression traits, and
e ∼ N (0100,100 , I100 ) is added noise.
The true causal relationships between gene expression levels are encoded in the directed graph structure defined by B, which has been randomly generated using the randomDAG function from the R pcalg20
package. In the yeast data set each genetic marker is
on average linked to 5.79 expression traits, where we
used an absolute correlation coefficient threshold of
0.5 to define ‘linked’. To arrive at a similar number of
links per genetic marker, we randomly sampled the
nonzero terms of A from a binomial distribution with
0.05 success probability, which means that each genetic
marker in the simulated GRN is on average connected
to 100 × 0.05 = 5 expression traits. The strengths
of the nonzero terms in A and B were sampled from
a U (−1, 1) distribution. We generated data from two
simulated gene regulatory networks on 100 expression
traits, given 100 genetic markers: one sparser (54 directed edges) and one denser (247 directed edges).
We can see the causal discovery problem as a binary
classification task, where the positive class (the event)
is the presence of a directed edge (causal regulatory
relationship) from gene i to gene j (Ti → Tj ). In Equation (3.11), this corresponds to a nonzero element in the

Markus Kalisch et al. (May 17,
2012). “Causal Inference Using
Graphical Models with the R
Package Pcalg”. In: Journal of
Statistical Software.
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matrix B, i.e., Ti → Tj ⇐⇒ Bji 6= 0, for any pair
of nodes (i, j) ∈ {1, 2, ..., 100}2 , i 6= j. BFCS, as well as
comparable algorithms, output predicted scores for each
causal regulatory relationship that represent probability
values for the presence of a directed edge. We evaluated the performance of BFCS and compared it to other
approaches in terms of the Receiving Operating Characteristic (ROC), Precision-Recall (PRC), and calibration
curves.21 The last type of curve describes how consistent model probabilities are with the observed event
rates.22 To construct the calibration plot, we sort the predicted probabilities and distribute them in (five) bins.
The average predicted probability in each bin is called
the ‘Bin Midpoint Average Estimated Percentage’. For
each bin, we then evaluate the ‘Observed Event Percentage’, which is the fraction of events (positives). Ideally,
the two percentages are equal for each bin, meaning that
a well-calibrated algorithm exhibits a calibration curve
close to the diagonal axis.
We included three versions of the BFCS approach in
the comparison. In the first two versions, we take the
maximum over all probability estimates of p̂( Lk → Ti →
Tj |D) as our conservative estimate for p( Ti → Tj |D).
The only difference between these two versions is in the
prior on causal structures: a uniform prior on DAGs
(‘BFCS DAG’) and DMAGs (‘BFCS DMAG’), respectively, both incorporating the background knowledge
that Lk cannot be caused by Ti or Tj . In the third version of BFCS (‘BFCS loclink’), we first used the selection
strategy of Trigger (implemented as trigger.loclink
in (Chen et al., 2017)) to choose a candidate genetic
marker Li exhibiting the strongest primary linkage to
Ti among all available genetic markers. We then used
BFCS to estimate p̂( Li → Ti → Tj |D) and reported this
quantity as our conservative estimate for p( Ti → Tj |D).
As a reference, we included an equivalent method based
on the ‘Bayesian Gaussian equivalent’ (BGe) score in the
comparison, for which we used the same prior on causal
structures as ‘BFCS DMAG’. To ensure a fairer comparison, we scaled and centered the data sets generated
from the GRNs before computing the BGe score, since
BFCS does not make use of any information regarding
the location or scale of the data.
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(June 25, 2006). “The Relationship
between Precision-Recall and ROC
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International Conference on Machine
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Bianca Zadrozny and Charles
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Figure 3.4: Evaluating the performance in detecting the 54 direct
causal regulatory relationships
of a (sparser) simulated GRN in
terms of ROC (top row), PRC
(middle row), and calibration
(bottom row) from 100 samples
(left column) and 1000 samples
(right column). We ran Trigger
three times on the simulated data
and averaged the results (‘trigger’) to account for differences
when sampling the null statistics. We report the results of three
BFCS versions: two described
in Algorithm 1 for which we
take a uniform prior over DAGs
(‘BFCS DAG’) and DMAGs (‘BFCS
DMAG’), respectively, and one
(‘BFCS loclink’) in which we use
the Trigger local-linkage selection
strategy described in Sub Subsection 3.3.4. For reference, we
also show the performance of an
equivalent method that uses the
BGe score (‘BGe’).
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Figure 3.5: Evaluating the performance in detecting the 247 direct
causal regulatory relationships
of a (denser) simulated GRN in
terms of ROC (top row), PRC
(middle row), and calibration
(bottom row) from 100 samples
(left column) and 1000 samples
(right column). We ran Trigger
three times on the simulated data
and averaged the results (‘trigger’) to account for differences
when sampling the null statistics. We report the results of three
BFCS versions: two described
in Algorithm 1 for which we
take a uniform prior over DAGs
(‘BFCS DAG’) and DMAGs (‘BFCS
DMAG’), respectively, and one
(‘BFCS loclink’) in which we use
the Trigger local-linkage selection
strategy described in Sub Subsection 3.3.4. For reference, we
also show the performance of an
equivalent method that uses the
BGe score (‘BGe’).
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We first evaluated how well the algorithms under
comparison perform in detecting direct causal regulatory relationships, i.e., those corresponding precisely
to the directed edges in the generating network structure (Figures 3.4 and 3.5). All methods performed better
when the underlying network structure was sparser,
since there are fewer connections in the graph that can
lead to conditional independencies resulting from path
cancellations. When comparing BFCS to Trigger, we
see that all BFCS versions show an improvement in the
AUC measure for the ROC and precision-recall curves,
in particular ‘BFCS DAG’ and ‘BFCS DMAG’. We obtained a significantly higher precision for the first causal
relationships that are recalled, especially when the data
sample size was lower. This suggests that BFCS is better
at ranking the top causal regulatory relationships (see
also Subsection 3.4.3). All BFCS versions, in particular
‘BFCS loclink’ are also better calibrated than Trigger.
However, it is important to note that both the BFCS and
Trigger approaches are calibrated on detecting the local
causal structure Lk → Ti → Tj , not on finding the causal
link Ti → Tj . Trigger in particular lies well under the
diagonal line, indicating that its estimated probabilities
are consistently overly optimistic. The BGe reference
method performs similarly to BFCS in terms of ROC
and PRC, but is less well calibrated.
We notice that ‘BFCS loclink’, which employs the
same genetic marker search strategy as Trigger for deriving the probability of a causal link given the data,
performs better than the other two BFCS versions in
terms of calibration, but worse in terms of ROC and
PRC. When computing the maximum over posterior
probability estimates for many local causal structures,
like in ‘BFCS DAG’ and ‘BFCS DMAG’, we expect that
the calibration will deteriorate. The more causal structures we look at, the higher the chance that we will
accidentally find a triple where the conditional independence we are searching for approximately holds.
However, it is still unlikely that BFCS will return a very
high probability estimate for this ‘accidental’ conditional independence, which is why the calibration is
mainly affected in the bins where these estimates are
smaller. At the same time, by considering all triples, the
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chance of finding a relevant genetic marker for which
Lk → Ti → Tj is the true local causal structure increases
for BFCS. The estimates for these triples will be relatively high, so ‘BFCS DAG’ and ‘BFCS DMAG’ will exhibit a boost in precision for the causal links with the
highest estimated posterior probabilities.
Even though we may be mostly interested in direct
causal regulatory relationships, the BFCS and Trigger
approaches are designed to look for a conditional independence Lk ⊥
⊥ Tj | Ti , which may mean a direct link from
Ti to Tj or a causal (regulatory) chain comprised of more
than two variables (expression traits). Nevertheless, it is
possible to perform a subsequent mediation analysis in
order to distinguish between direct and indirect causal
links. We can first scan the genome for potential mediator genes m of a discovered causal relationship from
gene i to gene j. This can be accomplished by selecting
those genes for which BFCS reports high probability estimates for both p( Ti → Tm |D) and p( Tm → Tj |D), in
addition to a high probability estimate for p( Ti → Tj |D).
We then simply check for conditional independencies
of the form Ti ⊥
⊥ Tj | Tm . If we find this conditional independence, it means that the regulatory relationship from
i to j is mediated by m. Otherwise, we cannot rule out
that there is a direct component in the relationship. The
same analysis can be performed for sets of mediators
instead of a single mediator.
Since BFCS and Trigger are able to pick up ancestral (direct or indirect) causal links, it behooves us to
(also) use the transitive closure of the network structure
as the gold standard against which to evaluate these
methods. When looking at ancestral causal regulatory
relationships, all algorithms show an improvement in
calibration ( Figure 3.6 compared to Figure 3.4 and Figure 3.7 compared to Figure 3.5), but also a deterioration
in the AUC of ROC and PRC. There are more causal relationships picked up by the inference algorithms that
are now labeled as correct, but there are also many more
relations to be discovered: 79 ancestral versus 54 direct
for the sparser network and 1211 ancestral versus 247
direct for the denser network.
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Figure 3.6: Evaluating the performance in detecting the 79
ancestral causal regulatory relationships of a (sparser) simulated
GRN in terms of ROC (top row),
PRC (middle row), and calibration
(bottom row) from 100 samples
(left column) and 1000 samples
(right column). We ran Trigger
three times on the simulated data
and averaged the results (‘trigger’) to account for differences
when sampling the null statistics. We report the results of three
BFCS versions: two described
in Algorithm 1 for which we
take a uniform prior over DAGs
(‘BFCS DAG’) and DMAGs (‘BFCS
DMAG’), respectively, and one
(‘BFCS loclink’) in which we use
the Trigger local-linkage selection strategy described in Subsection 3.3.4. For reference, we
also show the performance of an
equivalent method that uses the
BGe score (‘BGe’).
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Figure 3.7: Evaluating the performance in detecting the 1211
ancestral causal regulatory relationships of a (denser) simulated
GRN in terms of ROC (top row),
PRC (middle row), and calibration
(bottom row) from 100 samples
(left column) and 1000 samples
(right column). We ran Trigger
three times on the simulated data
and averaged the results (‘trigger’) to account for differences
when sampling the null statistics. We report the results of three
BFCS versions: two described
in Algorithm 1 for which we
take a uniform prior over DAGs
(‘BFCS DAG’) and DMAGs (‘BFCS
DMAG’), respectively, and one
(‘BFCS loclink’) in which we use
the Trigger local-linkage selection strategy described in Subsection 3.3.4. For reference, we
also show the performance of an
equivalent method that uses the
BGe score (‘BGe’).
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Comparing Results from an Experiment on Yeast

1: Input: Yeast data set consisting of 3244 markers and 6216 gene

Algorithm 1: Running BFCS on
the yeast data set

expression measurements
2: for all expression traits Ti do
3:
for all expression traits Tj , j 6= i do
4:
5:
6:

7:
8:

9:
10:
11:

for all genetic markers Lk do
Compute the Bayes factors for the triplet ( Lk , Ti , Tj )
Derive the posterior probability of the structure Lk →
Ti → Tj given the data
end for
Save maxk p( Lk → Ti → Tj ) as the probability of gene i
regulating gene j
end for
end for
Output: Matrix of regulation probabilities

Chen et al. (2007) showcased the Trigger algorithm
by applying it to an experiment on yeast, in which two
distinct strains were crossed to produce 112 independent recombinant segregant lines. Genome-wide genotyping and expression profiling were performed on each
segregant line. We computed the probabilities over the
triples in the yeast data set using trigger23 and BFCS
(Algorithm 1). For BFCS, we used DMAGs to allow for
the possibility of latent variables.
In Table 3.2a, we report the top ten genes purported
to be regulated by the putative regulator NAM9, sorted
according to the probability estimates reported in (Chen
et al., 2007). We see that BFCS also assigns relatively
high, albeit much more conservative, probabilities to
the most significant regulatory relationships found
by Trigger. In Table 3.2b, we see that some relationships ranked significant by BFCS are assigned a very
small probability by Trigger. The regulatory relationship NAM9 → MTG2, of which both genes are associated with the mitochondrial ribosome assembly24 , is
ranked sixth by BFCS, but is assigned zero probability by
Trigger. This is because the genetic marker Li exhibiting the strongest linkage with Ti (NAM9 in this case) is
preselected in the Trigger algorithm and only the probability of Li → Ti → Tj given the data is estimated, while
other potentially more relevant genetic markers may be
filtered out. With BFCS, on the other hand, we estimated

Lin S. Chen et al. (2017). Trigger.
Bioconductor.
23

The UniProt Consortium (Nov. 5,
2018). “UniProt: A Worldwide
Hub of Protein Knowledge”. In:
Nucleic Acids Research.
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Rank
1
2
3
4
5
6
7
8
9
10

Gene
MDM35
CBP6
QRI5
RSM18
RSM7
MRPL11
MRPL25
DLD2
YPR126C
MSS116

Chen et al.
0.973
0.968
0.960
0.959
0.953
0.924
0.887
0.871
0.860
0.849

trigger
0.999
0.997
0.985
0.984
0.977
0.999
0.908
0.896
0.904
0.997

BFCS
0.678
0.683
0.678
0.672
0.684
0.670
0.675
0.660
0.634
0.659

(a) Genes regulated by NAM9, sorted by ‘Chen et al.’.

Rank
1
2
3
4
5
6
7
8
9
10

Gene
FMP39
DIA4
MRP4
MNP1
MRPS18
MTG2
YNL184C
YPL073C
MBA1
ACN9

Chen et al.
0.176
0.493
0.099
0.473
0.527
0.000
0.299
0.535
0.290
0.578

trigger
0.401
0.987
0.260
0.999
0.974
0.000
0.768
0.993
0.591
0.927

BFCS
0.691
0.691
0.691
0.691
0.690
0.690
0.690
0.690
0.690
0.690

(b) Genes regulated by NAM9, sorted by ‘BFCS’.

the maximum probability of this structure for all genetic
markers (see also sub Subsection 3.3.4).
In Sub Subsection 3.3.3, we have computed an upper
bound on the posterior probability p( Lk → Ti → Tj |D),
which is dependent on the chosen prior on causal structures and on the number of samples. For 112 observations (in the yeast data set) and a uniform prior on
DMAGs with background knowledge (Table 3.1), we
obtain a conservative upper bound of 0.6909. This explains why the BFCS probabilities are tightly packed
together in the interval [0.690, 0.691] in Table 3.2b. If we
use the prior probabilities derived from a uniform prior
on DAGs with background knowledge, as in ‘BFCS
DAG’, this upper bound increases to 0.7703 because
there are fewer possible ‘full’ models competing against
the ‘causal’ model. Whereas our posterior probability
predictions are appropriately conservative for this number of observations, as reflected by the derived upper
bound, Trigger often returns overconfident predictions.
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Table 3.2: The column ‘Chen et
al.’ shows the original results of
the Trigger algorithm as reported
in (Chen et al., 2007). The ‘trigger’
column contains the probabilities
we obtained when running the
algorithm from the Bioconductor
trigger package (Chen et al.,
2017) on the entire yeast data
set with default parameters. The
column ‘BFCS’ contains the output
of running Algorithm 1 on the
yeast data set, for which we took a
uniform prior over DMAGs.
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Computational and Time Complexity
The simplicity and inherent parallelism of our approach
makes it suitable for large-scale causal network inference. In this section, we evaluate the computational
and time complexity of our algorithm and compare it
against similar approaches. Assuming that the data
correlation matrix required for deriving the Bayes factors in (3.8) has been precomputed, then the derivation
takes constant time. Deriving the posterior probability of Lk → Ti → Tj from the Bayes factors also takes
constant time, since we always have to look at a fixed
number of eleven covariance structures. The computational complexity in Algorithm 1 is then driven by the
nested iteration loop over all possible ( Lk , Ti , Tj ) triples
in lines 2 to 4. Assuming that there are m genes in the
regulatory network for which we have measured expression levels and l genetic markers, we arrive at a
computational complexity of O(lm2 ).
Any routine for deriving the posterior probability of
Lk → Ti → Tj can be plugged inside the iteration loops
in Algorithm 1. For instance, in the reference BGe procedure (Subsection 3.3.3), we replace lines 5 and 6 with
a function that computes the BGe score of each causal
structure on triplets. This involves summing up over a
number of local scores for each node, where the complexity of each local computation depends on the number of nodes involved (the node and its parents). Since
we are only computing the BGe score over triples, the
computational complexity is also of order O(1). However, a single BGe score computation is typically more
expensive than computing the Bayes factors, since the
latter involves a number of simplifications.
The computation of the Bayes factors in (3.8) is amenable
to vectorization. Instead of passing three correlation coefficients each time to the computation routine, we can
pass three vectors of correlation coefficients and perform
the computation element-wise. This way we can take
advantage of processor architecture supporting SIMD
(Single instruction, multiple data) instructions such as
AVX25 . Since in the vast majority of cases we will have
the same number of observations for each triple of variables, we can make further savings by precomputing the

Chris Lomont (2011). “Introduction to Intel® Advanced Vector
Extensions”. In.
25
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Figure 3.8: In this simulation,
we generated 100 observations
from GRNs of increasing network
size, where the number of genetic
markers was equal to the number
of expression traits (nodes). We
report the time measurements for
BFCS, Trigger, and BGe versus the
network size. For networks with
fewer than 65 nodes, we ran into
problems while running Trigger
having to do with the algorithm
not being able to produce an
estimate of π0 , the proportion
of true null p-values. We have
observed (not shown here) that the
GRN density does not influence
the time complexity.

1e+02

Time in seconds
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Figure 3.9: In this simulation,
we generated GRNs with 100
expression traits and 100 genetic markers. At each step we
increased the number of observations linearly on a logarithmic
scale. We report the time measurements in for BFCS, Trigger,
and BGe versus the number of
observations. We see that the time
complexity of Trigger is affected
by the data sample size, unlike
that of BFCS and BGe. For the last
two algorithms we included the
time it takes to compute the data
correlation matrix.
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prefactors f ( N, ν) and g( N, ν) in (3.8).
In Figures 3.8 and 3.9 we illustrate the time complexity of the approaches discussed relative to the network size (number of variables) and to the number of
data points. The time measurements were taken on an
HP® EliteBook™ 850 G2 sporting an Intel® Core™ i7-5600U
2.60 GHz CPU with SSE4.1, SSE4.2 and AVX2 vectorization capabilities and 16GiB of SODIMM DDR3 Synchronous
1600 MHz RAM. To ensure a fair comparison, we did
not include the time it takes Trigger to compute the
local linkage between genetic markers and expression
traits in the measurement. Figure 3.8 confirms our expectation that the run time for both BGe and BFCS increases cubically. We notice that BFCS outperforms the
other approaches and is extremely fast even for very
large networks. Trigger scales better with the size of
the network since it preselects the genetic marker with
the strongest linkage for each expression trait pair, essentially reducing the computational complexity from
O(lm2 ) to O(m2 ). However, in Figure 3.9 we see that its
execution time is strongly dependent on the amount of
samples in the data set. This is because the Trigger algorithm involves computationally expensive operations
that require permuting the data set in order to generate
null statistics for performing likelihood ratio tests.

3.6

Discussion
We have introduced a novel Bayesian approach for inferring gene regulatory networks that uses the information
in the local covariance structure over triplets of variables to make statements about the presence of causal
relationships. The probability estimates produced by
BFCS constitute a measure of reliability in the inferred
causal relations. One key advantage of our method is
that we consider all possible causal structures at once,
whereas other methods only look at and test for a subset
of structures. We have demonstrated the effectiveness of
our approach by comparing it against the Trigger algorithm, a state-of-the-art procedure for inferring causal
regulatory relationships. Other methods for inferring
gene regulatory networks such as CIT26 or CMST27 output
p-values instead of probability estimates, which is why

26
27

Millstein et al., 2009.
Neto et al., 2013.
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they are not directly comparable to BFCS.
Since we focus on discovering local causal structures, our method is simple, fast, and inherently parallel, which makes it applicable to very large data sets.
Moreover, this enables us to consider more (and possibly better) candidates for estimating the probability of
causal regulatory relationships given data than the more
restricted search strategy employed by Trigger. Cooper
(1997), as well as Silverstein et al. (2000), warn that even
when the causal graphs contain only a few variables,
exact computation is often intractable with Bayesian
methods. In our Bayesian approach, the derivation becomes tractable due to the particular model assumptions
made. If we are not willing to assume a (latent) Gaussian model, then sampling or approximating methods
may be a promising alternative.28 .
We have proposed simple uniform priors on two
types of causal graph structures, namely DAGs and
DMAGs. However, our method allows for more informative causal priors to be incorporated, taking into
consideration properties such as the sparsity of the networks. Moreover, our approach is structure-agnostic, by
which we mean we can consider different causal graph
structures incorporating various data-generating assumptions. The tricky part is then to come up with an
appropriate prior on the set of causal graph structures
from which we assume the data is generated. Our approach could be extended to other types of local structures in future work. A straightforward idea would be
to consider more than three variables in a local causal
structure, which may allow us to discover causal links
that cannot be found by looking only at triplets.
The code implementing the proposed method is available at https://github.com/igbucur/BFCS.
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Proofs
Lemma 1 (Completeness of covariance structures). There
are only eleven distinct non-degenerate (full rank) covariance
structures over three variables, which correspond to the five
canonical cases described in Figure 3.1.
Proof. We have three off-diagonal terms in the covariance matrix Σ = (Σij ) and three off-diagonal terms in
the precision matrix Ω = (Ωij ) that can be constrained
to zero. This means that we have to consider 26 = 64
configurations of zeros. However, a constraint in the
covariance matrix implies a constraint in the precision
matrix and vice versa:
Ωij = 0 =⇒ Σij Σkk = Σik Σkj

∧

Σij = 0 =⇒ Ωij Ωkk = Ωik Ωkj ,

for any distinct i, j, k ∈ {1, 2, 3}. This leads to four implications, whereby if two terms are constrained to zero,
(at least) two more have to be constrained to zero:
(
(
(
Σik (Σii Σ jj − Σ2ij ) = 0 Σ p.d.
Σ
Σ
=
Σ
Σ
Ωik = 0
jj ik
ij jk
1.
=⇒
=⇒
=⇒
Ω jk = 0
Σii Σ jk = Σij Σik
Σ jk (Σii Σ jj − Σ2ij ) = 0
(
Σik = 0
Σ jk = 0
(
(
(
Ωik (Ωii Ω jj − Ω2ij ) = 0 Ω p.d.
Ω jj Ωik = Ωij Ω jk
Σik = 0
2.
=⇒
=⇒
=⇒
Σ jk = 0
Ωii Ω jk = Ωij Ωik
Ω jk (Ωii Ω jj − Ω2ij ) = 0
(
Ωik = 0
Ω jk = 0
(
(
Ωkk Ωij = Ωik Ω jk = 0
Σij = 0
3.
=⇒
=⇒
Ωij = 0
Σkk Σij = Σik Σ jk = 0
(
Ωik = 0 ∨ Ω jk = 0
Σik = 0 ∨ Σ jk = 0
(
(
Ω jj Ωik = Ωij Ω jk = 0 Σ,Ω p.d.
Σik = 0
4.
=⇒
=⇒
Ω jk = 0
Σii Σ jk = Σij Σik = 0
(
Ωik = 0
Σ jk = 0
Let z ∈ {0, 1, 2, 3} be the number of zeros in the covariance matrix. We explore the covariance structures in
increasing order of z.
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• z = 0 : 1) If there are also no zeros in the precision
matrix, then we have a ‘full’ covariance structure. 2)
If there is a zero in the precision matrix, then we have
one of the three ‘causal’ covariance structures. 3) If
there are two or more zeros in the precision matrix,
then there are also zeros in the covariance matrix because of implication 1. This leads to a contradiction.
• z = 1 : 1) If there are no zeros in the precision matrix, then we have one of the three ‘acausal’ covariance
structures. 2) If there is at least one zero in the precision matrix, then via implication 3 or implication
4, we also have at least two zeros in the covariance
matrix. This leads to a contradiction.
• z = 2: Because of implication 2, there are also at least
two zeros in the precision matrix. 1) If there are only
these two zeros in the precision matrix, then we have
one of the three ‘independent’ covariance structures.
2) If all off-diagonal terms in the precision matrix are
zero, then all three off-diagonal terms in the covariance matrix are zero (implication 1). This leads to a
contradiction.
• z = 3: In this situation, the covariance matrix is diagonal, in which case the precision matrix is also diagonal. This means we have an ‘empty’ covariance
structure.
In conclusion, we have determined that there are only
eleven distinct full rank covariance structures corresponding to the five canonical cases in Figure 3.1: one
‘full’, three ‘causal’, three ‘acausal’, three ‘independent’
and one ‘empty’.
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4 Inferring the Direction of a Causal Link
and Estimating Its Effect via a Bayesian
Mendelian Randomization Approach
The use of genetic variants as instrumental variables – an
approach known as Mendelian randomization – is a popular
epidemiological method for estimating the causal effect of an
exposure (phenotype, biomarker, risk factor) on a disease or
health-related outcome from observational data. Instrumental
variables must satisfy strong, often untestable assumptions,
which means that finding good genetic instruments among
a large list of potential candidates is challenging. This difficulty is compounded by the fact that many genetic variants
influence more than one phenotype through different causal
pathways, a phenomenon called horizontal pleiotropy. This
leads to errors not only in estimating the magnitude of the
causal effect, but also in inferring the direction of the putative
causal link. In this section, we propose a Bayesian approach
called BayesMR that is a generalization of the Mendelian randomization technique in which we allow for pleiotropic effects
and, crucially, for the possibility of reverse causation. The output of the method is a posterior distribution over the target
causal effect, which provides an immediate and easily interpretable measure of the uncertainty in the estimation. More
importantly, we use Bayesian model averaging to determine
how much more likely the inferred direction is relative to the
reverse direction.1

4.1

Introduction
Finding and estimating causal effects from various measured exposures (phenotypes, biomarkers, risk factors) to
disease and health-related outcomes is a crucial task in
epidemiology. If we knew there was a causal link from

Ioan Gabriel Bucur et al. (May 30,
2019a). “Inferring the Direction of
a Causal Link and Estimating Its
Effect via a Bayesian Mendelian
Randomization Approach”. In:
Statistical Methods in Medical Research.
1
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a modifiable exposure (e.g., the level of LDL-cholesterol)
to an outcome of interest (e.g., the incidence of cardiovascular disease), we could intervene on the former to
produce a desired effect on the latter. Moreover, if we
knew the magnitude of the causal effect, we could then
predict the efficacy of treating the disease by altering the
level of the exposure.
Randomized controlled trials (RCTs) are the best means
of establishing the causal relation between exposure
and outcome.2 In epidemiological research, RCTs have
been used, for example, to identify causal risk factors
or to determine the efficacy of a new drug. However,
it is often not practical or ethical to perform an RCT,
in which case we want to be able to extract causal information from observational epidemiological studies.
Directly inferring causation from observational data is
problematic since observed correlations (associations)
do not imply any particular causal relationship on their
own. The correlation between two variables X and Y can
be explained by the existence of a causal link from X
and Y (direct causation) or from Y to X (reverse causation),
but it can also be explained by an unobserved common
cause (confounder) influencing the two variables simultaneously. It can even be the result of a combination of
causal and confounding effects.
One method for finding and estimating the magnitude of causal effects from observational data that has
recently gained traction in the field of epidemiology is
Mendelian randomization (MR). In MR, germline genetic
variants are used as proxy variables for environmentally
modifiable exposures with the goal of making causal
inferences about the outcomes of the modifiable exposure.3 The basic principle behind Mendelian randomization is that the differences between individuals resulting
from genetic variation are not subject to the confounding or reverse causation biases that distort observational
findings.4 The natural “randomization” of alleles (variant
forms) can thus be likened to the random allocation of
treatment performed in RCTs in the sense that groups
defined by the value of a relevant genetic variant will
experience an on-average difference in exposure, while
not differing with respect to confounding factors.5
Mendelian randomization has already proved very

Robert H. Fletcher et al. (Dec.
2012). Clinical Epidemiology: The
Essentials. Lippincott Williams &
Wilkins. isbn: 978-1-4511-4447-5.
2

Debbie A. Lawlor et al. (2008).
“Mendelian Randomization:
Using Genes as Instruments for
Making Causal Inferences in
Epidemiology”. In: Statistics in
Medicine.
4
George Davey Smith et al. (Feb.
2017). “When Will Mendelian
Randomization Become Relevant
for Clinical Practice and Public
Health?” In: JAMA.
3

George Davey Smith and
Gibran Hemani (Sept. 15, 2014).
“Mendelian Randomization: Genetic Anchors for Causal Inference
in Epidemiological Studies”. In:
Human Molecular Genetics.
5
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useful in extracting causal information from observational studies. MR has been used successfully for drug
target validation, for predicting side effects of drug targets, for discovering causal risk factors in clinical practice, or for a better understanding of complex molecular traits.6 In a classic Mendelian randomization study,
Chen et al. (2008) examined the nature of the association
between alcohol intake and blood pressure. In this example, the exposure variable (alcohol intake) is a modifiable behavior, but conducting a randomized controlled
trial would be problematic for both ethical and practical
reasons: alcohol consumption is potentially damaging
to the subject’s health and measuring the intake is prone
to error. Chen et al. (2008) employed the genetic variant ALDH2 as a surrogate for measuring alcohol intake
(see Figure 4.1). ALDH2 encodes aldehyde dehydrogenase,
a major enzyme involved in alcohol metabolism. The
(*2*2) variant of the ALDH2 gene is associated with an
accumulation of acetaldehyde in the body after drinking
alcohol, and therefore unpleasant symptoms. Because of
this, carriers of this particular variant tend to limit their
alcohol consumption. Chen et al. (2008) found that the
individuals possessing the (*2*2) variant also have lower
blood pressure on average. The authors considered the
possibility that the (*2*2) genotype influences blood pressure via a different causal pathway not mediated by alcohol intake (horizontal pleiotropy). However, they found
no association between ALDH2 and hypertension in females, for whom drinking levels in any genotype group
were similar (very low). If there were pleiotropic effects,
an effect on blood pressure would be seen in both sexes.
The findings of Chen et al. (2008) support the idea that
alcohol intake increases blood pressure and the risk of
hypertension, to a much greater extent than previously
thought. Their results indicate that previous observational epidemiological studies suggesting the cardioprotective effects of moderate alcohol consumption might
have been misleading.
In a more recent study, Ference et al. (2012) performed
an MR meta-analysis for the purpose of estimating the
effect of long-term exposure to lower-plasma low-density
lipoprotein cholesterol (LDL-C) on the risk of coronary
heart disease (CHD). Unlike in the previous example,

6
Jie Zheng et al. (Dec. 2017). “Recent Developments in Mendelian
Randomization Studies”. In: Current Epidemiology Reports.
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the causal link from LDL-C to CHD was already well
established at the time of the study, but the magnitude
of the (long-term) causal effect had not been reliably
quantified (see Figure 4.2). To estimate the causal effect
of LDL-C exposure on the risk of CHD, Ference et al.
(2012) considered nine polymorphisms (genetic variations
resulting in the occurrence of several different alleles at
a locus) in six different genes. For each polymorphism,
they computed a causal effect estimate using Mendelian
randomization and then they combined the results to
obtain a more precise estimate. Finally, they compared
the estimated causal effect of long-term exposure to
lower LDL-C with the clinical benefit resulting from the
same magnitude of LDL-C reduction during treatment
with a statin. Ference et al. (2012) found that Mendelian
random allocation to lower LDL-C levels was responsible for a 54.5% reduction in CHD risk for each mmol/L
lower LDL-C. They concluded that prolonged (lifetime)
exposure to lower LDL-C results in a threefold greater
reduction in the risk of CHD compared to the clinical
benefit of a statin-based treatment producing the same
magnitude of LDL-C reduction.
Finally, Vimaleswaran et al. (2013) investigated the
causality and direction of the association between body
mass index (BMI) and 25-hydroxyvitamin D [25(OH)D].
In this example, it is not clear whether the larger vitamin D storage capacity of obese individuals (vitamin
D is stored in fatty tissues) lowers their 25(OH)D levels
or whether 25(OH)D levels influence fat accumulation.

Figure 4.1: Chen et al. (2008)
used the ALDH2 genetic variant
as a proxy for alcohol intake to
determine if there is a causal
link between the latter and blood
pressure. They found that alcohol
intake has a marked positive
causal effect on blood pressure.
Figure 4.2: Ference et al. (2012)
used Mendelian randomization
for estimating the (positive) causal
effect of low-density lipoprotein
cholesterol (LDL-C) on the risk
of coronary heart disease (CHD).
They estimated that for each
mmol/L lower LDL-C, the risk of
CHD is reduced by 54.5% (95% CI
[48.8%, 59.5%]).
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The latter is an example of reverse causation, which occurs when the outcome of interest precedes and leads
to changes in the exposure instead of the other way
around.7 Reverse causation is an important source of
bias in observational epidemiological studies, which can
lead to misinterpretation in the observed association
with respect to the potential impact of interventions.8
In their work, Vimaleswaran et al. (2013) used a bidirectional Mendelian randomization approach (see Figure 4.3), which implies performing an MR analysis in
both directions, to distinguish between the two causal
models. For this approach to work, it must be known
on which phenotypic trait each genetic variant has a
primary influence.9 If vitamin D deficiency influences
obesity, then the genetic variants primarily associated
with lower 25(OH)D levels should also be associated
with higher BMI. Conversely, if obesity leads to lower
vitamin D levels, then the genetic variants primarily associated with higher BMI should also be related to lower
25(OH)D concentrations. Vimaleswaran et al. (2013) concluded that higher BMI (obesity) leads to lower vitamin
D levels and not the other way around. Their findings
provided evidence for the role of obesity as a causal risk
factor for vitamin D deficiency and suggested that interventions meant to reduce BMI are expected to decrease
the prevalence of vitamin D deficiency, as later shown in
intervention studies.10
In this chapter, we introduce a Bayesian framework
(BayesMR) that extends the Mendelian randomization approach to situations where the direction of the causal effect between the two phenotypes of interest is unknown
or uncertain. In our approach, we do not need to know

Figure 4.3: Vimaleswaran et al.
(2013) explored the causal direction of the relationship between
body mass index (BMI) and 25hydroxyvitamin D [25(OH)D]
via bidirectional Mendelian randomization. They concluded that
higher BMI leads to lower vitamin
D levels and not the other way
around.
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in advance which of the two phenotypes is primarily
influenced by the genetic variants. In the experimental
section, we look at both directions of the association between smoking and coffee consumption using the same
genetic variants in an attempt to determine which direction is more likely. This flexibility enables the researcher
to apply the instrumental variable approach to a much
broader set of genetic variants.
The rest of this chapter is organized as follows. In Section 4.2, we discuss the assumptions behind Mendelian
randomization and recent extensions to the approach.
Then, we introduce our proposed Bayesian model in Sections 4.3 and 4.4. We perform a series of simulations
in Section 4.5 to illustrate the strengths of our approach.
In Section 4.6, we apply our BayesMR method to a couple
of real-world problems where the standard Mendelian
randomization approaches might produce biased results. We conclude by discussing the advantages and
disadvantages of our proposed method as well as potential applications in Section 4.7.

4.2

4.2.1

Instrumental Variables and Mendelian Randomization
Instrumental Variable Assumptions

U
IV2

G

IV1

X

Y

Figure 4.4: Directed acyclic graph
(DAG) showing the instrumental variable assumptions. Causal
effects are unidirectional and denoted by arrows. The association
entailed by IV1 is highlighted in
red, while the crossed-out dashed
lines signify the absence of an
association (causal or non-causal).
The dotted border of U means that
the variable is unobserved.

IV3
Mendelian randomization is an approach in which
genetic variants are used as instrumental variables for
estimating the effect of a modifiable phenotype or exposure on an outcome variable of clinical interest. A
(valid) instrumental variable (IV) or instrument11 is a fac-

11

Bowden and Turkington, 1990.
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tor which:
(IV1) is associated with the exposure;
(IV2) is independent of all confounders of the exposureoutcome association;
(IV3) influences the outcome only through its effect on
the exposure.
The three core IV assumptions are depicted by the directed acyclic graph (DAG) in Figure 4.4, where G is the
genetic variant used as an instrumental variable, X is
the variable measuring the exposure, Y is the variable
measuring the outcome of interest, and U is an unmeasured variable that encapsulates the potential confounding effects affecting the exposure-outcome association.
Note that for the graphical model to be acyclic, there
must be no feedback loops in the system. Acyclicity is a
standard assumption in Mendelian randomization and
implies that the causal link of interest is unidirectional.12
Assumption IV1 is represented in Figure 4.4 by the edge
between G and X. Note that the association between
the genetic variant and the exposure need not be causal,
although this is often assumed in the context of MR. Assumption IV2 is denoted by a lack of paths from G to
U. Finally, assumption IV3 is denoted by an absence of
paths from G to Y, except for the one that goes through
X. Genetic variants are particularly suitable as candidate instrumental variables because they are fixed at
conception and “randomized” in a population according to Mendel’s laws of inheritance, meaning that their
associations with non-genetic measures are generally
not susceptible to confounding or reverse causation.13
In graphical terms, this is equivalent to removing all arrows from non-genetic variables (X, Y, U in Figure 4.4)
to genetic variables (G in Figure 4.4).
4.2.2

The Mendelian Randomization Pipeline
The suitability of using genetic variants as instrumental
variables combined with the wide availability of data
on genetic associations extracted by means of highthroughput genomic technologies have contributed to
the increasing popularity of Mendelian randomization
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applications.14 The first step in Mendelian randomization is to find genetic variants that are robustly associated with the exposure under study. Ideally, MR is performed using a single variant whose biological effect on
the exposure is well understood. In practice, however,
such a single variant is not always available or known.
Moreover, genetic variants typically only explain a small
proportion of the variance in the exposure.15 When a
single reliable genetic instrument is not available, it has
become common to use multiple genetic variants in MR
studies. Genome-wide association studies (GWAS) provide
a rich source of potential instruments for MR analysis.
Increasing the number of exposure-related genetic variants will increase the proportion of variance explained
by the instruments, which will lead to improved precision in the causal estimate and to increased power in
testing causal hypotheses.16 What’s more, the use of
multiple genetic instruments provides opportunities to
test for violations of the IV assumptions.17
Genetic variants are typically selected based on the
size of the genetic effect on the exposure of interest and
the specificity of the association.18 After deciding on a
set of relevant exposure-related genetic instruments, the
next step is to examine if they are also associated with
the disease outcome. If no genotype-outcome association is found, then it becomes likely that there is no
causal link from exposure to outcome. Otherwise, by
making additional assumptions, it is possible to compute a consistent estimate of the causal relationship’s
strength.19 A commonly made assumption is that the
causal relation between the exposure X and the outcome
Y is linear:
Y = βX + e.

(4.1)

The strength or magnitude of this relationship is then
given by the parameter β, which is the causal effect of
the exposure on the outcome. In an MR analysis, the
estimate of β is derived from the associations with the
genetic instruments. For example, when using a single
genetic variant as an instrumental variable, a consistent
estimate of the causal effect under the linear model assumption in Equation (4.1) is Wald’s ratio20 , also called
the Wald method21 :
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β̂ IV =

rY | G
rX |G

,

(4.2)

where rY |G is the coefficient of the regression of the outcome on the genetic variant and r X |G is the coefficient
of the regression of the exposure on the genetic variant.
When using multiple genetic instruments, the individual
IV estimates can be combined similarly to performing a
meta-analysis:
J

β̂

IVW

=

−2
∑ j=1 β̂ IV
j sj
J

2
∑ j =1 s −
j

,

(4.3)

where s j is the standard error of β̂ IV
j and can be approximated using the delta method.22 β̂ IVW is known as the
inverse-variance weighted (IVW) estimator and is equivalent to a zero-intercept weighted linear regression of
the genetic associations with the outcome on the genetic
associations with the exposure.23
Unfortunately, when selecting multiple genetic variants for Mendelian randomization based on their association with the exposure, we cannot be certain that all
of them are valid instrumental variables. In the worst
possible case, none of the selected variants are valid instruments for the exposure-outcome associations. As
a result, there is great interest in developing methods
robust to the validity of the IV assumptions.24
4.2.3

Challenges of Mendelian Randomization
The application of MR methods requires genetic variants
that are valid instruments for the exposure-outcome
association, i.e., genetic variants satisfying the core IV
assumptions. If a causal link from exposure to outcome
exists, then a genetic variant associated with the exposure will also be associated with the outcome. Under
the core IV assumptions, the converse also holds: an association between the genetic variant and the outcome
implies the existence of a causal link from the exposure
to the outcome. When these assumptions are violated,
however, we can no longer be sure that a causal link
from exposure the outcome exists. A discovered genetic
association with the disease outcome could be produced
via a different causal pathway which is not mediated
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by the exposure (see Figure 4.6). In this case, the bias
in the causal effect estimate obtained through the MR
approach is potentially unbounded, as shown in (Cornia and Mooij, 2014). Even worse, if we are dealing with
reverse causation for the exposure-outcome association,
then the causal link whose effect we are trying to estimate does not exist (see Figure 4.7).
G

X

Y

Unfortunately, only assumption IV1 is directly testable
from data. It is typically fulfilled by selecting only those
genetic variants that are associated with an exposure of
interest. In general, the validity of assumptions IV2 and
IV3 cannot be established from the data, since they involve the unobserved confounder U.25 However, if the
exposure-outcome association is unconfounded (see Figure 4.5), then we can check the validity of IV2 and IV3
by performing a conditional independence test.26 In
this particular scenario, the genetic variant becomes independent of the disease outcome after conditioning
on the exposure variable. This principle of testing the
IV assumptions by looking for a conditional independence is used to orient the causal relationship between
the two traits in mediation-based approaches such as
the likelihood-based causality model selection (LCMS)27 ,
the regression-based causal inference test (CIT)28 or the
Findr29 algorithm. In the artificial intelligence literature,
this particular model is called the Local Causal Discovery (LCD) pattern (Cooper, 1997). The testability of the
LCD pattern has been exploited, for example, in the
Trigger (Chen et al., 2007) algorithm for the purpose of
learning the structure of gene regulatory networks.
Assumption IV2 is not completely testable since there
can always be unmeasured confounding variables for
which we cannot account, but we can at least filter out
the genetic variants associated with any potential confounding traits that have been measured.30 Fortunately,
it is not very likely that genetic variants are associated
with confounders of the exposure-outcome association.31 The assumption that is most likely to be violated
is IV3, which states that the instrumental variable is only

Figure 4.5: The Local Causal
Discovery (Cooper, 1997) (LCD)
pattern can be discovered from
observational data by testing if
the genetic variant G is independent from the outcome Y when
conditioning on the exposure X.
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related to the outcome via its effect on the risk factor.
Assumption IV3 does not hold if there are alternative
causal pathways between the genetic variant and the
disease outcome that are not mediated by the exposure
(see Figure 4.6). This often happens when a genetic variant influences more than one phenotypic traits, a property called pleiotropy.32
As the GWAS sample sizes continue to grow, the
number of candidate genetic variants to be used as potential instruments is also increasing. Unfortunately,
more and more of the supplied candidates are likely to
be invalid instruments. Hemani et al. (2017b) show that
horizontal pleiotropy and reverse causation can easily
lead to invalid instrument selection in MR and suggest that the presence of horizontal pleiotropy should
be considered the rule rather than the exception. This
severely limits the application of Mendelian randomization to cases where previous background knowledge can
be used to validate the core assumptions. By relaxing
(some of) these assumptions, however, the MR approach
can be applied to a much broader range of genetic variants.
Pleiotropy In the genetics of complex diseases it is
common for genetic variants to affect multiple diseaserelated phenotypes.33 If such a pleiotropic genetic variant
affects the disease outcome through different causal
pathways, then IV2 or IV3 or both are potentially violated. This makes pleiotropy problematic for MR studies. As a result, many recent extensions of the MR approach have been aimed at producing better causal estimates in the presence of pleiotropic effects.34 Pleiotropy
can be divided into horizontal (biological) pleiotropy
and vertical (mediated) pleiotropy. Horizontal pleiotropy
occurs when the same genetic variant affects multiple
trait via different biological pathways, whereas vertical
pleiotropy occurs when the same genetic variant is associated with multiple traits found on the same biological
pathway. We will only focus on the former, since only
horizontal pleiotropy can lead to violations of IV3, and
refer to it hereafter as ‘pleiotropy’, for brevity.
Two main approaches have been used for robustifying
Mendelian randomization against potentially pleiotropic
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genetic variants. The first approach is to replace some
of the (untestable) IV assumptions, e.g., IV2 or IV3 or
both, with a weaker set of alternative assumptions. The
second approach is to assume that the IV assumptions
hold for some, but not necessarily for all the genetic
variants. In this case, the invalid genetic instruments are
allowed to violate the IV assumptions in an arbitrary
way.35
MR-Egger regression36 is a pleiotropy-robust method
that falls into the first category. MR-Egger is an extension to the IVW method introduced in Subsection 4.2.2,
in which an intercept term is added to the weighted
linear regression of the genetic associations with the
outcome on the genetic associations with the exposure.
While IVW is consistent if the pleiotropic effects average
to zero across the genetic variants, this extension allows
for consistency even when the pleiotropic effects do not
average to zero. Both the IVW and MR-Egger methods
work under the InSIDE assumption, which stipulates
that the association with the exposure is independent
from the direct (pleiotropic) effect on the outcome across
different genetic variants.37 Another robust alternative
to the IVW estimator is the weighted median estimator38
(WME), for which we compute a weighted median of
the IV estimates instead of a weighted average. The
WME is a consistent estimate of the true causal effect as
long as at least 50% of the genetic instruments are valid.
In a similar vein, Kang et al. (2016) have introduced
a LASSO-type procedure to identify the valid instruments from within a set of candidate genetic variants.
Hartwig et al. (2017) have proposed instead to compute
the weighted mode of the individual IV estimates to obtain the mode-based estimate (MBE).39 The MBE can be a
consistent estimate of the true causal effect even when
fewer than 50% of the genetic instruments are valid.
However, the application of the method relies on the assumption that the largest number of similar individual
IV estimates comes from valid instruments, an assumption termed the Zero Modal Pleiotropy Assumption (ZEMPA).
Finally, Hemani et al. (2017b) suggest combining these
methods (along with others) in a mixture of experts40 machine learning approach.
A number of Bayesian modeling approaches for deal-
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ing with pleiotropic genetic variants have been proposed, in which all variants used as instruments are
allowed to exhibit pleiotropic effects on the outcome. Li
(2017) introduced empirical Bayes hierarchical models
for estimating the causal effect in MR studies where
many instruments are invalid, while Berzuini et al.
(2020) performed a fully Bayesian treatment of the Mendelian
randomization problem. In both cases, the authors
handled pleiotropy by putting shrinkage priors on the
pleiotropic effects, thereby forcing them to take values
close to zero unless there is strong posterior evidence
41
for pleiotropy.41 Thompson et al. (2017), on the other
Stephen Burgess et al. (2018).
“Inferring Causal Relationships
hand, modeled pleiotropy explicitly and used Bayesian
Between Risk Factors and Outmodel averaging to provide estimates that allow for uncomes from Genome-Wide Association Study Data”. In: Annual
certainty regarding the nature of pleiotropy.
Review of Genomics and Human
Genetics.

Reverse causation A crucial aspect that is often overlooked in Mendelian randomization studies is the implicit assumption regarding the direction of the causal
link between the exposure and the outcome. While it
is sometimes possible to rule out reverse causation, in
most situations there is not enough background knowledge available about the underlying causal mechanism.
The observed relationship between low levels of LDL
cholesterol and risk of cancer is an example where we
cannot a-priori assume a causal direction. It may be that
low levels of LDL cholesterol are causal for cancer, but
it is also possible that the presence of the disease has a
negative effect on LDL cholesterol.42 In the case of complex systems such as gene regulatory networks it is also
unclear in which direction the gene regulation occurs.43
The existence of alternative causal paths from a genetic variant to the outcome of interest affects not only
the estimation of causal effects, but also model identification. If there exists a causal pathway from the genetic
variant to the outcome that is not mediated by the exposure, then an exposure-outcome causal link is no longer
required to explain their association (see Figure 4.6). In
fact, the causal link between the two traits may have the
opposite direction (see Figure 4.7).
Ignoring the possibility of reverse causation for the
exposure-outcome association is potentially dangerous. If the true causal link is in the expected direction
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(from X to Y, Figure 4.6), we will be underestimating
the uncertainty of our estimate by not considering the
alternative model. If the true causal link is in the opposite direction (from Y to X, Figure 4.7), then the MR
approach will produce a misleading result, as we are
trying to estimate the wrong causal effect.
U

G

X

Y

Bidirectional Mendelian randomization is one approach
used to distinguish between an ‘exposure’ having a
causal effect on an ‘outcome’ and the reverse. The idea
is to perform MR in both directions to tease apart the
causal relationships X → Y and Y → X. To make use
of this approach, it is essential to know if a genetic variant primarily influences the ‘exposure’ or the ‘outcome’.
However, this can be difficult to assess when utilizing
variants with little or no understanding of their biological effects.44
Agakov et al. (2010) proposed a Bayesian framework
built on sparse linear methods developed for regression,
which is similar in spirit to BayesMR. In their approach,
they first produce a sparse representation of the data
by putting a Laplace prior on the linear coefficients and
performing MAP inference. They then compute the evidences (marginal likelihoods) using the Laplace approximation for the direct, reverse, and pleiotropic models,
with and without latent confounders. This sparse in-

Figure 4.6: The genetic variant
G is pleiotropic since it affects
both phenotypic measures (X and
Y). In this illustration, G exhibits
both vertical pleiotropy (X and Y
are influenced by G via the same
causal pathway G → X → Y)
and horizontal pleiotropy (X and Y
are influenced by G via different
causal pathways). The former is
crucial to the application of MR,
while the latter results here in a
violation of the IV3 assumption.

Figure 4.7: Reverse causation
refers to the situation when the
outcome Y precedes and causes
the exposure X instead of the
other way around (Flegal et al.,
2011). The term ‘reverse’ refers
to the fact that the direction of
the causal effect is opposite to
what was expected based on the
study design. We emphasize that
although we denote the exposure
by X and the outcome by Y, these
terms do not have any causal
meaning, i.e., they do not imply a
particular causal ordering.
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strumental variables (SPIV) approach has been used to
infer the direction of causality between vitamin D levels
(plasma 25-hydroxyvitamin D) and colorectal cancer.45
More recently, Hemani et al. (2017a) have suggested
using the Steiger Z-test46 of correlated correlations for
elucidating the direction of the causal link. Their MR
Steiger47 approach is based on the simple principle that
in most circumstances the genetic variant will exhibit
stronger correlation with the trait located upstream in
the causal chain.
4.2.4

Summary
Mendelian randomization is a powerful principle that
can help strengthen causal inference by combining observational data with genetic knowledge. However, MR
methods require good candidate genetic variants to be
used as instruments, which often limits their application to variants with well understood biology. The wide
spread of pleiotropic genetic variants, which violate
key IV assumptions (IV2 and especially IV3), is a particularly troublesome issue.48 Many methods have been
designed to improve causal effect estimation in the presence of pleiotropic effects, but they do not incorporate
the possibility of reverse causation.49 At the same time,
a number of methods have been developed for inferring the correct direction of the causal link between
two phenotypes, but these do not provide a measure
of uncertainty in the model selection.50 In the following section, we introduce a general method with which
we aim to handle all of these issues simultaneously. We
first perform Bayesian model averaging to account for
the uncertainty in the direction of the causal link and
then, for each model, we obtain an informative posterior
distribution for the causal effect of interest.

4.3
4.3.1

Bayesian Model Specification
Setup
We assume that the data is generated from the model
illustrated in the causal diagram from Figure 4.8, where
all relationships between variables are linear with no
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effect modification. We consider J independent genetic
variables, which we denote by Gj , j ∈ {1, 2, ..., J }. Their
genetic variation is given by the allele (variant form)
found at a specific locus. The two allele copies inherited
at a specific locus form the genotype of an individual.
Here we only consider binary polymorphisms, i.e., each
allele has two possible forms. For convenience will refer
to these forms as reference alleles and effect alleles, without assigning any biological meaning to the terms. Each
variable Gj can take the values 0, 1 or 2 corresponding
to the number of effect alleles, as opposed to reference
alleles, at the locus. Their corresponding effect allele frequencies (EAF) are denoted by p j , j ∈ {1, 2, ..., J }.
The generative model from Figure 4.8 is described by
the following linear structural equation system:
X : = µ X + γ| G + κ X U + e X
Y := µY + α| G + βX + κY U + eY

,

(4.4)

where G is the random vector containing the J independent variables Gj , γ is the corresponding vector of
instrument strengths, while the vector α collects the potential pleiotropic effects of the genetic variants. β represents the putative causal effect of the exposure X on the
outcome Y, which is what we wish to estimate. κ X and
κY represent the effect of the confounder U on X and Y,
respectively. Finally, µ X and µY are the average values
of the exposure and outcome variables, while eX and eY
represent independent measurement error.
In this work, we restrict our attention to the case
where the exposure and outcome variables are continuous. We also assume without loss of generality that
µ X = µY = 0. We denote the variance of the intrinsic error terms by Var [eX ] = σX2 and Var [eY ] = σY2 .

Figure 4.8: Graphical description
of our assumed generative model.
We denote the exposure variable
by X and the outcome variable
by Y. We are interested in the
causal effect from X to Y, which
is denoted by β. The association
between X and Y is obfuscated
by the unobserved variable U,
which we use to model unmeasured confounding explicitly. The
shaded plate indicates replication
across the J independent genetic
variants Gj , j ∈ {1, 2, ..., J }. Note
that the replication also applies to
the parameters γ j and α j and their
corresponding edges.
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Without loss of generality, we can fix the mean of the
confounding variable and of the error terms to zero,
i.e., E [U ] = E [eX ] = E [eY ] = 0. Also w.l.o.g., we
can fix the variance of the confounding variable to one
(Var [U ] = 1) by appropriately rescaling the confounding
coefficients κ X and κY .
4.3.2

Model Assumptions
The first two core IV assumptions are implied by our
proposed model. The existence of direct edges from
each Gj to the exposure X implies that IV1 is satisfied
for each genetic variant. At the same time, we assume
that for any j ∈ {1, 2, ..., J } we have Gj ⊥
⊥ U, where we
use the notation X ⊥
⊥ Y |S to denote that X is conditionally independent of Y given S.51 These independence
statements signify that the genetic variants are not correlated with any confounding variables (IV2). On the
other hand, we allow for unrestricted violations of assumption IV3, as long as they do not lead to violations
of IV2. We summarize the contribution of the pleiotropic
effects in our system with a single directed edge between each genetic variant Gj and the outcome variable
Y (see Figure 4.8). The strength of the pleiotropic effect
is denoted by α j . A genetic variant Gj is a valid instrumental variable only if its direct effect on the outcome is
exactly zero, i.e., α j = 0.
In our model, we assume that the instrument strengths
γ j and the pleiotropic effects α j are independent a-priori.
Berzuini et al. (2020) have termed this Instrument Effects
Orthogonality (IEO), which is the Bayesian interpretation of the Instrument Strength Independent of Direct Effect
(InSIDE) assumption.52 This relaxation of the stronger
IV3 assumption is frequently used in pleiotropy-robust
MR methods53 and is in line with the principle of independent (causal) mechanisms.54 Here, we distinguish
between the causal mechanism describing the direct association between the genetic variants and X, which is
parameterized by γ j , and the causal mechanism describing the direct (not through X) association between the
genetic variants and Y, which is parameterized by α j .
We also assume that the genetic variants are independent, i.e., Gi ⊥
⊥ Gj , ∀i, j ∈ {1, 2, ..., J }, i 6= j, although

51
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our model could be easily extended to handle correlated
genetic variants by introducing additional parameters.
This means that we do not allow for the possibility of
linkage disequilibrium, where one genetic variant can potentially have a causal effect on another related genetic
variant. We do not assume, however, that the genetic
variants primarily influence one phenotype or the other,
as required for instance in the application of standard
bidirectional Mendelian randomization. This enables us
to use the same set of instruments and the same prior
distributions for both the forward and reverse analyses,
as the variables X and Y become essentially interchangeable.
4.3.3

Likelihood
We assume that the data generating process is described
by the system in Equation (4.4) and that each data sample is a complete set of observed values for the exposure X, the outcome Y and the genetic variants G ≡
[ G1 , G2 , ...Gj ]| . The input data set D consists of N i.i.d.
samples of ( G, X, Y ). Our model parameters consist of:
• (γ, β, α) – the structural coefficients denoting the direct causal effects from G to X (instrument strengths),
from X to Y (the target causal effect), and from G to Y
(pleiotropic effects), respectively;
• (σX , σY ) – the scale parameters of the intrinsic error
terms eX and eY ;
• (κ X , κY ) – the coefficients corresponding to the confounding effect of U.
We collect all model parameters in the random vector
Θ = (γ, β, α, σX , σY , κ X , κY ).
We model each genetic variable Gj as binomially distributed, where we count the number of effect alleles at
the genetic locus, either 0, 1 or 2. If p j is the EAF of Gj ,
then the binomial distribution has parameters n = 2 and
 
p = p j , so Var Gj = 2 · p j · (1 − p j ). In our model,
the intrinsic error terms of X and Y are independent
and follow a Gaussian distribution: eX ∼ N (0, σX2 ),
eY ∼ N (0, σY2 ). The confounding variable U follows
a standard normal distribution: U ∼ N (0, 1). Note
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that we can set the variance of U to one without any
loss of generality by appropriately rescaling the confounding coefficients κ X and κY . We obtain a linearGaussian model conditional on the value of the genetic
variants, in the same vein as Jones et al. (2012), Li (2017)
or Berzuini et al. (2020):
" #
X
G ∼ N (µ, Σ),
(4.5)
Y
where

"

γ| G
µ=
(α + γβ)| G

#

and
"

#
σX2 + κ 2X
κ X κY + β(σX2 + κ 2X )
Σ=
.
κ X κY + β(σX2 + κ 2X ) σY2 + β2 σX2 + (κY + βκ X )2
Given the conditional linear-Gaussian model, the loglikelihood is equal, up to constant terms, to:
log LD ∝ −

N
(log det{Σ} + tr{Σ−1 S}),
2

(4.6)

where
1
S=
N

N

∑

i =1

"

#
!
h
i
Xi − γ | G i
.
Xi − γ| Gi Yi − (α + γβ)| Gi
Yi − (α + γβ)| Gi

We use Gi , Xi , Yi to denote the i-th observed value of the
genetic vector, exposure variable, and outcome variable,
respectively.
Both Li (2017) and Berzuini et al. (2020) consider the
same linear-Gaussian model, but use a slightly different
parameterization: Θ0 = (γ, β, α, κ 2X + σX2 , κY2 + σY2 , κ X κY ).
The difference between our approach and theirs is that
we model the confounding explicitly by defining the linear confounding effects κ X and κY , while they model the
confounding implicitly by defining a nonzero covariance
parameter for ( X, Y − βX )| G. In other words, using the
terminology from (Jones et al., 2012), we employ a “full
model” parameterization, while Li (2017) and Berzuini
et al. (2020) consider a parameterization equivalent to
the “correlated errors model”. In both the full and correlated errors model, the likelihood of the observable
variables ( X, Y ) given G is bivariate normal.55 Thompson et al. (2017) also assume a linear-Gaussian model,
but approximate the discrete distribution over the set of
genetic variants with a continuous normal distribution.

E. M. Jones et al. (2012). “On the
Choice of Parameterisation and
Priors for the Bayesian Analyses
of Mendelian Randomisation
Studies”. In: Statistics in Medicine.
55
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Priors
According to Jones et al. (2012), informative priors are
crucial to the success of Bayesian MR methods, regardless of whether or not they are identifiable, and so-called
‘vague’ (uninformative) priors should be avoided whenever possible. Thompson et al. (2017) mention two arguments against the use of an uninformative prior in the
Mendelian randomization context: 1. that the analysis
is already subjective due to the selection of the genetic
variants and; 2. the data alone is sufficient to produce
useful estimates of the causal effect. However, care must
be taken when specifying informative priors, as substantial variation in parameter estimates can occur as the
prescribed priors are modified.
For most genetic variants, it is unrealistic to expect
exactly zero pleiotropy, i.e., that the effect on the outcome variable is completely mediated by the exposure.56
However, we can differentiate between pleiotropic effects that are weak and strong relative to the other interactions. A weak pleiotropic effect will not introduce
significant bias, and therefore still enable us to produce
a useful estimate of the causal effect, in spite of the violation of IV3.57 For this reason, in choosing the prior for
our structural parameters, we start from the assumption
that the interactions between variables are either ‘strong’
(relevant) or ‘weak’ (irrelevant), in a similar vein to the
considerations made by Berzuini et al. (2020) This is different from the standard assumption that the pleiotropic
effects are either zero or nonzero, as used for example
in the LASSO-based method of Kang et al. (2016). A reasonable choice for the prior (of θ ∈ Θ) is then a scale
mixture of two Gaussian distributions centered at zero:
θ ∼ w · N (0, τ 2 ) + (1 − w) · N (0, λτ 2 ),

Marie Verbanck et al. (May
2018). “Detection of Widespread
Horizontal Pleiotropy in Causal
Relationships Inferred from
Mendelian Randomization between Complex Traits and Diseases”. In: Nature Genetics.
56

Zhihong Zhu et al. (Jan. 2018).
“Causal Associations between Risk
Factors and Common Diseases
Inferred from GWAS Summary
Data”. In: Nature Communications.

57

(4.7)

where τ > 0 and λ ∈ (0, 1). In the limit of λ → 0, we
obtain the spike-and-slab prior.58 This Gaussian mixture
prior has a straightforward interpretation, in which the
component with higher variance is meant to capture the
‘strong’ interactions, while the component with lower
variance is meant to capture the ‘weak’ interactions. It
is informative in the sense that we expect some of the
interactions in our data to be negligible, though not
exactly zero, and therefore encourage the exclusion of

Hemant Ishwaran and J. Sunil
Rao (Apr. 2005). “Spike and Slab
Variable Selection: Frequentist
and Bayesian Strategies”. In: The
Annals of Statistics.
58
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irrelevant nonzero effects.59 For example, we might expect that some (most) of the genetic variants do not have
significant pleiotropic effects, but exhibit some weak
unmediated residual interaction.
Our Gaussian mixture prior induces model parsimony
by giving a preference for the model with the smallest
number of strong parameters, which will then allow
us to choose the most parsimonious causal explanation
(direct causation, reverse causation, no causation).60
Moreover, since every interaction is shrunk selectively,
in the sense that smaller coefficient estimates are shrunk
towards zero more sharply than larger coefficients, a
significant gain in efficiency can be achieved.61 Other
shrinkage priors have also been used successfully for
Bayesian MR, such as the horseshoe prior in (Berzuini
et al., 2020). However, we have chosen the spike-andslab prior due to ease of implementation and interpretation. In our experiments, we found that nested sampling
works better when we specify the structural parameter
(marginal) prior density directly instead of using a hierarchical approach. Consequently, we found it helpful
that the spike-and-slab prior density is simply a mixture
of Gaussian densities, as opposed to the horseshoe prior
density which has no closed-form expression.62
Rescaling To make our method independent of the measured variables’ scale, we rescale our model parameters
as follows. We divide the first equation in Equation (4.4)
by σX , the scale of the first error term eX , and we divide
the second equation by σY , the scale of the second error
term eY :
e + κeX U + e
e := µ
eX + γ
e| G
X
eX
.
(4.8)
|
e := µ
e + βeX
e + κeY U + e
eY + e
Y
α G
eY
The standardized variables
Gj
e= Y, G
ej = q
e= X, Y
, ∀ j ∈ {1, 2, ..., J },
X
σX
σY
2p (1 − p )
j

j

are dimensionless quantities. The parameters of the
model are also appropriately rescaled and become dimensionless:
q
q
2p j (1 − p j )
2p j (1 − p j )
σX
ej =
βe =
β, γ
γj , e
αj =
γj .
σY
σX
σY

Edward I. George and Robert E.
McCulloch (Sept. 1993). “Variable
Selection via Gibbs Sampling”. In:
Journal of the American Statistical
Association.
59

Ioan Gabriel Bucur et al.
(Apr. 10, 2017). “Robust Causal
Estimation in the Large-Sample
Limit without Strict Faithfulness”.
In: Artificial Intelligence and Statistics. Artificial Intelligence and
Statistics.
61
Qingyuan Zhao et al. (Apr.
2018). Powerful Genome-Wide Design and Robust Statistical Inference
in Two-Sample Summary-Data
Mendelian Randomization.
60

Carlos M. Carvalho et al.
(Apr. 15, 2009). “Handling Sparsity via the Horseshoe”. In: Artificial Intelligence and Statistics.
Artificial Intelligence and Statistics.
62
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We then put priors on the set of rescaled parameters
ee
e = (γ
Θ
e , β,
α, σX , σY , κeX , κeY ).
Choice of priors
e
α : A Gaussian mixture prior suitably reflects the uncertainty in the pleiotropy of a genetic variant. If
the pleiotropic effect is weak, then the induced bias
for computing the causal effect is very small, even
though the exclusion restriction (IV3) assumption is
violated. On the other hand, if the pleiotropic effect
is strong, we would like to correct for this bias. Our
model incorporates both situations naturally by assigning a Gaussian mixture (spike-and-slab) prior to
the (rescaled) pleiotropic interaction. If the interaction
is weak (irrelevant), then it will be captured by the
‘spike’. If the interaction is strong (relevant), then it
will be captured by the ‘slab’.
γ
e : The genetic variants are often preselected using the
criterion of association with the exposure of interest, which suggests that the instrument strength is
nonzero. A normal prior with large enough variance
would be appropriate for this parameter. If we have
prior knowledge that the instrument is weak, we can
appropriately choose a smaller variance for the prior.
It is also possible that variants selected for the association with the exposure are actually more strongly
related (upstream) to the outcome. The strength of
the genotype-exposure association could then be seen
as ‘weak’ or ‘irrelevant’ compared to the genotypeoutcome association. With genome-wide association
studies growing ever larger, the statistical power to
detect significant associations that may be influencing the trait downstream of many other pathways
increases,63 in which case a Gaussian mixture prior
could also be appropriate.
βe : The mixture of Gaussians prior is also suitable for
the exposure-outcome causal effect, since it is possible
that the dependence G ⊥
6 ⊥ Y is explained by pleiotropy
and not by a causal effect X → Y. Because we do not
know a-priori if we should expect a significant causal
effect, we fix the weights of the mixture to 0.5, which
corresponds to an indifference prior.64

Gibran Hemani et al. (Aug.
2017b). “Automating Mendelian
Randomization through Machine
Learning to Construct a Putative Causal Map of the Human
Phenome”. In: bioRxiv.
63

64

Ishwaran and Rao, 2005.
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κeX , κeY : We also put a Gaussian mixture prior on the
confounding coefficients to express the uncertainty
with regard to the presence of confounding.
σX , σY : For the scale parameters, we choose a weakly
informative, but proper half-Gaussian prior with a
large standard deviation, as suggested in (Gelman,
2006).
Prior hyperparameters When we do not know if the (potentially pleiotropic) genetic variants we intend to use
for Mendelian randomization are valid or not, it is unclear whether their pleiotropic effects are more likely
to be ‘large’ or ‘small’. To express this uncertainty, we
define the hyperparameter wα , corresponding to the
weight of the Gaussian mixture prior for the pleiotropic
effects and assign to it an uninformative uniform hyperprior:
α̃ j ∼ wα · N (0, τ 2 ) + (1 − wα ) · N (0, λτ 2 ), ∀ j
wα ∼ U (0, 1).
We can make a similar argument for the strength of the
association between the genetic variants and the exposures, i.e., the ‘instrument strengths’. Analogously, we
obtain the hierarchical prior:
γ̃ j ∼ wγ · N (0, τ 2 ) + (1 − wγ ) · N (0, λτ 2 ), ∀ j
wγ ∼ U (0, 1).

4.4
4.4.1

Bayesian Model Averaging and Inference
Computing the Model Evidence
The Bayesian view of model comparison involves the
use of probabilities to represent uncertainty in the choice
of model. We define the prior probability of a model
p(M) to express our preference for different models.
We then wish to compute the posterior distribution
p(M|D) ∝ p(D|M) p(M),
which will give us the probability of the model given
the data. Bayesian model comparison and selection is
a challenging problem, as it involves computing the
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Bayesian model evidence, also called the marginal likelihood:65
p(D|M) =

Z

dΘp(D|M, Θ) p(Θ|M).

(4.9)

The model evidence can be viewed as the probability of generating the data set D from a model whose
parameters are sampled at random from the prior, and
therefore expresses the preference shown by the data
for different models. Evaluating the model evidence involves marginalizing the likelihood-prior product over
all the parameters of the model (see Equation (4.9)).
With the exception of a few special cases, this marginalization is analytically intractable and can potentially become very difficult to compute as the number of parameters increases. Fortunately, there are sampling schemes
such as nested sampling66 that are designed to accurately
compute the model evidence.
When performing model comparison, it is convenient to work with probability ratios. The prior odds ratio
p(M)
expresses the preference we give to model M over
p(M0 )
model M0 before looking at any of the data. The ratio
p(D|M)
of evidences for the two competing models, p(D|M0 ) , is
called the Bayes factor.67 Combining the prior odds with
the Bayes factor, we get the posterior odds ratio:
p(M|D)
p(D|M) p(M)
=
·
.
0
p(M |D)
p(D|M0 ) p(M0 )
In our approach, we compare two competing models corresponding to the two possible causal orderings
for the non-genetic variables: X → Y and Y → X. In
the first model (Figure 4.9a), which we term M X →Y ,
the causal relationship is in the expected direction, i.e.,
from exposure to outcome. In the alternate model (Figure 4.9b), which we term MY → X , the causal relationship
is in the opposite direction, which means we are dealing
with reverse causation for the exposure-outcome association. Mendelian randomization rules out any other
orderings for ( Gj , X ) and ( Gj , Y ) ∀ j ∈ {1, 2, ..., J }, as the
genotype assignment must have temporally preceded
the other two variables.
The marginal likelihood for these models is also difficult to compute, with the Gaussian mixture prior on
the parameters leading to a multimodal posterior. To

Christopher Bishop (2006).
Pattern Recognition and Machine
Learning. Information Science and
Statistics. New York: SpringerVerlag. isbn: 978-0-387-31073-2.

65

John Skilling (Dec. 2006).
“Nested Sampling for General
Bayesian Computation”. In:
Bayesian Analysis.
66

Christopher Bishop (2006).
Pattern Recognition and Machine
Learning. Information Science and
Statistics. New York: SpringerVerlag. isbn: 978-0-387-31073-2.
67
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Figure 4.9: Competing models
encompassing both possible directions for the causal link between
exposure and outcome.

U
κY

κX
J
Gj

γj

β X →Y

X

Y

αj
(a) (M X →Y ) Model where the causal relationship is in the expected
direction. β X →Y is the parameter measuring the (linear) causal effect of the exposure X on the outcome Y. The shaded plate indicates
replication across the variants Gj .

U
κY

κX
J
Gj

γj

X

βY→X

Y

αj
(b) (MY → X ) Alternative model, where the causal relationship is in
the reverse direction, from outcome to exposure. Note that βY → X is
a different parameter than β X →Y . The latter is equal to zero for this
model, as there is no causal link from X to Y.

solve our problem, we have used the PolyChord68 algorithm, which employs a nested sampling scheme, for
computing the (log-)evidences of the two models. We
then estimate the causal effect in both directions and
combine the results by weighting them appropriately
with the model evidence. This combined result properly
reflects the uncertainty of not knowing the direction of
the causal relationship.
If we have background knowledge that can be used to
express a prior preference for one of the two models, we
can easily incorporate it into our framework. We simply
have to change the prior probabilities for each model.
For example, if we know that X precedes Y temporally,
we can eliminate the possibility of reverse causation. In
that case, p(M X →Y ) = 1, and hence p(M X →Y |D) =
1, so we are only considering the ‘expected direction’
model. This is equivalent to the implicit assumption that
the causal link is from exposure to outcome, which is

W. J. Handley et al. (June 2015a).
“Polychord: Nested Sampling
for Cosmology”. In: Monthly
Notices of the Royal Astronomical
Society: Letters; W. J. Handley et al.
(Nov. 2015b). “Polychord: NextGeneration Nested Sampling”.
In: Monthly Notices of the Royal
Astronomical Society.
68
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often made in MR studies.
4.4.2

Posterior Inference
We take as input the complete data set of N i.i.d. observations D or the sample covariance matrix S, which is a
sufficient statistic for our model (see Subsection 4.6.1).
As discussed in the previous section, we fit the model
described in Figure 4.8 twice by considering both directions for the causal link between X and Y, namely
X → Y (Figure 4.9a) and Y → X (Figure 4.9b). We
first assume a causal link from exposure to outcome and
perform Bayesian inference to derive the posterior distribution of β X →Y . We then consider the reverse direction
of causation and perform Bayesian inference to obtain
the posterior distribution of βY → X .
κ̃Y

κ̃ X
N
Un
J
Gnj

Xn

γ̃ j

α̃ j

wγ

wα

Yn

β̃
σX

σY

The Bayesian inference process is described in Figure 4.10 for the expected direction of the causal link. For
the reverse direction, we simply switch the positions of
X and Y. Given our choice of prior distributions for the
rescaled parameters (see Subsection 4.3.4), we draw K
samples from the full posterior distribution:
e |D) ∝ LD (Θ
e ) p(Θ
e ),
p(Θ
eγ
e = (e
where Θ
α, β,
e , σX , σY , κeX , κeY ). After sampling, we
revert our parameter of interest to the original scale:
(k)

β

(k)

σ
= Y(k) βe(k) , ∀k ∈ {1, 2, ..., K }.
σX

Figure 4.10: Compact description
of the Bayesian inference process
using plate notation. The small
rectangles indicate our model parameters, while the circles denote
random variables (observed or
unobserved). The gray superposed
areas signify replication across the
J genetic variants and the N data
points. This is also suggested by
the subscripts used for parameters
and variables.
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Finally, we compute the evidence for both directions,
i.e., p(D|M X →Y ) and p(D|MY →X ), and combine the
posterior distributions over the parameters:
p( β X →Y |D) = p( β X →Y |D, M X →Y ) · p(M X →Y ) + δ0 ( β X →Y ) · p(MY →X )
p( βY → X |D) = p( βY → X |D, MY → X ) · p(MY → X ) + δ0 ( βY →X ) · p(M X →Y )
(4.10)
where δ0 ( β) is the Dirac delta function centered at zero.
4.4.3

Example: Instrumental Variable Setting
We first consider a simple generating instrumental variable model with one genetic instrument (see Figure 4.11)
to illustrate the model comparison and averaging procedure. In this example, the instrument strength γ, the
causal effect β and the confounding effect κ X κY are of
the same size (γ = β = κ X κY = 1). We have purposefully
chosen unrealistic structural parameter values for ease
of illustration. Note, however, that the parameters can
be scaled appropriately to reflect more realistic values.
The genetic variant G has effect allele frequency p = 0.3.
Assuming G follows a binomial distribution with two
allele copies, then Var [ G ] = 2 · p · (1 − p) = 0.42. We
also set µ X = µY = 0 and σX = σY = 1. We generated
10000 samples from this model, resulting in the following sample covariance and correlation over the observed
variables:




0.421 0.434 0.441
1.000 0.427 0.268




Σ = 0.434 2.447 3.439 ;
C = 0.427 1.000 0.869 .
0.441 3.439 6.404
0.268 0.869 1.000
We now fit models M X →Y (Figure 4.9a) and MY → X
(Figure 4.9b) to the generated data and compute their
log-evidence using a mixture Gaussian prior on each of
the rescaled structural parameters (γ̃, α̃, β̃, κ̃ X , κ̃Y ), as described in Section 4.3. We fixed the hyperparameters of
the Gaussian mixture prior to w = 0.5, τ = 1, λ = 0.01
for each structural parameter. We obtained a Bayes facp(D|M X →Y )
= 1.55 in favor of the expected
tor of
p(D|MY → X )
direction, which means that the data is 1.55 (95% CI
[0.959, 2.505]) times more likely to have been generated
from M X →Y than MY →X . If we have no a-priori preference for M X →Y over MY → X or vice versa, then the prior

,
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p(M X →Y )
= 1 and the corresponding posterior
p(MY → X )
p(M X →Y |D)
= 1.55 .
odds are
p(MY → X |D)
odds are

U
κY = 1

κX = 1
G

γ=1

σX = 1

p = 0.3

G
p = 0.3

X

γ = 0.5

β X →Y = 1

Figure 4.11: Generating model
where the causal relationship
is from X to Y (the expected
direction). This model satisfies
all three instrumental variable
assumptions.

Y
σY = 1

βY → X = 0.5
X
Y
√
√
σY = 6
σX = 0.5
α=1

This result is perhaps surprising at first glance, as it
implies that there is at least a one in three chance that
the causal relationship is in the reverse direction. However, when we allow for pleiotropy, it becomes possible to fit a similarly sparse model where the X → Y
edge is reversed. Such a model is illustrated in Figure 4.12. Note that data generated from either the model
in Figure 4.11 or the one in Figure 4.12 have the same
underlying probability distribution over the observed
variables. When we incorporate the assumption that
pleiotropic effects are ‘weak’ (close to zero), then the
preference for M X →Y over MY → X becomes very strong.
We can express this preference in the prior for α, by setting w = 0 in Equation (4.7), which is equivalent to
putting a strongly informative (low variance) Gaussian
prior on the size of the pleiotropic effect. Note that this
a weaker assumption than IV3 (α = 0), which is equivalent to setting w = λ = 0 in the Gaussian mixture
prior from Equation (4.7). After appropriately changing the prior of α to reflect the assumption of ‘weak’
pleiotropy by setting the hyperparameter w to 0.0 instead of 0.5, the Bayes factor estimate becomes 100.36
(95% CI [59.42, 169.51]), which translates into a proba-

Figure 4.12: Alternative generating
model, statistically equivalent to
the one in Figure 4.11, where the
causal relationship is from Y to X
(the reverse direction).
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bility that the model was MY → X given the data of less
than 1%.
Example: Near-Conditional Independence (Near-LCD)
We now look at an example where the confounding and
pleiotropic effects are weak relative to the instrument
strength and to the exposure-outcome causal effect. The
generating model is depicted in Figure 4.13. We call this
example near-LCD, because if we made the confounding
and pleiotropic effects infinitely weak, i.e., α = κ = 0, we
would arrive at the LCD pattern from Figure 4.5. Again,
we generated 10000 samples from the model, resulting
in the following sample covariance and correlation matrices over the observed variables:




0.425 0.430 0.481
1.000 0.543 0.454




Σ = 0.430 1.477 1.538 C = 0.543 1.000 0.778 .
0.481 1.538 2.645
0.454 0.778 1.000

U
κY = 0.1

κ X = 0.1
G

γ=1

β X →Y = 1

X

Y
σY = 1

σX = 1

p = 0.3

Figure 4.13: Generating model
where the causal relationship is
from X to Y (β X →Y = 1) and in
which there is weak confounding
(κ X = κY = 0.1) and pleiotropy
(α = 0.1). There is a weak conditional dependence between G and
Y given X that results in a mild
violation of the IV3 assumption.

α = 0.1

Posterior density

4.4.4

15

Figure 4.14: Estimated posterior
density of the causal effect β X →Y
for the data generated from the
model in Figure 4.13. The dashed
vertical line at zero indicates
the estimated probability of the
reverse direction (Figure 4.9b), in
which case β X →Y = 0 since there
is no causal link from X to Y.

10.34%

10
5
0
0.0

0.5

1.0

1.5

2.0

βX→Y

For the prior hyperparameters w = 0.5, τ = 1, λ =
0.01, we obtained a Bayes Factor in favor of the expected
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p(M X →Y |D)
= 5.90 . The confidence
p(MY →X |D)
interval for the Bayes factor value (95% CI [3.68, 9.47])
suggests that the preference for the expected direction
is significant. This example shows that under mild violations of the IV3 assumption and given weak confounding effects, we can reliably indicate the correct
causal direction using our method. Moreover, BayesMR
appropriately computes the degree of uncertainty in
the model selection, which increases for stronger confounding and/or pleiotropic effects. Finally, our approach results in reasonable posterior samples, which
we show in Figure 4.14. We can see that most of the
mass of the posterior is concentrated around the true
value β X →Y = 1. The density has two components,
given by the two possible causal directions. The dashed
vertical line at zero indicates the estimated probability
of the reverse direction, for which β X →Y = 0 since there
is no causal link from X to Y.
direction of:

4.5

Simulation Studies

4.5.1

Estimation Robustness
We imagined a typical MR scenario where there are a
number (J = 25) of genetic variants that may be used
as instruments, but it is not known how many of them
satisfy the IV assumptions. We analyzed the robustness
of the causal effect estimate produced by our method
to the presence of pleiotropy. We first treated the case
where all variants were valid instruments. We then
added pleiotropic effects to the genetic variants, such
that only 80%, 60%, 40%, 20%, and finally 0% of them
were valid instruments. We generated data according to
the Bayesian model specification in Section 4.3 (see Figure 4.8). The effect allele frequency of each genetic variant was randomly simulated from a uniform distribution. We simulated the instrument strengths (γ) from a
normal distribution with standard deviation σγ = 0.1.
The average absolute strength of the instruments is the
mean of the corresponding half-normal distribution:
2σ
E [|γ|] = √ γ ≈ 0.08.
2π
We simulated the intrinsic noise of the exposure and

Percentage of valid instruments

inferring the direction of a causal link and estimating its effect via a bayesian
mendelian randomization approach 115

100%
80%
60%
40%
20%
0%
−0.5

0.0

0.5

1.0

1.5

β

outcome from a half-normal distribution with standard deviation equal to one, which means that E [σX ] =
E [σY ] = √2 ≈ 0.8. The causal effect from X to Y was
2π
set at β = 1, while the confounding coefficients were
simulated from a standard normal distribution. Finally,
the pleiotropic effects introduced were simulated from
a normal distribution with mean zero and standard deviation σα = 0.1, which means that they have a similar
magnitude to that of the instrument strengths. This type
of pleiotropy is referred to as balanced in the literature.69
For the inference, we set the prior hyperparameters
to τ = 1, λ = 0.01. The weights indicating the proportion of relevant genetic effects are learned from the data
(wγ and wα ), while for the other parameters having a
Gaussian mixture prior, the weight hyperparameter is
set to w = 0.5. In Figure 4.15 we show how the causal
effect estimate is affected as fewer and fewer of the genetic variants are valid instruments. We notice that even
when only 40% of the genetic variants satisfied the IV
assumptions, the posterior distribution remained robustly centered around the true value β = 1. When none
of the genetic variants were valid instrumental variables,
this was properly reflected in the uncertainty of the posterior distribution. In that particular case, the posterior
became bimodal, suggesting two explanations for the
observed associations, one where there is a strong causal
link between exposure and outcome (the peak around

Figure 4.15: The effect of introducing pleiotropic effects on the
posterior estimates is that the distribution moves away from the
true value β = 1. The shaded
area in each posterior distribution
corresponds to the 50% posterior
uncertainty (credible) interval,
with the posterior median in the
center depicted with a vertical
line. In the worst case scenario,
where no genetic variant is a valid
instrument, we observe the appearance of a second mode of
the distribution, which is close
to zero. This mode corresponds
to the model explanation of the
data where there is a ‘weak’ causal
effect from exposure to outcome.
We notice, however, that the posterior distribution progression is
gradual, thereby showcasing the
robustness of BayesMR to the presence of pleiotropy. When only 40%
of the genetic variants were valid
instruments, the posterior distribution remained robustly centered
around β = 1. Even when none
of the genetic variants satisfied
the IV assumptions, a significant
proportion of the probability mass
could be found around the true
value.
Jack Bowden et al. (May 2017).
“A Framework for the Investigation of Pleiotropy in Two-Sample
Summary Data Mendelian Randomization”. In: Statistics in
Medicine.
69

116

being bayesian about causal inference

Figure 4.16: Posterior distribution
of β for different hyperparameter
settings (only λ is varied) in the
near-LCD scenario (Figure 4.13).
The true value for β is depicted by
a dashed vertical line.
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one) and one when the associations are due to a combination of pleiotropic genetic effects and confounding
(the peak close to zero).
4.5.2

Sensitivity to Prior Hyperparameters
In this simulation, we analyzed how the posterior computed by BayesMR is influenced by the choice of hyperparameters in the Gaussian mixture prior. For this purpose, we again considered the near-LCD scenario introduced in Subsection 4.4.4 (see Figure 4.13). We fixed
τ = 1 and varied the parameter λ in equally sized
steps on the logarithmic scale. In this configuration,
the higher variance (‘slab’) component of the Gaussian
mixture prior has fixed width, while the lower variance
(‘spike’) component’s width depends on λ. The mixture weights were fixed at 0.5. For each of the structural parameters on which we put a Gaussian mixture
parameter, namely γ, α, β, κ X , κY , we used the same hyperparameter configuration. The posterior distributions
obtained for each value of λ are shown in Figure 4.16.
We notice that for every different spike width, the posterior centers around the correct value β = 1. For narrower spikes, the posterior becomes multimodal, indicating other possible sparse solutions. For example, the
mode centered around β = 1.1 corresponds to the ‘weak
pleiotropy’ solution, where α ≈ 0. The mode centered
at zero, on the other hand, indicates that there is a very
small chance that there is no causal effect from X to Y.
The obtained posterior is sensitive to the hyperparameter choice, as reflected by the different mode heights
in the multimodal posterior. This is due to the fact that
the prior incorporates our belief regarding the magnitude of ‘weak’ and ‘strong’ effects. For instance, the
appearance of the second mode around 1.1 for smaller
values of λ can be explained by the change in the prior
belief that the pleiotropic effect, which is of magnitude
α = 0.1, is relevant or irrelevant. For λ = 10−2 , an effect
of magnitude 0.1 has a prior odds of coming from the
‘spike’ (irrelevant interaction) instead of the ‘slab’ (relevant interaction) roughly equal to 6.1. This means that
for λ = 10−2 , it is easy to ‘fit’ a parameter of that magnitude into the ‘spike’ component, where it is assigned
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a relatively high prior probability which is similar to the
prior probability other small values, including zero. In
that case, a solution close to the ground truth, where
the confounding and pleiotropy parameters are fit to irrelevant values, will have a high posterior probability.
This is reflected by the posterior mode for β around 1
in Figure 4.16. In contrast, when λ = 10−4 , then the
prior odds for an effect of magnitude 0.1 to come from
the ‘spike’, instead of the ‘slab’, is of order 10−20 . This
means that an effect of magnitude 0.1 is a priori extremely likely to be considered relevant. Because of
the sparsifying Gaussian mixture prior, it is however
much more advantageous to fit an irrelevant horizontal pleiotropy parameter instead of a relevant one, even
though the ground truth is α = 0.1. This means that the
statistically equivalent (resulting in the same covariance
matrix) solution where α = 0 and β = 1.1 now has a
high enough posterior probability, which leads to the
appearance of the mode around β = 1.1.
Even though, as we have shown, the posterior distribution is driven by the choice of prior hyperparameters,
our approach also enables the researcher to easily incorporate useful background knowledge, such as previously established weak or strong interactions, into the
system. The advantage lies in the intuitive interpretation
of the hyperparameters for the Gaussian mixture prior
(see Subsection 4.3.4).
4.5.3

Model Averaging Robustness
In this experiment, we considered a bidirectional Mendelian
randomization setting (see Subsection 4.2.3), where we
cannot exclude the presence of pleiotropic effects. For
simplicity, we considered a single genetic variant GX
known to be associated with X and a single genetic variant GY associated with Y. The true causal direction in
the generating model was from X to Y. This generating
model is described by the set of equations:
X := γX GX + α X GY + κ X U + eX
Y := αY GX + γY GY + βX + κY U + eY ,

(4.11)

where γX and γY are the instrument strengths (for X
and for Y respectively), α X and αY are the pleiotropic
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(secondary) effects, κ X and κY are the confounding coefficients and β is the causal effect of interest.
In our simulation, the genetic variants were strongly
associated with their respective phenotypes: γX = γY =
1. The causal effect parameter was set to β X →Y = 1.
We varied the pleiotropic effects for each simulation by
setting α X = αY = δ, with δ ∈ {−0.5, −0.4, −0.3, ..., 0.5}.
At the same time, we considered strong confounding:
κ X = κY = 1, while the error terms were normally
distributed with dispersion given by σX = σY = 1.
We generated 10000 samples from the above structural
equation model with these parameter configurations.
We used BayesMR to determine how much more likely
the X → Y link is than Y → X and to produce a robust causal estimate by combining the estimates for
both causal directions. The results of a bidirectional
MR analysis, which amounts to computing the Wald
ratio from Equation (4.2) for both causal directions, are
shown in Table 4.1 for each value of δ. When δ = 0, the
conditions are ideal for the application of bidirectional
Mendelian randomization, since both genetic variants
constitute valid instruments for their respective phenotypes. In this case, bidirectional MR would yield an
estimate of β̂ IV = 1.006 (95% CI [0.934, 1.078]) for the
X → Y causal direction and β̂ IV = 0.018 (95% CI [-0.025,
0.062]) for the Y → X causal direction. Since the causal
effect estimate is very close to zero for the link Y → X,
the inferred direction would be X → Y, for which the
causal effect estimate is close to the true value.
δ
−0.5
−0.4
−0.3
−0.2
−0.1
0.0
0.1
0.2
0.3
0.4
0.5

IV
β̂ X
→Y
0.517
0.615
0.712
0.810
0.908
1.006
1.105
1.204
1.303
1.402
1.501

σ̂XIV→Y
0.0346
0.0348
0.0350
0.0353
0.0356
0.0359
0.0362
0.0366
0.0370
0.0374
0.0378

β̂YIV→ X
−0.8715
−0.5853
−0.3746
−0.2130
−0.0851
0.0187
0.1045
0.1767
0.2383
0.2914
0.3377

σ̂YIV→ X
0.0415
0.0352
0.0305
0.0270
0.0242
0.0219
0.0200
0.0184
0.0170
0.0159
0.0149

p̂(M X →Y |D)
0.167
0.211
0.516
0.632
0.894
0.907
0.774
0.864
0.803
0.750
0.774

In the presence of pleiotropic effects (δ 6= 0), the bidirectional MR analysis is no longer suitable, since it is

Table 4.1: We show the results
of performing a simple bidirectional Mendelian randomization
analysis for various degrees of
pleiotropy. In the first step, we
used GX as an instrument for X
to estimate the causal effect β X →Y
(the correct direction). We then
used GY as an instrument for Y
to estimate the causal effect βY → X
(the wrong direction). We compared these estimates against our
posterior probability estimate of
M X →Y given the data, in which
analysis we used both instruments
concomitantly.
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possible to arrive at a nonzero causal effect in both directions. In Table 4.1, we obtain a nonzero causal effect
for both X → Y and Y → X anytime δ 6= 0. Furthermore, it is possible that the causal effect estimated in
the wrong direction (Y → X) is stronger in magnitude
than the causal effect estimated in the correct direction
(X → Y). This shows that bidirectional MR is not a
reliable means of inferring the causal direction when
dealing with pleiotropic genetic variants. Our approach,
on the other hand, was robust to the presence of weak
pleiotropic effects. In the last column of Table 4.1, we
observe a significant preference for the correct direction
when the pleiotropic effects are small.
4.5.4

Sensitivity to Nonlinearity and Nonnormality
Our assumed Bayesian model, as described in Section 4.3, entails a linear relationship between the exposure X and the outcome Y, as well as a conditional
Gaussian distribution given the instrument values,
p( X, Y | G ). In this section, we evaluate the robustness
of BayesMR in situations where the parametric assumptions of linearity and normality are violated. We revisit
the near-LCD scenario from Subsection 4.4.4, where our
approach is able to recover the correct direction of the
causal relationship with high probability and to produce
a reasonable estimate for the causal effect, and use it as
the starting point for our sensitivity analysis.

β̂ X →Y
A
Q1 Median Mean Q3
p̂(M X →Y |D)
0.5 0.260
0.289
0.276 0.309 [0.744, 0.880]
1 0.494
0.511
0.500 0.530 [0.817, 0.919]
2 0.739
0.758
0.737 0.786 [0.821, 0.921]
4 0.906
0.921
0.927 0.940 [0.780, 0.900]
8 0.970
0.985
0.992 1.003 [0.815, 0.918]
16 0.990
1.006
1.011 1.025 [0.776, 0.899]
32 0.991
1.009
0.996 1.028 [0.827, 0.924]
We first explore the situation in which the relationship
between exposure and outcome is nonlinear. To make
the results comparable to the linear case, we have simulated data where the linear term in the structural assign-

Table 4.2: We show the results of
running BayesMR on data generated from the model in Figure 4.14
for various degrees of nonlinearity, as parameterized by A (lower
A corresponds to stronger nonlinearity). We report the 95% CI
for the estimated probability that
the direction of the causal link is
X → Y, as opposed to Y → X. For
the causal effect estimate β̂ X →Y ,
we report summary measures,
including the first (Q1) and third
quartile (Q3).
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ν
1
2
4
8
16
32
64

β̂ X →Y
Q1
Median Mean
−1.541
0.001
0.294
0.904
1.010
0.915
0.990
1.019
0.990
1.013
1.032
1.021
0.998
1.015
1.017
0.983
0.999
0.980
1.007
1.024
1.025

Q3
1.998
1.066
1.044
1.053
1.033
1.017
1.043

p̂(M X →Y |D)
[0.635, 0.823]
[0.743, 0.876]
[0.879, 0.948]
[0.809, 0.914]
[0.828, 0.924]
[0.852, 0.936]
[0.800, 0.913]


ment of Y from Equation (4.1) is replaced by A tanh X
A ,
where the parameter A controls the degree of nonlinear
X
ity. In the limit A → ∞, tanh X
A → A , so we recover
linearity. Furthermore, the coefficient of the linear tangent approximation at X = 0 has the same value (one)
as the structural coefficient β in the near-LCD scenario.
We keep the other model parameters as in the example in Subsection 4.4.4. The results in Table 4.2 show
that despite a nonlinear X − Y dependence, we are still
able to detect the causal effect and its sign. Moreover,
the method returns a strong preference for the correct
direction for all values of A. The causal effect estimate
β̂ X →Y remains robust against small to medium deviations from the linear case. It is important to note that
when the linearity assumption does not hold, then the
estimate returned by our method cannot be interpreted
as the effect of an increase in the exposure for an individual, but represents an average causal effect across the
population.70 In case the exposure-outcome relationship
is non-monotonic, for instance if it is U-shaped, then it
is no longer guaranteed that the method can infer any
causal effect. One possible solution then would be to
perform a piecewise Mendelian randomization analysis, as suggested by Burgess et al. (2014) The idea is to
stratify on the “IV-free” exposure distribution so that the
localized exposure-outcome relation is approximately
linear and then run BayesMR on each stratum.
In the second simulation, we analyze the effects of
including non-Gaussian noise in the generating model.
To make the results comparable to the Gaussian case,
we have simulated data where the noise term eY in

Table 4.3: We show the results of
running BayesMR on data generated from the model in Figure 4.14
for various degrees of nonnormality, as parameterized by the
number of degrees of freedom
of the t-distributed noise (lower
ν corresponds to stronger nonnormality). We report the 95% CI
for the estimated probability that
the direction of the causal link is
X → Y, as opposed to Y → X. For
the causal effect estimate β̂ X →Y ,
we report summary measures,
including the first (Q1) and third
quartile (Q3).

Stephen Burgess et al. (Nov.
2014). “Instrumental Variable
Analysis with a Nonlinear Exposure–Outcome Relationship”. In:
Epidemiology (Cambridge, Mass.)
70
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the structural equation of Y from Equation (4.1) is distributed according to Student’s t-distribution. Here, the
t-distribution’s number of degrees of freedom ν controls the degree of normality. In the limit ν → ∞, the
t-distribution becomes a standard normal distribution,
so we recover normality. We keep the other model parameters as in the example in Subsection 4.4.4. The results in Table 4.3 show that the causal effect estimate
for β X →Y remains robust for a large range of values for
ν, corresponding to small to medium deviations from
the linear case. Moreover, the method returns a strong
preference for the correct direction of the causal link
for all values of ν. When ν = 1, which corresponds
to a t-distribution with undefined mean and variance,
our approach can no longer detect the causal link from
X to Y, as the posterior distribution of the causal effect estimate becomes too broad. One potential solution
for dealing with strong violations of the normality assumption would then be to adopt a non-Gaussian structural equation model, in the vein of Shimizu and Bollen
(2014).

4.6

Real-World Applications
In this section, we will showcase the potential of BayesMR
by applying it to a number of real-world problems. We
start, however, by explaining how our method can be
applied when only summary data is available. In the
first application, we focus on estimating the causal effect
of birth weight on adult fasting glucose levels. In the
second application, we analyze the effect of body mass
index on the risk of Parkinson’s disease. In the third and
final application, we use our approach to examine the
direction of the causal link between coffee consumption
and cigarette smoking.

4.6.1

Using Summary Data
BayesMR requires as input the first and second-order mo-

ments of the observed data vector Z = ( G, X, Y ). These
moments are needed in the expression of the likelihood
function and constitute the sufficient statistics with respect to our model (Section 4.3). We can easily com-
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pute estimates for these moments when individual-level
data is available. However, we often only have access
to summary statistics in the form of regression (beta)
coefficients and their standard errors. In this subsection, we show how to derive approximations for the first
and second-order moments from the summary data in
order to obtain the required sufficient statistics for our
method. We require (at least) the following summary
statistics:
• p̂ j : the effect allele frequency (EAF) of Gj
• m: the number of allele copies (very often equal to
two, since humans are diploid organisms)
• γ̂ j , σ̂γ̂j , Nγ̂j : measures of the gene-exposure association, including the coefficient obtained by regressing
X on Gj , its standard error and the sample size
• Γ̂ j , σ̂Γ̂ j , NΓ̂ j : measures of the gene-outcome association,
including the coefficient obtained by regressing Y on
Gj , its standard error and the sample size
• β̂: the coefficient obtained by regressing X and Y (observational exposure-outcome association)
Summary data on gene-exposure and gene-outcome
associations from genome-wide association studies has
become increasingly available, so we can typically get
estimates for γ̂ j , Γ̂ j together with the associated standard
errors and sample sizes. The effect allele frequency p̂ j
is usually also reported. In addition, we require a measure of the association between the exposure and the
outcome ( β̂) to derive an estimate of Cov [ X, Y ]. This estimate can be obtained from observational studies for
determining potential risk factors for the outcome.
To derive the expected values and variances for the
genetic variants, we employ the binomial distribution
assumption by plugging in the EAF as the estimated
success probability and using the appropriate formulas.
We can assume without loss of generality that the mean
parameters µ X and µY in Equation (4.4) are zero, as their
location does not influence the regression slope. For
estimating the second-order moments, we then employ
the following well-known approximations from simple
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linear regression:


Cov Gj , X
 
γ̂ j ≈
Var Gj


Cov Gj , Y
 
Γ̂ j ≈
Var Gj
β̂ ≈
σ̂γ̂2 j

Cov [ X, Y ]
Var [ X ]
!
Var [ X ]
2
  − γ̂
Var Gj
!
Var [Y ]
2
  − Γ̂
Var Gj

1
≈
Nγ

σ̂Γ̂2 ≈
j

1
NΓ

Note that these approximations also apply in a multivariate setting when the regressors are independent. We
use these approximations to finally derive the following
estimates for the moments from summary statistics:
 
 
\
E Gj ≈ m · p̂ j (= E
Gj )
 
\
E [X] ≈ ∑ E
Gj · γ̂ j
j

E [Y ] ≈

Gj · Γ̂ j
∑ E\




j

 
 
\
Var Gj ≈ m · p̂ j · (1 − p̂ j ) (= Var
Gj )




\
Cov Gj , X ≈ Var
Gj · γ̂ j




\
Cov Gj , Y ≈ Var
Gj · Γ̂ j
 
\
\
Var [ X ] ≈ Var
Gj · (γ̂2j + Nγ̂j · σ̂γ̂2 j ) (= Var
[ X ])
 
\
Var [Y ] ≈ Var
Gj · (Γ̂2j + NΓ̂ j · σ̂Γ̂2 )
j

\
Cov [ X, Y ] ≈ Var
[ X ] · β̂
(4.12)
When we have information on multiple genetic variants, we obtain multiple estimates of Var [ X ] and Var [Y ]
in Equation (4.12), in which case we use the average
over the estimates. Our approach also requires specifying a sample size. Since the summary statistics are
likely to be computed from different samples, we conservatively choose the minimum of their sizes as input
to BayesMR in order not to overestimate the precision of
the data. If the sample size for the exposure-outcome
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association measure is also available, we take it into consideration when calculating the minimum of the sample
sizes.
Effect of Birth Weight on Fasting Glucose
Del Greco et al. (2015) performed an IVW meta-analysis
of MR Wald estimates (see Equations (4.2) and (4.3)) to
analyze the relationship between low birth weight and
adult fasting glucose levels. The authors chose seven
genetic variants associated with birth weight to use as
instruments in an MR analysis. The meta-analysis of
the seven MR estimates suggested a significant protective effect of -0.155 mmol L−1 (95% CI [-0.233, -0.088])
reduction in adult fasting glucose level per standard
deviation increase (484 g) in birth weight. In their analysis, Del Greco et al. (2015) investigated the presence of
pleiotropy by using Cochran’s Q test71 to assess betweeninstrument heterogeneity. The authors reported significant evidence of heterogeneity across instruments
(p = 0.03), which they believe suggests that IV3 might
be violated for some of the genetic variants. The measured heterogeneity was primarily due to the variant
rs9883024 in gene ADCY5. Even after removing said variant from the analysis, a significant negative effect estimate of -0.098 (95% CI [-0.168, -0.027]) was obtained.

Posterior density

4.6.2

^ IVW
β

−0.4

−0.2

0.0

0.2

β

We ran our model using the summary statistics for
the genotype-exposure and genotype-outcome associations provided in Del Greco et al. (2015, Table IV). The
regression coefficient for the observational exposureoutcome association is taken from (Daly et al., 2005), in

William G. Cochran (1954).
“The Combination of Estimates
from Different Experiments”. In:
Biometrics.
71

Figure 4.17: Estimated posterior
distribution for the causal effect
of birth weight on adult fasting
glucose levels. The light shaded
area in the posterior represents the
interquartile range (IQR), while
the dark shaded line indicates the
median. For the Gaussian mixture
prior in Equation (4.7), we have
taken τ 2 = 1 and λ = 10−4 .
The IVW estimate reported in
(Del Greco et al., 2015) and its
confidence bounds are shown for
comparison.
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which a decrease of 0.01 mmol L−1 in fasting glucose
levels for each kg increase in birth weight was reported
in a retrospective cohort study on a multiethnic sample
of 855 New Zealand adolescents. The regression coefficients Daly et al. (2005) computed were adjusted for age,
sex, and ethnicity. One potential limitation of using this
data is that there may be biases induced by the different adjustments made in the study.72 Another potential
issue is the fact that the observational study sample is
taken from an underlying population which is different
in terms of ethnicity and age.73 Nevertheless, the associations found in the observational study are consistent
with those found in subsequent studies.74
Our estimated posterior in Figure 4.17 indicates that
no causal effect is necessary to explain the observed
data. This conclusion differs significantly from that of
Del Greco et al. (2015) because we are making less stringent assumptions regarding the parameter strengths.
However, we can arrive at their conclusion if we adapt
our prior knowledge by incorporating stronger prior
assumptions. To obtain the posterior distribution in Figure 4.18, we assumed that the pleiotropic effects are
negligible (by setting wα = 0, equivalent to a weaker
form of IV3) and that the instrument strengths are relevant (by setting wγ = 1, equivalent to a weaker form of
IV1). Additionally, we set w = 0 in the Gaussian mixture
prior from Equation (4.7) for κ̃ X , κ̃Y and β̃, so as to not
penalize (potentially) relevant confounding and causal
effects too strongly. Since this new set of assumptions
is much closer to the typical assumptions made in an
IV analysis, we were able to recover the IVW estimate.

Figure 4.18: By adapting the
prior knowledge to fit the classic
instrumental variable setting,
we are able to recover the IVW
estimate. The light shaded area
in the posterior represents the
interquartile range (IQR), while
the dark shaded line indicates the
median. For the Gaussian mixture
prior in Equation (4.7), we have
taken τ 2 = 1 and λ = 10−4 ,
respectively. The IVW estimate
reported in (Del Greco et al., 2015)
and its confidence bounds are
shown for comparison.

72
Debbie A Lawlor (June 2016).
“Commentary: Two-Sample
Mendelian Randomization: Opportunities and Challenges”. In:
International Journal of Epidemiology.
73
John R. Thompson et al. (2016).
“Mendelian Randomization Using
Public Data from Genetic Consortia”. In: The International Journal of
Biostatistics.
74
Shane A. Norris et al. (Nov.
2011). “Size at Birth, Weight Gain
in Infancy and Childhood, and
Adult Diabetes Risk in Five Lowor Middle-Income Country Birth
Cohorts”. In: Diabetes Care.
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Our results show, however, that if we penalize every
strong interaction between variables equally (see Subsection 4.3.4), then the posterior estimate of β indicates
a negligible causal effect of birth weight on adult fasting
glucose.
Effect of Body Mass Index on the Risk of Parkinson’s Disease
Figure 4.19: Estimated causal
effect of BMI on the risk of PD
expressed as the difference in logodds of PD per 5 kg/m2 increase
in BMI. The light shaded area
in the posterior represents the
interquartile range (IQR), while
the dark shaded line indicates the
median. The IVW estimate β̂ IVW
derived from Equation (4.3) along
with its 95% confidence bounds
are shown for comparison.
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Effect of BMI on the risk of PD (β)

There have been conflicting findings regarding the
association between body mass index (BMI) and Parkinson’s disease (PD) in observational studies. Both positive and negative associations between higher BMI and
the risk of PD have been reported.75 Wang et al. (2015)
performed a meta-analysis of ten cohort studies and
their obtained pooled risk ratio (RR) for the association of a 5 kg m−2 higher BMI with the risk of PD was
1.00 (95% CI [0.89, 1.12]), which suggests that BMI is
not associated with the risk of PD. In a Mendelian randomization analysis, Noyce et al. (2017) estimated the
causal effect of BMI on the risk of PD by combining the
ratio estimates corresponding to 77 selected SNPs via
an inverse-variance weighted scheme. The results of

Alastair J. Noyce et al. (June
2017). “Estimating the Causal
Influence of Body Mass Index
on Risk of Parkinson Disease: A
Mendelian Randomisation Study”.
In: PLOS Medicine.
75

128

being bayesian about causal inference

their analysis suggest a putative protective causal effect
of BMI. More specifically, their MR analysis yielded an
IVW log-odds ratio (log-OR) of -0.195 (95% CI [-0.368,
-0.021]), meaning that a lifetime exposure of 5 kg/m2
higher BMI was associated with a lower risk of PD.
We also took the log-odds ratio as the continuous outcome variable. We used the summary data from (Noyce
et al., 2017) for the genetic associations with BMI and
the log-OR of PD. We used the RR reported by Wang
et al. (2015) as an approximation for the OR, since the
incidence of PD is very low, resulting in an estimated
log-OR of zero for the observational association of a 5
kg/m2 higher BMI with the risk of PD. We fitted our
model assuming the direction of causality from BMI to
PD and we obtained a causal effect estimate centered
around zero, with 96.3% of the probability mass in the
interval [-0.1, 0.1] (see Figure 4.19). This result casts
doubt on the existence of a causal link between BMI and
the risk of PD. When looking at the scatter plot comparing the genetic associations of the 77 variants with
the outcomes and their associations with the exposures
(Figure 4.20), we observe the existence of two outliers,
corresponding to the red triangles. These two variants
show a low association with the outcome relative to the
others given their strength as instruments. It is possible
that the unusually large negative association with the
risk of PD is due to unobserved pleiotropic effects. This
claim is supported by our estimates of the pleiotropic
effect α for these two genetic variants, which are shown
in Figure 4.21.
To further substantiate our claim that these variants
represent outliers for the IVW and MR-Egger analysis, we used the radial regression approach of Bowden et al. (2018). By running the radial IVW and MREgger regressions using first order weights and specifying a statistical significance threshold of 0.01, we
discovered the same two outliers observed visually in
the scatter plot. Alternatively, we used the Mendelian
randomization pleiotropy residual sum and outlier (MRPRESSO)76 test to identify potential pleiotropic outliers.
With MR-PRESSO, we detected the two genetic variants
highlighted in Figure 4.20 as outliers for a significance
threshold of 0.1. The outlier-corrected causal estimate

Marie Verbanck et al. (May
2018). “Detection of Widespread
Horizontal Pleiotropy in Causal
Relationships Inferred from
Mendelian Randomization between Complex Traits and Diseases”. In: Nature Genetics.
76
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Genetic associations with the outcome

produced by MR-PRESSO remained ‘barely’ significant
at the 0.05 level: β̂ = -0.1669 (95% CI [-0.3335, -0.0003]).
Figure 4.20: Scatter plot of the
genetic associations with BMI
(horizontal axis) and PD risk (vertical axis) for 77 genetic variants.
The two outliers (triangles) show
a relatively strong association
with the outcome given their
association with the exposure.
The regression line including the
outliers is dashed, while the regression line obtained without the
outliers is continuous.
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Figure 4.21: Estimated pleiotropic
effects for the two genetic variants
suspected of being pleiotropic outliers (rs17001654 and rs13107325).
The light shaded area in the posterior represents the interquartile range (IQR), while the dark
shaded line indicates the median. Most of the posterior mass
is distributed away from zero,
thereby supporting the suspicion
that these two variants exhibit
horizontal pleiotropy.
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To sum up, the results of our investigation suggest
that the protective causal effect of BMI on the risk of
PD discovered by Noyce et al. (2017) could also be due
to some of the genetic variants exhibiting horizontal
pleiotropy. We suspect two variants in particular to be
pleiotropic outliers in the MR analysis, as suggested by
our method and other approaches.77

Bowden et al., 2018; Verbanck
et al., 2018.
77
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Does Coffee Consumption Influence Smoking?
In this experiment, we investigated the association between coffee consumption and cigarette smoking. It is
unclear whether this association is causal. A Mendelian
randomization study performed by Treur et al. (2016)
provided no evidence for causal effects of smoking on
caffeine or vice versa. Bjørngaard et al. (2017) on the
other hand, found that higher cigarette consumption
causally increases coffee intake. If a causal link between
coffee consumption and cigarette smoking exists, its direction is also unclear. Verweij et al. (2018) employed
a two-sample bidirectional Mendelian randomization
study to investigate, among other things, the causal association between the use of nicotine and caffeine, but
found little evidence of a causal relationship in either
direction. In another study, Ware et al. (2017) assessed
the impact of coffee consumption on the heaviness of
smoking, but also obtained inconclusive results: one of
their two-sample MR analyses indicated that heavier
consumption of caffeine might lead to reduced heaviness of smoking, while in other MR analyses they found
no evidence of a causal relationship between coffee consumption and heaviness of smoking. Ware et al. (2017)
concluded it is unlikely that coffee consumption has a
major causal impact on cigarette smoking and suggested
the possibility of reverse causation, i.e., smoking impacting coffee consumption, or confounding as alternative
explanations for the observed association.
We used the summary statistics reported by Ware
et al. (2017) to explore this association. The exposure
variable is coffee consumption measured in cups per
day, while the outcome variable is smoking measured
in cigarettes per day. The summary measurements for
the gene-exposure association were taken from the European replication sample (N ≤ 30 062) of the Coffee
and Caffeine Genetics Consortium (CCGC) genomewide association study meta-analysis.78 Eight independent coffee related variants meeting the threshold for
genome-wide significance in the trans-ethnic GWAS
meta-analysis were considered. The associations of
coffee-related SNPs with the outcome were obtained
from the UK Biobank (N = 8072). Ware et al. (2017)

M. C. Cornelis et al. (May 2015).
“Genome-Wide Meta-Analysis
Identifies Six Novel Loci Associated with Habitual Coffee
Consumption”. In: Molecular
Psychiatry.
78

inferring the direction of a causal link and estimating its effect via a bayesian
mendelian randomization approach 131

also computed an observational association of 0.45 additional cigarettes per day for each consumed cup of coffee among the 8072 current daily smokers who reported
consuming coffee.

Posterior density

1.5

54.67%

1.0

0.5

0.0
−1

0

1

2

Causal effect of coffee consumption on smoking
(a) Posterior distribution of the putative causal effect of coffee consumption
on smoking. In the case of reverse causation (causal link from smoking to
coffee consumption), this effect is zero, as indicated by the vertical dashed
line. The estimate next to the line (54.67%) is the evidence for the reverse
model.
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Causal effect of smoking on coffee consumption
(b) Posterior distribution of the putative causal effect of smoking on coffee consumption. In the case of reverse causation (causal link from coffee
consumption to smoking), this effect is zero, as indicated by the vertical
dashed line. The estimate next to the line (45.33%) is the evidence for the
reverse model.

In our approach, we considered two candidate models
corresponding to the two possible causal directions. In
the first model (Figure 4.6), we assumed a causal link

Figure 4.22: Comparison of the
causal effect estimates between X
(coffee consumption in cups per
day) and Y (heaviness of smoking
in cigarettes per day) for the two
possible causal directions. The
estimated evidence for the two
models is p(M| X → Y ) = 54.67%
and p(M|Y → X ) = 45.33%,
respectively. In the left figure,
we see the estimate of β X →Y ,
which is the causal effect of coffee consumption on heaviness of
smoking, under the assumption
that the causal link X → Y exists.
In the right figure, we see the estimate of βY → X , which is the causal
effect of heaviness of smoking on
coffee consumption, under the
assumption that the causal link
Y → X exists.
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from coffee consumption to smoking, while in the second model Figure 4.7) we assumed the reverse causal
link. We computed the evidence for the two models and
then, assuming a-priori that either of the two models
is equally likely, we obtained a posterior probability
of 42.6% for the first model and 57.4% for the second
model. The posterior over the causal effect is shown for
both directions in Figure 4.22. According to our results,
there is significant uncertainty in the direction of the
causal effect. This suggests that the observed association
may in fact be due to some confounding factor. Still,
that does not exclude the possibility of a causal effect
between coffee consumption and heaviness of smoking,
but more data is required to substantiate this claim.

4.7

Discussion
In this chapter, we have proposed a Bayesian approach
to Mendelian randomization (BayesMR) for finding the
probable direction of a causal link between two phenotypes and for estimating the magnitude of its causal
effect. The novelty in our method consists in inferring
the direction of causality, estimating the causal effects
and promoting model sparsity in a single-step approach.
This is achieved by using a nested sampling scheme79 to
compute the model evidence for both causal directions
and to sample from the parameter posterior distribution
simultaneously.
Many traditional MR methods can be seen as limiting cases of our more general approach. For example,
the “no pleiotropy” assumption80 made when using
genetic variants as instrumental variables can be incorporated by setting the prior proportion of the slab component for the pleiotropic effect to zero (wα = 0) and
then taking λ → 0. Berzuini et al. (2020), for example,
have proposed a similar Bayesian approach, but they
assume a particular causal direction. This assumption
can be incorporated into our model by setting the prior
probability of reverse causation to be zero, as shown
in Section 4.4. Our Bayesian solution subsumes standard Mendelian randomization (Figure 4.4) and the
LCD pattern (Figure 4.5), is robust to the presence of
pleiotropic effects (Figure 4.6), and incorporates the pos-
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sibility of reverse causation in the exposure-outcome
association (Figure 4.7). The resulting output appropriately reflects the uncertainty of having to consider two
possible causal directions due to the existence of alternative causal pathways.
In the era of high-throughput genomics, it is becoming increasingly likely to select invalid instruments as
GWAS sample sizes continue to grow.81 Our approach
allows for the selection of a much broader range of genetic variants, since it does not require any of the instruments to be valid. Furthermore, we can select even
those variants for which it is not clear whether they primarily influence the exposure or the outcome. In this
sense, we envision running BayesMR on a large number
of potential genetic candidates collected from genomewide association studies, which can be related to either
the exposure or the outcome. Another advantage of
our method is that it does not rely on individual-level
data. This is becoming increasingly important in the era
of large GWAS,82 where summary statistics regarding
genetic associations obtained from large independent
samples are made publicly available. Our approach,
however, is currently not designed to handle potentially
correlated genetic variants, which means it cannot use
variants that are in linkage disequilibrium with each
other as input. Another concern is the computational
scalability of the Bayesian inference to a large number
of instrumental variables. In the future, we plan to explore more scalable nested sampling approaches, for
instance the one proposed in (Buchner, 2017), and to extend BayesMR to account for correlation among genetic
variants.
A key aspect of our approach lies in the structural
assumption that interactions between variables are either ‘weak’ (irrelevant) or ‘strong’ (relevant).83 This assumption is different from the traditional zero-nonzero
dichotomy and, in our opinion, more realistic than assuming, for example, that a genetic effect on an outcome
variable is “completely mediated” by an another variable. The Gaussian mixture prior is a natural choice for
expressing this assumption and has the intuitive interpretation of capturing the small, irrelevant effects in the
‘spike’ (lower variance) component and the large, rele-
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vant effects in the ‘slab’ (higher variance) component.
The mixture Gaussian prior has already been used for
example in (Li, 2017) to induce sparsity in the estimation
of pleiotropic effects. Here, we extend the usage of this
prior to the other structural parameters, which allows
for a more general view of Mendelian randomization
analyses. For example, putting a Gaussian mixture prior
on the strength of instruments will enable us to make
an automatic selection of the relevant instruments in
a batch of preselected genetic variants, where the proportion of relevant instruments can be determined by
learning the shared hyperparameter wγ .
Our chosen prior is informative in the sense that it
informs which effects we consider a-priori to be relevant. Because of this, care must be taken when setting
the prior hyperparameters. While this informativeness
may be seen as a weakness of the Bayesian approach, it
also empowers the research to input sensible assumptions regarding the expected magnitude of effects in
an intuitive fashion. If one has a prior idea regarding
which effect sizes are deemed relevant and which irrelevant, then one can appropriately tune the variances
of the ‘spike’ and the ‘slab’ to reflect this belief. When
it is not clear how to distinguish between relevant and
irrelevant effects, one can treat all detectable effects as
relevant by letting λ → 0 in a first attempt. At the same
time, one can choose τ large enough to give support to
effect sizes that are substantively different from zero,
but not so large that unrealistic values are supported.84
Furthermore, if one has a prior belief regarding the relevance of a particular parameter, this can be expressed
in the prior by appropriately setting the w parameter,
which determines the mixture component proportion.
Other sparsifying priors have been proposed for use in
Bayesian MR methods, such as the horseshoe prior85 or
the Laplace prior.86 It might be interesting to compare the
inferences obtained by using these different priors and
to assess how easy it is to incorporate prior biological
knowledge for each of them.
One important limitation of the approach proposed
here lies in the strong parametric assumptions of linearity and Gaussianity.87 These standard assumptions
are commonly made for simplicity and computational
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convenience in similar works such as (Thompson et al.,
2017; Li, 2017; Berzuini et al., 2020), but when they do
not hold, the estimands can potentially be far off the
mark and their interpretation is rendered incorrect. We
have shown that BayesMR is robust against mild violations of linearity and Gaussianity, even though great
care must be taken when interpreting the results. In future work, it would be interesting to test our method
as well as other established methods against a broader
range of violations. The current method is also not directly applicable to discrete phenotypic variables. However, as we have shown in Section 4.6, we can incorporate log-odds ratios of binary values in our model by
applying a logit transformation. With our approach,
we allow for violations of the exclusion restriction assumption (IV3) and we even allow for violations of IV1
(genetic variant is not robustly associated with the exposure), although this is typically not considered an issue.
However, we still rely on the genetic variants being independent from any unmeasured confounding variables
(IV2).
For future work, we plan to make our approach even
more general by relaxing the IV2 assumption, and therefore taking into account the possibility that the genetic
variables might be associated with unmeasured confounders. This would also mean that the InSIDE (Instrument Strength is Independent from Direct Effect) assumption, which is required for applying MR-Egger88 or
the Bayesian method proposed by Berzuini et al. (2020),
does not hold. Another immediate extension to our
work is handling potential measurement error for the
exposure and outcome variables. Traditional methods
such as MR-Egger rely on having no measurement error
in the exposure (the so-called NOME89 assumption), which
is difficult to achieve in practical applications and may
lead to erroneous results. Finally, we are also interested
in analyzing the links between variables that exert a mutual causal influence on each other. For this purpose, we
intend to extend BayesMR to handle cyclic causal models.
The code implementing the proposed method is available at https://github.com/igbucur/BayesMR.
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5 Tractable and Robust Bayesian Learning of Many-Dimensional Instrumental Variable Models
The recent availability of huge, many-dimensional data sets,
like those arising from genome-wide association studies (GWAS),
provides many opportunities for strengthening causal inference. One popular approach is to utilize these many-dimensional measurements as instrumental variables (instruments)
for improving the causal effect estimate between other pairs
of variables. Unfortunately, searching for proper instruments
in a many-dimensional set of candidates is a daunting task
due to the intractable model space and the fact that we cannot
directly test which of these candidates are valid, so most existing search methods either rely on overly stringent modeling
assumptions or fail to capture the inherent model uncertainty
in the selection process. We show that, as long as at least some
of the candidates are (close to) valid, without knowing a priori
which ones, they collectively still pose enough restrictions on
the target interaction to obtain a reliable causal effect estimate.
We propose a general and efficient causal inference algorithm
that accounts for model uncertainty by performing Bayesian
model averaging over the most promising many-dimensional
instrumental variable models, while at the same time employing weaker assumptions regarding the data generating
process. We showcase the efficiency, robustness and predictive
performance of our algorithm through experimental results on
both simulated and real-world data. 1

5.1

Introduction
Causal inference is a fundamental topic of research in
the biomedical sciences, where the relationship between
an exposure to a putative risk factor and a disease out-

This chapter is based on the
article titled “MASSIVE: Tractable
and Robust Bayesian Learning of
Many-Dimensional Instrumental
Variable Models”, which will
appear in the proceedings of the
Conference on Uncertainty in
Artificial Intelligence (UAI 2020).
1
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come or marker is often studied. The gold standard
for answering causal questions – e.g., does an intake of
vitamin D supplements reduce the risk of developing
schizophrenia? – is to perform a randomized controlled
trial (RCT), in which the exposure (treatment) is assigned randomly to the participants. The purpose of
randomization is to eliminate potential confounding due
to variables influencing both the exposure and the outcome. Unfortunately, performing an RCT is often unfeasible due to monetary, ethical, or practical constraints.2
On the other side of the fence, there are vast amounts
of medical data available from observational studies,
but estimating a causal effect from such data is prone to
confounding, reverse causation, and other biases.3
With the advent of high-throughput genomics, an
enormous amount of observational genetic data has
been collected in large-scale genome-wide association studies (GWAS). There is great potential in using this genetic
information for strengthening causal inference in observational designs, where the causal effect is obfuscated
by potentially unmeasured confounding.4 One popular and powerful systematic approach that can be exploited is to make use of so-called instrumental variables
or instruments.5 In recent years, instrumental variable
analysis has become prevalent in the field of genetic
epidemiology under the moniker Mendelian randomization. Mendelian randomization (MR) refers to the random segregation and assortment of genes from parent
to offspring, as stated by Mendel’s laws, which can be
seen as analogous to the randomization induced in an
RCT.6 In MR studies, genetic variants, such as the allele
at a particular location in the genome, fulfill the role
of instruments.7 For example, in (Chen et al., 2008), a
gene encoding a major enzyme for alcohol metabolism
(ALDH2) has been used as a proxy measure for alcohol
consumption with the goal of investigating the latter’s
effect on the risk of coronary heart disease.
Formally, an instrumental variable (IV) is a third variable in regression analysis that is correlated with both
exposure and outcome, but affects the outcome only
through its association with the exposure. A valid instrument follows the causal model depicted in Figure 5.1.
An IV thus acts as a proxy for the exposure that is not
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susceptible to the same degree of confounding. A key
challenge in instrumental variable methods is finding
the right instrument(s) for performing the analysis.8
Due to the unmeasured confounding of the X − Y association, this model cannot be elucidated from observed
data unless we are willing to make strong assumptions
about the generating process.9
Genetic variants are particularly suitable as candidate
instrumental variables, since they are fixed at conception
and more robust against confounding due to environmental factors.10 Nevertheless, the validity of genetic
instruments is also not easily testable from data. To
make matters worse, many genes affect multiple traits,
meaning that the outcome variable Y could be influenced by G via different causal pathways. This violation
of the instrumental variable assumptions is known in
the Mendelian randomization literature as horizontal
pleiotropy.11 Horizontal pleiotropy, to which we will refer from now simply as pleiotropy, is usually shown as
a directed arrow from genetic variant (G) to outcome
(Y) and the implied (direct) causal effect from G to Y is
called a pleiotropic effect.
Searching for instruments in a haystack of potentially relevant genetic variants with unknown biological function is akin to a many-dimensional variable
selection problem. To solve this problem, we adopt a
spike-and-slab prior on the pleiotropic effects (G → Y)
to encourage sparse solutions through selective shrinkage.12 The ‘spike’ captures the prior distribution of coefficients that are close to zero, corresponding to valid
instruments, while the ‘slab’ models the prior distribution of coefficients that are significantly different from
zero. Even though we do not know a priori which of the
genetic variants are (close to being) valid instruments,
by wisdom of the crowd13 , where the crowd is the many-

Figure 5.1: Graphical description
of the causal model assumed in
instrumental variable analyses. In
the figure above, X is the exposure, Y is the outcome variable,
G is the instrument, and U represents potentially unmeasured
confounding. Note that the association between G and X need not
be causal, but we can assume it
here for simplicity without losing
any generality.
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dimensional set of potential candidates, we are able to
separate the wheat from the chaff, as we will later see
in Section 5.5. We show that, as long as there are at least
some valid instruments to be found in the haystack, the
causal effect of interest can be reasonably estimated by
using the proposed prior.
In this work, we consider a general Bayesian causal
model subsuming the IV model in which a large number of (genetic) covariates have the potential to act as instrumental variables. We assume a hierarchical discrete
scale mixture (spike-and-slab) prior on the pleiotropic
effects to consider every possible combination of valid
and invalid instruments. We then introduce an algorithm (MASSIVE) which we use to perform Bayesian
model averaging (BMA) over this mixture space so as
to properly handle the uncertainty in choosing the covariates to be used as instruments. The algorithm features two components: (1) a Markov Chain Monte Carlo
Model Composition (MC3) stochastic search procedure14
and (2) an approximation procedure based on Laplace’s
method15 for determining the model evidence (marginal
likelihood). We show the robustness and tractability of
our approach in both simulated studies and real-world
examples.

5.2

Related Work
A number of methods have been suggested for selecting
instrumental variables out of a rich set of candidates.
Swerdlow et al. (2016) have outlined a set of principles for selecting instruments in MR analyses using a
combination of statistical criteria and relevant biological knowledge. Belloni et al. (2012), on the other hand,
have proposed a data-driven approach for model selection based on Lasso methods. Agakov et al. (2010)
have built an approach for extracting the most reliable
instruments by using approximate Bayesian inference
with sparseness-inducing priors on linear latent variable
models. Finally, Berzuini et al. (2020) have developed
a Bayesian solution in which the horseshoe shrinkage
prior is imposed on potential pleiotropic effects. These
methods, however, are designed to select the most likely
IV model and do not account for potential model uncer-
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tainty. Moreover, some of these methods require individual patient data, which is often unavailable, as input.
A number of model averaging solutions have also
been proposed. Eicher et al. (2009) have used BMA to
average over the set of potential models in the first stage
of two-stage least squares (2SLS), which means that the
selection of instruments is based on the strength of their
association with the exposure. The model evidences
are approximated using the Bayesian information criterion16 . Eicher et al. (2009) later extended their approach
in (Lenkoski et al., 2014) by also accounting for model
uncertainty in the second stage of 2SLS. In a similar
vein, Karl and Lenkoski (2012) developed the IVBMA algorithm to incorporate model uncertainty into IV estimation by exploring the model space using stochastic search guided by analytically derived conditional
Bayes factors. More recently, Shapland et al. (2019) have
proposed using the IVBMA approach for Mendelian randomization with dependent instruments. The abovementioned methods, however, work under the assumption that the chosen candidates are all valid instruments.
This means that the algorithms are no longer consistent
if any of the IV assumptions are violated.
Gkatzionis et al. (2019) have introduced a comparable Bayesian model averaging method (JAM-MR) in which
genetic variants likely to exhibit horizontal pleiotropy,
thereby violating the IV assumptions, are penalized via
a pleiotropic-loss function. JAM-MR implements a standard reversible-jump MCMC stochastic search scheme
for exploring the model space. However, the estimated
causal effect for each model is obtained using the classical inverse-variance weighted (IVW) estimator17 , meaning
that there is no complete description of the parameter
uncertainty.

5.3

Model
Currently no published method offers a complete Bayesian
solution for handling both the uncertainty in selecting
the most promising candidates out of a many-dimensional
set of potential instruments and the uncertainty in estimating the causal effect using those instruments. We
propose to address this shortcoming with our MASSIVE
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(Model Assessment and Stochastic Search for Instrumental Variable Estimation) Bayesian approach, which is
designed to reliably estimate the studied causal effect as
long as at least one of the candidate instruments is close
to valid. This condition is weaker than causal assumptions typically made in related work, e.g., a plurality of
the candidate instruments are valid (the most common
pleiotropic effect is zero) or the pleiotropic effects are
balanced (on average they cancel each other out).
Our method incorporates Bayesian model averaging
to further relax the IV causal assumptions by searching for the most plausible many-dimensional IV models, thereby properly accounting for uncertainty in the
model selection. Our algorithm provides as output a
posterior distribution over the causal effect that appropriately reflects the uncertainty in the estimate, as well
as posterior inclusion probabilities indicating which candidates are likely to be valid instruments. Finally, our
approach does not rely on having access to individuallevel data, and instead can use publicly available summary data from large-scale GWAS as input. This constitutes a significant practical advantage, as access to
information about individuals is often restricted, for
instance due to privacy concerns.18
In our model, we assume that the data is generated
from the following structural equation model19 :
U := eU
Gj : = eGj
X :=

∑ γ j Gj + κ X U + eX

.

(5.1)

j

Y :=

∑ α j Gj + κY U + βX + eY
j

The associated generating model is depicted graphically
in Figure 5.2. We are interested in estimating the (linear)
causal effect from exposure (X) to outcome (Y), denoted
by β. To aid estimation, we have measurements from J
covariates, denoted by Gj , at our disposal. Each covariate is associated in the model with both the exposure
X, via the γ j parameters, and the outcome Y, via the
α j parameters. Finally, the unmeasured confounding is
characterized by the coefficients κ X and κY .
We assume that the noise terms of X, Y, and the
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unmeasured confounder U are normally distributed.
We can assume without loss of generality that eU ∼
N (0, 1) by appropriately rescaling the confounding coefficients. The exposure and outcome terms are normally distributed with unknown scale parameters, i.e.,
eX ∼ N (0, σX2 ) and eY ∼ N (0, σY2 ). The random vector
( X, Y )| G then follows the Conditional Gaussian distribution (CG-distribution in (Lauritzen and Wermuth,
1989)):
" #
X
G ∼ N ( µ ( G ), Σ ),
Y
h
i|
where µ( G ) = γ βγ + α G and Σ =
#
"
σX2 + κ 2X
β(σX2 + κ 2X ) + κ X κY
.
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We now assume that N independent and identically
distributed observations D = ( Gi , Xi , Yi )1≤i≤ N are
drawn from the structural equation model described
in Equation (5.1). The conditional Gaussian observed
data likelihood reads
" # !
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Figure 5.2: Graphical description
of our assumed generative model.
We denote the exposure variable
by X and the outcome variable
by Y. We are interested in the
causal effect from X to Y, which
is denoted by β. The association
between X and Y is obfuscated
by the unobserved variable U,
which we use to model unmeasured confounding explicitly. The
shaded plate indicates replication
across the J independent genetic
variants Gj , j ∈ {1, 2, ..., J }. Note
that the replication also applies to
the parameters γ j and α j .
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Priors
In order to avoid any scaling issues, we first divide each
structural equation in Equation (5.1) by the scale of the
noise term. We then define priors on the scale-free interactions. The scaled structural parameters are
γ̃ j = σGj σX−1 γ j ;
β̃ = σX σY−1 β;

α̃ j = σGj σY−1 α j ;
κ̃ X = σX−1 κ X ;

κ̃Y = σY−1 κY .

For each scaled pleiotropic effect (α̃ j ), we propose a scale
mixture of two normal distributions20 , where the scale
is determined by the value of a latent indicator variable
ι j . The component with lower (higher) variance encompasses our prior belief that the pleiotropic effect is a
priori ‘weak’ / irrelevant (‘strong’ / relevant). This hierarchical prior is identical to the one proposed by George
and McCulloch (1993) for their Stochastic Search Variable Selection (SSVS) algorithm.
The standard deviation of the ‘spike’ (lower variance)
component and of the ‘slab’ (higher variance) component can be set based on our prior knowledge or assumptions regarding the size of relevant and irrelevant
parameters. For example, George and McCulloch (1993)
have proposed a semiautomatic approach for selecting
the spike-and-slab hyperparameters based on the intersection point of the two mixture components and the
relative heights of the component densities at zero. For
the more general situation when prior knowledge is
not available, we propose a simple empirical approach
for choosing these hyperparameters starting from the
belief (assumption) that the measured interactions between G and X are all relevant, which we can expect in
most analyses since the first criterion by which potential
instruments are chosen is the relevance of their association with the exposure. We describe the procedure for
empirically determining prior hyperparameters in the
supplement.
For the scaled instrument strengths γ̃ j , we propose a
normal prior with the same variance as the slab component, under the mild assumptions that genetic interactions with different traits are of the same size and
that the instrument strengths correspond are strong
(relevant) interactions. For the causal effect ( β̃) and the

Hemant Ishwaran and J. Sunil
Rao (Apr. 2005). “Spike and Slab
Variable Selection: Frequentist
and Bayesian Strategies”. In: The
Annals of Statistics.
20
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confounding coefficients (κ̃ X and κ̃Y ), we choose a very
weakly informative normal prior proposed by Gelman
et al. (2020). For the scale parameters (σX and σY ), we
propose an improper uniform prior on the log-scale,
corresponding to Jeffreys’s scale-invariant prior.21 The
final Bayesian generating model is
ι j ∼ Bernoulli(0.5);
2
2
α̃ j ∼ ι j · N (0, σslab
) + (1 − ι j ) · N (0, σspike
);
2
γ̃ j ∼ N (0, σslab
);

κ̃ X ∼ N (0, 10);

β̃ ∼ N (0, 10);
κ̃Y ∼ N (0, 10);

(5.3)

p(log σX ) ∝ 1; p(log σY ) ∝ 1;
" #
"
# !
X
γ| G
G∼N
,Σ .
Y
( βγ + α)| G
5.3.2

Bayesian Model Averaging
In our approach we use the general framework of Bayesian
Model Averaging to incorporate the uncertainty in instrument candidate validity by combining the causal effect estimates from reasonable instrument combinations.
Instead of relying on a single model for estimating our
causal effect β, we average the estimates over a number
(K) of promising models, weighing each result by the
model posterior
K

p( β|D) =

∑ p ( β | Mk , D ) p ( Mk | D ) .

k =1

Our assumed generating model in Equation (5.3) has
2J + 5 parameters, Θ = (γ
e, e
α, β̃, κ̃ X , κ̃Y , log σX , log σY ),
where J is the number of candidates. There are J latent
indicator variables ι j corresponding to the parameters α̃ j
which indicate whether each parameter is ‘weak’ (generated by the ‘spike’ component) or ‘strong’ (generated by
the ‘slab’ component). The full multivariate prior thus
is a mixture of K = 2 J multivariate Gaussian priors (the
uniform prior on the log-scale parameters can be seen
as a limiting case of a Gaussian prior). We refer to each
mixture component as a different model. The difference
between these models lies solely in the prior beliefs we
assume on the pleiotropic effect strengths.
It is intractable to consider the entire space of 2 J models (multivariate indicator instances), so we instead

Andrew Gelman et al. (Nov. 27,
2013). Bayesian Data Analysis.
Chapman and Hall/CRC. isbn:
978-0-429-11307-9.
21
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search for a subset that best fits the data using MCMC
Model Composition (MC3).22 If an unspecified subset of
the J candidates are close to being valid instruments,
then only a small number of models will be a good fit to
the data. We can thus obtain a good approximation of
the model posterior probabilities without averaging over
the entire model space. The idea of MC3 is to construct
a Markov chain that moves through the class of models
M = {0, 1} J . For each model M we define a neighborhood consisting of the J models that have only one indicator variable different than M, and we allow transitions
only into the set of neighbors, with equal probability.
A new model M0 in the neighborhood is then accepted
with probability


p( M0 |D)
,
min 1,
p( M|D)

David Madigan et al. (Aug.
1995). “Bayesian Graphical Models
for Discrete Data”. In: International
Statistical Review.
22

where p( M |D) is the posterior probability of model M.
The posterior probability is given by Bayes’s theorem
p( M|D) =

p(D| M) p( M)
,
∑ p(D| M0 ) p( M0 )

where
p(D| M) =

Z
Θ

p(D|Θ, M) p(Θ| M) dΘ

is the model evidence. Here, the latent indicators ι j are
part of the model definition and their choice determines
the parameter prior given the model, i.e., p(Θ| M ). As
prior over the model space, we consider the simple uniform prior p( M) = 2− J . This prior corresponds to the
assumption that each parameter is as likely to be ‘relevant’ as ‘irrelevant’ a priori, i.e., ι j ∼ Bernoulli(0.5)
in Equation (5.3). Other priors on the model space could
be easily accommodated to indicate a prior belief in the
presence or absence of pleiotropic effects.
A key challenge when considering a general approach
such as the one proposed here is estimating the evidence
(marginal likelihood) for each model. Since the integral
is not analytically tractable for the proposed likelihood
and priors, we have to resort to approximation methods. One idea would be to approximate the evidence
with a nested sampling algorithm23 , but this procedure is
relatively slow, so we instead propose to approximate

John Skilling (Dec. 2006).
“Nested Sampling for General
Bayesian Computation”. In:
Bayesian Analysis.
23
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the evidence more efficiently using Laplace’s method,
similar to Rue et al. (2009).

5.4
5.4.1

Algorithm
Finding the Posterior Optima
When sampling a certain combination of indicator variables, we need to compute the corresponding approximate model evidence using Laplace’s method. We need
to find local posterior optima over the 2J + 5 parameters
e = (γ
Θ
e, e
α, β̃, log σX , log σY , κ̃ X , κ̃Y ). Despite the simplicity of our chosen priors, we are dealing with a manydimensional multimodal optimization problem. We
tackle the issue by first separating our model parameters into those pertaining to observed variables, denoted
e = (γ
by O
e, e
α, β̃, log σX , log σY ), and those pertaining to
e = (κ̃ X , κ̃Y ).
the unobserved variable, denoted by C
To guide the optimization, we use the fact that for
e we can
each value of the confounding coefficients in C,
analytically derive the maximum likelihood estimate for
e For the details of deriving the ML estimate, please
O.
see the supplement. Thus, if we attempt to perform inference via maximum likelihood estimation, we arrive
at a two-dimensional manifold of equally good solutions for the equation system. We propose to start the
posterior optimization procedure from the bivariate
ML manifold, for each considered model. We develop
a smart procedure for choosing starting points on the
manifold, described in the supplement, in which we
look for (sparse) parameter combinations where some
of the parameters are close to zero. The optimization
initialization list L is given as input to the posterior approximation in Algorithm 2.
e space,
By analyzing the optimization results in the C
we have identified at most five local optima for each
model. Note that these optima constitute pairs that are
symmetric with respect to the origin. This is because
the value of the posterior does not change if we replace
(κ̃ X , κ̃Y ) with (−κ̃ X , −κ̃Y ). One possible optimum occurs
at the critical point corresponding to the no confounding
scenario, when the confounding coefficients are close to
zero. We can find this optimum efficiently, if it exists, by
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starting the posterior optimization from the maximum
likelihood parameters obtained when setting κ̃ X = κ̃Y =
0.
5.4.2

Computing the Approximation
Input: data D = [ Gi , Xi , Yi ]1≤i≤ N , model M, optimization initialization list L
for all (κ̃ X , κ̃Y ) in L do
e ML = get_ML_estimate(D, κ̃ X , κ̃Y )
Θ
e MAP = optimize(posterior (D, M ), Θ
e ML )
Θ
e MAP )
LA = Laplace_approximation(Θ
MAP
MAP
e
e
Save: Θ
(κ̃ X , κ̃Y ), LA(Θ
)

end for
Eliminate potential duplicates from optima list;
Compute total model evidence from LA list;
e MAP ), model evidence
Output: Mixture of LA(Θ

We conjecture that there are at most five posterior local optima for any choice of latent indicator variables,
which means that the mixture we intend to use as a posterior approximation will consist of at most five Laplace
approximations. We can simplify the optimization by
using only three preset initialization points (please see
details in supplement) and symmetry. This is typically
sufficient to find all the local optima in the full parameter space, or at least the global posterior mode. In Figure 5.3, we show an example of posterior surface for
which all five local optima are present. The posterior
is projected in the confounder space by computing the
optimal posterior value for each pair of values (κ̃ X , κ̃Y ).
We use the results from the posterior optimization described above to construct an approximation to the posterior density using Laplace’s method. We apply the
method to each of the (at most five) local optima and
then approximate the model evidence by computing the
normalization constant for the approximate (unnormalized) posterior, which is a mixture of Laplace approximations (output of Algorithm 2).
5.4.3

Sampling over IV Models
We use the approximated model evidence in a MC3
scheme to search over the different models. To improve

Algorithm 2: Approximate IV
Model Posterior
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Figure 5.3: Surface of parameter
posterior projected in confounder
space, in which five local optima (the black X marks) can be
observed.

the sampling over causal models, we first run a greedy
search procedure to arrive at a good (high-evidence)
starting model. The approximations computed during
this phase are cached and passed on to the MC3 stochastic search, after which we prune the explored model
list in line with Occam’s window24 and average over the
remaining IV models. By pruning out very-low probabilities estimated models, we arrive at a slimmer, less
noisy, and more robust BMA posterior. Finally, we sample the causal effect estimates from the derived BMA
posterior distribution. The full set of steps are shown
in Algorithm 3.
Input: data D = [ Gi , Xi , Yi ]1≤i≤ N
greedy_start = greedy_search(D)
model_list = MC3_search(D, greedy_start)
pruned_list = prune(model_list)
BMA_posterior = average( pruned_list)
posterior_samples = sample( BMA_ posterior)
Output: BMA_posterior, posterior_samples

David Madigan and Adrian E.
Raftery (Dec. 1, 1994). “Model Selection and Accounting for Model
Uncertainty in Graphical Models Using Occam’s Window”. In:
Journal of the American Statistical
Association.
24

Algorithm 3: MASSIVE (Model Assessment and Stochastic Search for
Instrumental Variable Estimation)
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Empirical Results
In this experiment we show that our algorithm is accurate in predicting the (lack of) causal effect from X to Y
when there are least some measured variables that can
act as potential instruments. The first and second order
statistics for the observed variables ( G, X, Y ) are sufficient statistics for computing the likelihood specified
in Equation (5.2). If individual-level data is not available, the sufficient statistics can also be derived from
summary (regression) data, as shown in the supplement.
This means that our approach can leverage the public
results obtained from large-sample GWAS.
The selective shrinkage property of the Gaussian scale
mixture leads to an improved causal effect estimate in
the scenario under investigation. Without any priors on
the pleiotropic effects, the problem is undetermined and
for all values of (κ̃ X , κ̃Y ) we can find a set of parameters
that maximizes the data likelihood (please see supplement). By introducing sparsifying priors on the parameters, however, the symmetry among these different sets
is broken, leading to a preference for smaller values.
The key advantage of the ‘spike-and-slab’ prior is the
ability to distinguish between relevant and irrelevant effects. We illustrate this difference in Figure 5.4. With the
spike-and-slab prior, we obtain a much more confident
estimate compared to when using a Gaussian prior. In
practice, we do not know which of the pleiotropic effects are relevant and which are irrelevant, but with our
MASSIVE BMA approach, we can infer this distinction
from data, thereby significantly improving the causal
effect estimate.
We simulated two different scenarios starting from the
setup described in (Gkatzionis et al., 2019): one in which
there is no causal effect (β = 0), and one in which there
is a strong positive causal effect (β = 0.3). The other
simulation parameters we varied are the number of generated observations N and the noise σ, which characterizes the degree of both intrinsic noise and confounding. We considered three simulation configurations: (1)
N = 103 , σ = 1 (less data, less noise); (2) N = 103 , σ = 4
(less data, more noise); and (3) N = 105 , σ = 4 (more
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Posterior density

Prior

Gaussian

Oracle

Figure 5.4: Comparison of estimated causal effect with different
sparsifying priors when five out
of 50 candidates are valid instruments. The true causal effect value
(β = −1.093) is indicated with
a dashed vertical line. Gaussian:
We estimate a single model with
fixed Gaussian priors on the genetic associations. Oracle: We
estimate a single model with a
spike-and-slab prior, where the
latent indicators on the pleiotropic
effects are chosen to correspond
to the ground truth, i.e., ι j = 0 if
the effect is irrelevant and ι j = 1
if it is relevant. MASSIVE: We
use a spike-and-slab prior over the
pleiotropic effects and learn the
latent indicators with BMA.
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data, more noise). The full parameters specifications for
the linear SEM from Equation (5.1) used in the simu-

Figure 5.5: Comparison of MASSIVE
and JAM-MR results averaged over
one hundred simulated data sets.
MASSIVE returns a posterior distribution, unlike JAM-MR which outputs point estimates. For MASSIVE,
we took the median value as the
causal point estimate for each data
set. We then computed the root
mean squared error (RMSE) of the
different point causal estimates
for both algorithms, as well as the
bootstrapped RMSE confidence
interval. We ran JAM-MR using
the default settings, according to
which a grid search is used to set
the tuning parameter w (Gkatzionis et al., 2019).
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lated experiments are outlined in Equation (5.4).
N ∈ {103 , 105 }; J = 10;

K ∈ {1, 2, ..., J };

∀ j p j ∼ U (0.1, 0.9);
∀ j γ j ∼ 0.5 + |N (0.0, 0.52 )|;
∀ j α j ∼ ±1 j≤K N (0, 0.22 );

(5.4)

β ∈ {0, 0.3};
κ X = κY = σX = σY = σ ∈ {1, 4}.
We illustrate the simulation results in Figure 5.5,
where we compare our approach against the competing
JAM-MR algorithm.25 We report the root mean square error
(RMSE) as a measure of estimation precision. As expected, the estimate generally improves with the number of valid instruments and with noise reduction for
both algorithms. In the first configuration, the (potential) instruments are strong, accounting for about 60%
of the variability in X, while in the other two configurations, they are weak, accounting for around 10% of
the variability. The last configuration is typical for MR
studies, which are characterized by large sample sizes
but small genetic associations.26 Our approach is competitive in the first (less data, less noise) and third (more
data, more noise) configuration, and much more robust than JAM-MR for the second configuration (less data,
more noise).

5.6
5.6.1

Real-World Applications
Determinants of Macroeconomic Growth
In this experiment, we use MASSIVE to model uncertainty
in macroeconomic growth determinants on a data set
compiled by Rodrik et al. (2004). This data set has been
previously analyzed by Karl and Lenkoski (2012) using the IVBMA approach. The goal of the analysis was
to find the best determinants (markers) of macroeconomic growth. Karl and Lenkoski (2012) found strong
evidence indicating institutions, as measured by the
strength of rule of law, and economic integration as the
leading determinants of macroeconomic growth. In their
analysis, they split the data into the two endogenous
variables (exposures), rule of law and integration, four

Apostolos Gkatzionis et al.
(Apr. 4, 2019). “Bayesian Variable
Selection with a Pleiotropic Loss
Function in Mendelian Randomization”. In: bioRxiv.
25

George Davey Smith and
Gibran Hemani (Sept. 15, 2014).
“Mendelian Randomization: Genetic Anchors for Causal Inference
in Epidemiological Studies”. In:
Human Molecular Genetics.
26
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Figure 5.6: Left: Estimated effect
of institutions (rule of law) on
macroeconomic growth Right:
Estimated effect of economic
integration on macroeconomic
growth. We used empirically
determined values for the MASSIVE
hyperparameters σslab and σspike .
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potential instrumental variables and 18 additional covariates. The authors treat these two types of variables
distinctly in their model: the instrumental variables are
only associated with the exposure, while the covariates
are associated with both exposure and outcome. In our
model, these two types of variables are considered the
same as we do not make any assumptions regarding
the candidates’ validity a priori, but instead attempt
to learn it from the data. Since the IVBMA model does
not include location parameters, an intercept term is
included in the data set, which we also use when running MASSIVE. In Figure 5.6 we compare the results obtained with MASSIVE and IVBMA on the macroeconomic
growth data set. The output of MASSIVE is in line with
previously computed estimates and provides further evidence for a significant causal effect of institutions (rule
of law) and economic integration on macroeconomic
growth.
5.6.2

Investigating the Relationship between BMI and Psoriasis
Psoriasis is a common, chronic inflammatory skin disease, which affects approximately 2-4% of the population. Psoriasis is presumed to be influenced by both
genetic and environmental risk factors, as there are a
number of recognized determinants such as family history, smoking, stress, obesity, and alcohol consumption.27 Establishing a causal link between obesity and
psoriasis would be of great clinical interest both for un-

Rosa Parisi et al. (Feb. 1, 2013).
“Global Epidemiology of Psoriasis:
A Systematic Review of Incidence
and Prevalence”. In: Journal of
Investigative Dermatology.
27
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Figure 5.7: The posterior estimate
of the causal effect of BMI, measured in kg m−2 , on the log-odds
of psoriasis risk obtained when
running the MASSIVE algorithm
with empirically determined hyperparameters. The vertical lines
correspond to the results (estimate
and error bars) from the IV analysis performed by Budu-Aggrey
et al. (2019) on the UK Biobank
data set.
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derstanding the precise mechanism underlying the association and for guiding treatment recommendations.
Recently, Budu-Aggrey et al. (2019) have attempted to
quantify this putative causal relationship by performing an instrumental variable analysis using 97 singlenucleotide polymorphisms (SNPs) associated with the Body
Mass Index (BMI), a common measure of obesity, as genetic instruments. Their study provides evidence that
higher BMI leads to a higher risk of psoriasis. The authors report that “higher BMI causally increased the
odds of psoriasis by 9% per 1 unit increase in BMI".
In this experiment, we have reproduced their analysis
using the MASSIVE algorithm. We have applied our approach on the UK Biobank data set analyzed in (BuduAggrey et al., 2019), containing 5,676 psoriasis cases and
372,598 controls. Our algorithm returned 58 models,
which were used to compute the model mixture posterior approximation. We then sampled 105 parameter
posterior samples from the mixture. In Figure 5.7 we
show the posterior density estimate for the causal effect
β. The result obtained is very similar to that reported
in (Budu-Aggrey et al., 2019). It provides further evidence for increased BMI leading to a higher occurrence
of psoriasis.
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5.7

Discussion
It is crucial to take model uncertainty into account when
making inferences so as to mitigate the pitfalls of model
misspecification.28 Bayesian Model Averaging (BMA)
is a principled approach of incorporating this uncertainty into the analysis, but it is limited in scope due to
the intractability of evaluating the model evidence for a
considerable number of interesting models. In light of
the computational limitations, the researcher often turns
to approximating the evidence, but common solutions
such as the BIC approximation might not be suitable
for complex models.29 Through a combination of clever
model choices and a hybrid inference scheme, combining MC3 stochastic search with fast Laplace approximations, MASSIVE is the first algorithm that can provide a
reliable posterior estimate of the causal effect in IV settings with hundreds of candidate instruments.
Our proposed model provides a flexible and general
solution for instrumental variable analyses. Thanks
to the ‘spike-and-slab’ type prior on the interaction
strengths, potential background knowledge regarding
the sparsity and effective size of interactions can easily
be incorporated into the model in an intuitive fashion.
In this work, we have chosen to model the confounding
coefficients explicitly in order to provide a unified view
of causal interactions. Another possibility would have
been to model the confounding effect as variance terms
in a correlated errors model30 , a possibility we leave for
future work.
In our Bayesian approach, we have proposed simple
but flexible priors both over the model and parameter space to permit a more accurate approximation of
the posterior using Laplace’s method. This approach
allows for a tractable search through the model space,
and parameter samples can be immediately derived
from the approximation. The approach also lends itself
to straightforward parallelization. In future work we
plan to refine and speed up the process by, for example, including more starting points in the optimization
procedure and distributing them across multiple cores.
Furthermore, there is great potential in combining our
approach with other means of (pre-)selecting instru-

Jennifer A. Hoeting et al. (1999).
“Bayesian Model Averaging: A
Tutorial”. In: Statistical Science.

28

Tiago M. Fragoso et al. (2018).
“Bayesian Model Averaging: A
Systematic Review and Conceptual Classification”. In: International Statistical Review.
29

E. M. Jones et al. (2012). “On the
Choice of Parameterisation and
Priors for the Bayesian Analyses
of Mendelian Randomisation
Studies”. In: Statistics in Medicine.
30
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ments such as Lasso-based methods31 or the sparse IV
(SPIV) approach.32
The code implementing the proposed method is available at https://github.com/igbucur/MASSIVE.

A. Belloni et al. (2012). “Sparse
Models and Methods for Optimal
Instruments With an Application
to Eminent Domain”. In: Econometrica.
32
Felix V. Agakov et al. (2010).
“Sparse Instrumental Variables
(SPIV) for Genome-Wide Studies”.
In: Advances in Neural Information
Processing Systems 23. Ed. by J. D.
Lafferty et al. Curran Associates,
Inc.
31
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5.A

Deriving the Maximum Likelihood Estimates
We assume that the data consists of N i.i.d. observations D = ( Gi , Xi , Yi )1≤i≤ N . The conditional Gaussian
observed data likelihood reads
" # !


N
X
2
− N2
−1
L
G = (4π |Σ|)
exp − tr(Σ S) , (5.5)
Y
2
with
1
S=
N
and

N

∑

("

i =1

#
) (" #
)|
Xi
Xi
− µ( Gi )
− µ( Gi )
Yi
Yi

h

µ( G ) = γ βγ + α

i|

h

G= γ Γ

i|

G.

We have as input sufficient statistics the first and
second-order empirical (raw) moments of the data:
1
G=
N
X=
Y=
GG| =
GX =
GY =
X2 =
Y2 =
XY =

1
N
1
N
1
N
1
N
1
N
1
N
1
N
1
N

N

∑ Gi → E [G ] ;

i =1
N

∑ Xi → E [ X ] ;

i =1
N

∑ Yi → E [Y ] ;

i =1
N

∑ Gi Gi

|

→ E [ GG| ] ;

i =1
N

∑ Gi Xi → E [GX ] ;

i =1
N

∑ Gi Yi → E [GY ] ;

i =1
N

h i
2
X
→
E
X2 ;
∑ i

i =1
N

h i
2
Y
→
E
Y2 ;
∑ i

i =1
N

∑ Xi Yi → E [XY ] .

i =1

The maximum of the conditional likelihood function
occurs at S = Σ. Our model has 2J + 5 (scaled) parame = (γ
eters, Θ
e, e
α, β̃, log σX , log σY , κ̃ X , κ̃Y ), which is more
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than the number of independent constraints (2J + 3)
imposed by maximizing the likelihood. This makes the
problem of finding the maximum likelihood estimate
e = (κ̃ X , κ̃Y ),
undetermined, but if we fix the values of C
e such
we can analytically derive the other parameters (O)
that the likelihood is maximized.
The maximum likelihood estimator here coincides
with the method of moments estimator, so we will derive the ML estimates using moment matching, which is
straightforward. The conditional moments relate to the
parameters as follows:
E [ X | G ] = γ| G
E [Y | G ] = Γ | G
Var [ X | G ] = σX2 + κ 2X
Cov [ X, Y | G ] = β(σX2 + κ 2X ) + κ X κY
Var [Y | G ] = σY2 + β2 σX2 + (κY + βκ X )2 .
We now relate the previous statements to the unconditional moments:
E [ GX ] = E [ GE [ X | G ]] = E [ GG| ] γ
E [ GY ] = E [ GE [Y | G ]] = E [ GG| ] Γ
h i
E X 2 = γ| E [ GG| ] γ + σX2 + κ 2X
E [ XY ] = γ| E [ GG| ] Γ + β(σX2 + κ 2X ) + κ X κY
h i
E Y 2 = Γ| E [ GG| ] Γ + σY2 + β2 σX2 + (κY + βκ X )2 .
We therefore obtain the constraints
γ = ( GG| )−1 GX
βγ + α = ( GG| )−1 GY
d [X |G]
σX2 + κ 2X = Var

= X 2 − XG| ( GG| )−1 GX
d [ X, Y | G ]
β(σX2 + κ 2X ) + κ X κY = Cov
= XY − XG| ( GG| )−1 GY
d [Y | G ]
σY2 + β2 σX2 + (κY + βκ X )2 = Var
= Y2 − YG| ( GG| )−1 GY.
The next step is to express the above constraints in
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terms of the scaled parameters:
Var [ G ] γ
e σX−1 = ( GG| )−1 GX
Var [ G ] ( β̃e
γ+e
α)σY−1 = ( GG| )−1 GY
d [X |G]
σX2 (1 + κ̃ 2X ) = Var

= X 2 − XG| ( GG| )−1 GX
h

i

d [ X, Y | G ]
σX σY β̃(1 + κ̃ 2X ) + κ̃ X κ̃Y = Cov

= XY − XG| ( GG| )−1 GY
h
i
d [Y | G ]
σY2 1 + β̃2 + (κ̃Y + β̃κ̃ X )2 = Var

= Y2 − YG| ( GG| )−1 GY.
From the above constraints, given fixed values for κ̃ X
and κ̃Y , we obtain the following (scaled) parameter values that maximize the likelihood in Equation (5.5):

(σXML )2 =

d [X |G]
Var
1 + κ̃ 2X

!
d [ X, Y | G ])2
1 + κ̃ 2X
(
Cov
d [Y | G ] −
(σYML )2 = Var
d [X |G]
1 + κ̃ 2X + κ̃Y2
Var
.
d [ X, Y | G ] (σML σML )−1 − κ̃ X κ̃Y
Cov
X Y
β̃ML =
1 + κ̃ 2X
q
d [ G ](E
b [ GG| ])−1 E
b [ GX ] (σXML )−1
γ
e ML = Var
q
ML
d [ G ](E
b [ GG| ])−1 E
b [ GY ] (σML )−1 − β̃ML γ
e
α = Var
e ML
Y
(5.6)

5.B

Using Summary Statistics as Input
To run MASSIVE, we must provide the first and secondorder sample moments of the observed data D = [ Gi , Xi , Yi ]1≤i≤ N
as input to plug into the data likelihood from Equation (5.5). If we have access to the whole data set, then
the moments can immediately be derived. Much more
often, however, individual-level data is unavailable and
instead we have to rely on published GWAS results,
which typically come in the form of regression coefficients together with their standard errors. In this section we show how the first and second-order moments
can be derived from this summary data, thereby making MASSIVE applicable on a much broader set of data
sources.
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To obtain all the necessary input sufficient statistics,
we require the following summary data:
• p̂ j : the effect allele frequency (EAF) of Gj
• m: the number of allele copies (almost always equal to
two, since humans are diploid organisms)
• γ̂ j , σ̂γ̂j , Nγ̂j : for the gene-exposure associations, we
require the coefficient obtained by regressing X on Gj
, its standard error and the sample size
• Γ̂ j , σ̂Γ̂ j , NΓ̂ j : for the gene-outcome associations, we require the coefficient obtained by regressing Y on Gj ,
its standard error and the sample size
• β̂: the coefficient obtained by regressing X on Y (observational exposure-outcome association)
Summary data on gene-exposure and gene-outcome
associations from GWAS is widely available, so we can
typically get estimates for γ̂ j , Γ̂ j together with the associated standard errors and sample sizes. The effect
allele frequency p̂ j is usually also reported. In addition,
we require a measure of the association between the
exposure and the outcome ( β̂) to derive an estimate of
Cov [ X, Y ]. This estimate can be obtained from observational studies for determining potential risk factors for
the outcome.
To estimate the second-order moments, we employ
the following well-known approximations from simple
linear regression:


Cov Gj , X
 
γ̂ j ≈
Var Gj


Cov Gj , Y
 
Γ̂ j ≈
Var Gj
β̂ ≈

Cov [ X, Y ]
Var [ X ]

1
σ̂γ̂2 j ≈
Nγ
σ̂Γ̂2 ≈
j

1
NΓ

.

!
Var [ X ]
  − γ̂2
Var Gj
!
Var [Y ]
  − Γ̂2
Var Gj

Note that these approximations also apply in a multivariate setting when the regressors are independent.
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Moreover, to compute the expected values and variances
for the genetic variants, we assume a binomial distribution, so we plug in the EAF as the estimated success
probability and then use the appropriate formulas. We
use all these approximations to finally derive the following estimates for the moments from summary statistics:
 
 
\
E Gj ≈ m · p̂ j (= E
Gj )
 
\
E [X] ≈ ∑ E
Gj · γ̂ j
j

E [Y ] ≈

 
\
E
∑ Gj · Γ̂ j
j

 
\
Var Gj ≈ m · p̂ j · (1 − p̂ j ) (= Var
Gj )
.




\
Cov Gj , X ≈ Var
Gj · γ̂ j


 
\
Cov Gj , Y ≈ Var
Gj · Γ̂ j
 
\
\
Var [ X ] ≈ Var
Gj · (γ̂2j + Nγ̂j · σ̂γ̂2 j ) (= Var
[ X ])
 
\
Var [Y ] ≈ Var
Gj · (Γ̂2j + NΓ̂ j · σ̂Γ̂2 )




j

\
Cov [ X, Y ] ≈ Var
[ X ] · β̂
(5.7)
When we have information on multiple genetic variants, we obtain multiple estimates of Var [ X ] and Var [Y ]
in Equation (5.7), in which case we take the median over
the estimates. Our approach also requires specifying a
sample size. Since the summary statistics are likely to
be computed from different samples, we conservatively
choose the minimum of their sizes as input to MASSIVE
in order not to overestimate the precision of the data.
If the sample size for the exposure-outcome association
measure is also available, we take it into consideration
when calculating the minimum of the sample sizes.

5.C

Smart Initialization Procedure for the Posterior Optimization
We propose to start the search for posterior local optima from the bivariate maximum likelihood manifold.
Since we are looking for sparse parameter solutions, we
also start from points on the manifold that exhibit some
degree of sparsity.
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The first starting point corresponds to the no confounding sparse solution, where we fix κ̃ X = κ̃Y = 0. The other
parameters can be derived using Equation (5.6):
d [X |G]
(σXML )2 = Var
d [Y | G ] −
(σYML )2 = Var

d [ X, Y | G ])2
(Cov
d [X |G]
Var

d [ X, Y | G ] (σML σML )−1
β̃ML = Cov
X Y
ML
| −1 b
d
b
γ
e = Var [ G ] (E [ GG ]) E [ GX ] (σXML )−1
d [ G ] (E
b [ GG| ])−1 E
b [ GY ] (σML )−1 − β̃ML γ
e
αML = Var
e ML .
Y
The second starting point corresponds to the no causal
effect solution, where we fix β̃ = 0. By solving the equation system in Equation (5.6) with β̃ = 0, we obtain the
following constraint:
κ̃ X κ̃Y =

d [ X, Y | G ]
Cov
.
d [ X, Y | G ]
1 − Cov

We have one degree of freedom left for choosing κ̃ X
and κ̃Y . We propose to additionally set |κ̃ X | = |κ̃Y | and
assume κ̃ X > 0. Finally, we obtain:
v
u
u Cov
d [ X, Y | G ]
t
κ̃ ML
=
X
d [ X, Y | G ]
1 − Cov
v
(
)
u
u Cov
d [ X, Y | G ]
d [ X, Y | G ]
Cov
κ̃YML = t
· sign
.
d [ X, Y | G ]
d [ X, Y | G ]
1 − Cov
1 − Cov
The rest of the parameters can be derived given (κ̃ X , κ̃Y )
from Equation (5.6).
The third starting point corresponds to minimizing
the pleiotropic effects sum of squares. If we consider the
constraint (at the maximum likelihood estimate):
α = ( GG| )−1 GY − β( GG| )−1 GX = rY |G − βr X |G ,
where r X |G and rY |G are the coefficients obtained by
regressing G on X and Y, respectively,
J

β = arg min ∑
∗

α2j

= arg min



j =1

Y|G
rj

−


X |G 2
βr j
.

The solution to this minimization problem is:
X |G Y|G

J
1 ∑ j =1 r j r j
β =
.
J ∑ J r X |G r X |G

∗

j =1 j

j
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For independent instruments, the right-hand side ratios
above corresponds to the instrumental variable estimates. By solving the equation system in Equation (5.6)
with β = β∗ , we obtain the following constraint:
κ̃ X κ̃Y =

C
,
1−C

where
d [ X, Y | G ] −
C = Cov

−q

d [X |G]
β∗ Var
d [ X, Y | G ])
d [ X | G ] − 2β∗ Cov
d [ X | G ] (Var
d [Y | G ] + ( β∗ )2 Var
Var

We have one degree of freedom left for choosing κ̃ X
and κ̃Y . We propose to additionally set |κ̃ X | = |κ̃Y | and
assume κ̃ X > 0. Finally, we obtain:
s
C
κ̃ ML
X =
1−C
s


C
C
ML
· sign
.
κ̃Y =
1−C
1−C

5.D

Determining the Prior Hyperparameters Empirically
We base our choice of prior hyperparameters on how
likely it is for the observed genetic associations to have
come from the prior. We start by choosing a reasonable
hyperparameter for the ‘slab’ component (σslab ). Since
instrument candidates are chosen based on the robustness of their association with the exposure X, we can
use the size of these associations as a measure of the effect size of relevant effects, i.e., those corresponding to
the ‘slab’ component. In our framework, this translates
to the assumption that all the instrument strengths γ̃ j
arise from the ‘slab’ distribution, and will therefore give
a good indication of the expected effect size for relevant
parameters. Consequently, we want to find the hyperparameter value that maximizes the (log-)likelihood of the
2 ):
genetic associations coming from N (0, σslab
"
#
J


γ̃2j
1
∗
2
σslab
= arg maxσslab ∑ − log 2πσslab
− 2 . (5.8)
2
2σslab
j =1

.
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Maximizing the above log-likelihood is straightforward if we know the instrument strengths γ̃ j on the
right-hand side from data. Instead, we will plug in an
empirical estimate of the scaled instrument strengths.
We use the fact that the unscaled maximum likelihood
estimate for the instrument strengths γ j is identifiable as
γML = ( GG| )−1 GX.
For the scaled parameters we then have:
ML

2

(γ̃ j ) =

2 ML −2
σG2 j (γML
j ) ( σX )

2
2
σG2 j (γML
j ) (1 + κ̃ X )

=

Var [ X | G ]

.

These values are undetermined because we do not
know the confounding coefficient κ̃ X . We propose to
compute an average estimate by integrating out κ̃ X ,
which we have assumed follows a N (0, 10) distribution a-priori. We average over all possible values of κ̃ X
to get
h

E (γ̃ j )
ML

2

i

=
=

2 Z
σG2 j (γML
j )

Var [ X | G ]
2
σG2 j (γML
j )
Var [ X | G ]

∞

−∞

(1 + κ̃ 2X ) N (κ̃ X ; 0, 10) dκ̃ X

· 101

!

= 101D2j .
(5.9)
We plug in the derived estimate into Equation (5.8) to
get
"
#
J
101D2j
∗
σslab = arg maxσslab ∑ − log σslab −
.
2
2σslab
j =1
From this we finally obtain our first empirically determined hyperparameter
101
(σslab ) =
J
∗

2

J

∑

j =1

D2j

101
=
J

J

2
σG2 j (γML
j )

∑ Var [X |G] .

(5.10)

j =1

We now derive a reasonable hyperparameter for the
‘spike’ component (σspike ), relative to the previously de∗ . The potential gain (or penalty) in moving
termined σslab
γ̃min from the slab to the spike component in the prior is
G (σspike , σslab ) = log N (γ̃min ; 0, σspike ) − log N (γ̃min ; 0, σslab ).
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The penalty in the likelihood (approximated by a normal distribution) due to the parameter shrinkage from
its current value to zero is
P(σslab ) = N · [log N (0; γ̃min , σslab ) − log N (γ̃min ; γ̃min , σslab )].
The empirical argument we employ is to choose σspike
so small such that changing the component of the minimal instrument strength (γ̃min = min j γ̃ j ) from slab
to spike would incur a greater penalty than the one induced on the log-likelihood by shrinking that parameter
to zero. This way, fitting any γ̃ j into the ‘spike’ component is strongly discouraged, in line with our assumption that these are relevant values coming from the ‘slab’
component. Consequently, as our second empirically
∗
determined hyperparameter, we choose the value σspike
∗ ) = P ( σ ∗ ), where σ ∗
solving the equation G (σspike , σslab
slab
slab
is given in Equation (5.10) and our estimate of γ̃min is
the smallest of the J expected value estimates derived
in Equation (5.9). It is straightforward to show that the
constraint boils down to
!2
101 min j D2j
+ log C = 0,
( N + 1 − C)
∗
σslab
 ∗ 2
σ
where C = σ slab . It can be easily shown that the
spike
above equation in C has a unique solution greater than
one (C > 1 by definition because σspike < σslab ). Via our
empirical argument, we have thus arrived at an easily
∗ , σ ∗ ).
computable, unique pair of hyperparameters (σslab
spike
We emphasize that this choice of parameters is independent of the true causal effect and relies solely on the
estimated values of the instrument strengths to calibrate
the appropriate size of relevant (‘slab’) and irrelevant
(‘spike’) effects.

6 Conclusion
We have made it to the end. All that is left to do is to
summarize our findings and to examine our results in
the light of our research questions. Finally, we discuss
some limitations of our methods and indicate some potentials avenues for future work.

6.1

Results
Throughout this thesis, we have advocated a Bayesian
approach for solving a number of causal inference problems, both for causal discovery and for causal effect
estimation. The main research question we wanted to
answer in this thesis was: How can we employ the
Bayesian paradigm to arrive at robust and accurate
methods for causal inference to be used in complex
practical settings? To tackle this question, we have proposed a series of new Bayesian inference algorithms
suitable for a variety of practical situations.
The main reason for using the Bayesian paradigm
is the need to properly account for the large degree of
uncertainty in causal inference. The problem of uncertainty in causal inference is twofold. First, there is uncertainty in finding the right causal model structure.
As we have seen, there are typically many causal structures that fit the observed data. For the application presented in Chapter 3, we had a limited number (112) of
samples available to solve the complex task of inferring
causal regulatory relationships, meaning that generally predictions cannot be made with very high confidence. We showed this limitation by deriving an upper
bound for the posterior probability of a regulatory relationship in the given circumstances. We then went on
to improve over previous approaches by computing a
more precise and better calibrated posterior probabil-
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ity for the causal models, which accurately reflects the
uncertainty in model selection. Alternatively, we have
proposed to average our results over multiple causal
models in Chapters 4 and 5 to handle this uncertainty.
Second, even if we have a good idea of the underlying
causal mechanism, there is still uncertainty in estimating
the causal effects. In Chapter 2 we converted the problem of inferring a causal structure in the large-sample
limit into a problem of estimating the causal effects in a
complete graph with a given ordering. The uncertainty
in model selection is in this way transmuted into uncertainty in parameter estimation, which we handled
by putting a penalty on the size of parameters. Furthermore, in Chapters 4 and 5 we considered posterior distributions over the parameters for each different causal
model, thereby accurately reflecting the uncertainty in
effect estimation.
We now turn to the sub-problems related to the main
question that we have addressed in the thesis chapters.
Research Question 5. How can we reliably estimate a
causal effect in the limit of a large number of samples
given that all variables are interconnected?
In Chapter 2, we proposed a Bayesian solution (RoCELL)
into which we incorporated the real-world assumption
that all variables interact with each other. Instead of relying on the CFA to infer the structure of the underlying
causal mechanism, we instead turned our attention to
estimating the causal effects given these overspecified
structures. We used a spike-and-slab prior to promote
parameter sparsity by categorizing interactions into
‘weak’ (irrelevant) and ‘strong’ (relevant). Using our
approach, causal structure learning is reduced to finding
the most likely causal ordering and we proposed a way
of comparing among different orderings by approximating the model evidences with nested sampling methods.
The end result is that we can make useful and reliable
inferences in the limit of a large number of samples even
if everything is ultimately connected.
Research Question 6. How can we produce a reliable
ranking of promising causal relationships in a large
gene regulatory network, without having to learn the
full structure?
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In Chapter 3, we have shown that we can obtain a
reliable and well-calibrated posterior estimate for the
probability of causal regulatory relationships by searching for identifiable local causal structures among triplets
of variables. We started by inferring the covariance patterns of triplets from combination of data on variable
gene expression measurements with data on fixed genetic markers. Using scale invariant conjugate priors
over covariance matrices, we then arrived at simple expressions for efficiently computing Bayes factors over
covariance structures (BFCS). We showed how certain
patterns correspond to identifiable local structures, for
which we derived the posterior probabilities. Finally,
we aggregated the results over many triplets to obtain
a conservative probability estimate for each possible
causal regulatory relationship in a gene regulatory network and used these estimates to build a ranking of the
most likely relationships.
Research Question 7. How can we infer the unknown
direction of a supposed causal link by using many potential instrumental variables that may or may not be
valid?
In Chapter 4, we considered the situation in which
the direction of a causal link between phenotypes is not
known or cannot be assumed a priori due to insufficient
domain knowledge. We proposed to infer this direction
from data by using many genetic variants in a generalized instrumental variable analysis in which we relaxed
the restriction that these variants are associated directly
with only a single phenotype. We went on to develop a
general Bayesian framework (BayesMR) that is designed
to handle both directions of the causal link. We derived
the posterior probability for each direction by approximating the model evidences using nested sampling
methods and then combined the causal effect estimates
for the two models to arrive at a more honest quantity
that incorporates both model and parameter uncertainty.
Finally, we showed that with our approach it is indeed
possible to infer a causal link and its direction from observational data with high confidence.
Research Question 8. How can we reliably account for the
uncertainty in an instrumental variable estimator when
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using many potential instruments out of which only a
few (or one) are valid?
In Chapter 5, we tackled the scenario in which we
have many potential candidate instruments that are associated with the variables under study (exposure and
outcome), but their validity cannot be ascertained. We
proposed to use Bayesian model averaging to average
over the most likely IV models under the assumption
that at least one of the candidates is a valid instrument. To handle the computational load of averaging
over an exponential number of models, we employed a
Markov chain Monte Carlo procedure to search for the
best-fitting models. For each IV model, we chose simple
Gaussian priors for the parameters and took advantage
of the relatively simple posterior surface by approximating it with a mixture of Laplace approximations. This
approach led to fast and efficient model evidence computations, which we used to guide the model sampling
procedure. The end result is a flexible and general algorithm (MASSIVE) in which we harness many candidate
instruments to derive a combined causal effect estimate
that is more accurate than the sum of its parts.
To conclude, we have devised a number of different
approaches for applying the Bayesian method to various
causal inference problems. In the pursuit of answering
the above-mentioned research questions, we have designed practical algorithms showcasing the benefits of
such approaches on both simulated and real-world examples. Consequently, we have shown how the Bayesian
paradigm can be employed successfully in a variety of
practical situations to extract causal knowledge that is
more robust and accurate.

6.2

Limitations and Future Work
Compared to other statistical approaches, Bayesian inference provides a more detailed answer to causal questions in the form of posterior distributions for causal
effect (parameter) estimation, or model evidences for
causal structure (model) selection. However, the added
complexity in providing elaborate answers usually
translates into high computational costs for estimating
the terms in Bayes’s theorem. This means that, despite
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its conceptual simplicity and elegance, the Bayesian
paradigm is often limited by computational intractability.
There are a number of approaches for achieving tractable
Bayesian methods. One way is to make use of modelprior combinations than can facilitate computation,
whenever these are appropriate. For example, the inverseWishart prior we used in Chapter 3 allows a fully analytical derivation of Bayes factors over covariance structures due to its conjugacy with Gaussian graphical
models.1 Another way to tackle the issue of Bayesian intractability is resorting to clever approximations. While
these should not be seen as a cure-all solution, they can
prove useful in restricted domains or applications.2 For
instance, in Chapter 5, we obtained an accurate approximation of a relatively simple posterior surface using
Laplace’s method, which enabled us to quickly compute the model evidence from the posterior normalization constant. We could then use the approximated
evidences to compare a large number of IV models in an
efficient manner.
Last but not least, an important way of achieving
tractability in Bayesian inference is to use sampling
methods. For many of the problems considered, we had
to compare different causal models, which necessitates
computing the (often intractable) evidence for each of
these models. One approach we have found very useful
for this purpose is nested sampling3 , which is specifically designed for accurately approximating model evidences. We have used various available nested sampling
implementations such as MultiNest4 in Chapter 2 and
PolyChord5 in Chapter 4. This area of research is in full
development, however, so we expect that even better
methods will become available for plugging into our existing algorithms. A promising new direction is dynamic
nested sampling6 , a more accurate and efficient generalization of nested sampling. We leave these extensions
for future work.
Another limitation of Bayesian inference, which also
constitutes an important point of contention, is justifying the choice of prior distribution. Throughout our
work, we have relied on relatively weakly informative
priors allowing for a considerable degree of flexibility
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and generality, while at the same time constraining the
solution space sufficiently to efficiently arrive at reasonable solutions. One of our main guiding principles
when choosing priors is to promote sparsity, in line with
Occam’s razor.7 For this purpose, we have preferred to
use a spike-and-slab prior, or more precisely a bivariate
normal scale mixture, due to its simplicity and ease of
interpretation.8 We employed this sparsifying prior for
mitigating the lack of identification in the latent variable
models we consider and for quantifying the model and
parameter uncertainty. Nevertheless, Silva and Evans
(2016) warn against putting too much emphasis on the
prior, as the implied causal effect can depend strongly
on the prior for any sample size. Moreover, in our work
we have not elucidated how much of the uncertainty is
due to statistical variability and how much is due to lack
of identification. A possible extension would then be to
combine our approach with results from the literature
on partial identification.9 We however postpone a more
serious analysis regarding uncertainty quantification for
future work.
In Chapters 4 and 5 we have used the spike-and-slab
prior for regularizing overspecified IV models that allow for unrestricted violations of exclusion restriction.
Our choice of prior enabled us to derive useful causal
inferences in all but the most unlucky of scenarios in
which the most complex model, i.e., the one in which
all interactions are strong, happens to be the ground
truth. Moreover, we could directly use the discrete latent
indicator of the spike-and-slab for model and variable
selection. Other sparsity-inducing priors like the Laplace
prior10 or the horseshoe prior11 could fit a similar role. An
interesting direction would be to use a structured spikeand-slab prior12 to encode richer sparsity structures into
our prior beliefs. For example, we could use the structured spike-and-slab as a way to relax the commonly
made InSIDE assumption13 , which stipulates that the
associations of instruments with different traits are independent of each other. Moreover, we could incorporate
additional relevant background knowledge, for instance
by grouping parameters pertaining to the same instrument. We leave these extensions for future work.
A final limitation of the current work is that we of-
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ten rely on linear-Gaussian models. Here we fall back
again on the principle of Occam’s razor to motivate our
choice. Linear-Gaussian models are inherently simple
and easy to interpret, thereby leading to tractable, useful
methods. In general, Gaussianity and especially linearity can be unrealistic for certain real-world problems,
but we have shown how robust our proposed methods
are to violations of these assumptions where necessary.
In Chapter 3, we demonstrated empirically that our
BFCS approach asymptotically infers the correct causal
structure, even if the assumption of Gaussianity clearly
does not hold in the case of discrete genetic variables.
In Chapter 4, we explicitly addressed the issue of model
misspecification for IV models by performing a sensitivity analysis of our BayesMR algorithm. We demonstrated
that the approach remains robust for small to medium
deviations of linearity and Gaussianity. Furthermore, we
showed how to straightforwardly extend our results to
binary outcome variables by applying a logit transformation.
In this work we have focused predominantly on more
classical Bayesian parametric methods with which we
aim to achieve model selection by way of (approximately) tractable marginal likelihoods. However, there
is a growing body of alternative approaches in which
computing marginal likelihoods is circumvented and
hence it becomes more straightforward to incorporate
non-Gaussian likelihoods. Silva and Kalaitzis (2015), for
example, build on methods developed for frequentist
inference and propose a Bayesian approach based on
projecting a black-box probability model into the target parameter space via constrained optimization. In
a related vein, Fong et al. (2019) go down the Bayesian
nonparametric learning route and account for model
misspecification by posterior sampling through optimizing randomized objective functions. Despite the lack
of a traditional likelihood, these different perspectives
on Bayesian inference could be a promising avenue for
extending the current work to more general settings.14
In the case of instrumental variable methods, linearity is one of the necessary assumptions for defining and computing an average causal effect.15 Furthermore, there is no agreed upon approach for handling
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nonlinear IV systems and it becomes much harder to
specify a useful causal parameter to estimate.16 One
possible strategy for extending the applicability of our
methods to nonlinear interactions would be to adopt
a piece-wise approach in which we stratify the data to
arrive at approximately linear local effects in each stratum.17 In order to relax the Gaussianity assumption, we
could model arbitrary and potentially time-varying doseresponse causal relationships by approximating posterior
distributions with nonparametric Bayes18 or variational
Bayes19 methods. Another possibility would be to integrate existing Gaussian copula extensions for causal
inference methods.20 We leave these extensions for future work.

6.3

Final Thought
Practical Bayesian causal inference is more than an aspiration, it is within our grasp. Being Bayesian about
causal inference is our demonstrable way of providing
reliable and useful solutions to real-world causal inference problems. We hope that, with this work, we have
succeeded in convincing the reader of the advantages
coming with this approach.
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A Summary
In this thesis, we develop various Bayesian methods and algorithms for causal inference from observational data. We generally focus, but are not limited to, applications
in genetic epidemiology. Our main goal is to show how we can improve on the robustness and accuracy of causal inference methods in a number of complex practical
settings by employing the Bayesian paradigm. We ask ourselves how Bayesian principles can be applied to arrive at more reliable solutions. We build up to an answer to
this question throughout the chapters by solving a number of relevant practical subproblems. Before anything else, however, we provide a brief introduction to the topics
and issues dealt with as part of this thesis in Chapter 1.

RoCELL In Chapter 2 we analyze the consequences of relying on the Causal Faithfulness Assumption (CFA) in the limit of a large number of samples. We show that,
surprisingly, having more data available to provide as input can negatively affect the
output of traditional methods designed to search for ‘faithful’ causal models. The reason for this apparent ‘paradox’ are underlying interactions that manifest themselves as
weak links between variables. These interactions are not normally picked up in small
samples. However, they become increasingly ‘visible’ and wash away the relevant information as the number of observations increases. We propose a Bayesian method
for Robust Causal Estimation in the Large-sample Limit (RoCELL) from observational data.
To achieve a more robust estimate, we replace the (strict) CFA with a ‘spike-and-slab’
prior distribution reflecting the assumption that interactions between variables are either ‘strong’ (relevant) or ‘weak’ (irrelevant). This differs from the traditional approach
of distinguishing between interactions that are and are not present. With RoCELL, we
cast the causal structure learning problem into a penalized estimation of structural
interactions for each possible causal ordering. Model sparsity is promoted by minimizing the number of strong parameters relative to weak ones, as opposed to the
traditional way of minimizing the number of nonzero interaction parameters, which
manifest themselves in the graph as edges (relationships) between nodes (variables).
In order to compare among possible causal orderings, we evaluate the model evidence
of different variable permutations using the MultiNest nested sampling algorithm. We
showcase the meaningful and informative estimation results obtained with RoCELL in a
linear-Gaussian setting.
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BFCS In Chapter 3, we tackle the complex task of inferring Gene Regulatory Networks (GRNs), which describe how genes are related and interact with each other. The
structure of a GRN provides key insights into the developmental process of an organism, which could be used to guide future interventions, e.g., for the purpose of developing drugs. Instead of attempting to learn the entire GRN, we turn to the more feasible goal of finding the most likely causal regulatory relationships. To solve this problem, we propose an efficient Bayesian algorithm for inferring local causal structures
among triplets of variables. By assuming that the data is multivariate Gaussian and by
putting a conjugate inverse-Wishart prior on the covariance structure of a triplet, we
obtain simple analytical expressions for the Bayes Factors of Covariance Structures (BFCS).
We then incorporate available background knowledge regarding the precedence of
genetic markers (variables) into our model to derive posterior probabilities over identifiable local causal structures. By combining the results obtained on each triplet, we can
compute a conservative posterior probability estimate for every possible causal regulatory relationship in the GRN. With these estimates, we construct a ranking of the most
likely causal regulatory relationships and show that it is reliable and well-calibrated
using simulated data. Finally, we analyze a classic data set consisting of 112 observations on 3244 genetic markers and 6216 gene expression measurements from an experiment on yeast. We showcase how our approach provides more reasonable estimates in
realistic settings with limited data, while running in much less time.

BayesMR In Chapter 4 we address the often overlooked problem of inferring the direction of causal link between two observable traits (phenotypes) in Mendelian randomization studies. Reverse causation is a serious concern when using genetic variants
with unknown biological function as instrumental variables. These can exhibit unrestricted horizontal pleiotropy on the studied phenotypes, meaning that the observed
genetic associations have multiple possible causal explanations. There are many cases
in which the direction of a causal link between two phenotypes cannot be assumed a
priori, which is why we have to account for the uncertainty in causal direction within
MR analyses. We propose a Bayesian approach to Mendelian Randomization (BayesMR) in
which we consider both causal directions between two phenotypes in the presence of
unmeasured confounders (variables that influences both phenotypes). We do not a priori assume a direction for the causal link but instead infer it from observational data.
To achieve that goal, we start from a standard IV model and relax the exclusion restriction (no horizontal pleiotropy) assumption by allowing for unrestricted pleiotropic
effects. We can then make use of multiple (many) genetic variants with known or unknown function as potentially valid instrumental variables to pose constraints on the
causal effect estimate. To differentiate between the two directions, we promote model
sparsity by putting a ‘spike-and-slab’ prior on the variable interactions. Finally, we
compare the two causal models (direct and reverse causation) by means of their evidence (marginal likelihood), which we approximate using the PolyChord nested sampling algorithm.
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MASSIVE In Chapter 5, we study the problem of selecting instrumental variables
from a haystack of potential candidates without knowing in advance which of them
are valid. We propose a Bayesian algorithm that performs Model Assessment and Stochastic Search for Instrumental Variable Estimation (MASSIVE). We employ a hierarchical ‘spikeand-slab’ prior to differentiate between two states, valid or invalid, for the J candidate
instruments. We then perform an efficient search over the space of 2 J possible IV models to find the combinations that best fit the data. This MASSIVE search consists of two
phases. We first perform a simple greedy search to arrive at a good starting point for
the second phase, in which we run MC3 stochastic search algorithm for a fixed number of iterations. To decide which models are preferred, we compare their evidences,
which are approximated using Laplace’s method. Despite the multimodal model posterior surface, we take advantage of the small number of local optima to obtain a reasonably accurate representation with a mixture of Laplace approximations, one for
each optimum. We suggest a smart initialization procedure for the optimization routine, as well as an empirical criterion for choosing prior hyperparameters. The end
result of the search procedure is a list of the highest-scoring IV models, as given by the
approximated model evidences. Finally, we compute the estimate of the causal effect
studied in the IV analysis by performing Bayesian Model Averaging (BMA) over this
list of promising models. This way, we achieve an estimate that accounts for the uncertainty in both parameter estimation and model selection.
We conclude the thesis in Chapter 6 with a summary of our results and an overview
of the strengths and limitations of our research and suggest a number of potentially
interesting extensions.

B Samenvatting
In dit proefschrift ontwikkelen we verschillende Bayesiaanse methoden en algoritmen
voor causale conclusies uit observationele gegevens. We richten ons over het algemeen
op, maar beperken ons niet tot, toepassingen in de genetische epidemiologie. Ons belangrijkste doel is om te laten zien hoe we de robuustheid en nauwkeurigheid van
causale inferentiemethoden kunnen verbeteren in een aantal ingewikkelde praktijksituaties door gebruik te maken van het Bayesiaanse paradigma. We vragen ons af hoe
Bayesiaanse principes kunnen worden toegepast om tot betrouwbaardere oplossingen
te komen. In de hoofdstukken van dit proefschrift werken we naar een antwoord op
deze vraag toe door een aantal relevante praktische deelproblemen op te lossen. Maar
alvorens daarmee te beginnen bieden we eerst een korte introductie over de onderwerpen en kwesties die behandeld worden als onderdeel van dit proefschrift in Chapter 1.
RoCELL In Chapter 2 analyseren we de gevolgen van de ‘Causal Faithfulness Assumption’ (CFA) in de limiet van een groot aantal samples. We laten zien dat, verrassend genoeg, het hebben van meer gegevens als input een negatieve invloed kan
hebben op de output van traditionele methoden die ontworpen zijn om te zoeken naar
betrouwbare causale modellen. De reden voor deze schijnbare ‘paradox’ zijn onderliggende interacties die zich manifesteren als zwakke verbanden tussen variabelen. Deze
interacties worden normaal gesproken niet in kleine steekproeven opgepikt. Ze worden echter steeds ‘zichtbaarder’ en overspoelen de daadwerkelijke relevante informatie
naarmate het aantal waarnemingen toeneemt. We introduceren een Bayesiaanse methode voor Robust Causal Estimation in the Large-sample Limit (RoCELL) van de observatiegegevens. Om tot een meer robuuste schatting te komen, vervangen we de (strikte)
CFA door een ‘spike-and-slab’ prior verdeling die de aanname bevat dat interacties
tussen variabelen ofwel ‘sterk’ (relevant) ofwel ‘zwak’ (irrelevant) zijn. Dit verschilt
van de traditionele aanpak om onderscheid te maken tussen wel en niet aanwezige
interacties. Met RoCELL, transformeren we het probleem van het leren van de causale
structuur in een gepenaliseerde schatting van structurele interacties voor elke mogelijke causale ordening. Modelsparsiteit wordt bevorderd door het minimaliseren van
het aantal sterke parameters ten opzichte van zwakke, in tegenstelling tot de traditionele manier van het minimaliseren van het aantal niet-nul-interactieparameters, die
zich in de graaf manifesteren als lijnen (verbanden) tussen knopen (variabelen). Om
een vergelijking te maken tussen mogelijke causale ordeningen, evalueren we de ‘model evidence’ van verschillende variabele permutaties met behulp van het MultiNest
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geneste sampling algoritme. We tonen de betekenisvolle en informatieve schattingsresultaten verkregen met RoCELL in een lineair-Gaussische setting.
BFCS In Chapter 3 pakken we de ingewikkelde taak aan van het afleiden van Gene
Regulatory Networks (GRNs), die beschrijven hoe genen verwant zijn en op elkaar
inwerken. De structuur van een GRN geeft belangrijke inzichten in het ontwikkelingsproces van een organisme. Deze inzichten kunnen gebruikt worden om toekomstige
interventies te sturen, bijvoorbeeld voor het ontwerp van geneesmiddelen. In plaats
van te proberen de hele GRN te leren, richten we ons op het meer haalbare doel om
de meest waarschijnlijke causale reguleringsrelaties te vinden. Om dit probleem op
te lossen, introduceren we een efficiënt Bayesiaans algoritme voor het afleiden van lokale causale structuren onder triplets van variabelen. Door aan te nemen dat de gegevens multivariaat normaal zijn en door een geconjugeerde inverse-Wishart te plaatsen
op de covariantiestructuur van een triplet, verkrijgen we eenvoudige analytische uitdrukkingen voor de Bayes Factoren van Covariantie Structuren (BFCS). We nemen dan de
beschikbare achtergrondkennis over de voorrang van genetische markers (variabelen)
in ons model op om posterior kansschattingen af te leiden van identificeerbare lokale
oorzakelijke structuren. Door de resultaten van elk triplet te combineren, kunnen we
een conservatieve posterior kansschatting maken voor elke mogelijke causale reguleringsrelatie in de GRN. Met deze schattingen construeren we een rangschikking van
de meest waarschijnlijke causale reguleringsrelaties en laten we zien dat deze betrouwbaar en goed gekalibreerd is met behulp van gesimuleerde data. Tot slot analyseren
we een klassieke dataset bestaande uit 112 observaties op 3244 genetische markers en
6216 genexpressiemetingen van een experiment met gist. We laten zien hoe onze aanpak meer redelijke schattingen in veel minder tijd oplevert in realistische settings met
beperkte data.
BayesMR In Chapter 4 pakken we het vaak over-het-hoofd-geziene probleem aan van
het afleiden van de richting van het oorzakelijk verband tussen twee waarneembare
eigenschappen (fenotypen) in Mendeliaanse randomisatiestudies. Omgekeerde causaliteit is een ernstig probleem bij het gebruik van genetische varianten met onbekende
biologische functie als instrumentele variabelen. Deze kunnen onbeperkte horizontale
pleiotropie vertonen op de bestudeerde fenotypen, wat betekent dat de geobserveerde
genetische associaties meerdere mogelijke causale verklaringen hebben. Er zijn veel
gevallen waarin de richting van een causaal verband tussen twee fenotypen niet a priori kan worden aangenomen, waardoor we met de onzekerheid in de richting van het
causaal verband binnen de MR-analyses rekening moeten houden. We introduceren
een Bayesiaanse benadering van Mendeliaanse Randomisatie (BayesMR) waarin we beide
oorzakelijke richtingen tussen twee fenotypen beschouwen in de aanwezigheid van
ongemeten confounders (variabelen die beide fenotypen beïnvloeden). We gaan niet a
priori uit van een richting voor het oorzakelijk verband maar in plaats daarvan leiden
we dit af uit observatiegegevens. Om dat doel te bereiken, gaan we uit van een standaard IV-model en versoepelen we de uitsluitingsbeperking (geen horizontale pleiotro-
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pie) door onbeperkte pleiotrope effecten toe te laten. We kunnen dan gebruik maken
van meerdere (vele) genetische varianten met een bekende of onbekende functie als
potentieel geldige instrumentele variabelen om beperkingen op te leggen aan de schatting van het causale effect. Om een onderscheid te maken tussen de twee richtingen,
bevorderen we modelsparsiteit door een ‘spike-and-slab’ prior te zetten op de interacties van de variabelen. Tenslotte vergelijken we de twee causale modellen (directe en
omgekeerde causaliteit) door middel van hun ‘model evidence’ (marginale waarschijnlijkheid), dat we benaderen met behulp van het PolyChord geneste sampling algoritme.
MASSIVE In Chapter 5 bestuderen we het probleem van het selecteren van instrumentele variabelen uit een zee van potentiële kandidaten zonder dat we op voorhand
weten welke van hen geldig zijn. We introduceren een Bayesiaans algoritme dat Model
Assessment and Stochastic Search for Instrumental Variable Estimation (MASSIVE) uitvoert.
We gebruiken een hiërarchische ‘spike-and-slab’ prior om onderscheid te maken tussen
twee staten, geldig of ongeldig, voor de J kandidaat-instrumenten. We voeren dan een
efficiënte zoekopdracht uit over de ruimte van 2 J mogelijke IV modellen om de combinaties te vinden die het beste bij de data passen. Deze MASSIVE zoektocht bestaat uit
twee fasen. We voeren eerst een eenvoudige ‘greedy search’ uit om tot een goed startpunt te komen voor de tweede fase, waarin we MC3 stochastische zoekalgoritme voor
een vast aantal iteraties uitvoeren. Om te bepalen welke modellen de voorkeur hebben,
vergelijken we hun ‘model evidence’, die met behulp van de methode van Laplace benaderd wordt. Ondanks het posterior oppervlak van het multimodale model, maken
we gebruik van het kleine aantal lokale optima om een redelijk nauwkeurige weergave te verkrijgen met een mix van Laplace-benaderingen, één voor elk optimum. We
introduceren een slimme initialisatieprocedure voor de optimalisatie routine, evenals
een empirisch criterium voor het kiezen van hyperparameters van de prior. Het eindresultaat van de zoekprocedure is een lijst van de hoogst scorende IV-modellen, zoals
gegeven door de geschatte ‘model evidence’. Tot slot berekenen we de schatting van
het causale effect dat in de IV-analyse is bestudeerd door Bayesiaanse Model Averaging (BMA) uit te voeren over deze lijst van veelbelovende modellen. Op deze manier
bereiken we een schatting die rekening houdt met de onzekerheid in zowel de parameterschatting als de modelselectie.
We sluiten het proefschrift in Chapter 6 af met een samenvatting van onze resultaten
en een overzicht van de sterke punten en beperkingen van ons onderzoek en we stellen
een aantal potentieel interessante uitbreidingen voor.
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