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1. GENERAL INTRODUCTION

Imagine the devastating consequences of being unable to predict when your 4-month-old child 
gets hungry again. Similarly, imagine being unable to predict the socio-emotional consequences 
of cheating on your partner. Being able to make accurate predictions regarding these and other 
characteristics is crucial for meaningful social interaction. It allows us to select our actions based 
on the likely consequences that they have for ourselves and the people they affect. But how and 
on the basis of what information do we make these predictions? Introspection tells us that our 
actions are the result of our intentions, beliefs, and preferences. This is what we call individual 
knowledge. Individual knowledge encompasses every single aspect that we know about a particular 
individual and allows us to distinguish one individual from another. Individual knowledge can 
entail knowledge about a person’s intentions, beliefs, preferences but can also encompass physical 
attributes such as skin color, hairstyle, number of extremities, and so forth. Unsurprisingly, 
accurate knowledge about these variables also allows us to make accurate predictions about the 
mental states and resulting behaviors of that one individual. However, rarely do we have complete 
access to such private information as people’s mental states. And even if we had to, we would still 
not know how they relate to each other and ultimately result in overt behavior. The consequence 
is that there is considerable uncertainty in our knowledge of other people’s mental states. We 
do not exactly know what their intentions, beliefs, and preferences are and we do not have a 
deterministic explanation for how they relate to their behaviors. As a consequence, we have to 
infer – from what we can observe and what we know about the (social) world – what the likely 
preferences, beliefs, and intentions are that have caused people to behave in the way they do. For 
example, by observing the reaction of our friend when handing him fries with ketchup, we can 
infer that he probably does not like ketchup and prefers mayonnaise instead. Next time, we can 
exploit this knowledge so as to choose the right kind of sauce. How we make inferences about 
mental states on the basis of observed behaviors and, vice versa, how we use knowledge about 
mental states to predict behaviors has been primarily investigated in the field of social cognition, 
such as action understanding (Thioux, Gazzola, & Keysers, 2018) and its development (Hunnius 
& Bekkering, 2014; Uithol & Paulus, 2014) or theory of mind (Koster-Hale & Saxe, 2013)
 But what if we cannot rely on individual knowledge? What if we do not know whether the 
person we encounter likes ketchup or mayonnaise and we do not have the chance to ask? There 
are various examples one can think of where individual knowledge is either unavailable (e.g., 
stranger) or is simply not relevant to one’s goals. Yet meaningful and adaptive social inference and 
interaction still take place (e.g., small talk). But how is this possible? One answer to this question 
is that we tend to automatically categorize other people into meaningful social groups (e.g., ethnic 
groups) (Dovidio, Evans, & Tyler, 1986; Ellemers, 2018; McDermott, 2009; Palmore, 2015; 
Priest et al., 2018). We can then use the knowledge that we have about these groups to make 
inferences and predictions regarding the mental states and behaviors of its members. Such group 
knowledge entails all the knowledge that we have about a social group (e.g., what a typical (wo)
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men is like, how different (wo)men are with respect to each other). This knowledge, therefore, 
describes what people in one group are (e.g., punks are aggressive) and how they are different 
from the members of another group (e.g., rockers are polite). Group knowledge can also entail 
information and expectations about behavioral tendencies, intentions, beliefs, preferences (Fiske 
& Neuberg, 1990b), and affect the processing (e.g., encoding) and (mnemonic) representation 
of target-related information (Bodenhausen, 1988; Stangor & McMillan, 1992). From earlier 
research, we already have a good understanding of the circumstances under which people make 
use of their group knowledge. For instance, the utilization of categorical knowledge is increased 
when i) it is acquired through empirical observation rather than explicit instruction (Kim & Lee, 
2017), ii) the target member fits well the social category (Ma, Correll, & Wittenbrink, 2018; 
Maddox, 2004), iii) the category in itself is cohesive (Kim & Lee, 2017; Patalano & Ross, 2007), 
iv) the category knowledge is relevant (Zukier & Pepitone, 1984), v) there is uncertainty at the 
individual level (Locksley, Hepburn, & Ortiz, 1982a; Wichman, 2012), vi) (visual) attention is 
directed to the social category (Macrae, Bodenhausen, Milne, & Calvini, 1999), vii) there are 
strong prejudices towards the category (Lepore & Brown, 1997; Locke, Macleod, & Walker, 
1994)  but see Akrami, Ekehammar, and Araya (2006) for evidence against it and viii) when the 
social category represents a social group to which we do not belong ourselves (for a review see 
Rubin & Badea, 2012). Unsurprisingly, the activation of social categorical group knowledge has 
powerful effects on perceivers’ evaluations and impressions towards members of that category: 
phenomena well-studied in the field of stereotypes and prejudices (e.g., Amodio, 2014; Brewer, 
1988; Brigham, 1971; Rachlinski, Johnson, Wistrich, & Guthriet, 2009; Shapiro & Neuberg, 
2007; Spencer, Logel, & Davies, 2016).
 While research in the area of theory of mind and action understanding has taught us a lot 
about how inferences and predictions are made on the basis of individual-level knowledge, it 
appears that a similar foundation is missing for the case of group knowledge. For instance, on the 
basis of what aspects of group knowledge do we make predictions about unfamiliar individuals? 
Do our predictions mainly reflect what we think a typical group member is like (i.e., the average 
group member), or do our predictions also reflect how the relevant characteristic is distributed 
within a social group (e.g., high versus low variability)? Are our predictions also affected by how 
other, not directly relevant characteristics are distributed in the group? For example, if we perceive 
the members of a group to be highly variable with respect to one aspect (e.g., ethnicity), do we 
then also expect individual members to be highly variable on unrelated dimensions such as their 
throwing behavior? Moreover, our behaviors typically do not only reflect our personal preferences 
and beliefs but also the social norms imposed on us by social groups. But how then do we balance 
the degree to which our predictions about social qualities are based on individual knowledge and 
group knowledge? What role do we ourselves play in this? Does it make a difference whether we 
make predictions about people that belong to the same social group than we do or not?
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2. (SOCIAL) CATEGORIZATION 

We are intrinsically inclined to categorize the world around us. This can range from objects 
(e.g., Bornstein & Arterberry, 2010; Morgenstern, Schmidt, & Fleming, 2019) over sensations 
(Holmes & Regier, 2017; van der Meulen, Anton, & Petersen, 2017), to visual scenes (Stein 
& Peelen, 2017), people and social situations (Liberman, Woodward, & Kinzler, 2017; Tajfel, 
1978). Categorization often occurs automatically and spontaneously, without our intention and 
outside our awareness (Devine, 1989; Fiske & Neuberg, 1990a; Weisman, Johnson, & Shutts, 
2015) and starts from a very young age on (Weisman et al., 2015). Categorizing other people 
can happen along a variety of dimensions such as age (Palmore, 2015), gender (Ellemers, 2018), 
ethnicity (Dovidio et al., 1986), political and religious orientation (McDermott, 2009), and so 
forth. In doing so, we can rely on features that are directly observable such as skin color, behaviors, 
clothing styles and features that are not observable such as bloodlines, family membership, etc. 
A crucial aspect of categorization is that it is entirely arbitrary and hence extremely flexible and 
versatile. Sometimes it may be more important to categorize other people in the bar in terms 
their role when ordering a beer (e.g., waiter versus guests); sometimes, often a few beers later, 
it may be more important to categorize other people in that bar in terms of their gender when 
looking for a potential breeding partner. 

2.1 Categorization and information processing
Since our cognitive apparatus is equipped with only limited resources, categorization presents 
itself as a fast and efficient way to organize our knowledge of the social world into coherent 
meaningful units (Allport, 1954; Brewer, 1988; Fiske & Neuberg, 1990a). It allows us to make 
sense of the world in terms of the bigger picture (e.g., how the behaviors and attitudes of a ten-
year-old are different from those of a forty-year-old person). The consequence is that we do not 
perceive others purely on the basis of the individual features that distinguish one person from 
another; we also perceive others through the lens of the categories or social groups they belong to. 
In doing so, new information can be structured around – and related to – the relevant categories 
(e.g., this person is a salesperson and this salesperson is, like the other ones I met earlier, very 
manipulative). Categorical group knowledge can entail information about behavioral tendencies 
(e.g., teenagers tend to be impulsive), beliefs (e.g., men are more risk-taking), preferences (e.g., 
children like sweets), and so on. Upon categorizing a person into one or more context-relevant 
social groups, the knowledge we associate with that group becomes quickly activated (Allport, 
1954; Macrae & Bodenhausen, 2000, 2001). This knowledge can in turn affect our expectations 
and the way we perceive, evaluate, and memorize individual members of that category (Axelson, 
Solow, Ferguson, & Cohen, 2010; Biernat, Collins, Katzarska-Miller, & Thompson, 2009; Green 
et al., 2007; Ito & Bartholow, 2009; Moss-Racusin, Dovidio, Brescoll, Graham, & Handelsman, 
2012; Phelps et al., 2000; Quadflieg et al., 2011; Rachlinski et al., 2009). Categorization is 
therefore not only important for organizing the world around us, it is also a useful tool for 
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simplifying a problem by reducing the amount of information one has to process. This can happen 
(simultaneously) in a variety of ways such as guiding our attention (Stein & Peelen, 2017; Wolfe 
& Horowitz, 2004). Imagine yourself in search of a subsequent breeding partner. Categorization 
can aid in directing your attention to only the members of the gender category that is relevant 
to you rather than processing each individual in terms of its unique features (e.g., whether we 
like long hair, high pitch voice, colored fingernails, etc.). Moreover, categorization allows for 
generalization and novel inductive inferences that can be applied to new group members (Badger 
& Shapiro, 2015; Devine, 1989; Gelman & Davidson, 2013; Sutherland, Cimpian, Leslie, & 
Gelman, 2015). That is, activation of the relevant gender category may also trigger associations 
related to that category such as specific mating habits and expectations (e.g., who is expected to 
pay for the drinks). By relying on these associations, one can save time and cognitive resources 
and direct one’s attention to those aspects of the intercourse or engagement that are not easily 
predicted by group membership. 

2.2 Identity function of social categorization
Importantly, not only do we categorize individuals into social groups, we also distinguish groups 
that we belong to (the in-groups) from those we do not (the out-groups) (Tajfel & Turner, 1979). 
In this way, social categorization also serves an important identity function (Turner & Oakes, 
1986) in that it allows to relate the perceiver to the social groups and to so shape our social 
identity. For instance, after categorizing a male person with pink hair and leather jacket as punk, 
we may not only think about what whether punks are harmless or not, we may also think about 
our own identity (am I a punk? How is my standing towards them given that I am a rocker?). 
Unsurprisingly then, we typically experience more positive affect towards in-group members 
(Martiny-Huenger, Gollwitzer, & Oettingen, 2014; Nesdale, Maass, Griffiths, & Durkin, 
2003), associate in-group members with more favorable characteristics (Hewstone, Rubin, & 
Willis, 2002; Otten & Moskowitz, 2000), act more pro-socially towards them (Everett, Faber, 
& Crockett, 2015), and demonstrate more self-projection (Clement & Krueger, 2002; Robbins 
& Krueger, 2005).  This, in turn, can have important consequences for decision making (Glick, 
Zion, & Nelson, 1988; Hodson, Dovidio, & Gaertner, 2002), empathy (X. Xu, Zuo, Wang, & 
Han, 2009), perception (Molenberghs, Halász, Mattingley, Vanman, & Cunnington, 2012), 
memory (Greenstein, Franklin, & Klug, 2016; Meissner & Brigham, 2001), as well as daily 
social interactions (Dovidio, Kawakami, & Gaertner, 2002).

2.3 The downside of categorization
Social categorization is an important cognitive processing tool. On the one hand, it reduces 
the complexity and amount of information one has to process. On the other hand, it allows 
us to position ourselves with respect to the social groups that we belong to and those we do 
not. However, categorization is also the basis for a variety of social issues. Among these are 
inappropriate generalizations (i.e., stereotypes), discrimination, prejudices, and dehumanization 
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(Allport, 1954; Harris & Fiske, 2006; Neuberg & Descioli, 2015). Perceiving others primarily 
in terms of the group they belong to can lead to an under-appreciation of the uniqueness of an 
individual. This can quickly result in inappropriate over-generalizations of group knowledge 
(e.g., all women are weak); this is particularly true for minority, low-status groups (Cadinu, 
Latrofa, & Carnaghi, 2013). Moreover, members of out-groups are often perceived as being 
more homogeneous (“They are all alike”) than members of one’s in-group (“We are all different”). 
This is called the out-group homogeneity effect (Judd & Park, 1988; Judd, Ryan, & Park, 1991; 
Quattrone & Jones, 1980) and it can quickly form the basis for over-generalizations and de-
personalization. Importantly, one should have in mind that a number of these unwanted side-
effects are simply a consequence of the benefits categorization brings about. Category knowledge 
can be considered a framework that can be used to make sense of other peoples’ behavior. At 
the same time, however, it is often difficult not to view other people’s behavior in light of this 
framework; making us less open to alternative explanations. In other words, we see what we 
expect to see and we make inferences that are consistent with what we know about the category 
to which we assign the individual (Fiske & Neuberg, 1990b). Categorization can therefore have 
important negative consequences for daily social interactions if we rely too much on it.
 Although categorization has benefits and detriments, it has to be acknowledged that 
category knowledge represents only one source of information. Rarely do we perceive others only 
in terms of the social groups they belong to, neither do we completely ignore aspects of group 
membership. Instead, we most likely combine individual-specific knowledge with knowledge that 
we have about the social group a person belongs to. As we shall see, popular social categorization 
models propose a continuum with individuation and categorization at opposite ends (Fiske & 
Neuberg, 1990a). Depending on dispositional and situational factors, impression formation 
then falls somewhere in between individuation and categorization.

2.4 Categorization or Individuation? 
One of the first attempts to explain how we form impressions of other people dates back to 
(Fiske & Neuberg, 1990b). In their continuum model of impression formation, it is argued 
that perceivers engage in a specific sequence of processes to arrive at an impression of a person. 
Upon encountering an individual, perceivers first categorize the individual on the basis of a 
constellation of features ranging from physical (e.g., skin color) to verbal or written cues (e.g., 
batches), and other relevant behaviors. Once these features cue an appropriate social category, 
associated cognitions, emotions, and behavioral tendencies will be activated. If the person is not 
relevant to the perceiver’s current processing goals, responses to that person will be primarily 
based on what we know about the category we assigned the person to. If, however, the person is 
relevant, perceivers may allocate attention to additional person-specific characteristics. If these 
characteristics show a poor fit with the initial category to which the person has been assigned, 
perceivers can try to re-categorize the person in either a sub-category or a different category that 
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better fits the person. If not other (sub-) category can be found, the person will be processed 
purely on the basis of his or her individual characteristics.
 From their model, it becomes clear that the perceivers’ motivation plays an important 
role in the impression formation process. While category-based impressions are the default, 
perceivers need to have a motivation to allocate extra attentional resources to person-specific 
features. Nevertheless, perceivers’ motivation is not the only factor that affects the degree to 
which we make use of category knowledge. As reviewed before, factors such as uncertainty at the 
individual level also play a role in balancing the degree to which person-specific features impact 
the impression formation process (Locksley et al., 1982a; Wichman, 2012).

3. CATEGORY KNOWLEDGE AS BASE RATES

In principle, category or group knowledge can entail everything we know about the respective 
category or group. This can range from behavioral tendencies to personality traits, over physical 
features such as dress codes, skin colors, voice, dialect, and so forth. But how do we use this 
category knowledge? According to various researchers, category knowledge can be thought of as 
base rates (Ginosar & Trope, 1990; Hinsz, Scott Tindale, & Nagao, 2008; Locksley, Hepburn, & 
Ortiz, 1982b; Zukier & Pepitone, 1984). Base rates, in this context, refer to how likely it is that a 
person has a specific characteristic given that a proportion X of the relevant population possesses 
the characteristic in question. For example, if 3% of all punks are unemployed, then the chance 
that a punk that we have never seen before is unemployed is 3%. This estimate can later be 
refined when additional information about the particular punk is considered (e.g., age, gender, 
clothing style). Base rates, therefore, capture our prior beliefs about the members of a group. 
In the literature, base rates are often contrasted with individual-level information (e.g. Ginosar 
& Trope, 1990; Locksley, Borgida, Brekke, & Hepburn, 1980; Locksley et al., 1982b). Studies 
operationalizing category knowledge as base rates typically present perceivers with a description 
of the prevalence of a characteristic (e.g., 70% of the lawyers are rich). This base rate information 
is then further complemented with a description of a particular person (e.g., Hans, a lawyer, 
always buys cheap no-name products). Perceivers are then asked to report how likely it is that 
Hans is rich. Studies like these typically show that perceivers take base rates into account when 
making judgments about individuals, particularly when base rates are acquired empirically (Kim 
& Lee, 2017) and have a casual meaning (e.g., Ajzen, 1977). That is, they report the probability 
of being a rich lawyer close to the base rate of 70%. Most importantly though, these studies 
suggest that perceivers rely less on base rates when relevant individual-level information is present 
(e.g., a particular lawyer buys cheap no-name products) compared to when the individual-level 
information is not relevant (e.g., a particular lawyer likes to wear brown shoes).  
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4. LIMITATIONS

Clearly, prior research has added to our current understanding of how judgments about individuals 
are affected by what we know about the social groups to which they belong. However, in light 
of the methodologies employed in these studies, one also has to acknowledge their limitations. 
The overwhelming majority of studies in this field were conducted by using pre-existing social 
groups (e.g., ethnic groups) and associated characteristics (e.g., aggressiveness). The advantage is 
that research using naturally occurring groups and associated characteristics typically have good 
ecological validity. The disadvantage is that researchers have limited experimental control over 
pre-existing social groups and associated cognitions and emotions. This, in turn, makes it difficult 
to study causal relationships and to isolate specific cognitive processes (e.g., the accumulation of 
group knowledge by observing the preferences of individual group members). 
 Moreover, most studies measure the effects of category knowledge and group membership 
in very explicit, abstract, and artificial ways. In most studies, participants were either asked 
to provide probability judgments (e.g., how likely is it that person X has attribute A?), draw 
histograms of the distribution of characteristics across individuals (e.g., Nisbett & Kunda, 
1985), or retrieve information that is more categorical rather than Individuating (e.g., Ostrom, 
Carpenter, Sedikides, & Fan, 1993), or study how often perceivers confuse individuals within 
one group or another group (Klauer & Wegener, 1998). Although these measures are easy to 
implement, analyze, and may have good face validity, they hardly reflect everyday social thought 
processes. It is unlikely that we think about others in terms of probability judgments or have a 
histogram in mind when trying to make sense of other peoples’ behavior. And even if we did, it 
is yet another empirical question of whether and how these measures eventually translate into 
actual behaviors. For example, imagine being asked to draw a histogram that describes how you 
think a certain trait is distributed across the members of a particular group. How would you 
use this histogram when asked to make a prediction for a single group member? How would 
the histogram of the predictions look like when repeatedly making predictions about individual 
group members? Explicitly reporting something is one thing; acting on it is another thing. This 
may be particularly the case in social psychology research where participants may be inclined 
to respond in ways that reflect how they want to be perceived by others (e.g., the researcher). 
Moreover, topics in social psychology are often intuitive in nature and easy to understand so 
that participants can get easily aware of the purpose of the study and to give responses that are 
often in line with the hypotheses. Finally, social psychology itself has often shown that implicit 
measures are often a better predictor for behavior than explicit measures; often for the same 
reasons mentioned above. 
 In light of these limitations, we currently lack a clear understanding of the cognitive 
processes involved in generating behaviorally relevant responses to individual members of a 
group. It is yet to be clarified (1) how we can accumulate and infer group knowledge by observing 
the behaviors of its individual members; (2) how the accumulated/inferred group knowledge is 



Chapter 1

18

used to guide predictions about group members that (a) we also have individual knowledge of 
and (b) those that we do not have individual knowledge of. It also needs to be clarified (3) to 
what extent these processes are affected by common social variables such as ethnicity and one’s 
own group membership. 

5. APPROACH 

The present dissertation tries to fill in the above-mentioned gaps. In doing so, new research 
paradigms were developed and tested. In these paradigms, we also had to operationalize the 
relevant concepts (e.g., how to conceptualize and implement individual and group knowledge). 
As always, it is important to consider the assumptions behind these operationalizations and to 
clarify the boundary conditions within which the outcomes can be interpreted. The empirical 
projects described in the current dissertation are no exception to this. In fact, all our empirical 
studies rely on at least three key concepts that will be explained below.

5.1 Uncertain knowledge
As stated earlier, the social world is a world full of uncertainty. There is no deterministic one-to-
one mapping from mental states to behaviors. Nor is there a one-to-one mapping from behaviors 
to mental states. Instead, we often have to infer the likely causes of other peoples’ behavior or 
predict their behavior on the basis of what we know about their mental states. However, limited 
access to other peoples’ mental states and incomplete knowledge about the (causal) relationship 
between mental states and behaviors introduce considerable uncertainty. Given the uncertainty 
in the processing stream, it would be beneficial for perceivers to take it into account during the 
inference and prediction process. That is, inferences and predictions on the basis of unreliable 
information should be weaker than inferences and predictions based on reliable information. 
Indeed, there is now agreement that we are sensitive to various forms of uncertainty and that 
we actively take uncertainty into account for perception, action, and cognition. Although we 
still do not know how our brains encode and process uncertainty, we have a clean mathematic 
framework for it – probabilities. 
 In our empirical work, we use probabilistic relationships to mimic the inherent uncertainty 
of the social world. Importantly, in doing so, we extend the idea of simple base-rates to using 
discrete and continuous probability distributions. Using probability distributions that are 
continuous or have more than only two categories better reflect the complexity of the social 
world. Knowledge about others, be it individual knowledge or group knowledge, was always 
operationalized in a probabilistic rather than absolute way. Preferences are a good example of it. 
Although all of us may have a favorite dish; it does not mean that it is the only dish we prefer and 
it also does not mean that it never changes. Moreover, having a favorite dish also does not mean 
that we always (want to) eat that one dish. In a part of our studies, we exposed our participants 



1

General introduction

19

to computerized avatars whose preferences lead them to make probabilistic choices (i.e., chose a 
particular object according to a specified probability < 1). When making predictions regarding 
which object the avatar is likely to choose next, our participants had to deal with this uncertainty.

5.2 Predictions as outcome measures 
In all our studies were participants required to make predictions about the most likely behavior 
or preference of individual computerized avatars. After each prediction, participants received 
feedback about the actual behavior or preference of that avatar. Over time, participants could 
then learn to improve the accuracy of their predictions. In our analyses, we primarily focused on 
these predictions.
 The decision to use predictions as outcome measures is based on a variety of factors. As stated 
earlier, being able to make predictions is critical for meaningful social interactions and reflects 
what we often do when we engage in counterfactual thinking (e.g., how does she react when I ask 
her to pay the bill?) or threat-level detection (e.g., how likely is this person to use his gun to kill 
me?). Unsurprisingly, predictions also affect the activity of the autonomous and central nervous 
system (Atlas & Wager, 2012; McNally, Johansen, & Blair, 2011; Yu & Dayan, 2005). Because 
predictions are typically made by integrating information from various sources, predictions are 
already the product of an inference process and hence naturally incorporate uncertainty. The 
mathematical framework of probability theory and information theory provide suitable and 
established tools to track, over time, how predictions change as a function of the information 
they are based on (Baudot, Tapia, Bennequin, & Goaillard, 2019; Johnson, 2001; Kullback & 
Leibler, 1951). For example, predictions on the basis few observations may be imprecise and 
inaccurate but improve as the number of observations increases. Compared to measures such 
as reaction times or probability judgments, predictions at the level of single individuals are a 
more direct expression of one’s belief about that individual. Predictions are comparably easy 
to interpret as they rely on fewer assumptions than most other employed measures. Finally, 
although predictions are still somewhat explicit in nature, slight variations across many such 
predictions are difficult to explain in terms of intentional or strategic decisions at a participant 
level.

5.3 Category and (or) group? 
What categorization is can vary from one theoretical notion to another. In fact, at least four 
different meanings or definitions of categorization have been discussed in the literature (Klapper, 
Dotsch, van Rooij, & Wigboldus, 2017). Among these are categorization as representing (e.g., 
perceiving a person as “something”), categorization as dichotomizing (e.g., perceiving a person as 
either X or not X), categorization as organizing (e.g., reducing a person to the features it shares with 
other persons in that category), categorization as grouping (e.g., distinguishing between groups 
but not necessarily between individual members within a group). In the current dissertation, we 
do not aim to discuss our findings in terms of those taxonomies. Instead, the reader is hereby 
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pointed to the complication that differences in findings across studies can also reflect differences 
in how individual researchers conceptualized and operationalized categorization. 
 In this dissertation, we treat a category as something under which individuals can 
be grouped on the basis of both shared perceptual features (e.g., avatars wearing a common 
logo on their shirt) and on the basis of commonalities in their behaviors or preferences (see 
below). We, therefore, treat the term category synonymous with the term group and use them 
interchangeably. Importantly, we operationalized the concept of group as a latent construct. In 
other words, participants could not directly observe what a group (as a whole) is like. Instead, 
they had to infer it from observing the behavior and preferences of its individual members. In 
this way, a group in our experiment is nothing more than the sum of its constituting members. 
This is also reflected in how we operationalized individual knowledge and group knowledge. 
Group knowledge refers to what the participant could know about the group by aggregating his 
knowledge across the individual members of that group. Group knowledge is therefore often 
nothing else than some aggregate of the individual knowledge. Nevertheless, it has to be stated 
that our participants never had to make a statement about the group as a whole. All experiments 
were done on an individual level, leaving it up to the participant whether or not to take group 
knowledge into account. We also never had our participants engage in any form of categorical 
inference (e.g., assigning individuals to one group or another). This allowed us to be relatively 
flexible in operationalizing the idea of social groups in our studies.

6. DISSERTATION OUTLINE

In the present dissertation, we will investigate how we make predictions regarding other people’s 
behaviors and preferences on the basis of what we know about these individuals (individual 
knowledge) and what we know about the social groups or categories they belong to (group 
knowledge). In chapter two, we examine how we use information about the distribution of 
behaviors, beliefs, and preferences at a group level for inferences and predictions at the individual 
level. In chapter three, we will investigate whether predictions about the behavior of other 
people are sensitive to the variability of the group these people belong to. In doing so, we will 
distinguish between goal-relevant group diversity (i.e., behavioral diversity) and goal-irrelevant 
group diversity (i.e., ethnic variability). In chapter four, we will study how predictions about 
the choice behavior of other people are informed by what we know about (a) their individual 
preferences and (b) by what we know about the preferences of the social group these people 
belong to. In chapter five, we will investigate how identification with a social group leads to 
more differentiated predictions regarding other people’s choice behavior. In doing so, we will 
distinguish between choice behaviors that reflect stereotypically congruent preferences and 
choice behaviors that reflect stereotypically neutral preferences. Together, the thesis increases 
our understanding of how inferences and predictions regarding other people’s preferences and 
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behaviors are informed by what we know about these people (individual knowledge) and the 
social groups to which they belong (group knowledge).





Chapter 2
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STATISTICAL PROPERTIES OF 
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ABSTRACT

Meaningful social interaction rests upon our capacity to accurately predict other people’s 
behaviors and preferences. Such predictions can be informed by our knowledge of person-
specific beliefs, behaviors, and preferences and by our knowledge about how these beliefs, 
behaviors, and preferences are distributed in the social group to which that person belongs. 
However, how we use information about the distribution of behaviors, beliefs, and preferences 
at a group level for inferences and predictions at the individual level is poorly understood. 
Here we report two studies in which we investigated how knowledge about the distribution of 
peoples’ preferences (i.e., central tendencies, dispersion, shape) allows us to make predictions 
about new and previously unseen individuals. By fitting different distributions to participants’ 
predictions and by analyzing the time course of the variability of these predictions, we found 
that predictions for previously unseen individuals on the basis of that group knowledge primarily 
reflects participants’ estimate of what a typical individual is like. As their confidence in this 
estimate increases with the number of observations, their predictions become increasingly similar 
to each other. As a consequence, the distribution of predictions does not reflect the skewed shape 
of the actual group distribution of preferences anymore. Instead, the prediction distribution is 
a combination of the actual skewed group distribution and a normal distribution that reflects 
our knowledge about the group’s central tendency. In a second study we have shown that these 
findings are not dependent on recency effects but rather reflect a stable mental representation of 
the group preference distribution. Study 2 also provides evidence that the findings generalize to 
situations in which we are not directly exposed to the actual group distribution of preferences 
but only receive ambiguous socio-emotional feedback (i.e., facial expressions) that signal the 
consequences of making (in)accurate predictions.
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Meaningful social interaction rests upon our ability to accurately infer and predict other peoples’ 
behaviors, beliefs, and preferences. In doing so, we can distinguish two sources of information: 
individual knowledge and group knowledge. Individual knowledge describes our knowledge 
about a person’s unique behaviors, beliefs, and preferences. Group knowledge, in contrast, 
describes the knowledge that we have about how peoples’ behaviors, beliefs, and preferences are 
distributed within a social group. It contains information about what a typical group member 
is like (central tendency), the extent to which group members differ from a typical member 
(dispersion), and what the shape of the distribution is (e.g., skewed or symmetric). Accurate 
knowledge about these characteristics can guide our own behaviors and inform predictions 
related to other peoples’ behavior - especially in unfamiliar social situations. Importantly, group 
knowledge describes our knowledge at the level of social groups, that is, how socially relevant 
characteristics are distributed among the members of a group. Yet, daily social interactions 
typically happen at the level of individuals (individuals interacting with individuals) rather than 
at the level of groups (individuals interacting with groups as an entity). The question that arises 
then is how we use information about the distribution of behaviors, beliefs, and preferences at 
a group level for inferences and predictions at the individual level. In the present investigation, 
we will address this question by focusing on how knowledge about the distribution of peoples’ 
preferences allows us to make predictions about new and previously unseen individuals.
 Group knowledge entails all the knowledge that we have about the social group in question. 
This can include our knowledge regarding behavioral tendencies, attitudes, traits, beliefs, 
preferences and so on. Activation of this group knowledge has been shown to affect the way 
we perceive, expect, evaluate, and behave towards the members of a social group (Axelson et 
al., 2010; Biernat et al., 2009; Green et al., 2007; Ito & Bartholow, 2009; Moss-Racusin et al., 
2012; Phelps et al., 2000; Quadflieg et al., 2011; Rachlinski et al., 2009). Group knowledge can 
contain information about at least three aspects that together describe how a socially relevant 
characteristic is distributed among the members of a group. First, group knowledge can contain 
information about the extent to which the members of a group possess a particular characteristic. 
In the literature, this is commonly referred to the group’s central tendency (c.f. Rubin & Badea, 
2010). For example, Harvard students are on average more arrogant than Radboud students. 
Second, group knowledge can contain information about the degree to which its members 
conform to the group’s central tendency. This is commonly called the group’s dispersion or group 
variability (c.f. Rubin & Badea, 2010). For example, all Harvard students are equally arrogant, 
while Radboud students are very diverse in how arrogant they are. Third, group knowledge can 
contain information about the shape of the distribution that describes how a characteristic is 
distributed within a group (Galesic, Olsson, & Rieskamp, 2012; Nisbett & Kunda, 1985). For 
example, political views (e.g., Democrats versus Republicans) may be heavily skewed towards one 
political party among students of the Starfleet Academy, but are more polarized among students 
of less politically involved universities. Group knowledge can therefore entail information about 
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a group’s central tendency, its dispersion, and the shape of the distribution. All three aspects are 
independent of one another and can uniquely contribute to inferences and predictions. 
 That social judgments about group members are indeed affected by our knowledge about 
central tendencies and dispersion has been repeatedly shown in previous research (e.g., Dijksterhuis 
& van Knippenberg, 1999; Guinote, Judd, & Brauer, 2002; Lambert, 1995; Lambert & Wyer, 
1990; Park & Hastie, 1987; Rubin & Badea, 2010; Ryan, Bogart, & Vender, 2000; Ryan, Judd, 
& Park, 1996). However, only very limited research has investigated to what extent we are also 
sensitive to the shape of social distributions. Although there is evidence that we seem to be 
sensitive to the shape of distributions, these studies either used extremely artificial and non-social 
task contexts (Sailor & Antoine, 2005; Tran, Vul, & Pashler, 2017; J. Xu & Griffiths, 2010), or 
used methodological procedures that do not allow us to draw conclusions about which aspects 
of a distribution are reflected in participants’ predictions (e.g., Griffiths & Tenenbaum, 2006; 
for commentaries see: Mozer, Pashler, & Homaei, 2008; Tran et al., 2017) or did not investigate 
how the shape of social distributions affects judgments or predictions about other individuals 
(Galesic et al., 2012; Nisbett & Kunda, 1985; Rose, Aspiras, Vogel, Haught, & Roberts, 
2016; Roy, Liersch, & Broomell, 2013). For example, in the study conducted by Griffiths and 
Tenenbaum (2006), each participant had to make a single prediction about a socially relevant 
characteristic (e.g., predict how long a marriage will last). The researchers then analyzed to what 
extent the predictions across participants follow the actual distribution of the characteristic in the 
population. However, as commented and re-analyzed in Mozer et al. (2008), this procedure only 
tells us the wisdom of the crowds (Surowiecki, 2004) and hence does not allow us to conclude 
whether individual participants are sensitive to the shape of a distribution. On the other hand, 
Nisbett and Kunda (1985) have demonstrated that participants are able to draw, upon explicit 
request, accurate distributions of a variety of everyday social phenomena including student’s 
drinking behavior and the duration of sport activities. Interestingly, participants’ drawings also 
reflected the shape of the actual underlying distribution (although often with a bias towards 
normal distributions). Comparable results have later been obtained in a more large-scale study 
by Galesic et al. (2012). However, studies like these tell us very little about how we use such 
distribution knowledge when making predictions about other people. Drawing a distribution 
and using a distribution for making individual predictions are different cognitive operations. 
When asked to draw a distribution, information about the shape of a distribution inevitably 
becomes critical for accomplishing the task. This, however, is not necessarily the case when 
making predictions. For example, predictions about others can be purely based on what we think 
the typical group member is like (i.e., central tendency). Because central tendency, dispersion, 
and shape information are mathematically independent of one another, knowledge about one 
does not imply or require knowledge about the other. Altogether, it is therefore currently unclear 
how we accumulate and use distributional group knowledge for making predictions at the level 
of single unknown individuals. 
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 When making predictions about unknown individuals on the basis of what we know 
about the group or population this individual belongs to, one can broadly sketch two different 
scenarios. On the one hand, it is possible that the predictions we make about others primarily 
reflect our knowledge about the group’s central tendency (e.g., our knowledge about the average 
group member). In this case, the shape of the distribution over our predictions approaches a 
normal distribution, even when the distribution from which the central tendency is estimated is 
of an entirely different shape. The variability of the distribution of predictions then reflects how 
confident we are in this central tendency. This is due to the central limit theorem (for a good 
review see: Kwak & Kim, 2017). On the other hand, it is possible that we make predictions in 
such a way that the distribution of our predictions approaches the very same distribution that we 
use to make these predictions. For example, observing that food preferences are heavily skewed 
towards spicy food will lead to predictions that are heavily skewed as well. In the long run, the 
distribution of the predicted preferences will become more and more similar to the distribution 
of actual preferences. 
 In the present investigation we will investigate how predictions about the preferences of 
novel individuals are informed by our knowledge about the distribution of preferences within 
the group or population they belong to. Across two studies were participants asked to predict the 
preferences (i.e., preferred amount of spice on a dish) of previously unseen individuals on the 
basis of the inferred preferences of individuals encountered before. Importantly, preferences were 
always distributed in an asymmetric, that is, skewed manner. Using such asymmetric distributions 
(e.g., exponential distributions) makes it possible to study whether the predictions we make 
are mostly based on central tendencies, which results in a symmetric normal distribution, or 
whether predictions are made in an attempt to reproduce the underlying group distribution, 
leading to an asymmetric skewed distribution. In the first study, participants could rely on very 
precise feedback regarding whether they added too much or too little spice. In the second study, 
participants were only presented with ambiguous facial expressions (happy or sad) depending 
on whether the optimal amount of spice has been predicted or not, respectively. In study 2, we 
also ruled out alternative explanations such as recency effects. By fitting different distributions to 
participants’ predictions and by analyzing the time course of the variability of these predictions, 
we will investigate on the basis of what information (central tendencies, dispersion, shape) we 
make predictions about previously unencountered individuals. 
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STUDY 1

INTRODUCTION

In study 1, participants were asked to imagine themselves being a cook whose task it is to 
add spice (i.e., hot chili) to the dish of the customers. Because participants do not know in 
advance how much spice a customer prefers, they had to make a prediction about the preferred 
amount of spice. This prediction could be based on the feedback that participants received about 
predictions made for earlier customers. Participants received feedback about their prediction in 
two ways. First, a colored feedback scale provided precise information about whether too much 
(hot colors), too little (blue colors), or optimal amounts (green colors) of spice were added. 
Second, because customers would have to taste their dish in order to decide whether or not they 
are content with the added amount of spice, participants were also presented with the socio-
affective consequences of their prediction. This was realized by continuously morphing the facial 
expressions of the customer from unhappy (too much or too little spice) to happy (preferred 
amount of spice). Both types of feedback were presented simultaneously. Although feedback in 
the form of facial expression did not add any unique information over the colored feedback scale. 
Importantly, participants never directly observed what the actual preferences of the customers 
were. Instead, they were only presented with the prediction error, which is the simple difference 
between what was predicted amount of spice and what was the actual preferred amount of spice. 
Learning to make more accurate predictions about the likely preferences of novel customers 
therefore required inferring from the prediction error what the actual preferences were.

METHOD

Participants
In study 1, a total of 34 participants (24 females, Mage = 25.44 years, SDage = 5.51years, range 19 
to 43 years) took part. All participants were recruited through the Radboud University online 
research registration system and none of them reported a history of neurological or psychiatric 
disorder. The study was approved by the local ethics committee (ECSW-2018-115) and all 
participants gave written informed consent according to the declaration of Helsinki. Participants 
received 5€ or an equivalent of 0.5 course credit as compensation. 

Material
All stimuli were presented on an LCD monitor (Benq XL2420Z, 24 inches, 120Hz, 1920x1080 
pixels) using Psychopy (version 3) running on a computer (Dell Precision T3610, 4 x 3.7 GHz, 
8GB ram) with Windows 7. Pixel coordinates are reported relative the center of the screen, which 
corresponds to x = y = 0 pixels. 
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 The stimulus material consisted of 300 unique agents created using Nintendo’s® Mii-
Maker online software (www.nintendo.com). Agents were portrayed from the front and displayed 
cartoon-like persons. All agents were female. The outfit of the agents as well as their body shape 
and facial expressions (neutral) were kept constant. By manually changing the shape of their eyes, 
nose, hair style, hair color and facial markers (e.g., freckles, make-up), we generated 300 unique 
agents. The study was framed as a cooking-game where participants had to add spice to chili 
dishes depending on how spicy they think the customer likes it. The scene to which participants 
were exposed during the experiment consisted of a modified picture of a commercial shop with a 
table, a chili dish, the cook holding a spice mill, and one of the aforementioned agents that served 
as a customer. All graphics were freely available on the internet and further combined using 
Adobe photoshop. A depiction of the stimulus material can be seen in Figure 1 A. The response 
scale within which participants could place their predictions ranged from x = -200 pixels to x = 
800 pixels (range = 1000). Prediction errors could therefore vary from -1000 (too little chili) to 
1000 (too much chili). The vertical color bar that indicated the prediction error, however, only 
ranged from y = -500 pixels to y = 500 pixels. As a consequence, prediction errors were capped 
between -500 and 500. In other words, the feedback for a prediction error of 700 was exactly the 
same as the feedback for a prediction error of 500 (see Figure 1 B).

Task design and Procedure
The study commenced after providing participants with information about the study and asking 
for their written consent. Instructions were provided in verbal and written form and were created 
as immersive and engaging as possible. Participants were told that they would open a new chili 
restaurant and that they, as the boss, have the task of adding spice to the chili before handing 
it over to the customer. Because they open a restaurant in a new country, they do not know the 
preferences of their customers and so would have to study them. Participants were told that they 
have to make guesses about how much spice to add to a customer’s dish. After handing it over to 
the customer, they could then observe her facial emotional expression (ranging from very happy 
to very unhappy). They could also see on a colored scale (see Figure 1 A) whether they added too 
much spice (orange to red region) or too little spice (yellow to blue region).
 Participants completed four blocks with 75 trials each. A self-paced break was included 
halfway through. As can be seen in Figure 1 A, every trial had a prediction phase and a feedback 
phase. In the prediction phase, participants were presented with a depiction of themselves (i.e., 
the cook) together with a unique and randomly selected avatar (i.e., the customer). Participants 
could increase (or decrease) the amount of spice they add to the customer’s food by moving 
the mouse horizontally from left (little to no spice) to right (maximum amount of spice) as 
indicated on a visual scale located on the lower right of the screen. Participants had to confirm 
their prediction by pressing the left mouse button. Importantly, participants were never directly 
exposed to the distribution of preferences. Instead, participants received feedback only in terms 
of the prediction error, that is, the difference between their prediction and the actual preference 
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of the customer. This happened in two concurrent ways. First, a red arrow next to the vertically 
oriented colored feedback scale on the left of the left of the screen signaled precise feedback in 
terms of whether the amount of added spice was too little (cold colors), too much (hot colors) 
or good enough (green). This prediction error was calculated by subtracting from the predicted 
amount of desired spice the actual amount of desired spice of the current customer. As stated 
again, this produced prediction errors that ranged from -1000 (too little chili) to 1000 (too 
much chili). However, the colored feedback scale only indicated prediction errors from -500 to 
500. The feedback for a prediction error of 700 was therefore exactly the same as the feedback 
for a prediction error of 500 (see Figure 1 B). Second, a reaction of the customer in terms of her 
facial emotional expression was provided. Adding too much or too little spice led to unhappy 
facial expressions while a good amount of spice led to a positive facial expression with anything 
in between depicted by more or less neutral facial expressions. Facial expressions were created 
by continuously morphing the mouth region of the customer. The mouth region was designed 
by drawing a line through three equally spaced points. Consequently, moving the middle point 
downwards and upwards created the appearance of happy and unhappy facial expressions, 
respectively. Sigmoid functions were used to map the vertical point position to prediction errors 
(see Figure 1 B).
 Customers’ preferences for spice were sampled a priori from an exponential probability 
distribution. For each participant, 300 samples were drawn from an exponential probability 
distribution with a rate parameter equal to 1/175. From these samples we then subtracted a 
uniformly sampled value between -180 pixels and 230 pixels for right-skewed distributions 
and between 380 pixels and 790 pixels for left-skewed distributions. The orientation of the 
distributions’ exponential tail (left or right skew) was randomly determined separately for 
each participant. Only those distributions were used where all its samples lied on the interval 
spanned by the most left and most right part of the response scale (from -200 to 800 pixels). 
We additionally ensured that the difference between the exponential distribution’s mean and its 
median is at least larger than or equal to 60 pixels. With these parameters, the average difference 
between the exponential distributions’ mean and the distributions’ median was about 63 pixels. 
The average mean of the exponential distributions ranged uniformly between about -18 and 630 
pixels. The standard deviations of the exponential distributions followed a normal distribution 
with a mean of about 167 pixels and a standard deviation of about 9.40 pixels.
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Figure 1. Proceedings of a trial and mapping of prediction errors to facial expressions. A.) Shown is the proceedings 
of a trial with the colored feedback scale (on the right) indicating the prediction error defi ned as the diff erence between 
the added and preferred amount of spice. Colors refl ect whether the added amount of spice was too much (hot colors), 
too little (cold colors), or optimal (green colors). In addition, the mouth region changes accordingly. B.) Presented is the 
continuous mapping of prediction errors (upper and lower x-axis) to facial expressions (left and right y-axis) using two 
vertically concatenated sigmoid functions. Note that facial expressions were morphed by defi ning three points, adjusting 
the middle point on a vertical axis, and drawing a curve through them.

Data analysis and Design
Shape of the prediction distribution. In a fi rst analysis, we investigated how the shape of the 
experimentally defi ned exponential distribution is refl ected in the distribution of participants’ 
predictions. Before doing so, the data had to be preprocessed. In a fi rst step we mirrored the 
distribution of predictions around the vertical axis for those participants who were exposed to 
left skewed exponential distributions. Th is was done by multiplying the predictions by minus 
1. In doing so, we removed from the prediction distributions the eff ect of having presented 
about half the participants with left-skewed exponential distributions. We then shifted the 
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prediction distribution such that its smallest value was always zero. This was necessary in order 
to fit exponential distributions since they are normally defined only for values larger than or 
equal to zero. In a final step we divided all predictions, which were still in units of pixels, by 
100. We discovered that not doing so resulted in unreasonable parameter estimates of the fitted 
distributions. Note that although the above-mentioned steps may affect the measurement unit 
and the location parameters of the distributions we fitted afterwards, all of them represent linear 
transformations that preserve the shape of the prediction distribution and hence do not affect the 
fitting procedure. Moreover, no inferences were drawn on the basis of the estimated parameters 
of the fitted distributions. After the data preprocessing, we fitted Gaussian, exponential, 
and exponential Gaussians (ExGaussian) to predictions of each participant. An exponential 
Gaussian distribution is the sum of independent normal and exponential variables. Although 
we acknowledge that in principle there is an infinite amount of distributions that could describe 
participants’ predictions, we restricted ourselves to the ones above as means to understand the 
extent to which predictions reflect the skewed tail of the exponential distribution. Maximum 
likelihood estimation was used to fit distributions to the predictions of each participant and 
each block. We decided to use Akaike information criterion (Akaike, 1998), short AIC, as a 
measure of goodness of fit as it, over and above the loglikelihood, also penalizes for the number 
of parameters of each distribution. Note that the exponential distribution is defined by a 
single parameter (i.e., its rate), a Gaussian distribution by two parameters (mean and standard 
deviation) and the exponential Gaussian by three parameters (mean, standard deviation, rate). 
The AIC values were submitted to a 3 Distribution (Gaussian, exponential, ExGaussian) by 4 
Block (1, 2, 3, 4) repeated measures ANOVA. Individual contrasts and potential interactions 
were followed up by paired-sample t-tests.
 Variability of observations and predictions. In a second analysis, we investigated how 
variability in the observed behavior relates to the variability in participants’ predictions and how 
it changes over time. To do so, we calculated for each participant and each block the standard 
deviation of participants’ predictions and the standard deviation of the observations. These values 
were then subjected to a 2 Type (predictions, observations) by 4 Block (1, 2, 3, 4) repeated 
measures ANOVA. Multivariate effects were followed up with post-hoc ANOVAs and t-tests.

RESULTS

As can be seen in the upper left panel of Figure 2, the average absolute prediction error clearly 
decreased over time, indicating that participants took earlier observations into account when 
predicting the preferred amount of spice of previously unseen customers. Interestingly, when 
looking at the time course of the average signed difference between the predicted and actual 
amount of spice in the lower left panel of Figure 2, it seems that participants initially exhibited 
a systematic bias. Participants’ very first predictions reflected a tendency to expect customers 
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to prefer less chili than they actually did. Moreover, participants could never observe what the 
true distribution of preferences was. Instead, participants were only exposed to the diff erence 
between the predicted and the actual amount of preferred spice. Th e right panel of Figure 2 
illustrates the average distribution of these prediction errors grouped by whether the underlying 
preference distribution was right skewed or left skewed. As can be seen, both distributions are 
approximately leptokurtic gaussian. Visual inspection of participants’ individual distribution 
of prediction errors confi rmed that the observed distribution often approached a leptokurtic 
gaussian distribution as well.

Figure 2. Prediction error metrics. Upper left panel. Presented is the absolute diff erence between the predicted and 
actual amount of preferred spice as a function of time and averaged over participants. Th e dashed blue line indicates the 
minimally achievable value for this type of error, which is obtained by using the median of the exponential distribution 
for making predictions. Lower left panel. Presented is the signed diff erence between a prediction and the corresponding 
outcome as a function of time, averaged over participants including the 95% confi dence interval. Right panel. Shown 
is the distribution of the signed diff erence between the predicted and actual amount of preferred spice conditioned on 
whether the underlying preference distribution was skewed to the right (red) or left (blue).

 Shape of the prediction distribution. Th e 3 Distribution (Gaussian, exponential, ExGaussian) 
by 4 Block (1, 2, 3, 4) repeated measures ANOVA with AIC goodness of fi t values as dependent 
variable revealed a main eff ect of Block (F (2.15, 71.08) = 22.94, p < .001, η2 = .41; Greenhouse-
Geisser corrected). AIC values steadily decreased from Block 1 to Block 4, indicating a better fi t 
of the distributions to participants’ predictions over time. Importantly, an eff ect of Distribution 
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emerged (F (1.13, 37.13) = 90.62, p < .001, η2 = .73, Greenhouse-Geisser corrected). Because 
of the absence of an interaction eff ect, we collapsed the AIC values across the blocks. In line 
with the visual depiction in Figure 3, we found that AIC were smallest (i.e., indicate the best fi t) 
for the exponential gaussian distribution (M = 188.49, SD = 72.23), followed by the gaussian 
distribution (M = 198.91, SD = 67.37), and the exponential distribution (M = 246.70, SD = 
84.94). All pairwise comparisons were signifi cant at p < .001.

Figure 3. Distribution of actual and predicted preferences. Presented is a histogram of the experimentally defi ned 
distribution of preferences (orange) and the distribution of predicted preferences (blue) across all participants for the last 
75 trials (i.e., Block 4) of the study. Th e dark gray bar at the x-axis represents the median of the preference distribution. 
Th e light gray bar represents the mean of the preference distribution. Th e dashed lines represent gaussian kernel density 
estimates of these histograms. Right panel. Shown is a goodness-of-fi t indicator (Akaike information criterion; the lower 
the better the fi t) for all three tested distributions collapsed over the four blocks. Error bars represent 95% confi dence 
interval. *** p < .001.

 Variability of observations and predictions. Th e repeated measures ANOVA with Type 
(predictions, observations) and Block (1, 2, 3, 4) as within-subject factors and the standard 
deviations in pixels as dependent variable revealed a signifi cant main eff ect of Type (F (1, 33) = 
116.57, p < .001, η2 = .78). As can be seen in Figure 4, the standard deviation of participants’ 
predictions was smaller (M = 100.81, SD = 41.05) compared to the standard deviation of the 



2

Inferring and Predicting the Statistical Properties of other Peoples’ Preferences

35

customers’ actual preferences (M = 165.67, SD = 17.20). We also found a signifi cant main eff ect 
of Block (F (3, 31) = 14.51, p < .001, η2 = .58). Overall, the standard deviations continuously 
decreased from Block 1 to Block 4. Importantly, a signifi cant Type by Block interaction emerged 
(F (1.86, 61.3) = 20.76, p <. 001, η2 = .39, Greenhouse-Geisser corrected). Th e standard deviation 
of participants’ predictions decreased signifi cantly across the four blocks (F (1.94, 64) = 27.52, 
p < .001, η2 = .46). Th is eff ect was mostly driven by a decrease in the standard deviation from 
Block 1 to Block 2. No such overall trend was found for the distribution of customers’ actual 
preferences (F (3, 31) = 0.31, p = .82). Moreover, in Block 1 the average standard deviations of 
participants’ predictions (MPred = 134.45, SDPred = 44.38) was smaller compared to the standard 
deviation of the actual preferences (MObs = 165.62, SDObs = 17.14), t (33) = 3.84, p = .001). A 
similar pattern emerged in Block 2 (MPred = 94.12, SDPred = 40.06 vs. MObs = 168.00, SDObs = 
16.99; t (33) = 10.89, p < .001) as well as in Block 3 (MPred = 90.19, SDPred = 42.01 vs. MObs = 
164.80, SDObs = 16.80; t (33) = 10.38, p < .001) and Block 4 (MPred = 84.47, SDPred = 37.76 vs. 
MObs = 164.24, SDObs = 17.86; t (33) = 10.80, p < .001).

Figure 4. Variability of predictions. Presented here is the average standard deviation of actual preferences (orange) and 
predicted preferences (blue) for each block. Error bars refl ect the 95% confi dence interval around the means. Th e dashed 
black line represents the optimal time course of the standard deviation of predictions derived from 1000 simulations. In 
these simulations, predictions simply refl ect the average of the mean and the median of all previous observations. Th e 
reader is informed that the simulation only serves descriptive purposes.
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DISCUSSION

We found that the way participants predicted the preferences of novel individuals reflects their 
knowledge about the preferences of individuals encountered before. This is clearly visible in 
how prediction errors decrease over time. Interestingly, although the underlying preference 
distribution followed an exponential shape, the distribution over participants’ predictions can be 
best described as a mixture of a normal distribution and an exponential distribution. This suggests 
that participants did estimate a central tendency (i.e., mean or median) of the preferences and 
primarily used this estimate for predicting the preferences of novel individuals. This is also reflected 
in how the variability of predictions changes over time. The time course of the variability of 
predictions qualitatively matches computer simulations in which predictions were only based on 
central tendencies. The variability in predictions therefore likely reflects participants’ uncertainty 
or imprecision around the central tendency. Over time, more observations accumulate and one’s 
certainty in an estimated central tendency increases. This results in predictions that become less 
variable over time. Importantly though, the distribution over participants’ predictions is also 
clearly skewed, which indicates that participants were actually sensitive to the exponential shape 
of the preference distribution. This is particularly striking given that participants were never 
directly exposed to the skewed distribution of preferences. Instead, they could only observe the 
prediction error defined as the difference between the predicted amount of spice preferred by a 
given customer and the actual amount of spice preferred by that customer. The distribution over 
these prediction errors often approached a relatively symmetric normal distribution. Sensitivity 
to the skewness of the underlying preference distribution is therefore a consequence of inferring 
from the prediction errors what the actual preference distribution was. This is perfectly possible 
given that the observed prediction error on any given trial is simply difference between the 
predicted and the actual amount of preferred spice. This equation has three variables with one 
unknown. The inference process lies in solving the equation for the unknown, that is, the actual 
preference of the customer. 
 Altogether, participants base their predictions for novel individuals primarily on the basis 
of central tendencies estimated from earlier observations. Both the strong tendency towards 
normality in the distribution of their predictions and the specific time course of the variability 
of their predictions are in support of this. But why do participants make predictions that are 
systematically skewed in the same direction as the exponential tail in the underlying preference 
distribution? As stated in the introduction, if participants would only use central tendencies 
for predictions, the variability around these predictions would follow a normal distribution; 
no matter the shape of the distribution they are estimated from. However, the distribution 
of participants’ predictions clearly shows evidence of a skewed (i.e., exponential) tail. One 
explanation for this finding is that participants inferred from the prediction errors what the 
underlying preference distribution is and formed a mental representation of it that also contained 
information related to the shape (i.e., the skewness) of it. This shape information then biased or 
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interfered with participants’ predictions. Alternatively, the skewness in participants’ predictions 
can also result from recency effects (Bennet & Murdock, 1962). For example, when presented 
with a customer whose preference is very extreme with respect to the other customers (e.g., 
preferring extremely spicy food), participants’ subsequent prediction(s) could be biased into that 
extreme direction as well because recent observations have a disproportionally strong impact on 
one’s subsequent predictions. Over time, this would lead to a skewed distribution of predictions 
without the need to mentally represent the underlying distribution including information 
related to its shape. Another source of concern centers around the possibility that the skewness 
in the prediction distribution could be due to the fact that participants received very precise and 
detailed information about the prediction errors. In more ecologically valid settings, however, we 
often do not receive clear and detailed feedback about other people’s preferences. It is therefore 
also important to assess the generalizability and ecological validity of the findings obtained in the 
present study.
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STUDY 2

INTRODUCTION

Study 2 was conducted for two major reasons: To rule out recency effects as an explanation 
for the findings in study 1, and to investigate the generalizability of our findings. Remember, 
in study 1 participants were presented with both, a colored feedback scale that provided very 
detailed and accurate information about prediction errors, and socio-emotional feedback in the 
form of happy and unhappy facial expressions. In study 2, participants will only be presented 
with the facial expressions of the customers. This type of feedback is ambiguous about the 
direction of satisfaction. That is, customers would be unsatisfied (i.e., displaying an unhappy 
facial expression) in case there was either too much or too little spice added to his or her dish. 
This is similar to real-life settings, where there often is no simple one-to-one mapping between 
mental states (e.g., disappointed by a friend) and the behaviors they can cause (e.g., being angry 
or being sad). 
 In order to rule out recency effects as an explanation for the skewness in participants’ 
predictions, study 2 was split into two parts. The first part of the study was identical to study 1 
with the exception that we removed the colored feedback scale. In the second part of the study 
and unbeknown to participants, we suddenly changed the underlying preference distribution 
from an asymmetric exponential distribution to a symmetric Gaussian normal distribution. The 
rationale was based on the following idea: If the skewness in the distribution of predictions 
results from recency effects (i.e., observing extreme preferences in trial one lead to predicting 
extreme preferences in trial two), then removal of extreme observations in part two should result 
in predictions that are no longer skewed. If, however, the skewness in predictions rather results 
from a mental representation of the preference distribution that also includes shape information, 
than we should continue seeing a skewed prediction distribution in part 2. The potential effect of 
recency effects on predictions is not limited to the shape of the prediction distributions but also 
to the variability of the predictions. On the basis of recency effects, if the standard deviation of 
the underlying preference distribution changes abruptly, one would expect to see a similar trend 
in the standard deviation of predictions as well. This should not be the case however, when the 
variability primarily reflects participants’ certainty in the estimated central tendency used for 
making predictions. 
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METHOD

Participants
For study 2, a new sample of 51 participants (31 females, Mage = 24.24 years, SDage = 3.45 years, 
range 19 to 34 years) was recruited in the same way as in study 1. None of the participants 
reported a history of psychological or neurological disorder and all gave their written informed 
consent prior to the start of the study.

Material
Forty new additional unique agents were created for the purpose of study 2. These agents were 
created according to the same general rules as in the previous studies and did not systematically 
differ from the remaining 300 avatars. The remaining stimulus material was identical to study 1 
with the exception that the colored feedback scale from study 1 was entirely removed in study 1. 
In the previous study, this colored scale indicated precisely to what extent participants added too 
much (or too little) spice (see also Figure 1 B).
 
Procedure
The procedure was the same as in study 1 except that this time, participants got feedback 
about their prediction only in terms of the facial expression of the customer. Again, the facial 
expression indicated the consequence of having added too much or too little spice (unhappy 
expressions) or a good amount of spice (happy facial expression). Anything in between was 
represented with more or less neutral facial expressions. Participants were made explicitly aware 
that if they make people unhappy, as indicated by an unhappy facial expression, they would not 
directly know whether it is due to having added too much or too little spice to their dish. The 
remaining instructions were kept identical to study 1. Participant first completed 300 trials (part 
1) that were defined in the same way as in study 1. After these 300 trials and unbeknown to 
participants, the underlying preference distribution changed from an exponential distribution 
to a Gaussian distribution (part 2). The Gaussian distribution was parameterized with a mean 
equal to the midpoint of the exponential’s mean and median of part 1. The standard deviation 
of the Gaussian was half the standard deviation of the exponential’s standard deviation in part 1. 
In this way, the Gaussian distribution in part 2 more or less preserved the central tendencies of 
the preference distribution in part 1 with half the standard deviation. Critically, in comparison 
to the exponential distribution in part 1, the Gaussian distribution in part 2 is symmetrical 
around its central tendency. There was no break in between part 1 and part 2.  At the end of the 
experiment, participants were presented with a histogram of their last 75 predictions together 
with the distribution of the actual preferences of the agents in part 1. Altogether, this study took 
about 25 minutes to complete.
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Data analysis and Design
The data from part 1 was analyzed in the same way as the data from study 1. To assess the 
potential influence of recency effects on participants’ predictions three additional analyses were 
conducted. In the first analysis, we investigated which of the three candidate distributions 
(exponential, Gaussian, ExGaussian) best explains participants’ predictions in the second part. In 
the second analysis, we analyzed whether the skewness observed in participants’ predictions from 
part 1 significantly changes in part 2. In a preprocessing step we first mirrored the distribution of 
predicted and experimentally defined preferences around the vertical axis for those participants 
who were exposed to left skewed exponential distributions. We then calculated for each of the four 
blocks in the first part and the 40 trials in the second part the skewness (i.e., the Fisher-Pearson 
coefficient) of participants’ predictions and conducted a Bayesian paired-sample t-test in JASP 
(JASP Team, 2019, version 0.10.2) to derive the Bayes factor in order to quantify the support for 
both the null hypothesis (no difference in skewness) and the alternative hypothesis (difference in 
skewness). A Cauchy distribution with location parameter equal to zero and the scale set to 0.707 
(the default) was used. The Bayesian t-test was further complemented with a frequentist paired-
sample t-test and a non-parametric Wilcoxon signed-rank test. Finally, to assess whether trial-by-
trial adaptations also affected the variability of participants’ predictions, we investigated whether 
the standard deviation of participants’ predictions significantly decreased from part 1 to part 2.  
This was done by first calculating the rolling standard deviation of participants’ predictions using 
a window size of five trials. In the next step, we used the last 40 data points of part 1 and fitted 
a linear regression model with trial index (ranging from 1 to 40) and a constant as predictors 
to the rolling standard deviation. This regression model was then used to predict the rolling 
standard deviation in the second part of the study. As a means of comparison, we also fitted a 
regression model of the same type only to the data of part 2. Considerable deviations between 
the predictions from the regression model trained on the data from part 1 and the fitted values 
from the model trained on part 2 indicate a change in the standard deviation of participants’ 
predictions in part 1 relative to part 2.

RESULTS

Part 1
As can be seen in the upper left panel of Figure 5, the absolute prediction error of participants’ 
predictions decreased over time, indicating that prior observations were taken into account 
when predicting the preferences of previously unseen customers. Inspecting the average signed 
difference between the predicted and actual preferences (see Figure 5 lower left panel), a systematic 
tendency towards predicting rather too little spice was observed. Finally, the distribution of facial 
emotional expressions that participants received as the only feedback is presented on the right 
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panel of Figure 5. Note that the U-shape-like distribution of facial expressions is almost identical 
no matter whether the underlying preference distribution is skewed to the right or to the left. 

Figure 5. Prediction error metrics part 1. Upper left panel. Presented is the absolute diff erence between the predicted 
and actual amount of preferred spice as a function of time and averaged over participants. Th e dashed blue line indicates 
the minimally achievable value for this type of error, which is obtained by using the median of the exponential distribution 
for making predictions Lower left panel. Presented is the signed diff erence between a prediction and the corresponding 
outcome as a function of time, averaged over participants including the 95% confi dence interval. Right panel. Shown is 
the distribution of facial expressions based on the signed diff erence between the predicted and actual amount of preferred 
spice, conditioned on whether the underlying preference distribution was skewed to the right (red) or left (blue).

 Shape of the prediction distribution. Th e 3 Distribution (Gaussian, exponential, ExGaussian) 
by 4 Block (1, 2, 3, 4) repeated measures ANOVA with AIC goodness of fi t values as dependent 
variable revealed a main eff ect of Block (F (2, 100) = 24.19, p < .001, η2 = .33; Greenhouse-
Geisser corrected). AIC values steadily decreased from Block 1 to Block 4, indicating a better fi t 
of the distributions to participants’ predictions over time. Importantly, an eff ect of Distribution 
emerged (F (1.3, 65.5) = 47.01 p < .001, η2 = .49, Greenhouse-Geisser corrected). Because of the 
absence of an interaction eff ect (p > .5), we collapsed the AIC values across the blocks. In line 
with the visual depiction in Figure 6, we found that AIC were smallest (i.e., indicate the best fi t) 
for the exponential gaussian distribution (M = 225.21, SD = 74.99), followed by the gaussian 
distribution (M = 242.03, SD = 73.48), and the exponential distribution (M = 269.50, SD = 
67.80). All pairwise comparisons were signifi cant at p < .001.
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Figure 6. Distribution of actual and predicted preferences part 1. Presented is a histogram of the experimentally defi ned 
distribution of preferences (orange) and the distribution of predicted preferences (blue) across all participants for the last 75 
trials (i.e., Block 4) of the study. Th e dark gray bar at the x-axis represents the median of the preference distribution. Th e light 
gray bar represents the mean of the preference distribution. Th e dashed lines represent gaussian kernel density estimates of 
these histograms. Right panel. Shown is a goodness-of-fi t indicator (Akaike information criterion; the lower the better the fi t) 
for all three tested distributions collapsed over the four blocks. Error bars represent 95% confi dence interval. *** p < .001.

 Variability of predictions. Th e repeated measures ANOVA with Type (predictions, 
observations) and Block (1, 2, 3, 4) as within-subject factors and the standard deviations in 
pixels as dependent variable revealed a signifi cant main eff ect of Type (F (1, 50) = 10.55, p = 
.002, η2  = .17). As can be seen in Figure 7, the standard deviation of participants’ predicted goal 
shots was smaller (M = 138.74, SD = 68.16) compared to the standard deviation of the observed 
goal shots (M = 166.23, SD = 18.94). We also found a signifi cant main eff ect of Block (F
(2.21, 110.56) = 17.55, p < .001, η2 = .26, Greenhouse-Geisser corrected). Overall, the standard 
deviations continuously decreased from Block 1 to Block 4. Importantly, a signifi cant Type by 
Block interaction emerged (F (2.50, 125.04) = 25.84, p <. 001, η2 = .34, Greenhouse-Geisser 
corrected). Th e standard deviation of participants’ predictions decreased signifi cantly across the 
four blocks (F (2.10, 104.92) = 18.95, p < .001, η2 = .35, Greenhouse-Geisser corrected). Th is was 
not the case for the standard deviation of the observations (F (3, 48) = 0.85, p = .48). Moreover, 
the standard deviations of participants’ predictions and observations did not signifi cantly diff er 
in Block 1 (MPred =175.69, SDPred = 63.46 vs. MObs = 164.81, SDObs = 19.65; t (50) = 1.19, p = 
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.24). In Block 2, the average standard deviation of predictions (MPred = 140.56, SDPred = 74.75) 
was signifi cantly smaller compared to the average standard deviation of observations (MObs = 
163.41, SDObs = 19.41), t (50) = 2.14, p = .037. A similar pattern emerged in Block 3 (MPred = 
125.11, SDPred = 66.90 vs. MObs = 167.74, SDObs = 17.98; t (50) = 4.43, p < .001) and Block 4 
(MPred = 113.60, SDPred = 67.54 vs. MObs = 168.95, SDObs =18.71; t (50) = 5.73, p < .001).

Figure 7. Variability of predictions part 1. Presented here is the average standard deviation of actual preferences 
(orange) and predicted preferences (blue) for each block. Error bars refl ect the 95% confi dence interval around the 
means. Th e dashed black line represents the optimal time course of the standard deviation of predictions derived from 
1000 simulations. In these simulations, predictions simply refl ect the average of the mean and the median of all previous 
observations. Th e reader is informed that the simulation only serves descriptive purposes.

Part 2
Shape of the distribution. A repeated measures ANOVA with Distribution (Gaussian, exponential, 
ExGaussian) as within-subject factor revealed a signifi cant multivariate eff ect of Distribution 
(F (1.3, 64.91) = 15.30, p < .001, η2 = .23). As Figure 8 shows, the pattern of results in part 
2 are similar to the pattern observed in part 1. Inferential statistics confi rm that ExGaussian 
distributions fi t the data better than Gaussian (M = 86.87, SD = 59.76 vs. M = 92.99, SD = 
64.24; t (50) = 2.44, p = .018) which, again, fi t the data better than Exponential distributions (M
= 105.81, SD = 57.03; t (50) = .007).
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Figure 8. Distribution of actual and predicted preferences part 2. Presented is a histogram of the experimentally defi ned 
gaussian preference distribution (orange) and the distribution of predicted preferences (blue) across all participants in 
the second part of the study (40 trials). Th e dashed lines represent gaussian kernel density estimates of these histograms. 
Right panel. Shown is a goodness-of-fi t indicator (Akaike information criterion; the lower the better the fi t) for all three 
tested distributions. Error bars represent 95% confi dence interval. * p < .05, ** p < .01

 Skewness analysis. Upon inspection of Figure 9, one can clearly see that the skewness in 
the experimentally defi ned preferences distributions decreases from around 1.37 in part 1 to 
virtually zero in part 2. Bayesian analysis of the skewness of participants’ predictions reveals 
that there is 3.11 times more evidence for the null hypothesis (the skewness of participants 
predictions does not diff er from the last block in part 1 to part 2) compared to the alternative 
hypothesis (the skewness in participants’ predictions diff ers between part 1 and part 2). Th e 
respective means (and standard deviations) are 0.78 (1.53) for Block 4 in part 1 and 0.5 (1.3) 
in part 2. A frequentist paired-sample t-test also fails to detect any diff erences in the skewness of 
participants’ predictions (t (50) = 1.26, p = .21). Similarly, non-parametric Wilcoxon-signed rank 
test also fails to detect any diff erences (p = 0.10). Altogether, the data suggests that the skewness 
in participants’ predictions did not signifi cantly change from part 1 to part 2.
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Figure 9. Skewness in predictions. Presented is the skewness of the experimentally defi ned preference distributions 
(orange) and the skewness in participants’ predicted preferences (orange) for the fi rst part of the study (Block 1 to 4) 
and the second part of the study. A skewness close to zero (dashed horizontal line) indicates a symmetric distribution. 
Skewness values larger (smaller) than zero indicate right (left) skew. Error bars represent the 95% confi dence intervals 
around the means.

 Variability of predictions. Figure 10 (lower panel) indicates that the predictions from the 
regression model fi tted to the last 40 data points in part 1 are very similar to the regression line 
fi tted to the 40 data points in part 2. Numerically, the slope of the predictions from part 1 is even 
steeper compared to the slope of the regression line fi tted to part 2. Th is shows that the rolling 
standard deviation does not decrease to a larger degree in part 2 compared to part 1.
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Figure 10. Time course of the variability of actual and predicted preferences for part 1 and part 2. Upper panel. 
Shown is the average rolling standard deviation over the actual (orange) and predicted (blue) preferences using a window 
size of 5 trials. Lower panel. Presented are the last 40 trials of part 1 and the 40 trials of part 2. Th e solid black line in 
part 1 represents the regression line fi tted to the rolling standard deviations of participants’ predictions. Th e dashed black 
line in part 2 refl ects the predictions from the regression through the predictions in part 1. Th e solid grey line in part 2 
illustrates a regression line fi tted to the rolling standard deviations of predictions in part 2.

DISCUSSION

Study 2 was conducted for two reasons. First, to rule out that the skewness in participants’ 
predictions only refl ects recency eff ects and second, to increase the generalizability of the 
fi ndings obtained in study 1. In part one of the study we found that although participants were 
only provided with facial expressions and despite the fact these expressions were ambiguous as 
to whether too much or too little spice was added, participants were still able to make more 
accurate predictions over time. Moreover, the distribution over their predictions reveals very 
similar patterns as in study 1, where participants received very accurate and detailed information 
about the actual preferences. Th at is, the candidate distribution that best explains participants’ 
predictions is a mixture of a normal distribution and an exponential distribution. We also found 
that the variability of predictions decreased in a way very similar to study 1. Together, the results 
provide further support that the way predictions are made on the basis of distributional group 
knowledge primarily refl ects our knowledge about the group’s central tendency (e.g., what the 
average group member is like). 
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 Importantly, in part two of the study, we suddenly changed the underlying preference 
distribution from a skewed exponential distribution to a symmetric Gaussian normal distribution. 
If the skewness or asymmetry in participants’ predictions are a result of recency effects, then one 
would expect this skewness to disappear in the second part. In addition, one would also expect 
a strong decrease in the variability of predictions as the normal distribution we used in part two 
only had half the standard deviation of the exponential distribution in part one. However, similar 
to part one, the distribution that provided the best fit to participants’ predictions is a mixture 
of a Gaussian and an exponential distribution. In a complementary analysis, we also analyzed 
the skewness of the distribution of participants’ predictions. The skewness of a distribution 
can be regarded as a proxy for the symmetry of a distribution. We used Bayesian statistics to 
directly compare whether or not the skewness of predictions itself changed from part one to 
part two. In line with findings from the fitted distributions, we found three times more evidence 
for the hypothesis that the skewness in participants predictions was unaffected by a change in 
the underlying preference distribution. Similarly, although we decreased the standard deviation 
of the preference distribution by half in part two, the standard deviation of predictions did not 
meaningfully change in response to this. 
 Altogether the findings from study 2 provide further support that the way predictions are 
made on the basis of distributional group knowledge primarily reflects our knowledge about 
the group’s central tendency (e.g., what the average group member is like). Importantly though, 
this does not mean that information about the shape (i.e., skewness) of the underlying group 
distribution is completely absent in the distribution of predictions. In fact, we consistently 
found systematic skewness and asymmetry in the distribution of predictions. In other words, 
information about the shape of the group distribution is also present in the predictions that we 
make about novel individuals. We have also provided compelling evidence that the skewness in 
participants’ predictions is unlikely to result from recency effects alone. Instead, it appears that we 
also represent and memorize information about the shape of the underlying group distribution 
and this shape information then biases or interferes with the predictions we make about novel 
individuals. Moreover, participants could infer and accumulate knowledge about the underlying 
preference distribution only by means of prediction errors in the form of ambiguous facial-
expressions. This is similar to actual social learning where we are rarely directly exposed to actual 
distribution. Instead, we often have to infer and accumulate from noisy information what the 
actual distribution of social qualities are. The current study therefore provides further evidence 
for the generalizability of the findings.

GENERAL DISCUSSION

Across two studies did we investigate how we use information about the distribution of preferences 
at a group level to make inferences and predictions at the individual level. In both studies 
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were participants asked to predict the preferences (i.e., preferred amount of spice on a dish) of 
previously unseen individuals on the basis of the inferred preferences of individuals encountered 
before. Importantly, preferences were always distributed according to an asymmetric skewed 
exponential distribution. Using such asymmetric distributions (e.g., exponential distributions) 
makes it possible to study to what extent the predictions we make are based on central tendencies, 
which results in a symmetric normal distribution, or whether predictions are made in an attempt 
to reproduce the underlying group distribution, leading to an asymmetric skewed distribution. 
To investigate this, we fitted different candidate distributions to participants’ predictions and 
analyzed the time course of the variability of these predictions.  In study 1, participants could 
rely on very precise feedback regarding whether they added too much or too little spice. In study 
2, participants were only presented with ambiguous facial expressions (happy or sad) depending 
on whether the optimal amount of spice has been predicted or not, respectively. Study 2 was 
also conducted to investigate whether the findings from study 1 are due to recency effects alone. 
 In both studies did we find that the distribution of participants’ predictions does not 
resemble the true underlying preference distribution (i.e., exponential distribution). Instead the 
distribution of predictions can best be described by skewed normal distribution (e.g., a mixture of 
a normal and exponential distribution). Moreover, we consistently observed that the time course 
of the variability of predictions decreased over time. Interestingly, the variability of predictions did 
not simply decrease in a linear manner. Instead, and as illustrated by simulations, the decrease in 
the variability qualitatively resembled how the variability of predictions would change when these 
predictions are purely made on the basis of perfectly estimated central tendencies (e.g., mean and 
median). Importantly, study 2 suggests that the above-mentioned findings are generalizable to 
situations in which the only feedback we receive is encoded in ambiguous facial expressions that 
signal the socio-emotional consequences (satisfied or unsatisfied) of our predictions. Moreover, 
study 2 provides us with evidence that the skewness we systematically observed in participants’ 
predictions is not simply due to recency effects (e.g., an extreme preference observed in trial one 
leads to extreme prediction in trial 2). Note that such recency effects alone could also give rise to 
a skewed distribution of predictions. However, a skewed prediction distribution based on recency 
effects does not at all require a mental representation of the underlying preference distribution, 
including information about its shape. Instead, only the last few observations would have to be 
memorized. Our findings from study 2, however, strongly suggest that participants’ predictions 
reflect a rather stable mental representation of the underlying preference distribution - one that 
also includes information about its shape. This is because in study 2, we suddenly changed 
the underlying preference distribution from a skewed exponential distribution to a symmetrical 
normal distribution. Yet, participants’ prediction distributions remained skewed – a finding 
compatible with a rather stable mental representation of the underlying statistical patterns.
 The strong signs of normality in the shape of the prediction distribution in combination 
with the time course of the variability of predictions suggest that participants primarily tried 
to minimize the expected difference between an individual prediction and its corresponding 
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outcome. Mathematically, this objective can be optimally achieved if participants continuously 
estimate a central tendency (e.g., mean or median) from previous trials and directly use this 
estimate as a prediction for a future trial. According to the central limit theorem, repeatedly 
following this strategy necessarily results in a normal distribution (c.f. Kwak & Kim, 2017). The 
peak of this distribution approaches the actual central tendency of the underlying preference 
distribution; the variance of this distribution in turn reflects how precise or how confident one 
is in the estimated central tendency. Interestingly, although participants’ predictions for novel 
individuals primarily reflect their knowledge about what a typical individual is like, there are 
clear indications that participants also took into account the shape of the underlying preference 
distribution. In all studies did we observe that predictions were asymmetrically distributed. This 
asymmetry is the result of occasionally making extreme predictions (e.g., occasionally predicting 
extremely spicy food preferences). If participants’ goal was to only minimize the expected 
difference between an individual prediction and the likely outcome, then mathematically this is 
a suboptimal strategy. 
 How can we explain the skewness in participants’ predictions? One explanation centers 
around the idea that participants encode information about the shape (and possibly other 
parameters) of the underlying distribution but do not primarily use it for generating predictions. 
Nevertheless, knowledge about the shape may still bias or occasionally interfere with predictions 
that typically only reflect central tendencies. From this point of view, the skewness in the 
predictions can be considered a byproduct rather than an intentional decision. Alternatively, 
the skewness in predictions can result from a trade-off between (1) minimizing the expected 
difference between an individual prediction and its corresponding outcome and (2) minimizing 
the difference between one’s prediction distribution and actual distribution of preferences. One 
may wonder why one would want to minimize both types of errors simultaneously. Given that 
most of our daily social interactions happen at the individual level (individuals interacting with 
individuals), it is reasonable to assume that perceivers primarily aim at minimizing prediction 
errors on that level. This is because the consequences of inaccurate or inappropriate predictions 
on an individual level are typically immediate and personal (e.g., stereotyping a woman 
and receiving an angry reaction from her). Importantly, making optimal predictions on this 
individual level amounts to estimating a proper representation of what a typical individual is (i.e., 
estimating a central tendency) and to use it directly for making predictions. However, doing so in 
the long run also means to make predictions that are increasingly indifferent with respect to the 
uniqueness of each individual (all else being equal). In other words, people are predicted to be 
more similar with respect to each other than (perceivers know) they actually are. It follows that 
one may be concerned about (appearing as) inappropriately generalizing the same characteristic 
indifferently to all individuals – again, all else being equal. To compensate for this, perceivers 
may also attempt to match their predictions in the long run (i.e., the distribution of predictions) 
to their knowledge of other aspects of the group distribution, such as its shape or dispersion. 
This means that information about the shape or dispersion of the group distribution will also 
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be present in the distribution of one’s predictions. If that is true, then it should be possible to 
modulate the balance between reducing prediction errors on an individual level and a group level. 
This could be done by creating an expectation in the perceiver that he or she will be confronted 
with the entire group after making individual decisions about all its different members on the 
basis of expectations derived from distributional group knowledge. Creating such an expectation 
may induce a belief in the perceiver that he or she needs to acknowledge and actively predict the 
variability across individual group members so as to not appear as stereotyping.
 Despite the inspirational and hopefully stimulating findings, we also acknowledge a variety 
of limitations. One limitation concerns the temporal pacing of the task. Because participants 
learned the distribution over a short and densely packed time span of only 20 to 30 minutes, 
their memory of the distribution is probably fresh and reliable. This makes it more likely that 
information such as the shape of a distribution has an actual effect on participants’ predictions. 
As more and more time passes, it could be that information regarding the actual shape of a 
distribution fades away so that the mental representation of the distribution takes on a shape that 
is increasingly normal distributed. This could explain why participants in the study by Nisbett 
and Kunda (1985) exhibited a bias towards perceiving social distributions as normally distributed. 
In a similar vein, due to the rapid pacing of predictions that had to be made, participants may 
have been overly aware of the fact that their predictions got more and more confined to a small 
region on the response scale as time progresses. This could have led them to more often make 
asymmetrically extreme predictions so as to not make the same prediction over and over again. 
Finally, a variety, if not a majority, of socially relevant characteristics are likely more abstract (e.g., 
beliefs, attitudes, intentions) compared to the behaviors and preferences we used in the current 
studies. Nevertheless, we do believe that social comparisons (e.g., Jürgen is more aggressive than 
Detleff; Gundula-Gause is more aggressive than most other women) are based on heuristics 
and approximate estimations of meaningful quantities such as central tendencies or extreme 
observations. Despite these limitations, we consider our study a first step into understanding we 
use information about the distribution of behaviors, beliefs, and preferences at a group level for 
inferences and predictions at the individual level
 To conclude, the current study suggests that we are sensitive to the shape of a statistical 
distribution (e.g., skewness) that describes how group knowledge (e.g., preferences) is distributed 
across individuals. Making novel predictions for previously unseen individuals on the basis of 
that group knowledge primarily reflects our estimate of what we think a typical individual is like. 
As our confidence in this estimate increases with the number of observations, our predictions 
become increasingly similar to each other. As a consequence, the distribution of predictions 
does primarily not reflect the overall shape of the actual distribution of preferences. Instead, the 
prediction distribution is a combination of the actual skewed group distribution and a normal 
distribution that reflects our knowledge about the group’s central tendency. This holds even 
we are not directly exposed to the actual group distribution of preferences but only receive 
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ambiguous socio-emotional feedback (i.e., facial expressions) about the consequences of making 
(in)accurate predictions.
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ABSTRACT

In predicting other people’s behavior, we can make use of what we know about the individual 
and what we know about the social group the individual belongs to (group knowledge). Previous 
research has shown that the degree to which we utilize group knowledge depends on how diverse 
the group is perceived to be. Yet, these studies have not distinguished between group diversity 
on dimensions that are directly relevant to these predictions and diversity on dimensions that 
are not directly relevant to these predictions. In the current study, we provide evidence that 
predictions about group members whose behaviors we have not yet observed are influenced by 
the amount of group diversity on a dimension that is directly relevant to these predictions (i.e., 
behavioral diversity) and by the amount of diversity on a dimension that is not directly relevant 
to these predictions (i.e., ethnic diversity). In particular, we found that participants made more 
variable predictions for members of groups that behaved highly diverse. Participants were also 
less confident in their predictions. In addition, predictions were also more variable when group 
members belonged to an ethnically diverse group. The additive nature of these effects suggests 
that we form an impression of group diversity that is based on both goal-relevant and goal-
irrelevant information and this in turn affects our predictions about group members whose 
behaviors we have not observed before.
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Being able to accurately predict other people’s behavior is critical for meaningful and smooth 
social interactions as it allows us to select our actions based on the likely consequences that they 
have for ourselves and the people they affect. When making predictions about a person’s behavior 
(e.g., will Maria be punctual?), we can distinguish between the knowledge that we have about 
this person (e.g., Maria generally tends to be late) and the knowledge that we have about the 
social groups this person belongs to (e.g., Maria is an academic and academics are never on time). 
Interestingly, previous studies suggest that the extent to which we make use group knowledge 
in evaluating other people’s behavior is influenced by the how diverse the group is perceived 
to be (Crawford, Sherman, & Hamilton, 2002; Kim & Lee, 2017; Patalano & Ross, 2007; 
Ryan et al., 1996). Yet, these studies have not distinguished between group diversity on a goal-
relevant dimension (e.g., academics are never on time) and group diversity on a goal-irrelevant 
dimension (e.g., academics are ethnically diverse) when making predictions about other people’s 
behavior. However, this is an important distinction since in real life, social groups are not only 
characterized by a single dimension but by several ones and not all of them equally relevant for 
making accurate predictions. Therefore, the current study aims to investigate how group diversity 
on a goal-relevant dimension and group diversity on a goal-irrelevant dimension influence our 
predictions about group members not encountered before.
 Social interactions are accompanied by a considerable amount of uncertainty. On the one 
hand is there uncertainty when inferring the mental states of a specific person on the basis of 
his or her actions. On the other hand, is there uncertainty in how we can use our knowledge 
about the mental states of a particular person to make predictions about the likely behaviors that 
they cause. To compensate for this uncertainty, our inferences and predictions are also informed 
by what we know about the social group to which this person belongs (Frith & Frith, 2006; 
Macrae & Bodenhausen, 2000, 2001). Upon categorizing an individual person on the basis of 
his or her age, gender, nationality or other aspects, the knowledge associated with these social 
categories, called group knowledge, becomes quickly activated (Allport, 1954; Fiske & Neuberg, 
1990a; Macrae & Bodenhausen, 2000, 2001). Group knowledge entails all the knowledge that 
we have about the social group in question. That can include our knowledge regarding behavioral 
tendencies, attitudes, traits, beliefs, preferences and so on. Activation of this group knowledge in 
turn affects the way we perceive, expect, evaluate, and behave towards the members of a social 
group (Axelson et al., 2010; Biernat et al., 2009; Green et al., 2007; Ito & Bartholow, 2009; 
Moss-Racusin et al., 2012; Phelps et al., 2000; Quadflieg et al., 2011; Rachlinski et al., 2009).
 Group knowledge is not limited to the property that characterizes the group members 
(e.g., academics are unpunctual) and the magnitude of it (e.g., very unpunctual versus slightly 
unpunctual); group knowledge also contains information about how diverse a property is 
distributed across the members of the group (e.g., all academics are equally unpunctual versus 
some academics are punctual and others are very unpunctual) (Fried & Holyoak, 1984; 
Tenenbaum & Griffiths, 2001). Group diversity therefore describes how uniformly a characteristic 
is distributed across the members of a social group. Prior research has reliably demonstrated that 



Chapter 3

56

group diversity can influence the way and the degree to which we use group knowledge to make 
inferences about group members (Crawford et al., 2002; Kim & Lee, 2017; Patalano & Ross, 
2007; Ryan et al., 1996). For instance, it has been shown that the more diverse a social group is 
perceived, the more unlikely it is that group knowledge is applied to a new group member (Kim 
& Lee, 2017; Patalano & Ross, 2007) and indiscriminately generalized across all the members 
of a group (Crawford et al., 2002). Similarly, perceptions of increased diversity have been found 
to lead to more uncertainty when generalizing a stereotype to unknown group members (Ryan 
et al., 1996) and to more uncertainty when evaluating ambiguous behaviors of group members 
(Ryan et al., 2000).
 Importantly, when making predictions about other people’s behavior (e.g., will Maria be 
punctual?), some characteristics of a group are more relevant and informative than others. For 
instance, knowing that Maria is an academic and knowing that academics are typically late is more 
informative for making a prediction about whether Maria will be on time than knowing that 
academics are an ethnically diverse group. When the goal is to make a prediction, we therefore 
distinguish between characteristics of a group that are goal-relevant and those that are goal-
irrelevant. Research that focused on the effect of goal-relevant diversity has shown that when group 
diversity is high on one dimension (e.g., intelligence of group members), we tend to also estimate 
high variability on that same dimension across new group members (Park & Hastie, 1987). 
Similarly, groups whose members are highly diverse in terms of their appearance are also judged 
less accurately on that dimension (Dasgupta, Banaji, & Abelson, 1999). Finally, group diversity 
on a goal relevant dimension makes us less likely to judge individual group members as atypical 
(Lambert, 1995). Moreover, we are less confident in considering a trait as representative for the 
group, making it harder to form a global impression of the group as a whole (Lambert, Barton, 
Lickel, & Wells, 1998). On the other hand, research that focused on the effect of goal-irrelevant 
diversity suggest that a high degree of diversity in one dimension (e.g., appearance) can lead to 
perceptions of high diversity in other, rather unrelated, dimensions (e.g., psychologically diverse) 
(Abelson, Dasgupta, Park, & Banaji, 1998; Dasgupta et al., 1999). Judgments about psychological 
traits of group members are also found to be slower and more difficult when these group members 
belonged to a group that appeared (i.e., look) very diverse (Dasgupta et al., 1999). 
 However, social groups in the real world are not only characterized by a single property but 
by multiple ones and not all properties are always equally relevant for making predictions. Yet, 
previous research has studied the effect of goal-relevant and goal-irrelevant diversity mainly in 
isolation. Moreover, these studies investigated the effect of group diversity primarily on explicit 
judgments rather than predictions about group members whose behaviors we have not yet 
observed. As stated earlier, predictions are crucial for smooth and meaningful social interactions. 
Most importantly though, from studies that separately investigated goal-relevant and goal-
irrelevant diversity we cannot conclude whether goal-irrelevant diversity also affects inferences 
and predictions when it is accompanied by goal-relevant information as is typically the case with 
social groups. This, is an important aspect to consider. On the one hand, it is possible that goal-
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irrelevant diversity affects our predictions only when goal-relevant diversity is high. That is, when 
we know that a group behaves very homogeneously, then our group knowledge regarding this 
behavior is already very informative for making predictions about the behavior of an individual 
unknown group member. Whether the group is also homogenous or heterogenous in other, more 
unrelated dimensions, such as ethnicity, is then not informative for their behavior anymore and 
so might be largely ignored (Goldstone & Son, 2012). In this case, the effect of goal-irrelevant 
diversity on our predictions depends on how diverse the group is on a goal-relevant dimension. 
On the other hand, it is possible that we form a more holistic impression of group diversity that 
is based on perceived diversity on both goal-relevant and goal-irrelevant dimensions. In this case, 
both group-relevant and group-irrelevant diversity may affect our predictions but they do so 
independently of each other
 To disentangle these possibilities, we will therefore investigate to what extent our 
predictions about group members whose behaviors we have not yet observed are influenced 
by the amount of group diversity on a dimension that is directly relevant to these predictions 
(i.e., behavioral diversity) and by the amount of diversity on a dimension that is not directly 
relevant to these predictions (i.e., ethnic diversity). To this end, we designed a catch-the-ball 
game in which participants were required to observe multiple team members and their throwing 
behavior. Participants were then asked to predict the throwing behavior of team members whose 
behaviors they have not yet observed. Across teams, we independently manipulated goal-relevant 
diversity (i.e., how diverse team members throw) and goal-irrelevant diversity (i.e., how diverse 
team members are in terms of their ethnicity). We focused on how group diversity affects the 
variability of our predictions and how confident participants are in making these predictions. 

METHODS

Participants
Sixty-seven healthy participants took part in the current study. Two participants had to be 
excluded from due to technical errors during testing, while another three participants were 
removed as they probably did not entirely understand the task instructions (see Data processing 
and analysis section). Therefore, 62 participants (14 males, Mage = 23.42 years, SDage = 4.51 years, 
range 18 to 35 years old) were included in the final analyses. Participants were recruited via 
the online participant recruitment system of the Radboud University. All participants reported 
not having had any psychological or neurological disorders and all gave their written informed 
consent after written and verbal information about the study were provided. The study was 
approved by the local ethics committee (ECSW-2018-115) and followed the standards according 
to the Declaration of Helsinki. Participants received 7.50€ or an equivalent of a 1 course credit 
as compensation for their participation.
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Stimulus Material
The task and all accompanying instructions were presented on a computer (Dell Precision 
T3610, 4 x 3.7 GHz, 8GB RAM) running Windows 7 and presented on an LCD monitor (Benq 
XL2420Z, 24 inches, 120Hz) at a resolution of 1920 by 1080 pixels. Responses were given with 
a Corsair Vengeance K70 keyboard and a Logitech G500 mouse. Due to the task setup, all screen 
locations will be defined in polar instead of cartesian coordinates. Pixels are therefore used as 
units for eccentricity and degrees as angular units. The task was programmed and ran in Python 
2.7 using Psychopy 1.84. If not otherwise mentioned, all stimulus material was created and 
edited using Adobe Photoshop CC 2019 and Adobe Illustrator CC 2019. 
 The computerized agents that served as the team players throughout the task were composed 
using faces generated with the online Mii-creator from Nintendo (https://studio.mii.nintendo.
com/), combined with custom designed tricots. Agents were presented with a size of 120 x 180 
pixels. For the practice trials, a separate set of seven agents was designed. A total of 28 different 
teams were used in the experiment, which means that 28 unique tricots were designed (see 
also Figure 1). Tricots were created by crossing eight different colors to arrive at 28 bicolor 
combinations. This was done to make sure that participants were able to group individual agents 
of a team together and to distinguish them from other teams throughout the task. Each team 
was composed of seven players so that 196 unique faces were created. For each of these faces, we 
systematically varied six features (skin color hair color, hair style, exe color, nose shape, and face 
shape). Each feature had seven possible phenotypes (corresponding to the number of players per 
team). On the one hand, this allowed us to create unique faces for each player within a team. 
That is, for a certain feature (e.g., eye color), each team member could have a unique phenotype 
of it. On the other hand, this allowed us to easily create team players that would share several 
features (e.g., skin color to induce perceptions of ethnic homogeneity). 
 The playfield where the Catch-the-Ball-game takes place consisted of a circle (radius = 490 
pixels) on the screen. Within the playfield, team players made throws from the center of the field 
at a certain angle and eccentricity. The position and movement of the avatar that participants 
controlled (i.e., the catcher) were displayed in real time. The avatar that represents the catcher 
consisted of a semi-transparent white agent (70 x 90 pixels) with a cross at its center (30 x 30 
pixels). The ball that was thrown by the team players and had to be caught by the participant (i.e., 
the catcher) consisted of a baseball-like ball (diameter = 30 pixels).
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Figure 1. Illustration of the manipulation of goal-relevant group diversity (A) and goal-irrelevant group diversity (B).

Task design and procedure
Upon arrival at the lab, participants were welcomed and seated in front of the computer. Verbal 
and written information were provided about the study. If participants had no more questions, 
we asked them to sign the consent form and they received more detailed instructions on how 
to do the task. For the task, we developed a cooperative sports game called Catch-the-Ball. 
Participants were asked to play this game with 28 different teams, each consisting of seven 
different team players. The task was phrased as a training program for the participant to become 
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a professional catcher in this game. Instructions were displayed on the screen in the form of 
an invitation letter to this training program, where the rules and the phases (see below) are 
explained. Participants were told that in this game one person is the catcher (i.e., the participant 
him or herself ) and the other seven team players are the throwers. The throwers are the ones that 
throw the ball from the center of the field to a location that they agreed on together with their 
coach. The catcher, however, is not told where the team is trying to throw at. Instead, during an 
observation phase, the catcher can observe where four of the team players are throwing the ball 
at. After this observation, the participant can move the catcher to the location where he or she 
predicts the individual team players are going to throw the ball at. Subsequently, a net whose 
size can be adjusted depending on the confidence in this prediction, can be opened to catch 
the ball. The goal as a team was to catch the ball with the smallest possible net. Importantly, no 
immediate feedback about the actual ball position or whether the ball has been caught was given 
to participants. Instead, participants were told that points would be calculated in the background 
and shown to them at the end of the experiment. At the end of the experiment, all participants 
received the same feedback about their score (i.e., 83.6/100 points).
 Because participants did not know in advance where a team would try to throw the ball 
at, they had to infer this from the throwing behavior of individual team players. This knowledge 
could then be used to predict where the other team players are probably going to throw the 
ball at. The teams differed in terms of how diverse or variable (high or low) their throwing 
behavior was and how diverse (high or low) team members were in terms of their ethnicity. 
Because the goal of participants was to make predictions about the throwing behaviors of team 
players, behavioral diversity is considered the goal-relevant dimension and ethnic diversity is 
considered the goal-irrelevant dimension. In each round of the game, participants were first 
visually introduced to all members of a team simultaneously (see Figure 2, phase 1). Afterwards, 
participants observed the throwing behavior of four randomly selected team players (phase 2). 
Participants then had to make predictions about the throwing behavior of six team members and 
to use the net to indicate their confidence in each prediction (phase 3). Importantly, participants 
had to make predictions about three of the four players they observed in the previous phase (seen 
players). Participants also had to make predictions about three team players whose behavior they 
have not observed (unseen players). Crucially, participants could not see where the six team 
players eventually threw the ball at or whether they caught the ball or not. Finally, in phase 4, 
participants were asked to judge for each of those six team players from phase 3, whether it was 
a player that they have observed before (seen player) nor not (unseen player). Participants could 
move the mouse to change the position of the catcher and the scroll wheel to change the size 
of the net. All remaining responses were given using the keyboard. An overview of the different 
phases is given in Figure 2. Detailed information about each phase are provided in the appendix.
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Figure 2. Overview of the four different phases in the experimental design.

 Before the actual task commenced, participants performed a practice round to get familiar 
with the game and the response devices. During the practice round, participants got sufficient 
time to ask questions at any phase of the game. Only if everything was clear did the experimenter 
commence the actual game. No information was given as to how and on the basis of what 
information participants should make their predictions. The actual game consisted of completing 
28 rounds, each with a different team. Completing all 28 rounds took about 40 minutes. As the 
rounds were self-paced, participants could decide after each round when to start with the next 
one. Consequently, no dedicated break was implemented.
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Experimental manipulations
For each individual team, we first defined the average throwing location in terms of the angle 
(in degrees) and eccentricity (in pixels) where the players would throw at. This will subsequently 
be called the group mean. The group mean was defined by selecting a uniformly random angle 
between 0 and 359 degrees and a uniformly random eccentricity between 353 and 431 pixels. 
Each of the four team members throws the ball to a location nearby this point, so that the average 
of the four throws corresponds to the group mean, both in terms of angle and eccentricity. To 
determine where each individual player throws, a range of eccentricities and angles around the 
group mean was selected. 
 Goal-relevant diversity, that is, behavioral diversity, was manipulated by changing the range 
of angles at which individual team members would throw at. The range of eccentricity, however, 
was kept constant across teams and conditions. For a highly diverse team, the angular range 
was wider (120 pixels) compared to a low diverse team (30 pixels). An illustration of this can be 
seen in Figure 1 A. Individual players would therefore throw the ball closer to the group mean 
when they belong to a low diverse team compared to when they belong to a highly diverse 
team. The angle from which the four team members throw was determined by selecting four 
roughly equally-spaced points within a range of 30 pixels (or 120 pixels for a highly diverse 
team) around the angle of the group mean. Similarly, the eccentricity at which the four team 
members would throw was determined by selecting four roughly equally spaced points within 
a range of 116 pixels around the eccentricity value of the group mean. These four angles and 
four eccentricities were then randomly combined, providing four throwing locations in polar 
coordinates, randomly assigned to the four selected throwers that participants would observe in 
phase 2. For the two team members who threw the closest to the group mean, we additionally 
added noise (+/- 5°) to the throwing angle and did this in such a way, that the group mean was 
still preserved. This ensured that we did not show the same distribution of throws in space across 
teams. Importantly, we also ensured that no team member would ever throw at the location that 
was also the group mean. This way, participants could not observe the group mean but had to 
infer it from observing and integrating the throws of all four team members.
 Goal-irrelevant diversity, that is, ethnic diversity, was manipulated by changing the 
appearance across the members of a team (see Figure 1 B). Teams of low diversity were composed 
of members that looked very similar to each other, while teams of high diversity were composed 
of members who looked very dissimilar to each - particularly on dimensions that are commonly 
associated with ethnic diversity (i.e., skin tone, hair style). In low diverse teams, members shared 
two salient features (skin color and hair color or hair style) and were unique on the other 4 
features (i.e., eye color, nose shape, face shape, hair style or hair color) so that they were still 
distinguishable from one another. For instance, all team players could have the lightest skin color 
and curly long hair, while each of them had a unique nose, hair color, face shape and eye color. 
In highly diverse teams, members had a different phenotype for each of the six different features 
(unique skin color, hair color, hair style, nose, eye color and face shape), so that they did not 
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share any of them. This procedure was chosen to optimally balance the trade-off between making 
the ethnic diversity among members of highly diverse teams as large as possible, while still 
allowing participants to accurately discriminate among members of teams that were ethnically 
homogeneous.

Data processing and analysis
The data from three participants (4.5%) was excluded from further analyses. This was done 
because those participants placed their predictions for the unseen players too far away from 
the group mean (e.g., observing team members to throw at a 60°-degree angle but predicting 
new members to throw from a 240° angle). To identify such participants, we calculated across 
participants and across all conditions, how close average predictions were to the group mean in 
terms of the angular distance. From this, we found that participants’ predictions were on average 
26.05° degrees away (SD = 17.73°) from the group mean. We then examined whether there 
were participants whose predictions were on average 2.5 standard deviations (i.e., 70.39°) away 
from this group mean. Through this procedure, we identified three participants. We interpreted 
the behavior of these participants as not having understood the task instructions or as not 
having related the unseen team players to the team that they belong to. Note that we identified 
those participants on a measure (i.e., average location of predictions) that is orthogonal to the 
measures of interest (i.e., average variability of predictions) and independent of the experimental 
conditions.
 To investigate the effect of group diversity on the variability of predictions, we calculated 
the angular range of the three predictions that participants made for the unseen players. To 
compute this variable, we took from the three predictions the ones with the highest and lowest 
angle and computed the absolute difference between them. This was done in such a way that the 
wrap-up at 360° was taken into account. The angular range was then averaged across all rounds 
within each of the four conditions. The angular range will be reported in degrees with larger 
ranges indicating more variable predictions.
 The effect of group diversity on the confidence with which predictions were made were 
analyzed by focusing on the net size that participants selected for a given prediction. The selected 
net size was recorded in terms of the diameter of the net pixels. We calculated the average net 
size for the predictions of the three unseen team players. This was subsequently averaged across 
all rounds within each of the four conditions. A larger net size indicates less confidence in 
participants’ predictions as a large net can be used to increase the likelihood of catching the ball 
if one is not sure where exactly a team player is going to throw at. Importantly, the diameter of 
the net was limited to 150 pixels.
 In an exploratory analysis, we also investigated whether group diversity affects the extent 
to which we accurately recognize and classify individual group members in terms of whether we 
previously observed their behavior or not. In particular, we ask whether goal-relevant behavioral 
diversity affects the degree to which we can recognize and distinguish between observed and 
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unobserved group members. To do this we considered the answers that participants gave to the 
memory question at the end of each round. We calculated, in percentage, how often participants 
correctly identified team players as [seen] or [unseen]. This percentage was then averaged across 
teams and within each condition. A high percentage indicates that participants were able to 
accurately discriminate individual team members as those whose behavior they observed earlier, 
the seen ones, and those they have not, the unseen ones.
 The data from all three dependent variables was subjected to separate repeated measures 
analyses of variance (ANOVAs) in a 2 Goal-relevant diversity (high versus low) by 2 Goal-
irrelevant diversity (high versus low) full within-subject design. Potential interaction effects 
were followed-up by post-hoc paired-sample t-tests. If not otherwise stated, all reported p-values 
were two-tailed. Reported means and standard deviations refer to the descriptive statistics of the 
respective variable. Confidence intervals displayed on the graphs are corrected for the within-
subjects nature of the data.

RESULTS

The repeated measures ANOVA with the angular range of predictions (in degrees) as dependent 
variable revealed a significant main effect of Goal-relevant diversity (F1, 61 = 203.02, p < .001, 
hp

2 = .77). The range of predictions about the throwing behavior of unseen team members was 
larger when those members belonged to a team behavioral diversity was high (M = 74.53°, SD 
= 34.73°) compared to when diversity was low (M = 39.08°, SD = 33.69°). We also found a 
significant main effect of Goal-irrelevant diversity (F1, 61 = 5.04, p = .03, hp

2 = .08). The range 
of predictions for teams where ethnic diversity was high was larger (M = 58.64°, SD = 34.77°) 
compared to predictions for teams where ethnic diversity was low (M = 54.98°, SD = 31.99°). 
As can be seen in Figure 3 A, no interaction between Goal-relevant and Goal-irrelevant group 
diversity was found (F1, 61 = 1.02, p = .32). 
 The repeated measures ANOVA with the net size (in pixels) as dependent variable revealed 
a significant main effect of Goal-relevant diversity (F1, 61 = 8.50, p = 0.005, hp

2 = .12). A larger net 
size as selected when predictions were made for players that belonged to a team where behavioral 
diversity was high (M = 119.40 pixels, SD = 31.55 pixels) compared to where behavioral diversity 
was low (M = 116.20 pixels, SD = 32.31 pixels). No main effect of Goal-irrelevant diversity was 
found (F1, 61 = 1.04, p = .31), although descriptively a trend towards a larger net size for teams 
where ethnic diversity was high could be observed (see Figure 3 B). Finally, the interaction of 
Goal-relevant and Goal-irrelevant diversity on net size fell just short of significance (F1, 61 = 3.10, 
p = .08, hp

2 = .05).
 The exploratory analysis on mnemonic classification accuracy during the last phase revealed 
that participants correctly classified team players as seen and unseen in 77.60% of the cases. This 
is significantly higher than chance at 50% (t61 = 20.93, p < .001). A repeated measures ANOVA 
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Figure 3. Presented is eff ect of goal-relevant and goal-irrelevant group diversity on the average range of predictions in A. 
and the average selected net size in B.

with percentage correct as dependent variable only revealed a signifi cant main eff ect of Goal-
irrelevant diversity (F1, 61 = 34.61, p < .001, hp

2 = .36). Participants more often correctly classifi ed 
individual team members as seen or unseen when they belonged to a team where ethnic diversity 
was high (M = 80.26%, SD = 11.42%) compared to when ethnic diversity was low (M = 74.94%, 
SD = 10.58%). Goal-relevant diversity did not aff ect classifi cation accuracy (F1, 61 = 0.41, p = 
.53), nor did it interact with Goal-irrelevant diversity (F1, 61 = 0.01, p = .92).

DISCUSSION

Th e present study aimed to investigate to what extent our predictions about group members 
whose behaviors we have not yet observed are infl uenced by the amount of group diversity on 
a dimension that is directly relevant to these predictions (i.e., behavioral diversity) and by the 
amount of diversity on a dimension that is not directly relevant to these predictions (i.e., ethnic 
diversity). To study this, we designed a catch-the-ball game in which participants were required 
to observe multiple team members and their throwing behavior. Participants were then asked to 
predict the throwing behavior of team members whose behaviors they did not observe. Across 
teams, we independently manipulated goal-relevant diversity (i.e., how diverse team members 
throw) and goal-irrelevant diversity (i.e., how diverse team members are in terms of their 
ethnicity). We focused on how group diversity aff ects the variability of our predictions and how 
confi dent participants are in making these predictions. We found that group diversity on a goal-
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relevant and group diversity on a goal-irrelevant dimension independently affect our predictions. 
Predictions for group members whose behavior we have not observed are more variable when 
they belong to group that is highly diverse. In addition, predictions are more variable when those 
group members belong to an ethnically diverse group. However, only goal-relevant diversity 
also affected the confidence with which participants made their predictions. That is, only when 
predictions were made for members of groups that behaved highly diverse were participants 
less confident in their predictions. Ethnical diversity did not reliably affect the confidence in 
participants’ predictions. Finally, in an exploratory analysis, we found that only ethnic diversity 
affected the degree to which participants could distinguish members they observed from those 
they have not observed.
 Our findings are in line with studies suggesting that group diversity on both goal-relevant 
(Dasgupta et al., 1999; Lambert, 1995; Park & Hastie, 1987) and goal-irrelevant (Abelson et 
al., 1998; Dasgupta et al., 1999) dimensions increase the variability with which we estimate and 
perceive particular characteristics of group members. However, earlier studies did not investigate 
goal-relevant and goal-irrelevant diversity within the same subjects and they have not yet 
investigated how group diversity affects our predictions about group members whose behaviors 
we have not observed before. As stated before, social groups typically differ in a variety of ways 
(e.g., behavioral tendencies, attitudes, preferences, beliefs) but not all these aspects are at any time 
equally relevant for making predictions about the behavior of its members. From studies that 
only investigated the effect of goal-irrelevant diversity, we cannot infer how it affects predictions 
in the presence (or even absence) of goal-relevant diversity. We found that both goal-irrelevant 
and goal-relevant group diversity affects our predictions and that they do so largely independent 
of each other. That is, after observing that group members have a diverse throwing behavior, we 
also make diverse predictions about the throwing behavior of yet unobserved group members. 
In addition, we also make more diverse predictions about the throwing behavior of unobserved 
group members, when they belong to an ethnically diverse group. We therefore extend earlier 
work on group diversity by showing that goal-irrelevant diversity affects our predictions regarding 
unobserved group members even when relevant and informative information is available to make 
informed predictions. It has been argued before that if no relevant information is available to 
make inferences regarding a specific property of a category member, then a general sense of 
category similarity (diversity) is used to inform such inferences - even when this general sense of 
category similarity (diversity) is based on information that is not directly related to the property 
in question. If relevant information about the property is available, however, then it should 
affect inferences more so than irrelevant information (Goldstone & Son, 2012). Our results, 
however, show that the effect of goal-irrelevant group diversity on predictions is not limited 
to these contexts. Instead, our results suggest that goal-relevant group diversity affects our 
predictions even when goal-relevant information is available. This is compatible with the idea 
that we tend to form a more holistic impression of group diversity or groupness (Crawford et al., 
2002; Dasgupta et al., 1999; Nelson, 2009) – an impression thus, that is based on how diverse 
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a group is on many different dimensions. It is then this holistic impression of group diversity 
that subsequently affects our predictions regarding novel group members. Whether this holistic 
impression of group diversity is primarily based on information that is relevant to one’s current 
goal (e.g., predicting behaviors) or not does not seem to play a major role. From a functional 
perspective, this can be advantageous as it does not require a constant re-evaluation of (a) what 
the goal-relevant dimensions are and (b) how much variability there is in all of them. Instead, a 
general and more holistic sense of group diversity is used to support inferences and predictions 
across many different contexts.
 Given that we manipulated goal-irrelevant diversity by altering how ethnically diverse social 
groups are, it needs to be discussed to what extent our findings generalize to other, less perceptual 
dimensions such as traits, beliefs, and preferences. From earlier studies we know that the effect of 
group diversity, be it goal-relevant or not, is not limited to cases in which diversity is manipulated 
on a perceptual level. For instance, Park and Hastie (1987) manipulated how diverse a group 
is with respect to traits such as intelligence. In other studies, participants were explicitly made 
aware that a group is diverse [“The members of Group A are very similar to each other […]” ; 
(Crawford et al., 2002)]. Nevertheless, one should have in mind, that there is an almost infinite 
number of features that group members do or do not have in common (e.g., ethnicity, or whether 
they all wear socks or not). These features typically differ in how salient and socially meaningful 
they are. Ethnic diversity is a socially meaningful and perceptually salient dimension and we 
might be intrinsically biased towards associating it with all kinds of characteristics. Whether 
there really is an underlying association or not may not be of major importance. It is therefore 
possible that ethnicity affected predictions primarily because we are biased towards perceiving 
ethnicity as generally relevant to social inferences. Predictions would then be less variable if a 
group is ethnically homogeneous because we are generally biased towards perceiving ethnicity as 
informative for predictions in social contexts. Future studies could therefore investigate the effect 
of perceptual (e.g., ethnicity) and non-perceptual (e.g., traits) group diversity by manipulating 
between subjects which of the two becomes the goal-relevant dimension. In doing so, one can 
dissociate the type of group diversity (goal-relevant vs. goal-irrelevant) from the modality within 
which it is implemented (perceptual vs. non-perceptual).
 We also found that only goal-relevant diversity reliably affected the confidence with which 
participants made predictions. However, it has to be acknowledged that this may be due to 
task-related ceiling effects. Participants adjusted the net size by using the scroll wheel of the 
mouse. A larger net size (indicating less confidence in a prediction) meant that participants had 
to scroll for a longer time. Because participants only had two and a half seconds to adjust the 
net size, this measure was probably not sensitive enough to capture the effect of goal-irrelevant 
ethnic diversity when accompanied by high goal-relevant behavioral diversity. This would explain 
why goal-irrelevant diversity did affect participants’ confidence in their prediction when goal-
relevant diversity was low. In an exploratory analysis we also examined whether group diversity 
affects mnemonic retrieval. In particular, we asked whether goal-relevant behavioral diversity 
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would affect recognition memory of individual group members. This was motivated by the 
intuition that if group members behave very similar to each other, we may perceive them as less 
distinctive, leading to more similar memory traces and consequently ultimately more difficulties 
in recognizing whether we previously observed the behavior of a group member or not (Klauer 
& Wegener, 1998). However, no such effect or meaningful trend was present in our data. In fact, 
we only found that recognition memory was better for members that belong to an ethnically, that 
is, perceptually diverse group compared to members that belong to an ethnically homogeneous 
group. This most likely reflects perceptual confusion effects whereby one group member is 
confused with another, perceptually similar group member, such as in ethnically homogenous 
groups.
 Finally, we have to acknowledge some limitations. First, we designed a cooperative game 
in which participants had to make predictions about the location where they think another 
team player would throw at. While our experimental setting allowed us to obtain very precise 
quantifications of participants’ predictions, it also comes at the cost of ecological validity. In 
everyday social cognition and interactions, we typically make predictions about rather abstract 
social qualities such as traits, beliefs, and preferences. In our study, however, the content of 
participants’ predictions was more of a spatial nature. Nevertheless, in our experiment, the effect 
of group diversity on predictions is very similar to how group diversity affected perceptions and 
evaluations in other, more ecologically valid studies (Crawford et al., 2002; Dasgupta et al., 
1999; Kim & Lee, 2017; Park & Hastie, 1987). That is, individual trait judgments within highly 
diverse groups are more variable (Park & Hastie, 1987), and groups that are diverse in one aspect 
are also perceived as diverse in other, rather unrelated aspects (Abelson et al., 1998; Dasgupta 
et al., 1999). Moreover, our decision to use ethnic diversity as a candidate dimension for goal-
irrelevant diversity, actually does reflect an important and socially relevant quality of our everyday 
life. Nevertheless, future studies should investigate how goal-relevant and goal-irrelevant group 
diversity affects social predictions in more ecologically valid contexts. Despite these limitations, 
our findings have important implications. For instance, increasing ethnic diversity in classrooms 
may generally lead to more variable and less stereotypical predictions (c.f. Van Geel & Vedder, 
2010). Teachers and other students may hence become more open to the unique characteristics 
of their fellows and less biased by their preconceptions. 
 To conclude, we provided evidence that predictions about group members whose behaviors 
we have not yet observed are influenced by the amount of group diversity on a dimension that is 
directly relevant to these predictions (i.e., behavioral diversity) and by the amount of diversity on 
a dimension that is not directly relevant to these predictions (i.e., ethnic diversity). In particular, 
participants made more variable predictions for members of groups that behaved highly diverse. 
Participants were also less confident in their predictions. In addition, predictions were also more 
variable when group members belonged to an ethnically diverse group. The additive nature of 
these effects suggests that we form an impression of group diversity that is based on both goal-
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relevant and goal-irrelevant information and this in turn affects our predictions about group 
members whose behaviors we have not observed before.

APPENDIX

Detailed task description
Phase 1: Meeting the team.  During the first phase of a round, the seven team members are first 
displayed simultaneously on the screen. Participants are told that, during this phase, the coach 
of the team is saying to all the throwers (but not to the catcher / participant) where they should 
try to throw the ball during this round. After all throwers secretly received these instructions, 
participants were told that four of the team members get randomly selected to participate in the 
second phase of the game. These four members are marked with a square, so that the participant 
can see who will be involved in the next phase. Although this is not mentioned to the participants, 
it is this phase where our goal-irrelevant diversity manipulation becomes evident, as participants 
have the opportunity to see the appearance of all team players at once.  
 Phase 2: Observation.  Participants are told that during the second phase of a round, they 
will have the chance to observe how some of the team members throw the ball, since they (the 
participant) do not know where the coach told the throwers to throw the ball. Participants are 
instructed to observe how the four randomly selected team members from phase 1 eventually 
throw the ball. They are also told that later they will have to try to catch the ball, but that for now 
they only have to observe. First, one of the selected throwers appears on the center of the playfield 
with a ball, and then the thrower will throw the ball at a certain eccentricity and angle from the 
center, according to a pre-defined manipulation of behavior explained later. Subsequently, the 
next player appears and throws the ball, until the four of them have showed to the catcher how 
they throw. These four throwers that participants observed in phase 2 are referred to as the seen 
players. The three team members that have not been observed during this phase are then the 
unseen players. Importantly, the diversity of the throwing behavior of the team becomes evident 
to the participant in this observation phase. If the team has low behavioral diversity, the throws 
of the four seen players will be closer together (within a range of 30 degrees), whereas if the team 
has high behavioral diversity, their throws will be further away from each other (within a range 
of 120 degrees). Throughout this phase, the participant not only has the opportunity to form an 
individualized impression of where each player throws the ball (individual knowledge) but also a 
group-level impression of how the team generally throws the ball (group knowledge), in terms of 
the mean location across throws, and their diversity.
 Phase 3: Catch the ball.  For this phase, participants are told that the main objective is that 
the ball gets caught, and that they, as the catcher of the team, will do that by running towards 
the predicted end location of the thrown ball and using a net to subsequently catch the ball. 
Participants are asked to make predictions about six team players, one after another. Participants 
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were told that of these six players, half are players that they observed in the previous phase, the 
seen players. The remaining three players are players of which they have not yet observed their 
throwing behavior – the unseen players. To ensure that participants know which of these team 
members are the previously seen ones and which ones are the previously unseen ones, a small tag 
saying [seen] or [unseen] was displayed on top of the thrower when a prediction had to be made.
 First, the participant (i.e. the catcher) and one of the throwers of the team get ready on the 
center of the playfield. As soon as the thrower becomes visible, the participant is instructed to 
have the catcher run as fast as possible to the location where they think the current thrower might 
throw the ball. To move the catcher (i.e. themselves), they can move the mouse around the field 
and click on the location where they predict the current player would throw at. They have a time 
limit of 2.5 seconds to make a prediction. The prediction, that is the selected location, is recorded 
in polar coordinates. Once they selected a position (or they ran out of time), they could not move 
the catcher anymore and a small net (starting net diameter = 7.5 pixels) appears at the center of 
the catcher. This net needs to be opened in order to actually catch the ball. They are instructed to 
adjust the size of the net depending on how certain they are that the current player will throw the 
ball to that specific location. That is, they should select a smaller net size if they are very confident 
in their prediction, whereas they should select a larger net size if they are less confident in their 
prediction. They are instructed to use the scroll wheel of the mouse and to wheel upwards (larger) 
or downwards (smaller) to adjust the net size. To confirm the chosen net size, participants had to 
click the left mouse button. The available time to select a net size was limited to 2.5 seconds. The 
selected net size based on the diameter (in pixels) was recorded. 
 Importantly, after participants placed their prediction and selected the appropriate net size 
to state their confidence, no feedback was given about the location where the current thrower 
eventually threw at. In other words, participants did not observe where the throwers actually 
throw at and whether or not they caught the ball. This was done because we are only interested 
in their predictions, and did not want participants to use the feedback to adjust their predictions 
accordingly. Participants, however, were told that no feedback would be provided but that the 
points are being counted “in the background” according to the precision of their catch; and that 
the total points will be revealed to them at the end of the game. However, none of the players is 
actually throwing a ball “in the background”, so no real points are being counted. 
 Phase 4: Memory question.  During the last phase of a round, participants are asked to report 
which players were the ones that took part in the second phase (the seen players) and which 
players did not take part in that phase (the unseen players). They are asked, one after another, 
about each of the six players they just made predictions about. Per thrower, they have to answer 
the question “Thrower seen during observation?”. They had to press [yes] if they think this 
thrower was a seen player, and [no] if they think it was an unseen player and a time limit of 2 
seconds was given for each player. If no response is given, it will automatically ask about the next 
thrower. The goal of this phase is to encourage participants to pay attention to the identity of the 
team members and to reduce the likelihood of confusing them with each other. The data from 
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this task is mainly used to assess to what degree participants learnt who was who within each 
team, and to what extent they would confuse them in memory.
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ABSTRACT

Meaningful social interactions rest upon our ability to accurately infer and predict other people’s 
preferences. In doing so, we can separate two sources of information: knowledge we have about 
the particular individual (individual knowledge) and knowledge we have about the social group 
to which that individual belongs (categorical knowledge). However, it is yet unclear how these 
two types of knowledge contribute to making predictions about other people’s choice behavior. 
To fill this gap, we had participants learn probabilistic preferences by predicting object choices 
of agents with and without a common logo printed on their shirt. The logo thereby served as 
a visual cue to increase perceptions of groupness. We quantified how similar predictions for a 
specific agent are relative to the objective individual-level preferences of that agent and how close 
these predictions are relative to the objective group-level preferences to which that agent belongs. 
We found that the logo influenced how close participants’ predictions were to the individual-level 
preferences of an agent relative to the preferences of the group the agent belongs to. We interpret 
this pattern of results as indicative of a differential weighting of individual and categorical group 
knowledge when making predictions about individuals that are perceived as forming a social 
group. The results are interpreted in an assimilation account of categorization and stress the 
importance of group knowledge during daily social interactions.
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Meaningful social interactions rest upon our ability to accurately infer and predict other people’s 
preferences. In doing so, we can separate two sources of information: knowledge we have about 
the particular individual (individual knowledge) and knowledge we have about the social group 
to which that individual belongs (categorical knowledge). Therefore, the question arises how we 
subsequently weigh these two sources of knowledge when predicting individual-level behavior. 
Given the societal implications of inappropriate generalizations, stereotyping, and accompanying 
prejudices in daily social interactions, gaining more insights into the mechanisms behind the 
formation and use of social categorical knowledge is crucial. Hence, the current study aims 
to disentangle the contribution of individual-specific and social categorical knowledge when 
predicting people’s choice behavior.
 How we process individual-specific and categorical knowledge during social interaction is 
poorly understood. At the individual level, observed actions are the result of a complex interplay 
of one’s intentions, traits, beliefs, and preferences in a given context. However, observers do not 
have direct access to this private information, neither is it clear how they relate to the observed 
behavior. Moreover, making inferences purely on the basis of individuating information is a 
complex and cognitively demanding process in a fast-paced social world (Macrae, Bodenhausen, 
Schloerscheidt, & Milne, 1999; Macrae, Milne, & Bodenhausen, 1994; Sherman, Lee, Bessenoff, 
& Frost, 1998). Following Dunbar (Dunbar, 2010), humans tend to interact with up to 150 
people who are important for their daily activities. As such, relying on individual knowledge alone 
additionally poses an information processing bottleneck. At the categorical level, knowledge can 
be accumulated empirically by repeatedly observing and aggregating the actions of categorized 
individuals or explicitly through exposure to media or other means of social learning. This bears 
the question as to how we differentiate between individual-specific and categorical information 
and how they inform predictions we make about other people’s choice behavior.
 Numerous studies have shown that perceivers categorize individuals on the basis of 
characteristics such as gender (Ellemers, 2018), age (Palmore, 2015), ethnicity (Dovidio et al., 
1986; Priest et al., 2018), political and religious orientation (McDermott, 2009), and many more 
dimensions. Once an individual has been categorized into one or more context-relevant social 
groups, category-specific knowledge quickly becomes activated (Devine, 1989; Fiske & Neuberg, 
1990b). Categorical knowledge can entail information and expectations about behavioral 
tendencies, intentions, beliefs, preferences (Fiske & Neuberg, 1990b) and affect the processing 
(e.g., encoding) and (mnemonic) representation of target-related information (Bodenhausen, 
1988; Stangor & McMillan, 1992). As a consequence, the activation of social categorical 
knowledge can have powerful effects on perceivers’ evaluations and impressions towards members 
of that category: phenomena well-studied in the field of stereotypes and prejudices (e.g., (Brewer, 
1988; Brigham, 1971; Rachlinski et al., 2009; Shapiro & Neuberg, 2007; Spencer et al., 2016). 
 The aim of the current study is to disentangle the contribution of individual-specific and 
social categorical knowledge when predicting people’s choice behavior. An underlying mechanism 
described in the literature on categorization in general, and stereotypes in particular, is that 
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(social) categorical knowledge can act as an interpretive frame when evaluating within-category 
exemplars such as members of a social group (Hicklin, 2005; Hilton & vonHippel, 1996). As a 
consequence, evaluations of individual group members tend to be biased in the direction of the 
knowledge we have about the group as a whole - an effect generally referred to as assimilation 
(Hicklin, 2005; Rothbart, DavisStitt, & Hill, 1997). Importantly, assimilation also implies that 
the perceived variability within the category or social group decreases, thereby making individual 
group members appear more similar to each other. Research has identified a host of factors 
that affect the degree to which categorical knowledge is utilized. For instance, the utilization of 
categorical knowledge is increased when i) it is acquired through empirical observation rather 
than explicit instruction (Kim & Lee, 2017), ii) the target member fits well the social category 
(Ma et al., 2018; Maddox, 2004) , iii) the category in itself is cohesive (Kim & Lee, 2017; 
Patalano & Ross, 2007) , iv) the category knowledge is relevant (Zukier & Pepitone, 1984), v) 
there is uncertainty at the individual level (Locksley et al., 1982a; Wichman, 2012) , vi) (visual) 
attention is directed to the social category (Macrae, Bodenhausen, Milne, et al., 1999), vii) 
there are strong prejudices towards the category (Lepore & Brown, 1997; Locke et al., 1994)  
but see: (Akrami et al., 2006) and viii) when the social category represents an outgroup (for a 
review see (Rubin & Badea, 2012)). In contrast, limited research has focused on investigating 
simultaneously how categorical and individual-specific information acquired from individual-
level observations inform our predictions about people’s choice behavior. This is important as 
people’s behavior is typically not only driven by individual-specific beliefs and preferences but 
also by norms and expectations imposed by context-relevant social groups. This study investigates 
how we predict individual behavior by separately measuring how those predictions are affected 
by categorical and individual knowledge and aims to achieve a deeper understanding of the 
cognitive processes involved and the underlying knowledge representations at the individual and 
categorical level. 
 To this end, we designed an experiment that allowed us to quantify to what extent 
participants’ choice predictions are informed by individual-specific knowledge and categorical 
group knowledge accumulated through individual-level observations. Moreover, we investigated 
whether accumulated categorical knowledge will be subsequently generalized to new and unknown 
group members. Participants were instructed to learn probabilistic object preferences of multiple 
agents by predicting which of the objects the agents are most likely to choose. Perceptions of 
groupness were induced by printing a common logo on the shirts of some of the agents (Logo 
condition). The remaining agents did not have a logo printed on their shirt (No Logo condition) 
Preferences in both conditions were defined at two levels: At the individual level, preferences for 
each agent were defined using individual-specific preference distributions. At the group level, 
preferences were defined as the average of all individual-specific preference distributions within 
a condition. Using a measure from information theory, we quantified how similar participants’ 
predictions in the Logo and No Logo conditions are to their respective individual-level and 
group-level preferences. We hypothesized that relative to the No Logo condition, participants’ 
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predictions in the Logo condition will become more similar to the group-level preferences while 
less similar to the individual-level preference. We will take this as evidence that predictions for 
categorized individuals are marked by an increase in the use of categorical group knowledge but a 
decrease in the use of individual-specific knowledge. Moreover, we expect that the generalization 
of the accumulated categorical group knowledge to a new agent would be stronger in the Logo 
as compared to the No Logo condition.

METHODS

Participants
A total of 26 participants (18 females; Mage = 23.42 years, SDage = 3.45 years, range 18 to 30 years) 
took part in the current study. Participants were recruited through the Radboud University online 
research registration system and none of them reported a history of neurological or psychiatric 
disorder. The study was approved by the local ethics committee (ECG2010-0910-058) and all 
participants gave written informed consent according to the declaration of Helsinki. Participants 
received 10€ or an equivalent of 1 course credit as compensation. 

Stimulus material
All stimuli were presented on an LCD monitor (Benq XL2420Z, 24 inches, 120Hz, 1680x1050 
pixels) connected to a stationary computer (Dell Precision T3610, 4 x 3.7 GHz, 8GB ram) 
running Windows 7. The stimulus material consisted of ten customized computer-generated 
agents, a custom-designed logo and four custom-designed vases designed that served as the 
choice objects (see Fig 1). The agents (50% female) were portrayed from their hips upward in a 
frontal upright position with a resolution of 384 x 384 pixels. To increase visual discrimination 
of same-sex agents, half of them were designed with blond hair color, the remaining half with 
brown hair color. Hair color was further randomly combined with hairstyle (female: long smooth 
hair vs. short tail; male: wavy vs. fringe). The clothing of agents only differed in terms of the color 
of the shirt and whether or not the shirt had a logo printed on it. The logo was superimposed on 
the upper left part of the shirt such that it could be easily seen. The logo displayed an abstract 
figure in a sporty posture with the text “Sutternden”. Both the design and text of the logo were 
chosen to have no meaning or natural association with any agent or task characteristic.   
 The choice objects consisted of four self-designed vases that differed with regard to 
color (stone-like texture vs. wood-like texture) and shape (pear-shaped vs. cone-shaped). 
Counterbalancing the color and shape dimensions yielded four unique vases. Choice objects 
were presented with a resolution of 106 x 175 pixels.
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Task design and procedure
Participants were told that there are eight diff erent agents and that each agent prefers one of the 
four diff erent vases. Participants were instructed to give predictions about the most likely choice 
of a given agent per trial. Th ey were also informed that preferences are not absolute and that 
every agent will eventually choose each object at least once. No information was given about the 
logos or any type of group membership. Participants had to use four fi ngers of their dominant 
hand to indicate their prediction on a time accurate (1 ms) in-house button box. Th e order of the 
choice objects on the screen corresponded with the horizontal alignment of the response keys. 
Th e experiment started with a written repetition of the instructions.

Block 1. Th e fi rst block consisted of 400 trials divided into 4 sub-blocks of 100 trials 
separated by short breaks. Every trial (see Fig 1) started with a blank screen presented for a 
variable time (between 750 ms and 1250 ms, M = 1000 ms) followed by a prediction phase with 
a timeout of 2500 ms. During the prediction phase, the agent was presented on top of the four 
choice objects. To highlight the participant’s predictions (prediction feedback), a green square 
appeared around the selected vase for 750 ms followed by a blank screen (presented between 750 
ms and 1250 ms, M = 1000 ms). Th e trial ended with the presentation of the agent alongside the 
agent’s actual choice for 1500 ms (agent choice feedback). 

Figure 1. Proceedings of a trial.

In Block 1, eight unique agents were each presented 50 times in a randomized order. Half of the 
agents had a logo printed on their shirt (Group condition) while the other half did not (Individual 
condition). Moreover, and independent of whether a logo was printed on an agent’s shirt, each 
agent had a unique shirt color. Th is was done so that participants could easily distinguish among 
individual agents. Across participants, agents were randomly assigned to the Logo and No Logo 
condition with the constraint that in each condition half of the agents were female and half were 
male. From a physical stimulus perspective, the only diff erence between the Logo and No Logo 
condition was whether or not a logo is printed on the shirts of the agents. Th e left-to-right order 
of the displayed choice objects was randomized across trials and participants.
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 Agent preferences for the choice objects were defined in terms of categorical probability 
distributions at two levels: Individual level and group level. The average over the individual-
level distributions for the Logo and No Logo condition, respectively, defined the group-level 
preference distributions. Importantly, the individual-level distributions of the two conditions 
were symmetric with respect to each other (see Fig 2). That is, if an agent in the Logo condition 
preferred the wooden cone-shaped vase, there was also an agent in the No Logo condition that 
equally preferred the stone-like pear-shaped vase. The symmetrical preference distributions at the 
individual level ensured that preferences at the group level were symmetric as well. Moreover, 
preferences at the individual level within each condition were symmetrically distributed around 
their respective group-level preference distributions. 
 In each condition, two agents had a preference for both dimensions of the choice objects 
(i.e., a particular shape and a particular color), only one agent had a preference for a single 
dimension (e.g., only a particular shape), and one agent did not have a preference at all (i.e., 
uniform distribution over shape and color). Due to the symmetrical arrangement of the 
individual-level distributions within and across the Logo and No Logo conditions, group-level 
preferences only existed along a single dimension. The assignment of the group-level preference 
dimension (color or shape), as well as the specific phenotype (i.e., the particular color or shape), 
was counterbalanced across participants. Overall, every choice object was chosen for an equal 
number of times. 
 Block 2. In Block 2, participants were told that two new agents will be added and that they 
should try to learn their preferences as well. No further information was given. Of the 100 trials 
that participants had to complete in the second block, 60 trials showed one of the two new agents 
(30 times per condition). The remaining eight agents were evenly distributed across the remaining 
40 trials. Crucially, the newly introduced agents did not have a preference on the same dimension 
that was also preferred by the two groups (e.g., shape); instead, they only had a preference along 
the dimension that was not preferred by the groups (e.g., color; see Fig 2). In other words, the 
new agents only exhibited an individual-level preference. This would allow us to investigate to 
what extent participants learn individual-level preferences that are independent of group-level 
preferences. The preferences of the eight agents of Block 1 did not change in Block 2.   
 In total, the experiment lasted on average 55 minutes. After completion, participants were 
asked whether they got the impression that the two types of agents (with and without a logo) 
formed two groups that each had a preference for a particular shape or color or the vases.
 To our surprise, only a single participant reported that there were certain patterns in the 
preferences of individual agents, pointing to how subtle the manipulation apparently was.
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Figure 2. Experimentally manipulated individual-level and group-level preferences. Presented are the experimentally 
defi ned individual agent preference distributions (fi lled circles) belonging to the Logo and No Logo condition (orange 
and blue, respectively). Th e group-level preference distributions are depicted by the asterisks, which is the average of all 
individual preference distributions in that condition. Th e newly introduced agents in Block 2 are depicted by triangles. 
Vases varied on the shape and color dimensions. Th e x-axis refl ects the probability of choosing a certain color and the 
y-axis a certain shape, resulting in preferences for the four choice objects. 

Data analysis and design
A full within-subject design was used. As dependent variable, we employed a measure referred to 
as the Kullback-Leibler divergence (KLDiv; (Kullback & Leibler, 1951)).  Th e KLDiv, also called 
relative entropy, measures the directed divergence from one probability distribution to another 
and is here reported in units of bits. Technically, it quantifi es how much information is lost when 
a distribution Q is used to approximate a distribution P and is consequently not symmetric. 
Within the Bayesian framework, it can be interpreted as the information gain when one’s prior 
distribution Q is updated to the posterior distribution P. Importantly, in order to be able to 
calculate the KLDiv from Q to P, the support of distribution Q has to be a subset of the support of 
distribution P. In other words, both probability distributions need to have non-zero probabilities 
over the same set of categories. Th is was not the case when, for example, a participant never 
predicted an agent to choose a particular choice object although the agent actually did choose 
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each choice object at least once. This happened in 13 participants for at least one agent. In these 
cases, before transforming participants’ predictions into separate probability distributions for 
each agent (prediction distribution), additive smoothing was applied by adding one pseudocount 
over the entire prediction distribution’s support of an agent. 
 Subsequently, KLDiv was used to independently quantify how much participants’ predictions 
diverge from the individual-level preference distribution (Individual level) and the respective 
group-level preference distribution (Group level). At the individual level, we calculated for every 
agent the KLDiv from the prediction distribution of that agent to the agent’s actual preference 
distribution. The data was then averaged across the four agents separately for the Group and 
Individual condition. A small KLDiv value at the individual level indicates that participants’ 
predictions were on average similar to the true preferences of the respective agents. At the 
group level, we calculated how much the predictions for each agent diverged from the group-
level preferences. The data was then averaged across the four agents separately for the Group 
and Individual condition. A small KLDiv value here indicates that participants’ predictions for 
individual agents were on average very similar to the average true preference of all agents within 
the respective condition.
 In order to answer our primary research question, we analyzed the data from Block 1 and 
2 separately but in the same way. For Block 1 and Block 2, The KLDiv values were subjected to 
a two-way repeated measures ANOVA with factors Condition (Logo vs. No Logo) and Levels 
(Individual preference vs. Group preference). The effect of interest pertains to the Condition 
by Level interaction effect. Interaction effects were further analyzed with paired-sample t-tests. 
Unless otherwise specified, all p-values were two-tailed.
 In an assimilation analysis, we further investigated how differentiated participants’ 
predictions for the four agents in each condition were as a function of time (i.e., trials). This 
represents a direct test of assimilation. To do so, we first calculated the average distribution of 
participants’ predictions across the four agents separately for each trial, for each participant, and 
for each condition. We then used a symmetrical KLDiv (Johnson, 2001) to quantify how similar 
the predictions for each agent are relative to the average distribution of participants’ predictions 
that we calculated in the first step. In order to account for zero-values in the distributions, we 
smoothed all prediction distributions by adding a pseudocount over the entire distribution’s 
support. The resulting divergence values were then averaged to a single value per trial, participant, 
and condition reflecting the average statistical divergence from the mean distribution in bits. 
This is similar to what is known as the mean absolute deviation. This analysis permits us to 
investigate how similar participants’ predictions for the four agents in each condition are over 
time, regardless of how accurately one has learned the objectively defined individual-level and 
group-level preferences. The assimilation analysis was done on the Block 1 data only.
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RESULTS

Block 1
On average, participants missed 2.17% of the trials. Th e repeated measures ANOVA revealed 
no main eff ect for Level (F(1, 25) = 3.54, p = .071) or Condition (F(1, 25) = 0.15, p = .70). 
However, as can be seen in Fig 3, a signifi cant Condition by Level interaction was found (F(1, 
25) = 9.12 , p = .006, hp

2 = .27). Th is indicates that the KL divergence from the prediction 
distributions to the individual-level and group-level preference distributions diff ered depending 
on whether or not the agents had a logo printed on their shirt. Inspection of the individual cell 
means suggests that the Logo condition is marked by an increased KLDiv for the individual-level 
preference distributions (MLogo = 0.45 bits, SDLogo = 0.16 bits vs. MNo Logo = 0.39 bits, SDNo Logo = 
0.15 bits) but a decreased KLDiv for the group-level preference distributions (MLogo = 0.38 bits, 
SDLogo = 0.14 bits vs. MNo Logo = 0.40 bits, SDNo Logo = 0.17 bits). Post-hoc analyses within each 
Level, however, show that these eff ects are not statistically signifi cant on their own (Individual 
level: t(25) = 1.34, p = 0.19; Group level: t(25) = -0.48, p = .64).

Figure 3. Level by Condition interaction on the Kullback-Leibler divergence for Block 1. Th e predictions in the Logo 
condition relative to the No Logo condition are more similar to the group-level preferences (have a smaller KL divergence) 
while less similar to the individual-level preferences. Error bars represent standard error of the mean.

Block 2
Participants missed on average 0.88% of the trials. Th e repeated measures ANOVA revealed a 
signifi cant main eff ect of Measure (F(1, 25) = 32.45, p < .001, hp

2 = .56) with the KL divergence 
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being larger for the Group level (M = 0.81, SD = 0.40) than the Individual level (M = 0.52, SD 
= 0.32). Neither the main effect of Condition (F(1, 25) = 0.08, p = .77) nor the Condition by 
Level interaction was significant (F(1, 25) = 1.69 , p = .21).

Assimilation analysis 
In order to visualize the distribution of participants’ predictions across the Logo and No Logo 
condition, bivariate and univariate Gaussian kernel density functions were estimated. Scott’s 
rule (Scott, 2015) was used to select appropriate bandwidths for the bivariate and univariate 
distributions. The resulting Gaussian density functions are shown in Fig 4. From there it can be 
seen that prediction distributions for agents belonging to the Logo condition are more densely 
clustered compared to the No Logo condition. Visual inspection of the marginal distributions 
depicted on the site walls also suggests that the denser clustering in the Logo condition is mostly 
due to smaller variability when predicting the dimension that is also preferred by the group – 
here the shape dimension. 

Figure 4. Gaussian densities of participants’ predictions in Block 1. The estimated Gaussian density functions represent 
the bivariate (combined color and shape) prediction distributions for all agents and all participants for the No Logo 
condition (blue) and Logo condition (orange) of Block 1. The curves on the left and right walls depict the univariate 
distributions for the color and shape dimensions, respectively. Notice the higher peak in the bivariate Gaussians for the 
Logo condition relative to the No Logo condition.
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In a first analysis, we tested whether predictions for agents in the Logo condition are more similar 
to each other than predictions in the No Logo condition. For the purpose of establishing a general 
assimilation effect, we consider the prediction distributions of the last trial as it contains the 
information of all preceding trials. Importantly, visual inspection and formal tests revealed right-
skewed distribution of KLDiv values rendering paired-sample t-tests inappropriate. Consequently, 
we used a non-parametric paired-sample Wilcoxon signed-rank test. A Wilcoxon signed-rank test 
on the average KLDiv between the agents on the last trial shows that the KLDiv was significantly 
smaller in the Logo condition (Mdn = 0.2) compared to the No Logo condition (Mdn = 0.29), 
Z = -2.49, p = .013). This indicates that the predictions for the different agents in the Logo 
condition were more similar to each other than they were in the No Logo condition.
 To investigate the time course of this effect, we calculated the average difference between the 
Logo and No Logo condition across participants for each trial and fitted a logarithmic regression 
on the event series data (see Fig 5). Overall, the regression model was highly significant (F(1, 48) = 
55.39, p < .001, R2 = .53) and yielded a significant coefficient for trial (b = 0.02, t = 7.44, p < .001), 
which indicates that the difference across the two conditions increased logarithmically over time.

Figure 5. Time course of the assimilation effect in Block 1. The upper lines depict the average Kullback-Leibler divergence 
for the Logo and No Logo conditions in Block 1, respectively in orange and blue. Black dots represent the mean 
difference between the Logo and No Logo condition, with the black curve showing a fitted logarithmic regression model 
with its 99% confidence band. It is clearly visible that the average KL-divergence is at almost any point descriptively 
smaller in Logo condition compared to the No Logo condition. This suggests that participants’ predictions for the four 
agents in the Logo condition are less differentiated relative to the No Logo condition.
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DISCUSSION

In the present experiment we investigated to what degree predictions about other people’s choice 
behavior are differentially informed by knowledge that we have about preferences at an individual 
level and knowledge that we have about preferences at a categorical group level. In addition, we 
also examined whether accumulated categorical group knowledge would be generalized onto 
newly introduced individuals. In our task, participants had to learn probabilistic preferences 
of agents that either had a common logo printed on their shirt to induce strong perceptions of 
social groupness (Logo condition) or not (No Logo condition). We then quantified how similar 
the predictions for a specific agent are relative to the objective individual-level preferences of that 
agent and how close these predictions are relative to the objective preferences of the group to 
which that agent belonged. We found that our logo manipulation influenced the degree to which 
predictions resembled the individual-level preferences of an agent relative to the preferences of 
the entire group the agent belongs to. Our main finding thus suggests that stronger perceptions 
of groupness can lead to a differential weighting of individual and categorical group knowledge 
when making predictions about other peoples’ choice behavior. In particular, our findings 
suggest that increased perceptions of groupness can lead to an increased use of categorical group 
knowledge relative to the use of individual-specific knowledge. Note that this occurred even 
though the logo that served to induce perceptions of groupness had no predictive value in itself. 
The logo only served as a visual cue that should induce stronger perceptions of groupness relative 
to not having a logo printed on one’s shirt. Therefore, the preference distributions of agents 
with a logo on their shirt were essentially the same but mirrored compared to the preference 
distributions of agents without a logo on their shirt. Whether or not an agent had a logo on his or 
her shirt was therefore the only systematic difference between the Logo and No Logo condition. 
In line with the literature, we interpret the findings in an assimilation account (Hicklin, 2005; 
Rothbart et al., 1997), wherein evaluations of individual group members tend to be biased in 
the direction of our categorical knowledge of the group. Importantly though, assimilation can be 
realized in different ways.
 One possibility is that participants detected the logo on the shirts of some agents and 
inferred from this that they probably form a social group. Due to this, participants expect 
agents within that social group to share more characteristics (i.e., preferences) among each other 
compared to agents that are not perceived to form a group. The consequence is that predictions for 
individual group members are then influenced by the knowledge about all other group members. 
Alternatively, the logo manipulation might have drawn participants’ visual attention to the logo, 
such that the actual agent choices were not only associated with the particular individual in 
terms of gender, face, and hair-style, but also with the perceptual logo itself. When predictions 
had to be made, those predictions are then not only informed by the knowledge associated 
with that individual but also by the accumulated knowledge across all individuals associated 
with the perceptual logo itself. This is similar to how perceptual cues related to age, gender, 
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ethnicity or clothing that, upon encounter, can trigger associations and expectations related to 
the characteristic social variables such as traits, beliefs, and desires.
 Regardless of the underlying mechanism, two major consequences emerge. For one, 
predictions for individual group members are biased toward the average preference of all group 
members. For another, individual group members’ preferences are perceived to be more similar 
to each other than they actually are. Both effects are indicative of assimilation and are frequently 
found in studies on categorization and stereotyping (Hicklin, 2005; Rothbart et al., 1997). Our 
findings are compatible with the idea that assimilation was stronger in the Logo condition than 
in the No Logo condition. This is further substantiated by the assimilation analysis providing 
clear evidence that participants’ predictions for individual agents in the Logo condition are more 
similar to each other compared to the No Logo condition. This results in predictions for agents 
in the Logo condition that are less individual-specific, thereby leading to a relative (though not 
significant on its own) decrease in the utilization of individual-specific knowledge. As stated 
before, assimilation can in principle be based on any value and does not necessarily have to bias 
within-category estimates toward an objective category mean, such as the group-level preferences 
that we have experimentally created in the current study. Although descriptively we did find 
a relative increase in the utilization of group knowledge in the Logo condition, post-hoc tests 
revealed that this effect on its own was not statistically significant. A possible explanation for this 
is that assimilation did not sufficiently bias individual agent representations towards the objective 
group-level preference, but rather towards the subjectively inferred group-level preferences. In 
other words, participants clustered the agents in the Logo condition around what they considered 
to be the average agent preference rather than what the actual average agent preference really was, 
namely the experimentally defined group-level preference. This might have happened because 
the task was designed in such a way that the actual group-level preferences had to be inferred 
by aggregating the individual-level preferences. As a consequence, precise knowledge about the 
actual group-level preference requires a sufficiently large number of observations at the individual 
level and hence accumulates only slowly over time. 
 Interestingly, we did not find that participants generalize their group knowledge to a 
different degree depending on whether the newly introduced and unknown agent belongs to 
the Logo or the No Logo condition. This contrasts with earlier findings that generalization of 
categorical group knowledge does take place, particularly when the group member is prototypical 
for the group (e.g., Ma et al., 2018; Maddox, 2004). Although we can only speculate about the 
lack of an effect here, it might be that participants’ representations of the group-level preference 
in the Logo condition were not distinct enough to see clear generalization effects. Although 
descriptively we did find a relative increase in the utilization of group knowledge in the Logo 
condition in Block 1, the post-hoc analysis revealed that this effect on its own was not statistically 
significant. Alternatively, participants may not have been sufficiently aware of the fact that one 
of the newly introduced members also had a logo printed on his/her shirt, which decreases the 
chance of generalizing categorical group knowledge.
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Nevertheless, the current study design bears the potential for novel and important insights in 
relation to categorization and assimilation. In contrast to most other studies, we simultaneously 
focused on the processing of categorical and individual knowledge and compared how it is 
affected by whether predictions had to be made for individuals that are part of a social group 
or not. Interestingly, participants did not simply group the agents into equal dichotomous 
categories based on the presence (or absence) of the logo nor were agents grouped in terms 
of their (common) preferences. Instead, participants seemed have categorized or grouped the 
agents with a logo on their shirt more so than the agents without a logo. This is corroborated 
by the assimilation analysis revealing that preferences of agents with a logo are perceived to be 
more similar to each other than preferences of agents without a logo. Moreover, the current 
experiment was introduced without ever mentioning anything about groups or logos and had 
to be performed exclusively on an individual level (i.e., predict individual agent choices). The 
fact that only a single participant has realized the presence of group-level preferences not only 
shows how efficient our subtle logo manipulation was, it also suggests that it affected participants’ 
predictions unintentionally and potentially even outside their awareness. Contrary to the 
majority of studies in which pre-existing stereotypes were used, our study required participants 
to learn the group-level preferences from observations at an individual level. This gave us direct 
control over the content of the categorical knowledge and allowed us to investigate not only the 
degree to which categorical knowledge is used but also how it is formed in the process of learning 
individual-specific information. 
 Although this study deviates from the literature in many ways, and is in that sense explorative 
by nature, our findings could have potentially important implications for the emergence of 
stereotypes in naturalistic social groups. The results suggest that a subtle and arbitrary perceptual 
cue such as a common logo is sufficient to trigger basic categorization-related information 
processing mechanisms (e.g., assimilation) that affect how we are going to relate, accumulate, and 
weigh perceived individual-level behavior in relation to the person displaying that behavior and 
the social group to which he or she belongs. This could facilitate the formation of stereotypes in 
two interrelated ways: First, categorization decreases the extent to which we interpret subsequent 
individual-level behavior as reflecting unique characteristics of the individual. This holds even if 
the observed behavior is non-diagnostic for group membership. Second, it increases the extent to 
which we interpret the observed behavior in light of what we know about the group as a whole. 
As a consequence, categorized individuals are perceived to be less unique and are expected to 
behave in accordance with what we know about the group. Future studies could build upon the 
current work by investigating the use of individual and categorical knowledge in in-group / out-
group scenarios (Rubin & Badea, 2012) and could study the interdependent dynamics of how 
updated knowledge on a group level affects representations at the individual level and vice versa. 
Moreover, the current study addresses categorization in only one way, namely categorization 
on the basis of visual features that allow for extracting information that relate to, for example, 
ethnicity, age, gender, jobs (e.g., uniforms), and sport teams (e.g., tricots). However, we also 
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categorize individuals around us in terms of whether they are our friends, family members, 
colleagues or even strangers. In these cases, categorization may not be based on perceptual cues 
but rather abstract features coupled to semantic knowledge and episodic memory. Studying these 
more abstract instances of categorization opens promising avenues for future research.
 To conclude, we have provided evidence that categorical and individual-specific knowledge 
differentially contribute to making predictions about other people’s choice behavior depending 
on the degree to which they are perceived to belong to a social group. Increased perceptions 
of groupness can lead to an increased use of categorical group knowledge relative to the use of 
individual-specific knowledge. As a consequence, evaluations of individual group members tend 
to be biased in the direction of the group - an effect generally referred to as assimilation. In line 
with this, strongly perceiving other people as forming a social group also leads to more similar 
predictions about their choice behavior.
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ABSTRACT

Perceivers typically report more variability across members of their in-group relative to members 
of their out-groups. This is called the out-group homogeneity effect. Interestingly, recent research 
also indicates that information associated with the in-group is processed in a prioritized and 
more integrated way. Importantly, experiencing more variability within the in-group does not 
automatically lead to more accurate representations of its individual group members. However, 
more accurate representations of individual in-group members automatically lead to accurate 
perceptions of variability within the group. Here we aim to investigate to what extent predictions 
about the choice behavior of in-group members are more differentiated with respect to how 
accurate these predictions are and how variable these predictions are. Using gender congruency 
as our in-group / out-group manipulation, we found that only when stereotypical choice stimuli 
(i.e., pink and blue) shirts were used (experiment 2), did participants make more accurate 
predictions about in-group members. However, predictions were not more variable for members 
of the in-group or the out-group. The findings suggest that differences in perceived group 
variability do not necessarily arise from differences in how accurately the individual behaviors of 
group members can be predicted.
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Meaningful social interaction relies on accurate inferences and predictions regarding other 
peoples’ behaviors, beliefs, and preferences. In order to optimally deal with this complex endeavor, 
perceivers spontaneously categorize individuals on the basis of the features that they have in 
common such as age, gender, and ethnicity (Fiske & Neuberg, 1990b). By doing so, inferences 
and predictions related to other peoples’ behavior, beliefs, and preferences can be informed by 
both: The knowledge we have about the specific individual as well as the knowledge we have 
about the social group(s) to which that individual belongs. As such, categorization is a powerful 
tool to streamline information processing and social inferences (Kinzler, Shutts, & Correll, 2010; 
Rhodes, 2013). Importantly, not only do we categorize individuals into social groups, we also 
distinguish groups that we belong to (the in-groups) from those we do not (the out-groups) (Tajfel 
& Turner, 1979). In this way, social categorization also serves an important identity function 
(Turner & Oakes, 1986) in that it allows to relate the perceiver to the social groups and to so 
shape our social identity. Unsurprisingly, perceivers commonly experience more positive affect 
towards in-group members (Martiny-Huenger et al., 2014; Nesdale et al., 2003), associate in-
group members with more favorable characteristics (Hewstone et al., 2002; Otten & Moskowitz, 
2000), act more pro-socially towards them (Everett et al., 2015), and demonstrate more self-
projection (Clement & Krueger, 2002; Robbins & Krueger, 2005). This can have important 
consequences for decision making (Glick et al., 1988; Hodson et al., 2002), empathy (X. Xu et 
al., 2009), perception (Molenberghs et al., 2012), memory (Greenstein et al., 2016; Meissner & 
Brigham, 2001), stereotyping (Koomen & Dijker, 1997), prejudice and discrimination (Brauer 
& Er-rafiy, 2011), as well as daily social interactions (Dovidio et al., 2002). 
 Interestingly, research also reveals that perceivers tend to perceive more variability among 
members within the in-group compared to the out-group; the so-called out-group homogeneity 
effect (OHE) (Judd & Park, 1988; Judd et al., 1991; Linville, Fischer, & Salovey, 1989; Park & 
Judd, 1990; Quattrone & Jones, 1980). This is accompanied with more individuated processing 
of information related to the in-group (“We are all different”) and more categorical processing 
of information related to the out-group (“They are all alike”)  (Brewer & Lui, 1984; Brewer, 
Weber, & Carini, 1995; Linville, 1982; Linville & Jones, 1980; Ostrom et al., 1993; Park & 
Judd, 1990). For instance, recognition memory for faces of in-group members has been found 
to be more accurate and detailed than for out-group members, even when participants were 
randomly assigned to the groups and perceptual expertise was the same (Bernstein, Young, 
& Hugenberg, 2007; Hugenberg, Young, Bernstein, & Sacco, 2010; Van Bavel, Swencionis, 
O’Connor, & Cunningham, 2012). Similarly, trait judgments were found to be more variable 
among in-group members compared to out-group members (Voci, Hewstone, Crisp, & Rubin, 
2008) and generalizations from the individual to the group were stronger for out-group than 
for in-group members (Quattrone & Jones, 1980). The OHE has been found using natural and 
minimal groups (Mullen & Hu, 1989), seems independent of differential familiarity with the 
in-group e.g., (Jones, Wood, & Quattrone, 1981), and has been found with a variety of different 
measures (Boldry, Gaertner, & Quinn, 2007).
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Scholars came up with various theories and hypotheses surrounding the emergence and 
constituting factors related to the OHE. On the one hand, it has been argued that differences 
in perceived group variability arise due to demands to establish and maintain a positive and 
distinctive social identity (Tajfel, 1978; Tajfel & Turner, 1986). This is in line with studies 
showing that perceptions of group variability are malleable by threats to one’s in-group (Lee & 
Ottati, 1995). Moreover, social variables such as power and social status seem to affect the OHE 
(Doosje, Ellemers, & Spears, 1995). From a functional perspective, members of the in-group are 
those that we belong to and where we anticipate future contact. All these aspects can affect our 
motivations (Brewer, 1988; Fiske & Neuberg, 1990b) and processing goals (Biesanz & Human, 
2010) regarding information related to the in-group and out-group. This can lead to attentional 
shifts (Jones et al., 1981) that could potentially affect how in-group information are encoded, 
organized, and retrieved differently from the out-group (Koomen & Dijker, 1997; Ostrom et al., 
1993). For instance, if, in a given context, the in-group is more relevant to the perceiver than 
the out-group, then he or she may also be more motivated to discriminate among them and to 
accurately infer and predict their behaviors, beliefs, and preferences. This, in turn, requires paying 
selectively more attention to the actions of in-group members compared to out-group members. 
The result is that perceivers experience the in-group as more variable and potentially have more 
accurate mental representations of its members. This would be in line with a study from Rogers 
and Biesanz (2014) in which they show that perceivers judge personalities of in-group members 
as not only more variable but are also more accurate in their judgments. Similar findings were 
recently obtained in more well-controlled experimental paradigms (Moradi, Manohar, Duta, 
Enock, & Humphreys, 2018; Moradi, Yankouskaya, Duta, Hewstone, & Humphreys, 2015). 
For instance, Moradi et al. (2015) have shown that participants were faster and more accurate 
in learning arbitrary color-shape associations when they were paired with labels related to the 
in-group compared to the out-group. This suggests that arbitrary information related to the in-
group is processed in a more efficient and perceptually integrated way, leading to faster and more 
accurate learning.
 In sum, one line of research shows how group membership (in-group vs. out-group) affects 
perceived group variability and the degree to which we distinguish among group members. 
Another line of research shows that we tend to process information related to the in-group in 
a more accurate and integrated way. Perceiving more variability among group members does 
not automatically lead to more accurate representations of these members. Whereas, accurate 
representations of individual group members automatically lead to accurate representations of 
group variability. This bears the question as to how differentiated our representation of individual 
in-group and out-group members are. In the present examination, we will therefore investigate 
how differentiated we can predict the preferences of in-group and out-group members. In 
doing so, we will focus on two aspects: (i) how accurate predictions are with respect to the true 
preferences of in-group and out-group members (accuracy) and (ii) how different predictions are 
across members of the in-group compared to the out-group (distinctiveness).
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We present a series of experiments in which participants had to learn neutral (experiment 1) 
and stereotypical (experiment 2) probabilistic object preferences by predicting the choice 
behavior of agents having either the same biological sex as the participant (the in-group) or the 
opposite sex (the out-group). Preferences for the in-group and out-group were defined at two 
levels, respectively: At the individual level, object preferences for each agent were defined using 
individual-specific preference distributions. At the group level, preferences were defined as the 
average of all individual-specific preference distributions within the ingroup or outgroup. Using 
information theory, we quantified (a) how accurately participants can predict object preferences of 
individual group members and (b) how distinctive those predictions are relative to the predictions 
made for all the other members within the same group. Across both experiments, we hypothesize 
that participants’ predictions for individual agents are more accurate when these agents belong 
to one’s in-group. We also hypothesize that predictions for individual group members are more 
distinctive when they belong to one’s in-group (“we are all different!”) compared to when they 
belong to one’s out-group (“they are all alike!”). 
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EXPERIMENT 1

INTRODUCTION

In the first experiment, we investigated how accurately and distinctive participants are able to 
predict object preferences of agents with the same biological sex as the participant (the in-group) 
and agents with the opposite sex (the out-group). Compared to most prior work, we used choice 
objects, i.e., gender-neutral shirts, that are unrelated to the in-group / out-group dimension. This 
allowed us to investigate whether the mere act of in-group / out-group categorization is sufficient 
to affect how accurate and distinctive participants learn to predict object choices. We expect that 
object choices of individual in-group members are more accurately predicted than object choices 
of out-group members. Moreover, we hypothesize that predictions for members of the in-group 
are more distinctive (“we are all different”) than predictions for members of the out-group (“they 
are all alike”). 

METHODS

Participants
In experiment 1, a total of 35 participants (18 females, Mage = 27.77 years, SDage = 6.37 years, 
range 21 to 63 years) took part. Participants were recruited through the Radboud University 
online research registration system and none of them reported a history of neurological or 
psychiatric disorder. The study was approved by the local ethics committee (ECG2010-0910-
058) and all participants gave written informed consent according to the declaration of Helsinki. 
Participants received 10€ or an equivalent of 1 course credit as compensation. 

Stimulus Material
Gender Identification Questionnaire. In order to increase the efficacy of the in-group / out-
group manipulation, we designed a questionnaire that had to be filled-in prior to the start of 
the experiment. After providing information about age and gender, we asked participants to 
write down five prototypical characteristics for men and five for women and to indicate on a 
six-point Likert-scale (anchored with Not at all and A lot) for each of them how much it applies 
to themselves. Whether they first had to write down five characteristics for women or men was 
counterbalanced across participants. We stressed the fact that participants could write down 
anything that would come to their mind, be it personality traits or typical behaviors. The data 
from the questionnaires was not analyzed for the purpose of the current study.
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 Preference Prediction task. All stimuli were presented on an LCD monitor (Benq 
XL2420Z, 24 inches, 120Hz, 1680x1050 pixels) using PresentationÒ software (Version 19.0, 
Neurobehavioral Systems) running on a computer (Dell Precision T3610, 4 x 3.7 GHz, 8GB 
ram) with Windows 7. The stimulus material consisted of eight customized computer-generated 
agents selected from the Worldviz Vizard Complete Characters pack (http://www.worldviz.com/
products/avatars/complete-characters), and eight custom-designed t-shirts (50% female shirts) 
that served as the choice objects (see Figure 1). The agents (50% female) were portrayed from 
their hips upward in a frontal upright position with a resolution of 300 x 120 pixels. To increase 
visual discrimination of same-sex agents, half of them were designed with blond hair color, the 
remaining half with brown hair color. Hair color was further incompletely crossed with hairstyle 
(female: long smooth hair vs. short tail; male: wavy vs. fringe). 
 The choice objects consisted of four custom-designed t-shirts that differed with regard to 
the motive (ribbon vs. stripes) and the motive orientation (left-to-right vs. right-to-left). Crossing 
the motive and orientation dimensions yielded four unique gender-neutral shirts (see Figure 1 
and Figure 2). We designed separate versions of the shirts for male and female agents, yielding a 
total of eight different shirts. Shirts were presented with a resolution of 80 by 80 pixels.

Task design and Procedure
After participants were informed about the study and gave their written consent, they were seated 
on comfortable chair on a table and asked to fill-in the gender identification questionnaire. After 
completion, participants were told that in the preference task there will be eight different agents 
and that each agent prefers one out of four different shirts. Participants were instructed to give 
predictions about the most likely choice of a given agent per trial. They were also informed 
that preferences are not absolute and that every agent will choose each shirt at least once. No 
information was given about gender or any type of group membership. Participants had to use 
four fingers of their dominant hand to indicate their prediction on a time accurate (1 ms) in-
house designed button box. The order of the shirts on the screen was randomized across trials and 
participants and corresponded to the horizontal alignment of the response keys. The experiment 
started with a written repetition of the instructions.
 The task consisted of 400 trials divided into 4 sub-blocks of 100 trials separated by short 
breaks. Every trial (see Figure 1) started with a blank screen presented for a variable time (between 
750 ms and 1250 ms, M = 1000 ms) followed by a prediction phase with a timeout of 2500 
ms. During the prediction phase, the agent’s head was presented on top of the four shirts. To 
highlight participants’ predictions (prediction feedback), a green square appeared around the 
selected shirt for 750 ms followed by a blank screen (presented between 750 ms and 1250 ms, M 
= 1000 ms). The trial ended with the presentation of the agent wearing the chosen shirt for 1500 
ms (agent choice feedback). 
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Figure 1. Proceedings of a trial.

 Th e eight agents were each presented 50 times in a randomized order. Half of the agents 
were of the same biological gender as the participant (the in-group) while the other half was 
of a diff erent gender (the out-group). Agent preferences were defi ned in terms of categorical 
probability distributions at two levels: Individual level and group level. Th e average over the 
individual-level distributions for the female and male agents, respectively, defi ned the group-level 
preference distributions. Importantly, the individual-level distributions of the two gender groups 
were symmetric with respect to each other (see Figure 2). Th at is, if a female agent preferred 
the left-to-right stripes shirt, there was also a male agent that equally preferred the right-to-
left ribbon shirt. Th e symmetrical preference distributions at the individual level ensured that 
preferences at the group level were symmetric as well. Moreover, preferences at the individual 
level within each condition were symmetrically distributed around their respective group-level 
preference distributions. 
 In each condition, two agents had a preference for both dimensions of the shirts (i.e., 
a particular motive in a particular orientation), only one agent had a preference for a single 
dimension (e.g., only a particular motive), and one agent did not have a preference at all (i.e., 
uniform distribution over motive and orientation). Due to the symmetrical arrangement of the 
individual-level distributions within and across the agent gender groups, group-level preferences 
only existed along a single dimension. Th e group-level preference was always on the motive 
dimension. Th e assignment of the specifi c phenotype of the motive dimension (ribbon or stripe) 
to agent gender groups agents was randomized across participants. Within each participant, 
every shirt was chosen for an equal number of times.
 In total, the experiment lasted on average 50 minutes. After completion, participants were 
asked whether they got the impression that there were two groups of agents (females and males) 
that had similar preferences for the shirts. In general, participants were not aware of the presence 
of group-level preferences among the female and male agents. No other patters were reported nor 
was it clear to participants what the purpose of the experiment was.
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Figure 2 Experimentally manipulated individual-level and group-level preferences. Presented are the experimentally 
defi ned individual agent preference distributions (fi lled circles) belonging to the in-group and out-group condition 
(orange and blue, respectively). Th e group-level preference distributions are depicted by the asterisks, which is the 
average of all individual preference distributions in that condition. Choice objects (i.e., shirts) varied on the motive 
and orientation dimensions. Th e x-axis refl ects the probability of choosing a certain motive and the y-axis a certain 
orientation, resulting in preferences for the four choice objects.

Data analysis and Design
A within-subject design was used. Agents of the same biological sex as the participant formed the 
in-group while agents of the opposite sex formed participants’ out-group. As dependent variable 
we employed a measure from information theory known as Kullback-Leibler divergence (KLDiv; 
(Kullback & Leibler, 1951)). Th e KLDiv measures the (directed) divergence from one probability 
distribution to another and is here reported in bits. Descriptively, it quantifi es how similar two 
probability distributions are. Mathematically, it quantifi es how much information is lost when a 
distribution Q is used to approximate a distribution P. 
  In the fi rst analysis, we investigated whether participants are more accurate in predicting 
the preferences of agents belonging to the in-group relative to the out-group. Th is was done by 
converting the predictions participants made for the agents into separate probability distributions 
(prediction distributions). In order to quantify how similar the prediction distributions are 
with respect to the actual preference distribution of the individual agents, the KLDiv from the 
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preference distribution to the prediction distribution was calculated and averaged across all 
agents within the in-group and out-group respectively. A small KLDiv generally indicates that the 
two distributions are similar with KLDiv = 0 if P = Q. Importantly, in order to calculate the KLDiv 
from Q to P, both distributions need to have the same support. In other words, both probability 
distributions need to have non-zero probabilities over the same set of categories. This was not 
the case when, for example, a participant never predicted an agent to choose a particular shirt 
although the agent actually did choose each shirt at least once. This happened in 4 participants 
for at least one agent. In these cases, before transforming participants’ predictions into separate 
prediction distributions, additive smoothing was applied by adding one pseudocount over the 
entire prediction distribution’s support of an agent. 
 In a second analysis, we examined to what degree participants differentiate among members 
of the in-group and members of the out-group - regardless of how accurate participants predicted 
their true object preferences. This was done by averaging all prediction distributions for the in-
group and out-group respectively. Subsequently, we calculated the symmetrical KLDiv (Johnson, 
2001) between each prediction distribution and the average distribution. The resulting values 
were then averaged within each condition. A small average KLDiv here indicates that participants’ 
predictions are very similar (i.e., less distinctive) across the four different agents. 

RESULTS

In total, participants missed 1.15% of the trials. Potential differences in the accuracy with which 
participants predicted the preferences of in-group and out-group members were analyzed with 
a paired-sample t-test1. As can be seen in Figure 3, no statistically significant difference in the 
KLDiv values between the in-group (M = 0.30 bits, SD = 0.15 bits) and out-group (M = 0.28 bits, 
SD = 0.17 bits) were obtained (t (34) = 0.84, p = 0.40). Similarly, participants’ predictions were 
not more distinctive among members of the in-group (M = 0.21 bits, SD = 0.25 bits) relative to 
members belonging to the out-group (M = 0.16 bits, SD = 0.16 bits; t (34) = 1.15, p = 0.26).

DISCUSSION

Contrary to our expectations, we did not find a difference in either the accuracy with which 
participants predicted the preferences of in-group or out-group members, nor did we find a 
difference in the degree to which participants differentiated among agents of the in-group and 
out-group. The absence of both effects might be due to several reasons. For one, even though 
the questionnaire at the beginning was supposed to increase identification with one’s gender, we 

1  A repeated measures ANOVA including participants gender as between-subject factor did not reveal any interaction or main effect 
of gender and was therefore left out in future analyses.
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Figure 3. Kullback-Leibler divergence from prediction distributions to (A) the actual preference distributions (i.e., 
accuracy) and (B) the average prediction distribution (i.e., distinctiveness). (A) Accuracy: Presented is the Kullback-
Leibler divergence from the prediction distribution to the agents’ actual preference distribution for the in-group and out-
group. A smaller divergence indicates that the prediction distribution is more similar to the actual preference distribution 
leading to higher accuracy. (B) Distinctiveness: Presented is the Kullback-Leibler divergence from each prediction 
distribution to the average prediction distribution. Smaller divergence values indicate a higher similarity, which indicates 
that the prediction distributions are more similar (i.e., less distinctive) with respect to each other. Th e dashed horizontal 
line corresponds to the actual distinctiveness between the agents. All error bars represent the standard error of the mean.

actually do not know whether participants categorized agents into gender groups and whether 
they subsequently also identifi ed with the same-gender agents, such that they eventually become 
their in-group. Second, it might be that the neutral shirts that served as choice objects are too 
neutral or meaningless to aff ect participants’ predictions. Previous studies have studied (out-)
group homogeneity mostly using behaviorally relevant or group-related attributes (e.g., soldiers: 
masculine). Here, the neutral stimuli may not raise any social, aff ective, or identifi cation-related 
cognitions or behavioral tendencies. Th erefore, it can be argued that it may simply not be 
functionally relevant enough to be more accurate for the in-group and to perceive the out-group 
as less distinctive. In Experiment 2, we will replicate Experiment 1, but introduce a well-known 
social category associated to fashion, e.g., the color of the shirt.
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EXPERIMENT 2

INTRODUCTION

In the second experiment, we investigated how accurate and distinctive participants’ predictions 
about in-group and out-group members are when both groups have stereotypical preferences. 
This time, the choice objects consisted of pink and blue shirts with a differently oriented but 
neutral shape on it. As a consequence, participants should be related to the in-group and out-
group by more than only gender (in)congruency (“There are other males”), but also by how 
the participant him or herself relates to the choice objects (“I am a man! Men don’t like pink 
shirts”). This should facilitate identification with the in-group and, at the same time, also create 
a functional relation between the agent gender groups, the choice objects, and the participant. 
Again, we expect participants to be more accurate in predicting object choices of in-group 
members and that, across individual agents, these predictions are also more distinctive for the 
in-group compared to the out-group.

METHODS

Participants
In experiment 2, a total of 33 participants (16 females, Mage = 23.55 years, SDage = 7.23 years, 
range 18 to 60 years) took part. Participants were recruited through the Radboud University 
online research registration system and none of them reported a history of neurological or 
psychiatric disorder. The study was approved by the local ethics committee (ECG2010-0910-
058) and all participants gave written informed consent according to the declaration of Helsinki. 
Participants received 10€ or an equivalent of 1 course credit as compensation. 

Stimulus Material
For experiment 2, four new t-shirts were designed. This time, they differed with regard to the 
color (pink vs. blue) and shape (square vs. tilted square). Crossing the color and shape dimensions 
yielded four unique shirts. Again, separate versions of the shirts for male and female agents were 
designed. 

Task design and procedure
Task and design were exactly as in experiment 1 except that the group-level preferences were 
always on the color dimension with the additional constrain that female agents always preferred 
the pink-colored shirts while male agents always preferred the blue-colored shirts. That is, agent 
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preferences were always gender-stereotypically congruent. Preferences for the shape dimension 
were instead fully randomized across participants.
 After completion, participants were again asked whether they got the impression that 
there were two groups of agents (females and males) that had similar preferences for the shirts. 
Participants were, most of the time, aware of the fact that female agents mostly preferred the pink 
shirts while male agents mostly preferred the blue shirts. No other patters were reported nor was 
it clear to participants what the purpose of the experiment was.

Data analysis and design
The data was analyzed in the same way as in Experiment 1. Additive smoothing had to be applied 
to 13 participants. 

RESULTS

Participant missed on average 1.37% of the trials. As can be seen in Figure 4, predictions for 
members of the in-group are significantly more similar to the true preferences (M = 0.31 bits, SD 
= 0.24 bits) than were predictions for members of the out-group (M = 0.39 bits, SD = 0.21 bits; 
t (32) = 2.37, p = 0.024). Participants’ predictions were not more distinctive across members of 
the in-group (M = 0.23 bits, SD = 0.24 bits) relative to members of the out-group (M = 0.25 bits, 
SD = 0.23 bits; t (32) = 0.57, p = 0.57)2.

DISCUSSION

In line with our expectations and similar to previous findings (Moradi et al., 2018; Moradi et al., 
2015; Rogers & Biesanz, 2014), participants were overall more accurate in predicting the choices 
of individual group members when they belong to the in-group compared to the out-group. This 
suggests that participants implicitly or explicitly categorized agents in terms of their sex and possibly 
identified agents of the same gender as being part of their in-group. However, we again did not 
find any evidence that participants differentiated between members of their in-group more so than 
members of their out-group. That is, participants did not treat out-group members as being more 
alike to one another relative to in-group members. Visual inspection of Figure 3 and 4 suggests 
that participants treated both the in-group and the out-group as more homogeneous when the 
choice objects were neutral rather than stereotypical. In other words, participants’ behavior more 
accurately reflects the groups’ actual variability when the choice stimuli were stereotypical (Figure 
4, experiment 2) rather than when they were neutral (Figure 3, experiment 1). 

2  Repeated measures ANOVAs including participants‘ gender did not reveal any significant interaction or main 
effect of gender in any of the analyses. Participants’ gender was therefore not included in the main analyses.
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Figure 4. Kullback-Leibler divergence from prediction distributions to (A) the actual preference distributions (i.e., 
accuracy) and (B) the average prediction distribution (i.e., distinctiveness) in experiment 2. 
* p < 0.05, 

GENERAL DISCUSSION

In the current study, we investigated how diff erentiated we can predict the preferences of in-group 
and out-group members. In doing so, we focused on two aspects: (i) how accurate predictions 
are with respect to the actual preferences of in-group and out-group members (accuracy) and 
(ii) how diff erent predictions are across members of the in-group compared to the out-group 
(distinctiveness). In a series of two experiments, participants had to learn neutral (experiment 
1) and stereotypical (experiment 2) probabilistic object preferences by predicting the choice 
behavior of agents with the same biological sex (the in-group) and the opposite sex (the out-
group) as the participant. In both experiments we hypothesized that predictions for members of 
the in-group, relative to the out-group, are more accurate and more distinctive. In experiment 1, 
participants had to learn preferences about gender-neutral shirts by predicting which of the shirts 
a given agent is most likely to choose. Contrary to our expectations, we found no diff erence in 
the accuracy with which participants predicted in-group and out-group object choices. We also 
found no evidence that predictions were more distinctive for members of the in-group compared 
to the out-group. In experiment 2, participants had to learn stereotypical preferences of in-
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group and out-group members. This time participants were indeed more accurate in predicting 
the choice behavior of in-group members. However, we again failed to observe differences in 
distinctiveness, the degree to which participants differentiated among in-group and out-group 
members. 
 Our finding that participants were more accurate in predicting object choices of in-group 
members aligns with the notion that information associated with the in-group is processed 
in a prioritized way over information associated with the out-group (Moradi et al., 2018; 
Moradi et al., 2015; Rogers & Biesanz, 2014). One explanation for this is that it is typically 
the in-group with which we anticipate future interactions. Perceivers may therefore be more 
motivated to accurately discriminate in-group members. As a consequence, perceivers potentially 
pay more attention to the actions and mental states of in-group members, which can result 
in more accurate representations and therefore more accurate predictions with respect to their 
preferences. Crucially, this effect only emerged when the choice objects were stereotypical with 
respect to the gender of the agents and participants. A reason could be that in experiment 1, 
participants did not sufficiently identify with the same-sex agents. This could be due to the 
fact that sex (in)congruency alone was insufficient to elicit a sensitive in-group / out-group 
distinction. In addition, there was no functional relationship between the implicit grouping 
manipulation (agent sex) and the neutral choice objects. This could have resulted in a failure to 
trigger functionally-related behavioral, identity, or threat-related mental processes. 
 The absence of effects related to distinctiveness contrast with the literature (Boldry et 
al., 2007; Mullen & Hu, 1989; Ostrom & Sedikides, 1992). However, earlier investigations 
primarily used explicit Likert-type rating question and variations of it to derive measures of 
distinctiveness and perceived group variability (for a review see (Boldry et al., 2007) but see 
(Canadas, Rodriguez-Bailon, & Lupianez, 2015; Telga, de Lemus, Canadas, Rodriguez-Bailon, 
& Lupianez, 2018) for a different approach). Typically, these studies investigated group variability 
without assessing whether it actually affects our perceptions of individual group members or even 
the group as a whole. This is particularly true for a number of studies employing the so-called “who 
said what?” paradigm e.g., (Cabecinhas & Amâncio, 1999; Frable & Bem, 1985). Traditional 
measures are therefore not only artificial to the extent that they often do not reflect meaningful 
social thought processes. These methods or measures have also rarely been used in conjunction 
with measures that are plausibly reflective of everyday social thought processes / cognitions 
(e.g., predicting future behavior) or behaviors (stereotyping, discrimination, prejudice). In 
this regard, it is currently unclear whether and how traditional measures on perceived group 
variability eventually affect rather basic cognitive processes such as making predictions about 
other peoples’ preferences. In the present study, we therefore decided to measure distinctiveness 
in a more implicit way, namely, how different participants’ predictions are for members of the 
in-group and the out-group. However, even though no effect on distinctiveness was found, the 
absence of effects on distinctiveness here should not be taken as evidence against the general 
existence of this effect at a more cognitive or even behavioral level. Although there are many 
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potential reasons for the absence of an effect on distinctiveness, we think that it is unlikely that 
the observed null effects are due to how we defined the in- and out-groups. First, in experiment 
2 we found differences in how accurate participants predicted in-group and out-group object 
choices. This is hard to interpret without assuming that participants eventually did categorize 
agents along the sex dimension and also identified with those agents that had the same sex as the 
participants. Second, although gender as a grouping factor has been subject to various debates, 
it is still described as relatively reliable in producing out-group homogeneity effects (for a review 
see Rubin, Hewstone, Crips, Voci, & Richards, 2004) and has been subject to many successful 
attempts of earlier investigations on this topic (c.f. Voci et al., 2008). A potential reason for 
the absence of an effect on distinctiveness may be due to how the participants relate to the 
sex of the agents and the particular choice objects. According to social identity theory (Tajfel, 
1978; Tajfel & Turner, 1986), perceivers want to establish and maintain a positive social identity 
and distance themselves from negative and threatening in-group stereotypes. The consequence 
is that one perceives the in-group as relatively heterogeneous only with respect to traits that are 
perceived to be negative and threatening for the in-group (Rubin & Badea, 2007). In the present 
study, however, individual preferences were either neutral with respect to sex (experiment 1) 
or always stereotypically congruent (experiment 2: Female agents preferring pink shirts; male 
agents preferring blue shirts). It could therefore be argued that the chosen choice objects were 
not evaluated as sufficiently negative to threaten one’s social identity such that participants would 
perceive the in-group as relatively heterogeneous in their preferences. However, in the same way 
it should also be noted that many studies found differences in perceived group variability even 
when affectively neutral and completely unrelated dimensions were associated with the in- and 
out-group e.g.(Voci et al., 2008). It is therefore debatable to what extent the use of negative or 
even threatening in-group stimuli would have yielded the expected effects on distinctiveness.
 Finally, it has to be acknowledged that the current study differs from prior work in many 
important ways and is in that sense at best exploratory in nature. First, only very few studies 
attempted to investigate representations of individual in-group and out-group members and how 
these are related to behaviorally relevant differences in perceived group variability. The studies 
that tried to do so are either inconclusive with respect to each other (Telga et al., 2018) and  
(Canadas et al., 2015) and / or suffer from statistical clarity see (Telga et al., 2018). Second, we 
used a paradigm that allowed us to quantify how differentiated our predictions regarding other 
peoples’ preferences are with respect to both (i) the accuracy with which we can predict object 
choices of individual in-group and out-group members and (ii) how distinctive these predictions 
are with respect to the predictions made for all other members in that group. This required us 
to establish a task context in which participants had to learn preferences of individual group 
members rather than relying on participants’ prior knowledge about explicitly given and pre-
determined attributes. Moreover, prior studies typically relied on participants’ prior knowledge 
residing at a group-level (e.g., soldiers are masculine) rather than the individual level (e.g., Lt. 
Hans-Dieter is masculine). In this way, we had control over the information participants receive 
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and accumulate about each individual group member and, implicitly, the social group as a whole. 
This contrasts with prior work and, as an approach, constitutes an important step forward in 
terms of the potential implications that can be derived from them. Consequently, more research 
is needed to investigate how perceptions of group variability arise in the context of forming 
mental representations of individual in-group and out-group members.
 Nevertheless, the current findings are particularly interesting in light of the dissociation 
between our distinctiveness and accuracy measures in experiment 2. Remember that we quantified 
distinctiveness as the degree to which our predictions for one group member are different from 
the predictions we make for all other group members. This measure is therefore independent 
of how accurate predictions are in the first place. Along these lines, one could hypothesize 
that relative differences in perceived group variability are just a consequence of forming more 
accurate representations of in-group members. If perceivers are particularly inclined to form 
accurate representations of in-group members but lack the motivation to do so for members 
of the out-group, then one possible consequence is that perceivers may also experience more 
variability within the in-group compared to the out-group. This is particularly interesting in 
light of studies suggesting that perceivers adopt a more category-based (rather than individual-
based) processing style for information related to the out-group (Ostrom et al., 1993). This 
can result in less accurate representations of individual group members and less differentiation 
among them, thereby producing the out-group homogeneity effect. This hypothesis predicts a 
positive correlation between the accuracy of representations of individual group members and 
the degree to which we perceive and treat them as distinctive individuals. Future studies should 
investigate this possibility as it would enhance our understanding of whether perceptions of 
group variability reflect a cognitive and / or behavioral phenomenon that is distinctive from the 
accuracy of our mental representations of individual group members at a mnemonic level.
 To conclude, we failed to observe a tendency to perceive less variability among members of 
the out-group relative to the in-group. This is true regardless of whether neutral or stereotypical 
stimuli were associated with the in-group and out-group. Using stereotypical, but not neutral 
stimuli, we did find that participants were more accurate in predicting the choice behavior of 
in-group members compared to out-group members. Interestingly, we found this effect at a 
behavioral level indicating early visual-attentive contribution to the in-group effect. More 
studies have to be conducted where reliable cognitive and behavioral markers are used to assess 
perceptions of group variability and to study its origins in basic cognitive information processing 
principles.
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1. SUMMARY OF FINDINGS

The present dissertation aims to deepen our understanding of how inferences and predictions 
regarding other people’s preferences and behaviors are informed by what we know about these 
people (individual knowledge) and the social groups to which they belong (group knowledge). 
In all our studies were participants required to make predictions about the most likely behavior 
or preference of a given group member. Chapter one summarized the relevant concepts that 
form the basis for the subsequent chapters. In particular, we focused on the notions of (social) 
categorization and their implications for information processing and the formation of group 
knowledge. Moreover, we discussed the status quo in terms of methodological approaches and 
delineated their limitations. We concluded this chapter with an overview of the present approach. 
In chapter two, we examined how we use information about the distribution of behaviors, beliefs, 
and preferences at a group level for inferences and predictions at the individual level. We found that 
perceivers are sensitive to the shape of a statistical distribution (i.e., skewness) that describes how 
group knowledge (i.e., preferences) is distributed across individuals. Making novel predictions 
for previously unseen individuals on the basis of that group knowledge, however, primarily 
reflects perceivers’ estimate of what a typical individual is like (e.g., the average preference). As 
their confidence in this estimate increases with the number of observations, predictions become 
increasingly similar to each other. As a consequence, the distribution of predictions does not 
reflect the overall shape of the actual distribution of preferences (i.e., a skewed distribution). 
Instead, predictions follow a distribution that can be best described as a combination of the 
actual skewed preference distribution and a normal distribution that centers around the average 
preference. In chapter three, we investigated whether predictions about other people’s behavior 
are sensitive to the variability of the group these people belong to. In doing so, we distinguished 
between goal-relevant variability (i.e., behavioral diversity) and goal-irrelevant variability (i.e., 
ethnic variability). We found that predictions about the behavior of previously unseen group 
members are more diverse when they belong to a behaviorally diverse group. Interestingly, we 
also found that participants made more diverse predictions about members of an ethnically 
diverse group. This happened even though ethnic variability was completely goal-irrelevant. In 
chapter four, we investigated how we weight individual knowledge and group knowledge when 
making predictions about the choice behavior of people that either belong to a social group or 
not. We found an increase in the use of group knowledge and a decrease in the use of individual 
knowledge when predictions were made for individuals that were perceived to be part of a social 
group. We also found that individual group members were treated more similarly to each other 
compared to individuals that do not belong to a social group. In chapter five, we investigated 
the effect of social categorization on the degree of differentiation when making predictions about 
the choice behavior of other people. When participants had to make predictions on the basis 
of stereotypical preferences (females preferring pink shirts; males preferring blue shirts), these 
predictions were more accurately made for members of participants’ in-group (agents of the same 
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sex as the participant) relative to their out-group (agents of the opposite sex as the participant). 
Contrary to the literature, however, we did not find any evidence of an out-group homogeneity 
effect. That is, participants did not distinguish more among members of the in-group compared 
to members of the out-group. 

2. IMPLICATIONS FOR SCIENCE AND SOCIETY

Compared to previous approaches to study phenomena related to person perception, stereotypes, 
and generalizations we took a more cognitive stance. We took a relevant social problem such as 
making predictions about other people in terms of their behavior and preferences, and we studied 
it in a social context by manipulating critical variables on a task-independent level. In chapter 
three, our critical manipulation was a task-irrelevant logo on the shirt of the agents. Yet, this was 
sufficient to change perceptions of group membership and to change how we balance the use 
of individual knowledge and group knowledge when making predictions. In chapter four, we 
did not instruct our participants to identify with the agents from the same sex; yet, participants 
did so and this in turn changed the degree to which they make more accurate predictions for 
agents of the same sex. Finally, in chapter five, group variability in terms of the ethnicity of the 
agents was absolutely unrelated to the task. Yet, ethnic diversity has led to increased variability 
of predictions about the behavior of these agents. On the one hand, this approach has taught 
us more about basic cognitive processes such as making predictions on the basis of empirical 
observations (scientific implications). On the other hand, it has taught us a lot about how such 
basic processes can be affected by a number of social variables and what potential consequences 
result from it in a socially relevant context (societal implications).

2.1 Scientific Implications
Given the probabilistic nature of our paradigms, our studies have revealed important insights 
into how we make predictions in a social context on the basis of empirical observations. In 
all studies did we investigate how we make predictions about other individuals on the basis of 
the behaviors and inferred preferences observed in earlier individuals. Compared to previous 
studies, we conceptualized group knowledge as more than a simple base rate. Instead, and similar 
to how social variables are often distributed in real life (see Galesic et al., 2012; Nisbett & 
Kunda, 1985), we often used fully defined probability distributions. Similarly, our approach 
differed strongly from previous studies by adopting an outcome measure that is translatable to 
meaningful behaviors; namely socially relevant predictions.
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2.1.1 Implications of research on the acquisition and utilization of group knowledge in 
forming novel predictions
In chapter two, our novel approach allowed us to gain insights on basic questions such as 
the extent to which we can learn a probability distribution beyond its central tendencies and 
dispersion (Berniker, Voss, & Kording, 2010). To our surprise, the statistical learning literature 
is relatively silent on this question, and the few studies that do exist limit our ability to draw 
conclusions about which aspects of a distribution are actually learned and which are used for 
making predictions (Griffiths & Tenenbaum, 2006; Mozer et al., 2008; Sailor & Antoine, 
2005; Tran et al., 2017; J. Xu & Griffiths, 2010). However, it is not only the results that we 
obtained from our studies, but also the questions that these studies stimulate. For example, when 
investigating whether we can learn higher-order moments of a probability distribution such as its 
shape, we have to ask ourselves “what is the right kind of evidence that would tell us whether or 
not our participants have learned the shape of a distribution?”. That this is an important question 
to have in mind can be easily exemplified in the influential work by Nisbett and Kunda (1985). 
In their study, participants were simply asked to draw social distributions (e.g., distribution 
of traits in fellow students) in a histogram-like fashion. In contrast, Tran et al. (2017) asked 
participants to repeatedly generate exemplars from a distribution. We do not believe that one 
operationalization is better than another. We do want to emphasize, however, that they put 
the focus on different aspects. For example, when asked to draw a distribution, the shape of a 
distribution necessarily becomes important for the task; the shape of a distribution becomes 
salient as it requires the participants to be able to draw it and to visually reproduce the skewness 
of a distribution. When asked to generate samples or to make predictions on the basis of such a 
distribution, the focus may lie on a different aspect. For example, participants may have the idea 
that they need to generate a sample that is as close as possible to all other samples that could be 
generated from such a distribution. They may then use central tendencies such as the mean or the 
mode to generate samples. Doing this necessarily ignores all aspects of the shape of a distribution 
although one may have a good idea about the distribution’s shape. It is therefore important to 
have a clear idea about what the objective of a participant could be in light of the context and the 
specific task he or she has to perform. In chapter two, we therefore discussed in-depth that the 
difference between predictions that reproduce the shape of a distribution and predictions that 
reflect central tendencies can be mapped onto different objective functions. When the goal is to 
make predictions that are on average as close as possible to their corresponding outcome, then 
one should use central tendencies. If, however, the goal is to make predictions that are as close as 
possible to the distribution they are based on, then one should make predictions that reproduce 
that distribution. The question of whether or not we are able to learn a distribution can and 
should therefore not be studied in isolation from the specific objective or goal of the perceiver. 
This should be kept in mind when designing studies to approach such questions. 
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2.1.2 Implications of research on the effect of group diversity on novel predictions
In chapter three, our approach allowed us to move beyond traditional ideas of how group 
diversity affects perceptions of and behaviors towards members of social groups. The general 
tenor from traditional studies is that the more homogeneous the members of a social group 
are perceived to be, the more likely perceivers are to generalize characteristics of the group to 
individual group members (Kim & Lee, 2017; Patalano, Chinparker, & Ross, 2006; Patalano & 
Ross, 2007). Moreover, there is some indication that group diversity on a certain dimension makes 
judgments about new group members on that same dimension more variable and less accurate 
(Dasgupta et al., 1999; Park & Hastie, 1987). Importantly, when making predictions about 
other people’s behavior (e.g., will Maria be punctual?), some characteristics of a group are more 
relevant and informative (e.g., Maria’s past punctuality) than others (e.g., the color of her socks). 
Interestingly, there is evidence that group diversity on a dimension such as perceptual similarity 
affects our judgments on an unrelated dimension, such as psychological similarity (Abelson et al., 
1998; Dasgupta et al., 1999). However, previous research has studied the effect of goal-relevant 
and goal-irrelevant diversity only in isolation. However, social groups in the real world are not 
only characterized by a single property but by multiple ones and not all properties are always 
equally relevant for making predictions. From studies that separately investigated goal-relevant 
and goal-irrelevant diversity, we cannot conclude whether goal-irrelevant diversity also affects 
inferences and predictions when it is accompanied by goal-relevant information. As explained 
in chapter three, it is possible that goal-irrelevant diversity affects our predictions only when 
goal-relevant diversity is high. That is, when we know that a group behaves very homogeneously, 
then our group knowledge regarding this behavior is already sufficiently informative for making 
predictions about the behavior of an individual unknown group member: goal irrelevant diversity 
then does not add any information. Alternatively, it is also possible that we form a more holistic 
impression of group diversity that is based on perceived diversity on both goal-relevant and goal-
irrelevant dimensions. It is therefore important not to study the effect of goal-irrelevant diversity 
in isolation from diversity on a goal-relevant dimension. Moreover, many prior studies in this 
regard induced group knowledge and group variability through explicit and written descriptions 
(Crawford et al., 2002; Kim & Lee, 2017; Park & Hastie, 1987; Patalano et al., 2006; Patalano 
& Ross, 2007). That is, participants were not empirically exposed to actual behaviors (or other 
properties), from which they could infer the extent to which group members differ from one 
another. However, this is how group variability is typically present in actual social situations. 
Moreover, judgments about a particular property of group members were usually reported 
explicitly in verbal or written form. Such responses, however, often do not reflect the type of 
cognitions and thought processes recruited during actual social interactions. Finally, making such 
explicit judgments in a laboratory setting is often not connected to a purpose that is also relevant 
for the participant such as the selection of a response on the basis of the expected behavior of 
group members.
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 Our study is an attempt to improve and extend these aspects by having participants engage 
in a computer game where they were asked to make predictions about the throwing behavior 
of previously unseen team members in order to catch their ball. Moreover, we had participants 
make predictions about the behavior of multiple team members not encountered before and to 
indicate for each of them how they are in their prediction. By simultaneously manipulating group 
diversity on a goal-relevant dimension (i.e., behavioral diversity) and goal-irrelevant diversity 
(i.e., ethnic diversity) we could dissociate their effects on two different measures: the variability 
of predictions and the confidence in these predictions.

2.1.3 Implications of research on how group and individual knowledge contribute to 
making predictions
In chapter four, we studied how both group knowledge and individual knowledge contribute to 
making predictions about other people’s preferences. As we directly manipulated the degree to 
which other people would be perceived as either belonging to a group or not, we could study how 
mere categorization in a social context affects basic information processing. Using methods from 
information theory, we attempted to quantify for the first time to what extent our predictions 
reflect what we know about the specific person and what we know about the social group to 
which that person belongs. Earlier models on impression formation treated individuation and 
categorization mainly as a one-dimensional construct (Fiske & Neuberg, 1990a). In other 
words, individuation and categorization were considered two extremes on a single continuum 
with impression formation falling somewhere in between the two. In our work, we allowed 
for the reasonable possibility that individuation and categorization could, in principle, vary 
independently. In chapter four, we have shown that predictions for group members, relative to 
individuals, are marked by an increase in the use of group knowledge and a decrease in the use 
of individual-specific knowledge. Because our group manipulation consisted of an abstract logo 
printed on the shirts of half of the agents, it shows that social cues as subtle as an abstract and 
task-irrelevant logo printed to one’s shirt can be sufficient to perceive individuals as being part 
of a social group. This, in turn, not only changes the information on the basis of which we make 
predictions (e.g., balancing individual and group knowledge); predictions across multiple group 
members are also more similar to each other than predictions across multiple individuals not 
perceived as part of a social group. In other words, the presence of the logo resulted in predictions 
that were less differentiated among group members. This was found regardless of how accurate 
one has learned individual preferences. It is interesting to see how categorization on the basis of 
a subtle perceptual cue such as the logo we used, can change how information is processed and 
predictions are made. In fact, one explanation that we put forward is that the knowledge that we 
accumulated about single individuals will not only be associated with the particular individual. 
It will also be associated with the logo that relates the individuals to each other. The perceptual 
logo will thus be associated with the knowledge of all individuals. Conversely, detecting the logo 
will activate the knowledge that was common across all individuals (i.e., the group knowledge) 
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and subsequent predictions will be influenced by it. This also explains why predictions become 
more similar to each other. In everyday life, physical appearance is perhaps the most salient 
characteristic of a person and perceptual features such as skin color, age, gender, clothing such 
as uniforms, etc. can be quickly and easily identified. Our findings imply that social categorical 
group knowledge (e.g., stereotypes) can form in relation to simple perceptual cues and that 
basic cognitive and attentional mechanisms can explain how this can lead to generalizations 
and decreased differentiation among individual group members. Given the automaticity and 
unintentionally with which these effects appeared in our study, it is not surprising how stereotypes 
can emerge so quickly, and stereotyping is so prevalent and robust. 

2.1.4 Implications of research on predictions for in-group and out-group members
The findings from chapter four are also interesting in light studies investigating perceived group 
variability following social categorization. Perhaps most research in this regard is dedicated to 
studies of the out-group homogeneity effect (OHE). The OHE describes the finding that one 
often perceived less variability among members of the out-group (e.g., people of the opposite sex 
than oneself ) compared to members of the in-group (e.g., people of the same sex than oneself ) 
(Judd & Park, 1988; Judd et al., 1991; Quattrone & Jones, 1980). Researchers came up with 
various theories and hypotheses surrounding the emergence and constituting factors related to 
the OHE. For example, it has been argued that differences in perceived group variability arise 
due to demands to establish and maintain a positive and distinctive social identity (Tajfel, 1978; 
Tajfel & Turner, 1979, 1986). This is in line with studies showing that perceptions of group 
variability are malleable by threats to one’s in-group (Lee & Ottati, 1995) as well as differences 
in social power and status (Doosje et al., 1995). Ironically, there is hardly any literature about the 
extent to which the OHE eventually translates into meaningful behavioral consequences (for an 
excellent review of the applied methods and procedures see: Boldry et al., 2007). Instead, studies 
investigating perceived group variability typically relied on participants’ explicit trait judgments 
on visual analog scales or drawings of frequency distributions. The few studies that tried to use 
more implicit and behavioral measures are either inconclusive with respect to each other (Canadas 
et al., 2015; Telga et al., 2018) and/or suffer from statistical clarity (e.g., Telga et al., 2018). We 
therefore decided to study the OHE using socially relevant and cognitively meaningful measures 
such as making predictions. Using the same probabilistic object-choice task that we successfully 
used in chapter four, we studied whether in-group / out-group categorization leads to an OHE in 
the form of less differentiated predictions regarding the preferences of individual group members. 
Importantly, due to the quantitative nature of the approach, we could study the OHE also in 
relation to another, less researched hypothesis; namely that information associated with the in-
group is generally processed in a prioritized and more integrated way than information associated 
with the out-group (Moradi et al., 2018; Moradi et al., 2015). By connecting the two research 
lines, we adopted a more encompassing description of how in-group / out-group categorization 
could affect perceived group variability. As a consequence, we investigated how differentiated 
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we can predict the preferences of in-group and out-group members with respect to: (1) how 
accurate predictions are in relation to the actual preferences of in-group and out-group members 
(accuracy), and (2) how different predictions are across members of the in-group compared to 
the out-group (distinctiveness). Distinguishing between accuracy and distinctiveness is crucial 
since there is the possibility that the OHE is primarily the consequence of forming more accurate 
representations of in-group members. If perceivers are particularly inclined to form accurate 
representations of in-group members but lack the motivation to do so for members of the out-
group, then a possible consequence is that perceivers may also experience more variability within 
the in-group compared to the out-group. In our study (chapter five, experiment 2) we found 
that indeed more accurate predictions were made for members of one’s in-group (agents of the 
same sex than the participant) relative to members of one’s out-group (agents of the opposite sex 
than the participants). To our surprise, however, this was not accompanied by differences in the 
degree to which predictions were more distinctive among members of the in-group or out-group. 
That is, we failed to find evidence of the OHE. Interestingly, on the one hand, this suggests that 
more accurate representations of the in-group do not also automatically lead to more distinctive 
representations. On the other hand, it suggests that identification with the in-group is not a 
sufficient condition for the OHE to occur. 

2.2 Societal Implications
Our daily social life is marked by frequent encounters with people that we know and people 
that we do not know in situations that are familiar and those that are unfamiliar. Being able to 
predict other people’s behaviors, beliefs, and preferences is undeniably important for smooth 
and meaningful social interactions. It allows us to choose our own actions so as to maximize 
the chances to reach our goals and to minimize the negative consequences of our behaviors. But 
how is this possible given all the uncertainty there is in other people’s mental states and how they 
interact with the current social context? How is it possible to make accurate predictions in light 
of all the uncertainty and the complexity of our social world?
 Our studies suggest that we are excellent statistical learners and that we carry the potential 
to use this excellence to extract meaningful regularities from noisy social signals such as other 
people’s behavior. Approximate knowledge about common behaviors, beliefs, and preferences 
can guide our own behavior and our expectations regarding the behaviors of others - especially 
in unfamiliar social situations and encounters. This knowledge often results from experiences we 
have made in earlier situations and encounters. Similarly, in our studies, we have shown that we 
can make predictions about individuals we have never seen before by relying on what we have 
observed in and inferred from individuals encountered before. This strategy makes sense to the 
extent we are all humans and subject to the same biological and environmental constraints. This 
encompasses basic needs (e.g., hunger), intrinsic motivations (e.g., getting attention), cultural 
norms (e.g., etiquette), and moral values (e.g., fairness and respect). However, beyond these 
rather proximal behavioral antecedents, there is considerable variability in people’s personality 
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traits, belief systems, and preferences. How is it possible that we can still deal with this variability 
with so much apparent ease?  

2.2.1 Implications of research on the acquisition and utilization of group knowledge in 
forming novel predictions
In chapter two we investigated how and to what extent we are able to infer socially relevant 
regularities (i.e., food preferences) from social signals (i.e., facial expressions) and use them 
to make predictions about other people’s preferences. Our participants were, across multiple 
encounters with unique individuals, exposed to a complex distribution of preferences. Our main 
finding is that predictions on the basis of such a distribution primarily resembles our idea of what 
we think a typical person is like. In other words, we infer and continuously estimate a central 
tendency (e.g., the mean) from the history of individual encounters and use this estimate to 
make predictions. Importantly, as we gain more and more experience from multiple individual 
encounters, our estimate of what a typical person is like gets more and more accurate. At the 
same time, this estimate also gets more precise, which is reflected in the decreased variability of 
predictions. Over time, our predictions regarding the preferences of individuals we have never 
seen before become increasingly similar - all else being equal. Our results suggest that we predict 
other people to be(have) much more similar to each other than we know they actually do. This has 
direct implications for the social group whose members are the targets of our predictions. On the 
one hand, summary statistics such as central tendencies allow for easy comparisons between social 
groups, thereby potentially facilitating social inference. On the other hand, this is an important 
building block for the emergence of group stereotypes (e.g., women are less adventurous than 
men). Moreover, when uniqueness and variability of individual group members are not reflected 
in other people’s predictions, they may feel interchangeable and reduced to their group identity. 
This, by and in itself, can potentially foster negative affect within the members of the group and 
eventually even lead to undesirable behaviors.  Consequently, our ability to extract and actively 
make use of statistical regularities observed in others is crucial for smoothly navigating through 
the complex social world. However, this can also form the basis for the emergence of stereotypes 
and the (often negative) consequences for those who are stereotyped. Fortunately, predictions 
about an individual person are not only based on our knowledge about others in general or what 
we know about the social groups he or she belongs to (group knowledge). Instead, we combine it 
with what we know about the particular person in question (individual knowledge). 

2.2.2 Implications of research on how group and individual knowledge contribute to 
making predictions
In chapter four, we investigated how strong perceptions of group membership change how group 
knowledge and individual knowledge inform our predictions about other people’s preferences. 
Our expectation was that we do not see individual group members as completely isolated and 
unique individuals. Instead, we would relate individual group members to each other. As a 
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consequence, the individual preferences of one group member will be linked to the individual 
preferences of all other group members. What emerges is an abstract idea of the group-level 
preferences (i.e., the preference of the entire group). This group-level preference then affects our 
predictions about the preferences of all its individual group members; and it does so in the same 
way. This, in turn, leads to predictions that are more similar across the members of social groups. 
Ultimately, and this is exactly what we found, we use less individual-specific knowledge and more 
group knowledge when making predictions about the preferences of individuals perceived to be 
part of a social group. Independent of this, we also found that predictions about the preferences 
of group members are less individuated. This suggests that we perceive individual group members 
to be more similar (i.e., less unique) to each other compared to individuals that are not part of a 
social group. It is interesting to note that a perceptual cue as minimal and abstract as a small logo 
printed on people’s shirts is sufficient to trigger perceptions of group membership and the above-
mentioned effects. The perceptual cues that we encounter in real life to categorize others are often 
not only much more salient compared to the one we used (e.g., uniforms, skin-color, gender, 
age, etc.). The groups themselves are also often more coherent and conceptually much richer 
compared to our experimental manipulation. Nevertheless, our findings illustrate how the mere 
act of categorizing others in social groups can affect basic information-processing mechanisms. 
First, categorization may decrease the extent to which we interpret individual-level behavior as 
reflecting unique characteristics of that categorized individual. Second, it may increase the extent 
to which we interpret the observed behavior in light of what we know about the group as a 
whole. As a consequence, categorized individuals are predicted to be less unique and to behave in 
accordance with what we know about the group as a whole. This, in turn, can lead to decreased 
perceptions of group variability. 

2.2.3 Implications of research on predictions for in-group and out-group members
In the social psychology literature, it is intensively discussed how perceived group variability is 
related to stereotyping, prejudices, and discrimination (Hewstone & Hamberger, 2000; Ryan et 
al., 1996). Unsurprisingly, the more homogeneous a group is perceived to be, the more likely we 
are to generalize characteristics of the group to individual group members (Ryan et al., 1996). 
Conversely, interventions with the aim to make perceivers aware of the variability of a group can 
lead to reduced stereotyping (Hewstone & Hamberger, 2000). In chapter four, we have seen that 
a simple abstract perpetual cue such as a logo printed on people’s shirts is sufficient to decrease 
how differentiated or individuated we make predictions about their preferences. In daily life, 
however, we rarely categorize people only on the basis of abstract and arbitrary perceptual cues 
such as a logo. Instead, we often distinguish between social groups that we ourselves belong to (the 
in-groups) from those that we do not belong to (the out-groups). Categorizing others in terms 
of the groups we (do not) belong to is an example of social categorization. It is more than mere 
categorization in the sense that it also shapes our social identity (Turner & Oakes, 1986). This 
in-group / out-group categorization often occurs automatically, outside our awareness, and along 
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many dimensions such as age (Palmore, 2015), gender (Ellemers, 2018), ethnicity (Dovidio et 
al., 2002). Intriguingly, many studies have shown that we treat out-groups as more homogeneous 
(i.e., less variable) than in-groups (Judd & Park, 1988; Judd et al., 1991; Quattrone & Jones, 
1980). This effect has been coined the out-group homogeneity effect (OHE) and has been found 
in a variety of natural and minimal groups (Mullen & Hu, 1989), employing numerous different 
measures and procedures (Boldry et al., 2007). In chapter five, we investigated whether we make 
more differentiated predictions about other people’s preferences when these people belong to 
the in-group (people with the same sex as the participant) compared to when they belong to the 
out-group (people with the opposite sex as the participant). Our working hypothesis was that 
our predictions for in-group members are a more accurate reflection of their true preferences 
compared to predictions made for out-group members. In addition, we expected to reproduce the 
well-known OHE by showing that we predict the preferences of out-group members to be more 
similar to each other compared to the preferences of in-group members. Both hypotheses were 
based on the rationale that it is typically the in-group with which we anticipate future contact. 
It would hence be beneficial and motivating to be able to accurately predict the preferences of 
in-group members and to be able to reliably distinguish between them. Indeed, our findings 
suggest that we are better at accurately predicting the individual preferences of in-group members 
than out-group members when we sufficiently identify with the gender of these people. To our 
surprise, we could not reproduce the well-known out-group homogeneity effect. That is, we 
do not predict out-group members to have more similar preferences than in-group members. 
Nevertheless, our results suggest that we do not only show more positive affect and pro-social 
behavior towards in-group members (Everett et al., 2015; Martiny-Huenger et al., 2014; Nesdale 
et al., 2003). We also seem to process information related to the in-group in a more prioritized 
and integrated way (c.f. Moradi et al., 2015). 

2.2.4 Implications of research on the effect of group diversity on novel predictions
In chapter three, we investigated how differences in actual group variability change how we 
make predictions about other people’s behavior. Social groups greatly differ in one how diverse 
their members are. On one end one finds very homogenous groups such as nuns. On the other 
end, one finds very heterogeneous groups such as baristas. As stated earlier, one can distinguish 
between group variability on a dimension that is relevant to one’s current goals (general 
practitioners are usually able to treat your disease), and group variability on a dimension that is 
not relevant to one’s goals (general practitioners vary greatly in their ethnic background). In our 
study, we studied how predictions about people’s behavior are affected by group variability on a 
goal-relevant dimension (i.e., behavioral variability) and goal-irrelevant dimension (i.e., ethnic 
variability). Our main finding is that we found that if we observe some members of a group behave 
diverse, we predict other members of a group to behave diversely as well. Interestingly though, 
even if two groups behave equally diverse, if one group is ethnically more variable than another, 
we also tend to make more variable predictions for this group. This transfer effect occurred 
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although ethnicity was completely unrelated (i.e., goal-irrelevant) to the behavior of the group 
members (i.e., where they throw a ball). The findings from chapter three suggest that we are able 
to infer from the integration of multiple empirical observations how variable a group is. In doing 
so, an impression on group variability is not only formed on goal-relevant but also goal-irrelevant 
dimensions. Perceptions of group variability are then directly related to how diverse we expect 
previously unseen group members to behave. Because we used ethnicity as a manipulation for 
group variability on a goal-irrelevant dimension, this has important implications. Earlier work 
suggests that ethnic diversity in classrooms can foster multicultural attitudes and tolerance (e.g., 
Van Geel & Vedder, 2010). Our findings extend on them by suggesting that ethnic diversity also 
bears the potential to reduce stereotyping on dimensions that are not directly related to a person’s 
ethnic identity (e.g., political and religious attitudes). This may provide an additional reason for 
why ethnic diversity can be desirable for reducing stereotyping in general.

3. LIMITATIONS

Although we developed novel and innovative approaches to study important questions about our 
social life, we also acknowledge a number of limitations. When designing our studies we often 
faced a trade-off. On the hand did we want to design our studies in such a way that they measure 
socially relevant processes and cognitions in a meaningful way. On the other hand did we want 
to study these processes from the perspective of basic information processing principles in such 
a way that they reflect current standards of modern cognitive psychology and become suitable 
for future neuroimaging research. This meant we had to have participants perform cognitively 
demanding laboratory experiments. Our tasks required sustained attention, drew on mnemonic 
resources, and our participants had to repeatedly make speeded predictions in an uncertain 
context. All this in front of a monitor where computer-generated human agents were presented 
in a minimal and affect-free social context during a relatively short time-span. Moreover, we 
forced our participants to intentionally make predictions and to do so using technological 
devices (e.g., button boxes, computer mouse) and without anticipating the often affect-laden 
(social) consequences that (in)accurate predictions typically bring about in real life.
 Nevertheless, the (quasi) experimental manipulations we employed in our studies were 
on socially relevant dimensions such as our ethnic variability manipulation in chapter three, 
the logo / no logo manipulation in chapter four, and the in-group / out-group manipulation 
in chapter five. Compared to actual social qualities, our manipulations can be considered to 
be rather minimal and weak. For example, our logo / no logo manipulation in chapter four 
was used as a substitute for perceptual cues on the basis of which individuals could be easily 
categorized into social groups. In everyday life, these cues are often much more salient and the 
knowledge associated with them is often much more internalized by perceivers. This includes, 
for example, perceptual cues such as skin color to derive ethnicity, dress codes to infer peer 
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membership and job profession, hairstyle and facial features to infer gender and age, and so 
forth. Similarly, our in-group / out-group manipulation was purposefully based on gender (in)
congruency between the participant and an agent. Not only do we almost equally often interact 
with people from the same or opposite gender than ours; there is also a biologically functional 
interest in the opposite gender (e.g., for breeding purposes). Being selectively more accurate in 
learning gender-congruent preferences for same-sex agents is, in the context of our experimental 
design, a fascinating finding.
 We are also aware that the way we operationalized social groups and group membership 
in our experiment is rather minimal compared to actual social groups. Social groups in actual 
societies are often more than a simple collection of individuals that share one or two perceptual 
attributes and are often also more than the sum of its parts and they can vary substantially in terms 
of how cohesive they are (e.g., nuns or soldiers versus waiters or cashiers). Moreover, inference 
and predictions in actual social encounters are often about relatively abstract qualities such as 
traits, the way particular behaviors are expressed, and complex mental states that reflect belief 
systems and ideologies. Our studies, however, were mostly limited to social qualities that were 
easy to quantify such as probabilistic preferences. Nevertheless, we do believe that we also often 
infer, represent, and communicate these abstract qualities in quantifiable ways (e.g., inferring 
central tendencies and variability) in order to use them for subgrouping (e.g., Franz Ferdinand is 
a lazy academic), various heuristics, and social comparisons (e.g., women are more extrovert than 
men; I’m less idealistic compared to this political party). Finally, accumulating group knowledge 
in everyday life does not only happen via empirical observation as we studied it. Social categorical 
group knowledge, particularly negative stereotypes, are often the consequence of massive 
exposure to media such as parents and friends, newspapers, television, and the internet. Although 
it is unlikely that group knowledge acquired through instruction and explicit learning does not 
influence our expectations and predictions about individual group members and does not lead to 
conformation bias and interpretative frameworks, we have not yet studied how they do so. 
 Conclusions drawn on the basis of our findings are limited to minimal social groups 
where goal-relevant group knowledge is acquired through empirical observation at the level of 
single individuals and where this knowledge is subsequently used to make predictions about 
basic and affect-free social qualities. Although we do acknowledge that actual social contexts and 
interactions are more complex and richer, we do believe that our findings and the mechanisms we 
studied are grounded in basic cognition and information principles that do capture elementary 
mental operations that are also the building blocks for social cognition. This includes making 
repeated observations that are integrated over time and from which case (individual) and 
aggregate (group) level knowledge, central tendencies, variability, and the shape of a distribution 
are inferred, and used in a particular way to generate predictions about other people’s preferences 
and behaviors. 
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4. FUTURE DIRECTIONS

In the present dissertation, we focused on questions that always have been and always will be 
relevant for science and society. Current standards of experimental psychology on the one hand 
(e.g., robust and clean experimental designs with multiple trials) and demands from related 
fields such as cognitive neuroscience on the other hand have made it a mandatory endeavor to 
revisit old and long-forgotten questions in new and innovative ways. This is not only critical for 
the synthesis of new knowledge and research ideas, but also for establishing a convergent and 
more encompassing description of how social variables affect basic cognitions and information 
processing mechanisms that eventually guide our social interactions. It also enables our colleagues 
to directly built upon our work and to extend, improve, and validate it with different means such 
as functional magnetic resonance imaging, electroencephalography, computational modeling or 
to conceive better ways to study these questions in more ecologically valid contexts. 
 Our work was driven by a motivation to approach our questions from multiple angles 
simultaneously. This meant that we took ideas from psychology, sociology, categorization, 
statistical learning, information and probability theory, cognitive neuroscience, and others, 
used them to revisit old questions and to identify novel approaches. This can be found back in 
each of our individual studies presented in the current dissertation. It is therefore the general 
conceptualization of the topic rather than the specific manifestation and implementation thereof 
in a single study that should inspire the traditional social psychologist in particular and all other 
researchers in general. It should remind us of having an open mind for the world outside the 
realm of one’s own profession. Only by moving beyond contemporary taxonomies, vaguely 
defined concepts, and the inconsequent confusing and often unnecessary complicated use of 
terminology in the literature, can we succeed in making progress. We therefore encourage other 
scientists - but also teachers and lecturers - to keep and promote an attitude where approaching 
old questions in new and innovative ways by combining ideas from different scientific areas, is 
actively rewarded. We acknowledge that this requires a generation of scientists that is competent 
in multiple neighboring scientific areas so that stereotyping, generalization, categorization, 
and statistical learning are not perceived as separate or, even worse, synonymous research lines. 
Alternatively, it requires a generation of specialized expert-scientist that are top-down encouraged 
and actively rewarded to co-operate in an interdisciplinary team(work). We should never stop 
asking, neither in science nor in academia, whether the way things are is the way they should be. 
Only by asking whether the way it has been done is the way we would want it to be done again 
can we know whether or not to move on in this specific manner. Above all, my thesis is a call 
for revisiting seemingly old questions in social psychology from multiple interdisciplinary angles 
using novel behavioral paradigms that carry the potential to be supplemented and utilized by 
neuroscientific methods.
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Stelt u zich de verwoestende gevolgen voor als u niet kunt voorspellen wanner uw kind met een 
leeftijd van vier maanden weer honger zal krijgen. Stel je ook voor dat je de sociaal-emotionele 
gevolgen niet kunt voorspellen van het bedriegen van je partner. Het maken van nauwkeurige 
voorspellingen over deze en andere kenmerken is cruciaal voor zinvolle sociale interactie. Het 
stelt ons in staat om onze acties te selecteren op basis van de waarschijnlijke gevolgen die ze voor 
onszelf hebben en de beïnvloeding op de mensen uit ons omgeving. Maar hoe en op basis van 
welke informatie maken we deze voorspellingen? Als we ons afvragen wat de oorzaak van onze 
eigen acties is stellen we snel vast dat het onze intenties, overtuigingen en voorkeuren zijn. Als 
we kennis hebben over de intenties, overtuigingen, en voorkeuren van iemand anders kunnen 
we deze kennis vervolgens gebruiken om voorspellingen te maken over het gedrag en de mentale 
toestand van deze persoon. Dit is wat we in deze context individuele kennis zullen noemen. 
Individuele kennis omvat alle kennis de we hebben over een individu en stelt ons in staat het ene 
individu van het andere te onderscheiden. Individuele kennis kan kennis inhouden over iemands 
doelen, overtuigingen, voorkeuren, karaktereigenschappen, maar kan ook fysieke kenmerken 
omvatten zoals huidskleur, kapsel, het aantal ledematen enzovoorts. Voldoende kennis over 
dergelijke kenmerken leidt tot nauwkeurigere voorspellingen over iemands mentale toestand en 
de mogelijke gedragingen die daaruit kunnen resulteren. Echter hebben we zelden volledige 
toegang tot dergelijk persoonlijke gegevens zoals mentale toestand en vaak ook niet de mentale 
capaciteiten om de hoeveelheid informatie snel en efficiënt te verwerken. En zelfs als we alles 
zouden weten over de mentale toestand van iemand betekent dat nog niet dat we weten hoe 
ze zich tot elkaar verhouden en uiteindelijk resulteren in zichtbaar gedrag. Het gevolg is dat 
er substantiële onzekerheid is in onze kennis over de mentale toestand van anderen. We weten 
niet wat hun doelen, overtuigingen, en voorkeuren zijn. Ook hebben we geen deterministische 
verklaring hoe deze leiden tot bepaald gedrag want ook dit verschilt per individu en situatie. 
Bijgevolg moeten we afleiden – uit wat we kunnen waarnemen en wat we weten over de 
(sociale) wereld – wat de waarschijnlijke intenties, voorkeuren, en overtuigingen zijn die aan 
het gedrag van iemand ten grondslag liggen. Bijvoorbeeld, door naar de gezichtsuitdrukking van 
onze partner te kijken wanner hij of zij een nieuw gerecht probeert, kunnen we afleiden of het 
eten vies of smakelijk is en daardoor tot een inschatting komen over smaak voorkeuren. Maar 
wat als we geen relevante individuele kennis hebben over iemand zoals bij volledig onbekende 
personen? Ook onder deze omstandigheden is sociale interactie mogelijk. Smalltalk is daar een 
goed voorbeeld van. Zonder enige moeite kunnen we met mensen in gesprek komen en over een 
gemeenschappelijk relevant onderwerp praten. Maar hoe is dat mogelijk? Een mogelijke reden is 
dat we de neiging hebben om de mensen om ons heen in zinvolle sociale categorieën classificeren 
(bijv. etnische groepen, sociale rollen, sociale situaties etc.). De kennis die we over deze categorieën 
al hebben kan vervolgens gebruikt worden om conclusies te trekken en voorspellingen te maken 
over de mogelijke mentale toestand van groepsleden en de aannemelijke gedragingen die daaruit 
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resulteren. De kennis die we hebben over sociale groepen zal vervolgens groepskennis worden 
genoemd. Groepskennis omvat alle kennis de we hebben over een sociale groep (bijv. wat een 
typische vrouw is en hoe vrouwen onderling verschillen). Groepskennis beschrijft wat we over 
een groep weten en hoe de leden van een groep verschillen ten opzichte van een andere groep. 
Het omvat daarom ook de kennis de we hebben over typische kenmerken van een groep zoals 
gedragspatronen, overtuigingen, doelen enzovoort. 
 Sociaalpsychologisch onderzoek heeft zich tot nu toe voornamelijk gericht op het 
identificeren, analyseren, en begrijpen van hoe kennis op het niveau van een individu (individuele 
kennis dus) leidt tot het begrijpen en voorspellen van iemands gedrag. Echter, er ontbreekt 
fundamentele kennis als het gaat over groepskennis. Bijvoorbeeld, op basis van welke aspecten 
van groepskennis maken we voorspellingen over onbekende personen? Weerspiegelen onze 
voorspellingen voornamelijk wat we denken wat een typisch groepslid is (d.w.z. het gemiddelde 
groepslid), of geven onze voorspellingen ook weer hoe relevante kenmerken verdeeld zijn binnen 
de groep (bijv. bij zeer heterogene groepen)? Worden onze voorspellingen ook beïnvloed door 
verschillen in de verdeling van kenmerken (bijv. diversiteit) die op dit moment niet relevant zijn 
voor de voorspelling? Bijvoorbeeld, verwachten we van groep die etnisch zeer heterogeen is dat ze 
ook op andere dimensies, zoals persoonlijkheidstrekken, zeer heterogeen is? Verder is ons gedrag 
niet alleen het gevolg van onze eigen intenties, overtuigingen, en voorkeuren maar wordt ook 
gevormd door sociale normen die ons zijn opgelegd door verschillende sociale groepen. Maar 
hoe balanceren we dan de mate waarin onze voorspellingen over anderen gebaseerd zijn op de 
kennis die we hebben over het betreffende individu enerzijds, en de kennis de we hebben over de 
groep waar het individu lid van is anderzijds? Tot slot, welke rol spelen wij als de persoon die de 
voorspellingen maakt? Maakt het verschil of we voorspellingen maken over personen die lid zijn 
van dezelfde groep als wij?
 Het huidige proefschrift zal zich onder andere met deze vragen bezighouden om tot 
een diepgaander begrip te komen hoe we individuele kennis en groepskennis gebruiken om 
voorspellingen te maken over het gedrag en de voorkeuren van onbekende personen. In hoofdstuk 
één hebben we het theoretische kader geschetst en relevante concepten en bevindingen in de 
literatuur kritisch geëvalueerd. Daarbij hebben we de focus gericht op (sociale) categorisatie en 
de gevolgen daarvan op cognitieve informatieverwerking en wat dit betekent voor het maken 
van voorspellingen. Verder hebben we aandacht besteedt aan tekortkomingen van vroegere 
onderzoeken en beargumenteerd welke beperkingen dit met zich mee heeft gebracht. Hoofdstuk 
één vormt dus de bouwstenen voor de empirische onderzoeken in de volgende hoofdstukken. 
 In hoofdstuk twee hebben we onderzocht hoe we kennis over de verdeling van voorkeuren 
op groepsniveau kunnen gebruiken om voorspellingen op het niveau van enkele individuen te 
maken. In ons onderzoek hebben proefpersonen voorspellingen gemaakt over de waarschijnlijke 
smaakvoorkeur van onbekende personen. Na iedere voorspelling lieten we aan onze proefpersonen 
zien hoe dichtbij de laatste voorspelling was ten opzichte van de werkelijke (onbekende) voorkeur. 
Daardoor was het mogelijk om over de tijd heen te leren wat de verdeling van voorkeuren van 
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de mensen was. Net zoals in het echte leven zijn verdelingen over sociale kenmerken niet altijd 
statistisch normaal verdeeld maar vaak scheef. Bijvoorbeeld het aantal dagen per week dat 
mensen alcohol drinken: de meeste mensen zullen geen of één dag per week alcohol drinken 
en heel weinig mensen op meer dan twee dagen; minder dan geen alcohol per week is echter 
niet mogelijk waardoor de verdeling scheef is. De werkelijke verdeling van de smaak voorkeuren 
in ons onderzoek was dus ook scheef en niet normaal verdeeld. De specifieke verdeling van 
de smaakvoorkeur kan worden beschouwd als een karakteristiek op het niveau van de gehele 
groep die de proefpersonen konden leren en gebruiken, om op basis daarvan voorspellingen te 
maken over de smaakvoorkeur op het niveau van enkele individuen. Door de voorspellingen 
van de proefpersonen te analyseren wilden we erachter komen in hoeverre informatie over de 
verdeling (gemiddelde, spreiding, en vorm) van de werkelijke voorkeuren in de voorspellingen 
terug te vinden zijn. Door onze analyses stelden we vast dat we wel gevoelig zijn voor de scheve 
vorm van de verdeling maar dat de voorspellingen die we maken voornamelijk gebaseerd zijn 
op een inschatting van wat de gemiddelde groepsvoorkeur is. Sterker nog, hoe zekerder we zijn 
in onze schatting van de gemiddelde voorkeur, hoe minder we hiervan afwijken als nieuwe 
voorspellingen gemaakt worden. Met andere woorden, hoewel we weten dat er variabiliteit in 
de voorkeuren bestaat, zijn de voorspellingen die we maken voornamelijk gebaseerd op wat we 
denken wat een typische voorkeur van de groep is en die is redelijk constant. Voorspellingen op 
deze manier zorgen ervoor dat de verwachte voorspellingsfout bij een enkele persoon zo klein 
mogelijk wordt. Maar het zorgt er ook voor dat er nauwelijks variatie in onze voorspellingen 
is terwijl we weten dat de verschillen tussen personen wel bestaan. In gedachte houdend dat 
onze acties tegenover anderen onder andere gebaseerd zijn op de voorspelde gevolgen daarvan, 
hebben deze bevindingen belangrijke implicaties. Het suggereert dat zelfs als we weten dat niet 
alle mensen in een groep hetzelfde zijn, doen we - met onze voorspellingen en vermoedelijk 
alle gevolgen hiervan - alsof ze allemaal één zijn. Dit kan zeker het ontstaan en gebruiken van 
stereotypen bevorderen een geeft voor de eerste keer een mogelijke mechanistische verklaring 
waarom dat zo is.
 In hoofdstuk drie hebben we onderzocht in hoeverre variabiliteit tussen mensen binnen 
een groep invloed heeft op de voorspellingen die we over deze mensen maken. Daarbij hebben we 
onderscheid gemaakt tussen variabiliteit op een dimensie die relevant is voor de voorspellingen 
(hier variabiliteit in het gedrag), en variabiliteit op een dimensie die niet relevant is voor de 
voorspellingen (hier etnische diversiteit). Ook in deze studie hebben we de voorspellingen van de 
proefpersonen geanalyseerd. Onze analyses laten zien dat variabiliteit binnen een groep op een 
dimensie die relevant is voor de voorspellingen automatisch leidt tot meer variabiliteit in onze 
voorspellingen. Dat wil zeggen dat we de neiging hebben om voor iedere mens een net iets andere 
gedragsvoorspelling te maken, als de persoon lid is van een groep die zich in het geheel zeer 
heterogeen gedraagt. Maar wat nog veel belangrijker is en verreikende consequenties heeft is dat 
groepsvariabiliteit op juist niet relevante dimensies ook van invloed is op de voorspellingen die 
we maken. We laten bijvoorbeeld zien dat gedragsvoorspellingen voor leden van mono-etnische 
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groepen meer op elkaar lijken dan voorspellingen over leden van multi-etnische groepen. Dit 
gebeurde ook al was (diversiteit in) etniciteit op geen enkele manier gerelateerd aan het gedrag 
van de groep of de individuele mensen zelf. Een mogelijke verklaring voor deze bevinding is 
dat we zowel relevante als ook niet relevante informatie gebruiken om een holistische impressie 
over de diversiteit van een groep te vormen. De indruk die we zo over de diversiteit van een 
groep krijgen beïnvloedt vervolgens in welke mate we verwachten dat individuele groepsleden 
zich allemaal op dezelfde manier gedragen. Door eerder onderzoek weten we al dat etnische 
diversiteit in klaslokalen leidt tot meer tolerantie en multiculturele attitudes. Ons onderzoek 
laat zien dat niet alleen etnische diversiteit maar diversiteit over het algemeen kan leiden tot 
minder stereotypering. Ook suggereert ons onderzoek dat etnische diversiteit tot een reductie 
van stereotypering kan leiden, die niet direct gerelateerd is aan de etniciteit zoals voorkeuren, 
politieke overtuigingen, gedragspatronen, karaktereigenschappen enzovoort.
 In hoofdstuk vier hebben we onderzocht hoe het categoriseren van mensen in sociale 
groepen de balans tussen het gebruik van individuele kennis en groepskennis kan veranderen. 
Proefpersonen hadden de opdracht voorspellingen over de voorkeur van meerdere personen te 
maken. Daarbij was het zo dat de helft van de gepresenteerde personen een gemeenschappelijk 
logo op hun shirt hadden terwijl de anderen dat niet hadden. Omdat zowel de personen met een 
motief als de mensen zonder een motief een gemeenschappelijke voorkeur hadden (bijvoorbeeld 
een gezamenlijke voorkeur voor donkere kleuren), vormden ze in principe twee groepen. Het was 
voor ons mogelijk de voorkeuren van individuele personen zo te definiëren dat deze deels uniek 
waren voor het individu en deels vergelijkbaar waren met de voorkeuren van de andere personen 
die ook wel of niet een motief op hun shirt hadden. Omdat de twee groepen in hun voorkeuren 
gespiegeld waren, was het enige verschil tussen de twee groepen de aanwezigheid van een motief. 
We vertelden onze proefpersonen niets over het motief of over groepen. Hun taak was alleen om 
zo goed mogelijk de voorkeuren van de individuele personen te leren kennen door voorspellingen 
te maken en van de feedback te leren. Door slimme analyses van de voorspellingen konden wij 
precies kwantificeren in hoeverre de voorspellingen voor een enkele persoon beïnvloed werd door 
de gemeenschappelijk voorkeur (de groepskennis) van de groep waar de persoon bij hoorde. 
Gelijktijdig konden we ook precies kwantificeren in hoeverre de voorspelling gedreven werd door 
de unieke voorkeur van de betreffende persoon zelf (individuele kennis). Daarbij vonden we dat 
voorspellingen voor personen met een motief gekenmerkt werden door een relatieve toename van 
het gebruik van groepskennis en een relatieve afname van het gebruik van individuele kennis. 
Dit vermoedelijk omdat personen met een motief eerder als een groep werden beschouwd dan 
personen zonder motief. Los van deze bevindingen vonden we ook dat voorspellingen voor 
personen met een motief duidelijk meer op elkaar leken dan voorspellingen voor personen zonder 
een motief. Deze resultaten suggereren dat een subtiel fysiek kenmerk zoals een gemeenschappelijk 
logo, tricot, uniform of huidskleur al voldoende is om mensen te categoriseren. Dit heeft dan tot 
gevolg dat de voorspellingen die we over de gecategoriseerde personen maken minder gebaseerd 
zijn op de individuele kennis die we over de betreffende persoon hebben en meer gebaseerd 
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zijn op de kennis die we hebben over de groep waar de persoon bij hoort. Verder suggereren de 
resultaten dat we geneigd zijn om bij gecategoriseerde personen voorspellingen te maken alsof ze 
allemaal één zijn. Dit kan stereotypering en de-individualisatie bevorderen waar in het extreme 
geval mensen binnen een groep niet meer als unieke individuen worden beschouwd. 
 In hoofdstuk vijf hebben we sociale categorisatie onderzocht een daarbij de rol van diegene 
die de voorspellingen maakt op de voorgrond gezet. Naar aanleiding van eerder onderzoek 
wilden we weten in hoeverre de nauwkeurigheid en diversiteit van onze voorspellingen worden 
beïnvloed doordat we of voorspellingen doen over mensen die tot dezelfde sociale groep behoren 
als wij of niet. Het is namelijk begrijpelijk dat we de neiging hebben om meer aandacht te 
besteden aan mensen die tot dezelfde groep horen als wij (de in-group). Ook zijn er studies die 
aantonen dat we onder bepaalde omstandigheden geneigd zijn om mensen die bij groepen horen 
waar wij niet deel van zijn (de out-group) als meer homogeen waar te nemen dan groepen waar 
we wel lid van zijn. In onze studie wilden we impliciet ervoor zorgen dat onze proefpersonen zich 
met één groep identificeren, wat vervolgens de in-group wordt, en zich met een andere groep niet 
identificeren, wat vervolgens de out-group wordt. Dit hebben we gedaan door proefpersonen 
zowel voorspellingen te laten doen over personen van hetzelfde geslacht als de proefpersoon (de 
in-group) en over personen van het andere geslacht (de out-group). Door feedback na iedere 
voorspelling konden proefpersonen weer leren wat de voorkeuren van de personen was. Uit 
meerdere analyses kwam naar voren dat we inderdaad nauwkeurigere voorspellingen maken over 
mensen uit de in-group. Maar dat geldt alleen als de voorspellingen in relatie staan tot de groep 
zelf en daarmee ook met de identiteit van de proefpersoon. Bijvoorbeeld worden voorspellingen 
alleen dan nauwkeuriger als het gaat over geslacht-specifieke aspecten van kleding (rosé of blauwe 
kleur) maar niet als het over geslachts-neutrale aspecten van kleding gaat (recht vierkant of schuin 
vierkant). Interessant is dat we geen indicaties hebben gevonden dat de voorspellingen die we 
voor personen in de out-group maken minder divers zijn dan voor personen in de in-group. Deze 
resultaten suggereren dat de effecten van categorisering ook afhankelijk zijn van de relatie tussen 
de sociale groep en de identiteit van de persoon die voorspellingen doet.
 In hoofdstuk zes hebben we de bevindingen uit de empirische hoofstukken vanuit de 
wetenschappelijke en sociale implicaties beschouwd en geëvalueerd. Daarbij hebben we de focus 
gelegd op de innovatieve benaderingen in onze onderzoeken, het experimentele karakter van de 
studies om causale verbanden te leggen, en de zorgvuldige methoden die we hebben ontwikkeld 
om basale cognitieve informatie verwerkingsmechanismes in een sociaal relevant context te 
onderzoeken. Daarbij hebben we vermeld welke nieuwe vraagstellingen en hypothesen uit onze 
benaderingen en de resultaten van onze studies naar voren zijn gekomen zodat toekomstig 
onderzoek hierop dieper kan ingaan. Verder hebben we besproken hoe de uitkomsten van onze 
onderzoeken gebruikt kunnen worden om tot een beter begrip van de oorzaken, mechanismes, 
en consequenties van (sociale) categorisering te komen en wat het over diegene zegt die de 
voorspellingen doet en diegenen die door de voorspellingen worden beïnvloed. Na een discussie 
over algemene beperkingen van de onderzoeken eindigt het hoofdstuk met een oproep om 
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toekomstig onderzoek op het gebied van sociale psychologie op een meer interdisciplinaire manier 
uit te voeren door meerdere vakgebieden zoals statistisch leren, stereotypering, categorisering met 
elkaar te verbinden.
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