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Introduction

1

1
Although vision is the most dominant sensory organ by which we can observe our surroundings, most of human communication is based on auditory signals. We can localize objects in the environment in total darkness.
This thesis studies some of the neuro-computational and learning mechanisms underlying human sound-localization beavior, through a series of
pyschophysical experiments. Source localization is a fundamental stage of
sensory-perceptual transformation, where sensory systems create a neuronal
representation of the target location in ego-centric coordinates. In contrast to vision and somatosensation,the auditory system has no spatiotopic
sensory epithelium, and therefore has to extract spatial information from
sounds by processing implicit spectral and temporal cues in the acoustic
input through specialised neuro-computational mechanisms. In mammals,
including humans, these neural circuits operate independently on the horizontal (azimuth) and vertical (elevation) head-centered coordinates of the
sound source. However, the estimation of a sound’s location in fact constitutes an ill-posed problem, which means that there are infinitely many potential solutions (i.e., locations) for the same spectral and temporal acoustic
cues. The problem to extract the sound-source elevation from the sensory
spectrum is ill-posed, since the sensory spectrum results from a convolution
between the actual source spectrum and the particular HRTF associated
with the source elevation, which are both unknown to the auditory system.
The brain, therefore, has to employ meaningful strategies to estimate the
real elevation angle. It is not clear how the auditory system accomplishes
this, or what correct assumption it makes about the sound source spectra.
This explains why the auditory system needs priors to deal with the ill-posed
problem, and the possible prors include uniqueness of HRTFs, source spectra
that do not correlate with HRTFs; certain locations that are more likely than
others, spectral info within the HRTFs that provide more or less evidence for
elevation. These priors need to be learned, and that’s why the human auditory system needs to be adaptive and plastic throughout life. In other words,
from a mathematical point of view, accurate sound-localization should actually be impossible. Yet, humans usually localize sounds remarkably well,

2
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but through which neural mechanisms and strategies they accomplish this is
still unclear. Here, using psychophysical experiments in humans, targeted
intervention with the source and receiver, and neurocomputational models
we address the mechanisms of sound source localization and learning in the
auditory system.
This chapter expands upon several topics, including different kinds of localization cues, the challenges that the auditory system has to cope with
while extracting the cues from sound sources, an introduction neurocomputational model that explains the neural estimation of sound source, and a
brief summary of following chapters.

3

1
1.1. Sound localization cues

1.1.

Sound localization cues

Source localization is the first stage of sensory-perceptual transformation
where sensory systems create a neuronal representation of the target location in ego-centric coordinates. In sensory systems where the sensory
periphery is encoded topographically, like somatosensation and vision, the
location of the sensory stimulus in the periphery can be encoded in spatial
maps.
The auditory system does not contain a spatial map but a frequency
map of the sensory periphery. It decodes the stimulus location and its properties from the unidirectional displacement of the tympanic membrane, and
the subsequent spectral decomposition of this signal in the cochlea. The
human auditory system can nonetheless represent the stimulus direction in
high-resolution across horizontal (azimuth), vertical (elevation) directions.
For source localization in the horizontal plane, the auditory system takes
advantage of binaural difference cues, decoding the azimuth angle from
temporal (phase) and intensity differences across the ears. The elevation
angle of the sound is extracted from spectral properties by deconvolving the
current sensory spectrum with a template that is learned by prior experience. This template is based on a Head Related Transfer Function (HRTF)
which is elevation specific and varies across subjects. It is suggested that
by performing cross correlation spectrally weighted averaging (Covert Peak
Area)or by calculating derivatives of the current spectra the human auditory system can locate the origin of the sound in the elevation domain
(Zonooz et al., 2019). Independent from the signal processing differences,
all models require that current sensory spectra to be compared to a learned
template, thus they assume prior perceptual learning for successful source
localization in the vertical plane.

1.1.1.

Binaural localization cues

The brain estimates the two-dimensional direction of sounds from the pressureinduced displacements of the eardrums. Accurate localization along the
4

1
1.1. Sound localization cues

horizontal plane (azimuth angle) is based on binaural difference cues in
timing and intensity (Blauert, 1997; Van Opstal, 2016) (see Figure 1.1,
top).

Figure 1.1: Neural pathway for Interaural Time Difference (top) and for Interaural Level
Difference (bottom), (Van Opstal (2016) with permission).

Neural pathway that implements the encoding of a frequency-specific
interaural level difference in the LSO
That is, a sound wave enters the ear ipsilateral to the sound source
earlier than far ear. Behavioral studies have shown that due to the limited
speed of sound (343 m/s) detectable ITDs can be effective cue for localizing
low frequency tones (<1.3 kHz) (Wightman and Kistler, 1989). For higher
frequencies the auditory system relies on Interaural level differences (ILDs)
which is based on the differences in the sound source level in the two ears
(see Figure 1.1, bottom).
The difference in level at higher frequencies between the two ears occurs
because of the attenuating effect of the head (the acoustic "head-shadow")
that vary in a systematic way with sound source azimuth and with frequency (the higher the frequency, the stronger the effect).
5
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1.1.2.

Monaural localization cues

As all sources in the mid-sagittal plane, and on the so-called ’inter-aural
cone of confusion’, yield identical binaural differences, the binaural differences cues by themselves are not sufficient to uniquely resolve the 2D
direction of a sound, that is, both ITD and ILD will be zero for all vertical
planes. For all sound sources located on cone of confusion the difference
in distance between the near and far ear is the same which will lead to
the same ITD and ILD values. Depending on the sound-source position,
at the front or at the rear, this inherent ambiguity may lead to front-back
confusions. Localization along the vertical planes (extracting the elevation
angle) is therefore necessary to resolve the cone of confusion, and this is
enabled by spectral cues made possible by the elevation dependent filtering
in the pinna. It is well established that the elevation of a sound in the
medial plane is extracted from pinna-related spectral-shape cues (Blauert,
1969; Hofman and Van Opstal, 1998; Jin et al., 2000; Kulkarni and Colburn,
1998; Langendijk and Bronkhorst, 2002; Middlebrooks, 1992; Van Opstal
et al., 2017; Van Opstal, 2016), which are described by elevation-specific
and idiosyncratic Head-Related Transfer Functions (HRTFs; Figure 1.2)
(Hofman and Van Opstal, 1998; Middlebrooks and Green, 1991; Wightman
and Kistler, 1989).
The auditory system performs a form of "template matching" whereby
the spectrum of the current sound is compared to head related transfer functions that vary along the vertical plane, based on weighted learned kernels.
Frequencies above 4 kHz have distinct HRTFs. The auditory system can
learn and store the informaiton about HRTFs through the experience.

Ill-posed problem(s) The problem of extracting elevation from the spectrum is ill-posed since the spectrum results from a convolution between
source spectrum and the particular head-related transfer function (HRTF)
associated with the source elevation, which are both unknown. The auditory system should therefore make some implicit non-acoustic assumptions
6
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Figure 1.2: Measured head-related transfer functions of a male adult human subject.
Data are shown on log-log scale (Van Opstal, 2016), with permission.

about sound spectra. Those assumptions can include
(i) the pinna prior: pinna filters are uncorrelated (i.e., they are unique
for each elevation angle)
(ii) the prior on source spectra: natural source spectra do not correlate
with any of the pinna filters.
(iii) the prior on frequency bands: some frequency bands are more informative for changes in elevation than others, and
(iv) the spatial prior: the expected distribution of potential target locations.

1.1.3.

Perceptual learning

Using a mold (Hofman et al., 1998; Van Wanrooij and Van Opstal, 2005)
demonstrated that a new set of HRTFs can be learned. They had subjects
worn mold for a few weeks. The insertion of mold distorted the pinna cues
7
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and subjects had difficulty localizing in the beginning. The idea was to
determine how localization can be effected and changed when the mold is
inserted and how it can change with time passage, and what happens when
the mold is taken out. The adaptation to altered spectral cues is shown in
Figure 1.3.

Figure 1.3: Sound-localization performance of eye movements to targets randomly presented within the frontal oculomotor range, before (top), during (center) and at the
end of the binaural mold-adaptation experiments. Data from four different subjects
(columns). The bold lines connect mean localization responses (black dots) to mean
target locations within each of the 16 target sectors (connected by the thin grids). Upon
insertion of the molds, localiztion in elevation is impossible (center row). After three to
five weeks, however, accuracy is nearly regained. After: (Hofman et al., 1998)

Having inserted the molds, the localization performance was poor due to
the altered shape of the pinna. However, as it is clear, the localization performance in the azimuth plan is unaffected.The experiment demonstrated
that the localization performance continued to improve in the course of
8
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several days until reached almost normal base line performance levels. It
was therefore concluded that the auditory system can indeed learn a new
set of HRTFs. After a few weeks the molds were taken out and the subjects
were measured again with their natural ears. The localization performance
was as good as before inserting the molds. This indicates that new set of
HRTFs was learned that did not interfere with the original ones.
By varying the spectral contrast of a broadband auditory stimulus
around the 6-9 kHz band, which falls within the human pinna’s most prominent elevation-related spectral notch, we have shown that the auditory system performs a weighted spectral analysis across different frequency bands
to accurately extract a reliable source elevation (Zonooz et al., 2019). The
results are explained by a Bayesian model, in which the auditory system
weighs the different spectral bands, and compares the convolved weighted
sensory spectrum with stored information about its own HRTFs.

1.2.

Modeling sound localization

Previous models of sound localization have argued that humans compare
the current sensory information to a weighted learned template to perform
localization in the vertical plane (elevation). Accurate localization along
the horizontal plane (azimuth angle) is enabled by binaural difference cues
in timing and intensity. Localization along the vertical plane (elevation
angle) is enabled by spectral cues made possible by the elevation dependent filtering in the pinna. The acoustics underlying the spectral cues that
encode sound-source elevation are not yet fully understood (but see (Takemoto et al., 2012)). An introductory figure of a computational model of
the auditory system for sound locations data is shown in Figure 1.4
In the experimental model of the auditory system, for example, the
one-dimensional motion of the eardrums is converted into a 2D (azimuth,
elevation) representation of the head-centered sound direction. Sound localization in the azimuth is achieved by decoding positional information
from temporal and intensity differences across the ears; in the elevation
9
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Figure 1.4: Neurocomputational model, Van Opstal (2016) with permission.

plane the existence of the “inter-aural cone of confusion”, where sound
originating from different locations yield identical binaural differences, argue that elevation of sound is decoded independently. Previous studies by
us and others have proposed that the auditory system might extract the
sound elevation using the spectral distortions introduced by pinna, however
the spectral information in the source could also contain sufficient information as the brain integrates information spectrotemporally. we explicitly
test this hypothesis using psychophysical experiments in humans (chapter 2 and 3) and show that both the sound intensity and contrast contain
sufficient information to perform sound localization in the elevation plane.
Integrating this information in the context of a Bayesian model, we propose
a decoding schema for the sound elevation that also explains behavioral observations on localization bias in human subjects. In chapter 4 and 5, using
pyschophysical experiments we study to what extend listeners (normal and
monaural deaf) can adjust the relative contributions of cues.

1.2.1.

Bayesian inference

Bayesian inference is the process of drawing conclusions based on uncertain, noisy, or incomplete measurements, or observations. If we use the
mathematics of probability theory to express all forms of uncertainty and
noise associated with the model, then Bayes rule allows us to infer unknown
quantities, and make predictions (Ghahramani, 2001). Bayes’ rule tells us
10
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how to do inference about hypotheses from data as follows:
p(hypothesis|data) =

p(data|hypothesis)p(hypothesis)
p(data)

(1.1)

The prior distribution allows us to incorporate our beliefs about the
parameter(s) of interest. The posterior is a distribution on the parameter
space given the observed data. That is, it quantifies our uncertainty in the
parameter. Having obtained the posterior distribution, we can estimate the
unknown parameters. This is done by a maximum a posteriori probability
(MAP) which results in the mode of the posterior distribution.
θmap = arg max p(θ|x1 , ..., xn )

(1.2)

θ

Suppose θ is a random variable ∼ N (µ, 1) and X1 , ..., Xn ∼ N (θ, σ 2 )
are conditionally independent given θ.
The parameter that can maximize the posterior is:
σ2
n
x̂
+
µ
(1.3)
n + σ2
n + σ2
Where x̂ and µ are the sample mean and prior mean, respectively.
θmap =

If we now consider a case in which the prior p(θ) ∼ N (µ0 , σ0 ) and the
data drwan from a Gaussian(µ, σ) then the posterior distribution is going
to be another Gaussian with mean and stand deviation as follows:

µ1 =

µ0
σ02

Pn

+

i=1
σ2

1
σ2

n
σ2

+

xi

,

σ1 = (

1
n −1
+
)2
σ2 σ2

(1.4)

Lets suppose we are given samples from Normal distribution centered
at 3 with standard deviation of 2; x1 , ..., x5 ∼ N (µ = 3, σ = 2) and we set
a prior centered at -1 with standard deviation of 6; N (µ0 = −1, σ0 = 6).
As it is shown in the figure 1.5 the prior is not really affecting the posterior
and it is very similar to the likelihood as the prior is very broad.
However, if we now decrease the entropy of the prior N (µ0 = −1, σ0 =
1) it is clear that it pulls the posterior in the direction of the prior. This
11
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Figure 1.5: Product of Normal distributions

means, that we believe our prior belief so much that the modeling is putting
less weight on the observation (see figure 1.6).
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Figure 1.6: Product of Normal distributions

Now with the same prior N (µ0 = −1, σ0 = 1) if we now increase the
number of samples to 20, it is shown that the data will start to overwhelm
the prior anyway (see figure 1.7)
12
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Figure 1.7: Product of Normal distributions with more samples

1.2.2.

Bayesian inference in sound localization

In contrast to many Bayesian-inspired studies in the sensorimotor field, we
do not simply assume that the subject’s ’prior’ is flat, meaning that essentially the system would perform maximum likelihood estimation. We show
that the use of non-trivial priors is quite essential to understand human
sound-localization behavior. As we explained, the human auditory system
can never be sure about the true elevation of the sound (because of the essentially ill-posed nature of the problem), and therefore has to combine the
convolved sensory input with additional non-acoustic (prior) knowledge. In
our study (Zonooz et al., 2019), we propose the existence of four essential
priors for the elevation system:
1. the assumption that each HRTF is unique (a pinna prior)
2. the assumption that source spectra do not resemble HRTFs (a spectral source prior; here we differ from Middlebrooks’ model, which
assumes a flat stimulus spectrum, or from the Zakarouskas-Cynader
model, which assumes a flat spectral derivative).
These two priors had already been proposed in earlier study from our
lab (Hofman and Van Opstal, 1998). There, we described a spectral
13
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cross-correlation model in which the sensory spectrum is compared to
the stored (learned) spectral information of all HRTFs. Interestingly,
with these two priors it can be readily understood why it is not necessary to have flat amplitude spectra to localize most sound sources
in elevation.
Here, we now explicitly link this concept to the Bayesian formalism,
by transforming the cross-correlation result into a sensory likelihood
function (by rectification). Further novelties, however, are the following two priors, which were explicitly exploited in our study:
3. the assumption that certain spectral bands contain more task-relevant
information than others (an HRTF prior)
4. the assumption about the potential distribution of sources in the environment (a spatial prior)
The latter prior, together with the likelihood function, determines the
variation in slope (or: gain) of the stimulus-response relations. In the
Bayesian context, the gain can be seen as a direct measure for the system’s
’confidence’, or ’certainty’ about the elevation angle: given that subjects
rely on both the current sensory evidence (the (weighted) likelihood, with
uncertainty σstim ), as well as on the spatial prior (we assume that targets
are taken from around straight ahead, with standard deviation σprior ), it
can be shown that the response gain is determined by the ratio
1

G=
1+

2
σstim
2
σprior

Thus, the predicted gain is close to one for low sensory noise levels
(σstim ≈ 0, high confidence), and close to zero for high sensory noise levels
(σstim  σprior , low confidence).
The same framework (with no additional assumptions, and no additional parameters) holds also for the azimuth response components: there,
the sensory noise is typically low because the binaural differences are very
14
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robust and reliable, and can be measured and compared within each single
frequency channel, leading to high response gains. These gains only start to
decline at very low sound levels, close to the noise floor, when the binaural
differences become unreliable.
Indeed, for the flat and louder GWN, the sensory noise level is lowest
in our experiments, and therefore the gains will be highest, as expected,
but here this result is also automatically predicted by the Bayesian model.
Note, a flat spectrum assumption is not a requirement for accurate localization! As long as the source spectra do not contain significant spectral cues
from the pinna, localization will remain accurate. This Bayesian strategy
makes the auditory system robust against spectral variability, and despite
the fundamentally unsolvable character of the localization problem, it still
results in (near-)veridical responses with limited variability for a wide range
of spectra, as long as they are broadband. This is what is called ’optimal
behavior’.

1.3.

Research topics of this thesis

This thesis addresses important problems in sensory perception and sensorimotor integration, which is of interest to a wide audience working in
the field of systems neuroscience. Creating a neuronal representation of
the sensory world requires sensory systems to encode the world in self(agent, subject) centric coordinates. The auditory system achieve this feat
by converting one-dimensional motion of the eardrum into 3D representation of the origin of the sound. Source localization is the first stage
of sensory-perceptual transformation, where sensory systems create a neuronal representation of the target location in ego-centric coordinates. Vision
and somatosensation are already endowed with spatiotopic representations
of their sensory input at the receptor epithelia. In the auditory system,
however, the motion of the eardrums is transformed into spectral-temporal
(tonotopic) codes in the cochlea, which have to be converted into a 2D
(azimuth, elevation) representation of the head-centered sound direction
15
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through specialized neurocomputational circuits in auditory brainstem and
midbrain. Sound localization in the horizontal plane is achieved by decoding the azimuth angle from time- and intensity differences across the ears.
However, the “inter-aural cone of confusion” precludes a unique solution,
as all sounds originating from locations on this cone yield identical binaural
differences. In principle, this ambiguity could be resolved by an independent elevation-detection system. Indeed, in mammals the elevation angle
(vertical and front/back in the medial plane) is estimated by analyzing the
direction-dependent spectral distortions of sound by the pinna. However,
since the sensory spectrum at the eardrum results from a convolution of
the source spectrum (unknown to the auditory system) with the particular
pinna filter (also unknown), also the extraction of elevation is ill-posed (infinitely many potential solutions). In short, accurate sound localization is
mathematically impossible! Still, humans can localize sound sources with
high accuracy and precision, which suggests that the auditory system must
have developed meaningful coping strategies to circumvent the ill-posed
nature of the localization problem. Chapter 2 (Zonooz et al., 2019) identifies these coping strategies, by systematically manipulating the spectral
content of sound sources, and measuring the resulting sound-localization
behavior of human subjects in the 2D frontal hemifield. We show that
the auditory system performs a weighting operation on the entire sensory
spectrum, in which the regions with the strongest spatial information content adopt the strongest weights. We argue that the auditory system has
learned, through experience, how to construct this spectral weighting. Integrating the weighted sensory spectrum with a spectral comparison of
stored (learned) information about the system’s pinna filters, we show that
a Bayesian inference model can fully account for the rich behavior observed
in the human sound-localization responses.
In contrast to vision and touch, the auditory system has no spatiotopic
sensory epithelium, and has to extract spatial information from sounds
by processing implicit spectral and temporal cues in the acoustic input
with specialised neuro-computational mechanisms. In mammals, includ16
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ing humans, these neural circuits operate independently on the horizontal and vertical coordinates of the sound source. However, estimation of
sound location is in fact an ill-posed problem, which means that there
are infinitely many potential solutions for the same spectral and temporal
acoustic cues. In other words, from a mathematical point of view, accurate sound-localization should actually be impossible! Yet, humans usually
do quite well, but through which neural mechanisms and strategies they
accomplish this is still unclear. In Chapter 3 (Zonooz et al., 2018), we
argue that to cope with this problem the auditory system has learned to
adopt various non-acoustic priors (i.e., expectations, assumptions) about
sound spectra and locations in the natural habitat, and that these priors
are under adaptive control. Earlier studies from our group have demonstrated that the auditory system is indeed able to adapt to chronic changes
in the acoustics of the pinnae (which mediate spectral localisation cues),
and Zwiers et al. (2003) showed that visual feedback contributes to auditory spatial learning. In our study we now provided trial-to-trial visual
feedback for only a few poorly localisable targets in the midsagittal plane.
We show that the auditory system can be trained within a few-hundred
trials to reweigh its priors on sound spectra, and to thus improve its localisation performance. Importantly, we demonstrate that the perceptual
learning generalised to the full two-dimensional frontal hemifield, and also
to other sound spectra than used in the training. We explain our results
with a neuro-biologically realistic model that incorporates Bayesian inference. This work is partly based on a model described in (Zonooz et al.,
2019). We demonstrate that one of the priors in sound localization is a
spectral prior, which assigns weights to the different frequency bands in
the sound spectrum, based on their spatial information content.
Chapter 4 (Zonooz and Van Opstal, 2019) continues discussing the
fact that although from a mathematical point of view accurate soundlocalization is impossible, humans usually localize sounds remarkably well.
Here we shed light on the neural mechanisms and strategies that humans
accomplish it. We argue that to cope with this problem the auditory sys17
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tem has learned to adopt various acoustic and non-acoustic priors (i.e.,
expectations, assumptions) about the environment, properties of (relevant)
sounds, and potential locations in the natural habitat, and that these priors are under continuous adaptive control, also by integrating evidence
from other sensory systems (like vision), and sensorimotor feedback. Here,
we studied rapid adaptation to acute monaural hearing, by plugging one
ear. This manipulation abolishes the highly robust binaural difference cues
for sound-source azimuth, and leads to a dramatic degradation of soundlocalization performance in the horizontal plane with a large localization
bias towards the hearing ear. Clearly, this problem affects single-sided deaf
listeners, and also listeners with mild to severe unilateral conductive hearing loss. This deficit in binaural hearing, however, also impairs localization
in the vertical plane (up-down and front-back), as binaural spectral integration for elevation is known to be mediated by (and in the case of binaural
impairment, erroneously) perceived azimuth. In our experiments, listeners were trained, after plugging their right ear (mimicking acute unilateral
conductive hearing loss), to localize a sound at only a limited number of locations in the horizontal plane, by providing visual feedback about the true
sound location. We show, by applying different regression analyses, that
the auditory system rapidly reweights its internal priors regarding the binaural difference cues and monaural head-shadow cues, in order to improve
its localisation performance in azimuth. The results also show that this
perceptual learning generalised to the full two-dimensional frontal hemifield (in azimuth and elevation), and to other sounds than the one used
during training. Most interestingly, however, and quite unexpectedly, we
also demonstrate a strong degradation of the performance of the listeners in the elevation direction, which resulted from the training. We argue
that the weight of the still highly useful spectral cues on the hearing side
(still highly relevant in the acute plug situation) became strongly reduced,
leading to reduced performance on their normal-hearing side. Thus, our
experiments show that the human auditory system rapidly adapts to the
current acoustic situation, in order to optimize its localization performance,
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even if the changes would induce a (strong) degradation of performance for
other acoustic environments (like encountered in daily life). We explain
our results with a neuro-biologically plausible conceptual model, in which
six different acoustic localization cues, and internal priors, are rapidly reweighted in response to changes in the current acoustics, and on the basis of
environmental feedback (e.g. from vision). Chapter 5 (Zonooz and Van Opstal, 2020) concerns learning process for monaural subjects and how their
learning process is affected by training. This chapter follows up on the
chapter 4 to study rapid adaptation to single side deaf listeners. We show
that the training had rapidly readjusted the contributions of monaural cues
and internal priors, which resulted to be imposed by the multisensory information provided during the training. We compare these results with the
strategies found for the acute monaural hearing condition from chapter 4
of normal-hearing listeners.
Throughout this thesis, we explain our results with neuro-biologically
realistic models that incorporates Bayesian inference that can fully account
for the rich behavior observed in the human sound-localization responses
and adaptation in the auditory system. We conclude that the auditory
system has learned, through experience, to develop meaningful strategies to
cope with ill-posed localization problem and that it can rapidly adapt to the
current acoustic situation, in order to optimize its localization performance,
even if the changes would induce a (strong) degradation of performance for
other acoustic environments (like encountered in daily life).
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Spectral Weighting Underlies Perceived
Sound Elevation

This chapter has been published in B. Zonooz, E. Arani, K.P. Kording, P.A.T.R Aalbers,
T. Celikel and A.J. van Opstal, Scientific Reports (Nature), (2019).
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The brain estimates the two-dimensional direction of sounds from the pressureinduced displacements of the eardrums. Accurate localization along the horizontal plane (azimuth angle) is enabled by binaural difference cues in timing
and intensity. Localization along the vertical plane (elevation angle), including frontal and rear directions, relies on spectral cues made possible by
the elevation dependent filtering in the idiosyncratic pinna cavities. However, the problem of extracting elevation from the sensory input is ill-posed,
since the spectrum results from a convolution between source spectrum and
the particular head-related transfer function (HRTF) associated with the
source elevation, which are both unknown to the system. It is not clear how
the auditory system deals with this problem, or which implicit assumptions
it makes about source spectra. By varying the spectral contrast of broadband
sounds around the 6-9 kHz band, which falls within the human pinna’s most
prominent elevation-related spectral notch, we here suggest that the auditory system performs a weighted spectral analysis across different frequency
bands to estimate source elevation. We explain our results by a model, in
which the auditory system weighs the different spectral bands, and compares
the convolved weighted sensory spectrum with stored information about its
own HRTFs, and spatial prior assumptions.
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A crucial stage in the neural processing for sensory perception involves
source localization. When the sensory space is encoded topographically,
like in touch and vision, stimulus location is encoded as spatial maps, and
dynamically updated by efference copies of intervening movements. Sensorimotor integration across these dynamic spatial representations enables
accurate somatosensory and visual localization performance (Celikel and
Sakmann, 2007; Middlebrooks and Green, 1991; Vliegen et al., 2005).
The auditory system, however, is tonotopically organized at the level
of the cochlea, and has to derive the stimulus location and its properties
from pressure-induced implicit acoustic cues at the eardrums. For source
localization in the horizontal (azimuth) plane, the system takes advantage
of binaural acoustic difference cues, by decoding position from temporal
and intensity differences across the ears (Blauert, 1997). However, as all
sources in the midsagittal plane, and on the so-called’ inter-aural cone of
confusion’, yield identical binaural differences, these cues are not sufficient
to uniquely resolve the 2D direction of a sound. To resolve the cone of
confusion, the auditory system should have access to the sound’s elevation
angle in the vertical plane as well.
It is well established that the elevation of a sound in vertical planes
is derived from pinna-related spectral-shape cues (Blauert, 1969; Hofman
and Van Opstal, 1998; Jin et al., 2000; Kulkarni and Colburn, 1998; Langendijk and Bronkhorst, 2002; Middlebrooks, 1992; Van Opstal et al., 2017;
Van Opstal, 2016), which are described by elevation-specific and idiosyncratic Head-Related Transfer Functions (HRTFs; Figure 2.1) (Blauert, 1969;
Macpherson and Middlebrooks, 2003; Middlebrooks, 1992; Takemoto et al.,
2012; Van Opstal et al., 2017; Van Opstal, 2016; Wightman and Kistler,
1989). The acoustics underlying the spectral cues that encode sound-source
elevation are not yet fully understood, but to a first approximation they
can be related to the superposition of direct and reflected high-frequency
(> 3 − 4 kHz) sound waves in the ear canal. As the pinna is asymmetrically
23
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shaped, the pinna reflections will follow different path lengths, depending
on the incident angle and particular geometry of the pinna cavities and
ridges, leading to constructive and destructive interference at specific frequencies that differ for each direction in elevation (Van Opstal (2016), and
see Takemoto et al. (2012) for an elaborate 3D model).
Importantly, the problem to extract the sound’s elevation from the
acoustic spectrum, say at ε∗ , is mathematically ill-posed. The sensory
input at the eardrums, s(t; ε∗ ), results from a time-domain convolution between the actual source pressure, x(t), and the impulse response of the
particular HRTF associated with the source’s elevation, h(t; ε∗ ), both of
which are a-priori unknown to the auditory system (Hofman and Van Opstal, 1998; Middlebrooks, 1992). For the frequency representation in the
cochlea, the sensory spectrum is given by S(f ; ε∗ ) = H(f ; ε∗ ) · X(f ), yielding one equation with two unknowns (H and X). As a result, the extraction
of source elevation (and hence the veridical 2D sound direction) cannot be
performed with certainty, as there exists no unique solution. Still, despite
this fundamental problem, human sound-localization performance can be
very accurate and precise in all directions (Hofman and Van Opstal, 1998;
Middlebrooks, 1992; Wightman and Kistler, 1989), even during fast eyehead movements (Vliegen et al., 2004).
To estimate the most likely elevation angle, i.e., the true H(f ; ε∗ ), and
thus to successfully disambiguate the cone of confusion, the auditory system
should also incorporate non-acoustic information about sounds and the
environment. It is not clear how the auditory system accomplishes this
task, or what implicit assumptions it makes about potential sound-source
spectra in natural habitats. For example, the brain could consider certain
parts of the sensory information to be more reliable than others, and hence
put different weights on different frequency bands. Conversely, it could
exclusively process only those parts of the spectrum that yield an optimal
spatial resolution.
Previous models have suggested that to estimate the sound’s elevation, the human auditory system might perform a cross-correlation be24
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Figure 2.1: Color-coded HRTFs (amplitude spectra (1–16 kHz) between -15 dB (dark
blue) and +20 dB (dark red)) as function of elevation for a typical human subject, with
our high-contrast stimuli overlaid in black lines. NR: notch region (6–9 kHz); OR: outer
region. Note the prominent elevation-dependent spectral notch (blue). Also, between
4–6 kHz spectral cues vary monotonically with elevation, albeit less strongly than in the
NR. The cues above 9 kHz vary in a much more complex way with elevation. At the low
frequencies, the ear-canal resonance around 2.5 kHz (red) is direction-independent.

tween incoming and learned spectral HRTF patterns (Bremen et al., 2010;
Hofman and Van Opstal, 1998; Kulkarni and Colburn, 1998; Langendijk
and Bronkhorst, 2002; Macpherson and Middlebrooks, 2003; Middlebrooks,
1992; Van Opstal, 2016), calculate a spectrally weighted average (Covert
Peak Area (Butler, 1987; Butler and Musicant, 1993; Musicant and Butler, 1984; Rogers and Butler, 1992)), or rely on a comparison of the input
with elevation-specific local spectral derivatives (Baumgartner et al., 2014;
Zakarauskas and Cynader, 1993). The HRTF analysis has been shown to
integrate the spectral information from the two ears (Hofman and Van Opstal, 2003), and to include frequencies exceeding 8 kHz (Best et al., 2005).
Yet, regardless of their differences in signal processing, these models all
somehow compare the current sensory spectrum to stored features of HRTF
templates. They thus assume prior perceptual learning for reliable source
localization performance. Several studies have indeed demonstrated that
the human auditory system successfully adapts to chronic changes in its
HRTFs (Carlile, 2014; Carlile and Blackman, 2014; Hofman et al., 1998;
25
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In this paper, we studied perceptual mislocalizations to systematic manipulations of the acoustic spectral input, in order to unravel the underlying
neural strategies of the auditory system. Based on the above, we reasoned
that source (mis)localization in elevation should depend systematically on
the spectral properties of the stimulus, in particular on those parts of the
spectrum that encode spatial information either more, or less, reliably. We
thus varied spectral contrast by changing the relative power over a ±36 dB
range within a restricted, but relevant, portion of the major pinna-induced
spectral notch (from 6–9 kHz for the human ear (Baumgartner et al., 2014;
Takemoto et al., 2012; Wightman and Kistler, 1989; Zakarauskas and Cynader, 1993); see Figure 2.1), with respect to the surrounding frequency
bands (1-6 kHz and 9-20 kHz).
Importantly, however, also these surrounding bands contain elevationspecific information, albeit less reliable. For example, as can be seen in
Figure 2.1, the HRTFs vary systematically and monotonically with elevation between 4-6 kHz, but their changes are markedly smaller than for
the 6-9 kHz band. On the other hand, the cues above 9 kHz seem to be
strong, but are more erratic (non-monotonic). In addition, hearing performance at those high frequencies is relatively poor. Hence, if the auditory
system would rely on the spectral information across the entire acoustic
spectrum, some localization performance might still be possible, even when
all cues from the 6-9 kHz band were removed. On the other hand, if only
specific features (like raising spectral edges) (Baumgartner et al., 2014; Zakarauskas and Cynader, 1993) from the 6-9 kHz band would contribute
to the elevation percept, for being the strongest and most reliable sensory
input, localization performance would be affected, but remain invariant to
changes in the contribution of surrounding bands. However, if the auditory
system would weigh the different frequency bands differently, e.g. depending on their reliability, localization is expected to systematically depend on
the relative power provided by the different frequency bands.
A recent study provided some supporting evidence for this latter possi26
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bility (Zonooz et al., 2018). When listeners were confronted with low-pass
filtered sounds, containing only poor spectral cues (cut-off at 6 kHz; Figure
1.2), the stimulus-response relation in elevation was typically characterised
by a low gain (slope), and a considerable upward response bias. However,
repeated exposure of these sounds at a limited number of locations on the
midsagittal plane induced a gradual improvement of their responses, even
without any sensory feedback. The response gain increased, and the bias
and mean-squared localization errors were reduced, also for other spectral
stimuli, and for different locations across frontal space. As the HRTFs (including their spectral derivatives, or covert peak areas) had not been tampered with, we interpreted this result as evidence for an increased contribution of the low-frequency HRTF bands to the elevation estimate (Zonooz
et al., 2018).
To further test this idea, we here measured open-loop sound-localization
performance of normal-hearing subjects over a wide range of azimuth and
elevation directions in the frontal hemifield, while manipulating the relative acoustic power in the surrounding bands and notch band. Our results
indicate a systematic influence of spectral contrast between these bands
on the stimulus-response relationships. While spectral contrast modulated
the elevation gain in a non-monotonic and asymmetric way, we also found
that extra power within the notch band introduced a large upward localization bias, and sometimes up-down confusions. We extended the spectral
cross-correlation model for the elevation localization system (Hofman and
Van Opstal, 1998) to account for these results.

2.2.

Results

To investigate the relative contributions of the different frequency bands to
the localization percept, we measured 2D sound-localization performance
of eight normal-hearing listeners (see Materials and Methods), while systematically varying the acoustic power within the Notch Region (NRI) with
respect to the Outer Region of the broadband spectrum (ORI; Figures 2.1
27
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Figure 2.2: Elevation results for all stimuli from listener P1 (circles: observed data; solid
black line: optimal regression). Green lines: regressions for the other seven subjects. Elevation performance varies strongly with spectral contrast, and with the absolute stimulus
power. Even in the absence of power in the notch band (upper-left section), response
elevation correlates with stimulus elevation (r2 ∼ 0.6; g ∼ 0.4). The response bias increased markedly for high positive contrasts (lower-right section). Outliers at the smaller
positive contrasts in the lower-right section of the figure, indicate up-down confusions.
Note that all listeners showed qualitatively similar response patterns.

and 2.6), and overall sound level.
The localization performance of listener P1 for the elevation response
components to all 25 spectral stimuli is shown in Figure 2.2 (symbols, and
black lines). The regression results from the other seven participants are
also indicated (green lines). The spectral manipulations had a strong effect
on the listener’s elevation percepts. The response gain (i.e., accuracy) and
the coefficient of determination (r2 ; a measure of response precision) be28
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tween stimulus location and response degraded systematically with decreasing ORI levels (data plots along columns) but varied non-monotonically
with decreasing NRI levels (along rows). Even in the absence of acoustic power in the notch region, response elevation was still correlated with
stimulus elevation (r ∼ 0.8), albeit at a lower gain (g ∼ 0.3-0.4; upper-left)
and more variability (r2 ∼ 0.6). Further, the response bias increased to
∼+30 deg for large positive spectral contrasts, at very low response gains
for all subjects (g ≈ 0; lower-right). At smaller positive contrasts one may
note the occurrence of occasional up-down confusions (seen as outliers;
see Discussion). Although the individual results differed quantitatively,
the qualitative response patterns were quite similar across subjects (Figure
2.3). Thus, although most information about elevation is typically found in
the HRTF notch region (Figure 2.1), a veridical elevation percept requires
a much broader acoustic spectrum, whereby the different spectral regions
appear to contribute in different ways to the system’s elevation estimate.
In line with earlier reports (e.g, Sabin et al. (2005)) localization in
the vertical plane was sensitive to the signal-to-noise ratio (SNR), as the
perceived elevation varied more strongly with stimulus intensity than perceived azimuth (Figure 2.2, main diagonal of the stimulus matrix, and Supplementary Information). When the stimulus was easily detectable (≥47
dB, which is 17 dB above the laboratory’s background noise), a further
increase in sound level, without changing spectral contrast, did not further improve localization performance (compare NRI=ORI=[47 56 65] dB).
As the SNR decreased, localization performance deteriorated accordingly
(compare NRI=ORI=[29 38] dB).
In contrast to the elevation components, results for the azimuth response components were accurate and precise for all subjects (Figure S2
in Supplementary information), and nearly independent of the intensity of
the notch and outer frequency bands. Only at the lowest sound levels and
highest positive contrasts (lower-right and lower-left of the stimulus matrix) one may observe a slight deterioration of the response precision, as
evidenced from the increased variability (lower r2 ; Figure S2).
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Figure 2.3: (A) Average effect of NRI and ORI, (B) influence of spectral contrast (given
by NRI-ORI, i.e. along the anti-diagonals), and (C) influence of sound level (along the
main diagonal) on elevation gain (left column), elevation bias (second column), localization precision (r2 ) (third column), and reaction times (right column), averaged across
listeners. The thick solid orange line and shaded orange area indicate mean and standard deviation, respectively. Green lines: results from individual participants. Note
that elevation gain and precision were maximal at near-zero contrast, and that the nonmonotonic dependence on contrast was asymmetric. For high positive contrasts, the
response gain and precision rapidly approached zero, while the upward bias rapidly increased. The response reaction times increased systematically with increasing (positive)
spectral contrast, and with decreasing sound level.

Gain and precision
To quantify the interaction of spectral contrast (defined as NRI-ORI) and
stimulus level, we performed regression analyses across the 25 stimulus
combinations of NRI and ORI for each subject, and calculated the spatial
gains and biases, as well as r2 , for the goodness of fit (Figure 2.3A). If
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subjects had responded accurately, regardless of NRI, ORI, and overall
sound level, uniform patterns should have emerged (all yellow for gain and
r2 , all blue for the offsets). Instead, the elevation results systematically
depended on spectral contrast and on overall sound levels. High accuracy,
low response bias, and high fidelity were obtained for stimuli with the lowest
spectral contrasts (stimuli near and on the main diagonal of the matrix),
and at the highest sound levels (top-right corners of the stimulus matrix).
Reduction of overall sound level along the main diagonal of the stimulus
matrix systematically reduced accuracy and precision of perceived sound
elevation.
Bias
The localization bias was largely independent of stimulus intensity across
the different spectra (Figure 2.3C, center), but it increased sharply for high
positive spectral contrasts for all listeners (Figure 2.3B, center). This means
that excessive acoustic power within the notch region typically induced a
strong upward elevation percept. At moderate positive spectral contrasts,
however, subjects sometimes perceived up-down confusions, which showed
up as a bistable response behavior (e.g., Figure 2.2 for P1).
Reaction times
Assuming that responses are initiated faster at high confidence levels for
source location (Hofman and Van Opstal, 1998), we analyzed the headsaccade reaction times for all stimuli and subjects (Figure 2.3, right-hand
column). Head movements were initiated systematically earlier at high
sound levels, and low spectral contrasts. Attenuation of the NRI and/or
ORI band systematically prolonged the reaction times. When the stimulus
intensity approached the background noise floor, irrespective of spectral
contrast (bottom row of the stimulus matrix), responses were delayed the
most (compare ORI=[29 38] across NRI). In contrast, absolute NRI level
did not significantly affect the reaction times (columns), although with
increased ORI levels subjects progressively responded earlier (rows).
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We studied the effect of manipulating spectral contrast with the central
notch band (6–9 kHz) on 2D sound localization behavior. Our experiments
set out to dissociate different hypotheses regarding spectral-cue analysis
in the auditory system, in particular, how and whether different spectral
bands contribute to the perceived elevation of sound sources. As the most
prominent elevation-dependent spectral cues of human pinnae typically lie
within the 5–10 kHz band, we systematically manipulated spectral contrast
of broadband sounds in the 6–9 kHz band with the surrounding frequency
bands (0.5–6 kHz and 9–20 kHz) over a ±36 dB range. We deliberately did
not remove or enhance the entire notch band between 5–10 kHz. Our stimuli
were constructed such that also the surrounding frequency bands would still
contain some systematic, albeit weaker and therefore less reliable, elevationrelated spectral cues (see the example HRTFs of Figure Figure 2.1).
The experiments could thus allow us to assess the relative contributions
from different spectral regions to perceived elevation. We reasoned that if
the auditory system would indeed include weighted spectral information
from outside the major spectral notch region, listeners would be able to
localize sound elevation, even in the absence of the spectral notch, albeit
at a different response gain, depending on the reliability of the cues. In
addition, when spectral power would be exclusively confined to the spectral notch region, for which the cues are considered highly reliable and
strong, localization performance might still deteriorate when compared to
full broadband sounds without (much) contrast.
Alternatively, if the auditory system would solely rely on the spectral information from the central notch region, our spectral manipulations would
result in only minor effects on sound-localization performance.
In contrast to this latter expectation, all subjects systematically mislocalized source elevation when spectral contrast was highly positive (Figures
2.2 and 2.3), and also when all cues from the central notch region were removed. Best localization performance (high gain, low bias, and little vari32
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ability) was obtained for low-contrast stimuli (nearly flat GWN), in which
all spectral cues would be present.
We also observed an interesting asymmetry in the gains and variability measures as function of spectral contrast (Figure 2.3B): performance
to sounds containing only the surrounding bands (at C < −18 dB) was
much better (response gains between 0.4–0.5, bias close to zero, r2 > 0.5)
than localization to high positive-contrast sounds with attenuated spectral
surrounds (at C > +18 dB). Subjects consistently perceived these latter
sounds at a fixed upward elevation (gains and r2 close to zero, bias around
+30 deg, although the absolute bias values varied considerably from subject
to subject).
Note that stimuli with high positive spectral contrast (lower-right in
the stimulus matrix) could induce a sensory spectrum, S(f ; ε), that best
resembles the HRTFs for upward locations (cf. Figure 2.1), as even for the
low elevations, for which the spectral notch is the only dominant cue, the
high stimulus power may exceed the suppressive influence of the notch. As
a result, the net stimulus spectrum will preserve a positive peak within
the central notch region for all source elevations. At the more moderate contrasts, however, this competition could lead to up-down confusions,
due to noisy fluctuations in the sensory processing chain, for which either
the spectral peak (upward bias response), or the notch will win (veridical elevation response; see Figure 2.2. Stimuli with large negative spectral contrasts, however, will preserve (and even emphasize) the spectral
notch within the notch band, but nonetheless still contain some systematic
elevation-dependent spectral cues in the 4–6 kHz band of the outer region
across all elevation directions. These latter surviving cues, however, are
less prominent and, therefore, less reliable than those in the notch region.
We hypothesise that this particular property may underlie the observed
significant stimulus-response relation, but at a reduced response gain.
In summary, we conjecture that these results are in line with a weighted
spectral comparison across the entire acoustic spectrum of the sensory input
with stored knowledge about the system’s own HRTFs, where the reliability
33
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of the different spectral cues modulates the gain of the stimulus-response
relation. A mechanism that readily accounts for such behavior is based on
Bayesian inference (see Supplementary Information).

2.3.1.

Models underlying the elevation percept

Two major types of models have been forwarded in the literature to explain
the extraction of the elevation angle from the spectral cues: feature-based
models vs. wide-band correlative models. Despite their differences, all
models rely on some internal comparison between the incoming convolved
source spectrum and stored information (or neural representation) about
either the particular spectral features, or about the entire HRTF. Moreover, all models require a decision mechanism that determines which of
the comparisons with the stored templates yields the most likely elevation
estimate. The main difference between the feature-based and wide-band
spectral models is that the spectral analysis in the former is confined to
narrow bands (typically up to one octave bandwidth (Baumgartner et al.,
2014)), rather than to the full relevant spectrum between 3.5–15 kHz.

2.3.2.

Feature models

Feature-based models emphasise particular aspects of the HRTFs, like the
elevation-dependent location of a peak (the so-called covert-peak area (Butler, 1987; Butler and Musicant, 1993; Musicant and Butler, 1984; Rogers
and Butler, 1992)), or a notch-based analysis, which has been proposed to
quantify spectral contrast by taking the spectral derivatives (Zakarauskas
and Cynader, 1993).
The spectral derivatives idea (Zakarauskas and Cynader, 1993) was recently refined by Baumgartner and colleagues (Baumgartner et al., 2014).
Their raising-edge model extracts only the maxima of the positive flanks
within the major spectral notch of the HRTFs. Their model (Baumgartner et al., 2014) was inspired by single-unit recordings from the cat’s dorsal cochlear nucleus (DCN). The DCN contains spectral-sensitive cells that
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have been hypothesized to form a computational circuit (May, 2000; Young
and Davis, 2002) that extracts the positive spectral edges from the cat’s
HRTFs, and could thus play a major role in the cat’s sound-localisation behaviour (May, 2000; Reiss and Young, 2005). Perhaps, a similar mechanism
could exist in the human auditory system, although the spectral features
of human HRTFs differ from those of cats (Rice et al., 1992).

2.3.3.

Wide-band models

Several psychophysical studies have suggested that the extraction of the
elevation angle could involve an analysis that concerns the entire relevant HRTF spectrum (Macpherson and Middlebrooks, 2003; Middlebrooks,
1992; Van Opstal et al., 2017). For example, by presenting stimuli with randomly rippled amplitude spectra over the 2.5–16 kHz band, with the peaks
and valleys varying over ±20 dB, listeners would often perceive idiosyncratic illusionary source elevations. These illusions depended reliably on the
particular source spectrum and occurred despite the fact that the listener
knew that the speaker remained at a fixed, straight-ahead location. By applying linear maximum-likelihood estimation on the stimulus-response distributions, an elevation-dependent spectral function could be reconstructed
that would represent the major spectral features underlying the listener’s
elevation percepts (the posterior spectral distribution function (Van Opstal
et al., 2017; Van Opstal, 2016)). Interestingly, these spectral reconstructions had a remarkable resemblance to the full idiosyncratic DTFs of the
listener, rather than to a particular notch or peak as perceptual spectral
feature.
In a recent study we showed that listeners improved the accuracy of
their goal-directed head-movements to low-pass filtered noises (bandwidth
from [0.5–6 kHz]), repeatedly presented at only six different locations in
the mid-sagittal plane (Zonooz et al., 2018). Importantly, the improvements occurred without any sensory feedback (i.e., no visual information,
and stimulus durations were 150 ms, which is much shorter than the typical
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head-movement reaction time), and generalized to stimuli with other spectral properties (like notch-band sounds) elicited across the two-dimensional
frontal space. Such behaviour is not immediately expected from a spectral
feature model without any spectral weighting (Baumgartner et al., 2014),
as the HRTFs themselves were not affected by these sounds, and any spectral features present would remain unaltered throughout the experiment.
Instead, those results suggest that the behavioural changes reflected an increased weighting of the low-frequency spectral band in the HRTFs (e.g.
between 3.5–6 kHz), where elevation-specific information is present (at least
in larger pinnae (Otte et al., 2013); e.g. Figure 1.2), albeit relatively weak,
and less robust against noise than the 6–9 kHz band.
In what follows, we describe a wide-band neurocomputational model
that attempts to capture the major experimental findings of the present
study, as summarised in Figure 2.3. The model incorporates the statistical
inference framework that is supposed to underlie many aspects of sensory
perception, and of sensory-motor integration. It extends an earlier proposal
from our group (Hofman and Van Opstal, 1998), in which we described an
explicit cross-correlation model that is robust to a wide variety of spectral
stimulus shapes, but also predicts the particular spatial illusions for stimuli
with certain non-flat spectral shapes.

2.3.4.

Computational model

In the presence of noise, optimal decisions should be based on a trade-off
between the (noisy) sensory evidence and (non-acoustic) information about
expected stimulus properties and locations. The latter may be derived from
previous experience and is represented by prior distributions. Results from
humans and animals across a broad range of sensorimotor conditions, have
been successfully modeled with the Bayesian framework, e.g., (Ernst and
Banks, 2002; Fischer, 2008; Fischer and Peña, 2011; Körding and Wolpert,
2004; Parise et al., 2014; Reijniers et al., 2014). Our neuro-computational
model, shown in Figure 2.4, can account for the results of Figures 2.2 and
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Figure 2.4: Generative model explaining how the input spectrum results in an elevation
percept. The sensory spectrum is a convolution of the sound with the HRTF of its associated elevation, ε∗ . Different frequency bands around the notch area are weighted
differently, depending on the strength and reliability of their spatial information content,
resulting in a weighted sensory spectrum, SW (f, ε∗ ). The latter is cross-correlated with
stored information about all HRTFs, resulting, after rectification, in a likelihood distribution of potential source locations, L(ε|ε∗ ). Subsequently, Bayesian inference weighs
the sensory evidence against its internal prior (taken around straight ahead), resulting in
a more precise posterior. Finally, the decision stage selects the maximum of the posterior
(MAP), to provide an optimal estimate for the perceived elevation angle, εP . Blue labels
indicate putative neural stages, described in the text.

2.3. The model is based on a spectral cross-correlation stage proposed
earlier by others and by our group (Hofman and Van Opstal, 1998; Middlebrooks, 1992; Van Opstal et al., 2017; Van Opstal, 2016). According to
that idea, the auditory system compares (i.e., cross-correlates) the current
sensory input spectrum, S(f ; ε∗ ), with stored (presumably) full representations of all HRTFs, while relying on two prior internal assumptions: (i) the
HRTFs are unique for each elevation angle (i.e. they do not correlate with
each other), and (ii) source spectra, X(f ), do not correlate with any of the
stored HRTFs. We have shown that if both conditions are met that the
maximum of the correlation function is always found at the veridical source
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elevation. In this way, the system could successfully cope with the ill-posed
nature of the localisation problem described in the Introduction for a wide
variety of spectral stimuli (Hofman and Van Opstal, 1998; Macpherson and
Middlebrooks, 2003; Middlebrooks, 1992).
The current proposal extends this model in several ways: first, instead
of weighting the entire spectral input homogeneously, it imposes a weighting function on the spectral input, which attenuates particular spectral
bands according to their spatial information content and to their reliability. Second, the output of the cross-correlation stage between the weighted
spectral input and the stored HRTFs, is rectified in order to represent a
likelihood function of potential source elevations, L(ε|ε∗ ). Third, the sensory likelihood is combined with internal priors regarding potential source
locations, P (ε∗ ), which describe the system’s (learned) expectations about
the environment. The subsequent multiplication of the likelihood with the
spatial prior then results in a posterior estimate of potential target locations that gave rise to the sensory input: R(ε∗ |ε) ∝ L(ε|ε∗ ) · P (ε∗ ). In the
final decision stage, the system makes an optimal (or near-optimal (Ege
et al., 2018)) decision on the basis of the posterior distribution. For Gaussian distributions, the decision is optimal when it selects the maximum of
the posterior, as the responses then have the smallest averaged squared
error at the smallest variability. This decision strategy is known as the
maximum-a-posteriori (or MAP) estimate.
The extensions to the original spectral cross-correlation model can account for the observed average behavior of the response gain, bias and
variability, shown in Figure 2.3 (see Supplementary Information, for details). It is important to note that we did not attempt to fit the individual
results of each subject, shown in Figures 2.2 and 2.3, as we were mainly
interested in explaining the overall response patterns. These resulted to be
quite consistent across subjects , despite the individual differences around
the mean. Moreover, quantitative differences in the behavioural results
could be due to several factors, related to the acoustic, non-acoustic, and
neural processing chain (see below), and would require an extensive param38
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eter search in order to fit the model. We regard such an exercise beyond
the scope of the present paper.
To illustrate the potential of the model, we generated a set of artificial
HRTFs that resembled the recorded data of Figure2.1 (see Figure S4and
Supplemental Material). For the spectral weighting function we took a
function that attained nonzero values only between 2.5–12 kHz, with a
single peak around 8 kHz (i.e., in the center of the notch band). For
frequencies below 5–6 kHz the weighting had low values, to express the
relatively weak changes of the spectral cues with elevation. For frequencies
beyond 9 kHz the weights were low too, to reflect the poor sensitivity of
the human auditory system at these high frequencies.
A

B

Figure 2.5: Simulation results of the model (Figure 2.4) using a parameterized approximation of HRTFs (Figure S4A), and a spectral weighting function with α1 = 4.5, α2 = 1.5
(see Methods, and Figure S4B). (A) Perceived elevation is color-coded for different spectral contrasts, and actual source elevations. Solid red box: results for flat noise (zero
contrast). Dashed red box: result for high positive contrast, yielding strong upward biases. Note also the presence of up-down confusions at moderate positive contrasts (at
around +12 db). (B) The simulations agree qualitatively with the experimental data of
Figure 2.3B. Red line: response accuracy (gain) as function of contrast is asymmetrically
shaped; blue: response bias (note different scale; in deg); green: response precision (r2 )

Figure 2.5 shows that the model can indeed capture the essential patterns observed in the average data: an asymmetric dependence of the response gain and response variability on spectral contrast, and a steep increase of the response bias at high positive contrasts. Note that a spatial
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prior (e.g. that all targets are confined to the frontal hemifield) may alleviate potential front-back confusions, which are often observed in experiments
using sounds with poor spectral properties. In our experiments we never
obtained such front-back confusions, Yet, as discussed above, some positive
contrast spectra led to up-down confusions.

2.3.5.

Inter-subject variability

Although the stimulus-response patterns for the spectral contrast stimuli
were qualitatively similar across subjects, quantitative variability was apparent too (Figure 2.3). Several factors may have contributed to these idiosyncratic differences in results: (i) the spectral weighting function could
be under adaptive control, and depend, e.g., on the use of sensorimotor
feedback, or the current acoustic environment (Zonooz et al., 2018); (ii)
the HRTFs themselves are known to be highly idiosyncratic; (iii) the spatial prior distribution will depend on the individual’s active interaction with
sounds in her environment, on task constraints, pre-knowledge, etc., and
will likely differ from subject to subject too; (iv) the decision function may
be task dependent as well (e.g., optimal MAP estimation, or other suboptimal decision strategies on the posterior, like random sampling (Ege
et al., 2018)). Different types of experiments than performed in this paper
would be needed to address and dissociate these different factors, which
falls beyond the scope of this study.

2.3.6.

Neural mechanisms

Several neural stages in the audio-motor system could potentially correspond to the different mechanisms described in our model. As the auditory
nerve (AN) faithfully represents the sensory input, the HRTF spectrum
could be mediated already at an early stage, presumably at the dorsal
cochlear nucleus (DCN) May (2000); Reiss and Young (2005); Young and
Davis (2002). We here speculate that the spectral weighting stage could
thus be implemented as early as the DCN-to-auditory-midbrain projection.
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As several studies have implicated a prominent role for the inferior colliculus
(IC) in spatial auditory processing (Knudsen and Konishi, 1978; Schnupp
and King, 1997; Zwiers et al., 2004) its central nucleus (ICc) might embed
the cross-correlation stage, with the recruited population in its external nucleus (ICx) representing the likelihood function. Because the ICx projects
directly to the midbrain superior colliculus (SC), the localized Gaussian
population in the SC motor map could correspond to the posterior distribution of potential eye-head orienting responses (Goossens and van Opstal,
2012). Its output would thus reflect the final selection and decision stage
of the model (Van Opstal and Van Gisbergen, 1989). Learned spatial prior
information could descend as a top-down signal from higher auditory centers (e.g., prefrontal (PFC) and posterior parietal (PPC) cortices) in order
to modulate the input to the SC population.

2.4.
2.4.1.

Methods
Participants

Eight listeners (P1-P8, ages 19–30; 6 males, 2 females) participated in the
free-field sound localization experiments. Seven listeners were naive as to
the purpose of the study, and were familiarized with the experimental setup and localization paradigm prior to the start of the experiments. None of
the participants reported any hearing impairments or use of a restorative
hearing aid.

2.4.2.

Ethics statement

The local Ethics Committee of the Faculty of Social Sciences of the Radboud University (ECSW) approved the experimental procedures (ECSW20162208-41). All experiments adhered to the relevant guidelines and regulations for which ethical approval was obtained. All subjects gave their full
written informed consent prior to their participation.
41

2

2.4. Methods

2.4.3.

Experimental setup

2
Experiments were conducted in a dark, sound-attenuated echo-free room
(3.2×3.2×3.5 m), with a background noise level of 30 dB SPL (A-weighted).
All four walls, ceiling, floor and every large object present, were covered
with sound-attenuating foam (50 mm thick with 30 mm pyramids, A×2250,
Uxem b.v., Lelystad, The Netherlands). The listener’s head was in the center of the room at a minimum distance of 1.6 m from the walls. Acoustic
measurements (with Brüel and Kjaer BK2610 amplifier, and Brüel and
Kjaer BK4144 microphone) at different positions in the room, showed a
slight reverberation only for low frequencies (around 500 Hz) near the walls
of the room. We verified that the listener’s ears were within the room’s reverberation radius (the critical distance) for the low-frequency stimuli (approximately 1.1 m at T60=0.09 s, given that the absorption coefficient of
the walls for 500 Hz sounds was about 0.7; taken from the manufacturer’s
data sheet). From this, we conclude that the listeners were exposed to the
loudspeaker’s direct sound field only, without any appreciable reverberations.
Subjects sat in a chair, positioned at the center of a vertically-oriented
circular hoop (1.2 m radius) on which 58 small broad-range loudspeakers
(Visaton SC5.9, Haan, Germany) were mounted, allowing for a 2.5 deg resolution in elevation on the midsagittal plane between -60 and +85 deg. The
hoop could rotate around the vertical axis, yielding an azimuth resolution
< 0.1 deg. The sound produced by the motor did not provide any cue to
the subject about the upcoming sound location, neither in azimuth, nor in
elevation. To prevent the potential cue of movement duration of the motor,
a random movement of at least 20 deg was always interspersed in the intertrial interval before directing the hoop to the desired azimuth angle. In
earlier control experiments in our lab the absence of any knowledge about
the hoop’s location had been verified by letting subjects guess the position
of the hoop in darkness when no sound had been presented from one of
the speakers. This yielded zero correlation between guessed responses and
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actual hoop locations.
The speakers had a nearly flat response characteristic between 0.02–20
kHz: fluctuations in their amplitude characteristics remained within ±3 dB
between 200 and 3000 Hz, and within ±2 dB across the high end of the
spectrum > 3 kHz, which were not corrected for in the stimulus generation. For examples of transfer characteristics of these speakers, we refer the
reader to the manufacturer’s website at https://www.visaton.de/en/en/
industrie/breitband/sc5_9nd8.htm
At the center of each speaker, a single light-emitting diode (LED) could
serve as a visual target. The LED (size approximately 5 mm) did not
disturb the sound field emanating from the speaker cone directly behind it.
Target locations of the speakers on the hoop and head movement responses were transformed to double-pole (azimuth-elevation) coordinates
(Knudsen and Konishi, 1978). Azimuth, α, is defined as the angle between
the sound source and the midsagittal plane. Elevation, ε, is taken as the
angle between the line from the center of the head to the target, referenced to the horizontal plane through the center of the head. The origin of
the coordinate system corresponded to the straight-ahead speaker location.
Note that in this coordinate system, the sum of the absolute values of the
azimuth and elevation angles can never exceed 90 deg: |α| + |ε| ≤ π/2.
Head movements were recorded with the magnetic search-coil technique
(Robinson, 1963). To that end, the participant wore a lightweight (150 g)
“helmet” consisting of two perpendicular 4 cm wide straps that could be
adjusted to fit around the participant’s head without interfering with the
ears. On top of this helmet, a small induction coil was attached. From
the left side of the helmet, a 40 cm long, thin, aluminum rod protruded
forward with a dim (0.15 Cd/m2 ) red LED attached to its end, which was
positioned in front of the subject’s eyes and served as a head-fixed and eyefixed pointer. In this way, we ensured that subjects always pointed to the
perceived location with their eyes, while generating a full gaze-shift head
movement. Two orthogonal pairs of 3.2 × 3.2 m coils were attached to the
edges of the room to generate the horizontal (60 kHz) and vertical (80 kHz)
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oscillating magnetic fields, required for this method. The head-coil signals
were amplified and demodulated (Remmel Labs, Ashland, MA), low-pass
filtered at 150 Hz (custom-made, 4th-order Butterworth), and stored on
hard disk at a sampling rate of 500 Hz per channel for off-line analysis.

2.4.4.

Sound generation

Sounds were digitally generated using Tucker-Davis Technologies (TDT)
(Alachua, FL) System III hardware, with a TDT DA1 16-bit digital-toanalog converter (48,828.125 Hz sampling rate). A TDT PA4 programmable
attenuator controlled sound level, after which the stimuli were passed to
the TDT HB6 buffer and finally to one of the speakers in the experimental room. All 25 spectral contrast sounds were derived from a common
GWN signal of 150 ms duration, sampled at the TDT A/D - D/A sampling frequency of 48,828.125 Hz. The band-stop and band-pass signals
were generated by applying a zero phase digital filter (using Matlab’s function filtfilt.m from the Signal Processing Toolbox), with the target band
between 6–9 kHz. The steepness of the filter in the pass- or stop band
was 120 dB/octave. This signal was passed to the TDT system-3 D/A
hardware to be delivered to the speakers at the required, calibrated, sound
levels. Example spectra of the two extreme notch-filtered sounds are shown
in the Supplementary Information, Figure S1.
All acoustic stimuli were derived from a 150 ms Gaussian white noise
signal with a flat spectrum between 0.5–20 kHz, with 5 ms sine-squared
onset and cosine-squared offset ramps. Twenty-five different auditory stimuli were used in the experiment, which differed in their spectral amplitudes
within and outside of the 6–9 kHz notch band. Sounds were created by
varying the intensity of the notch band (Notch Region Intensity, or NRI)
and the intensity of the remaining spectral bands (Outer Region Intensity,
or ORI: 0.5 < f < 6 kHz and 9 < f < 20 kHz). The default control stimulus was flat Gaussian White Noise (GWN) (top-right in Figure 2.6). A
stimulus is defined by its NRI and ORI, which both were varied in the range
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Figure 2.6: Schematic power spectra of the 25 sounds in the experiment. The notch
region was confined to 6–9 kHz, and the outer regions contained the 0.5–6 kHz and 9–20
kHz bands (see Supplementary Information, for details). Note that the lowest sound level
(29 dB SPL) was close to the background noise level of the laboratory room (∼30 dBA).

of 29, 38, 47, 56, and 65 dB. Each sound was presented once from forty-eight
positions during the experiment, randomly selected from α ∈ [−90, 90] deg,
and ε ∈ [−60, 85] deg in the frontal hemifield. Absolute free-field sound
levels had been measured at the position of the subject’s head with a calibrated sound amplifier and microphone (Brüel and Kjaer, BK2610 and
BK4144, respectively).

2.4.5.

Experimental paradigm

Each experimental session started with a calibration to establish the mapping of coil signals to known target locations. Head-position data for the
calibration procedure were obtained by instructing the subject to make an
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accurate head movement while redirecting the dim red LED in front of the
eyes from the central green fixation LED to each of 58 peripheral LEDs, illuminated as soon as the fixation point extinguished. The 58 fixation points
and raw head-position signals were used to train two three-layer neural networks that served to calibrate the head movement data, using the Bayesian
regularization implementation of the back-propagation algorithm (MatLab;
Neural Networks Toolbox).
In the sound-localisation experiments, a trial started by fixating the
central LED. After this LED extinguished, an auditory target was presented 400 msec later at a pseudo-randomly selected location. The subject
was asked to quickly redirect the head by pointing the dim red LED on
the helmet (see Supplementary Information) to the perceived location of
the sound stimulus (Vliegen et al., 2005). The experiment contained 1200
trials per subject: 25 stimuli at 48 randomly selected azimuth-elevation
directions, divided into 8 blocks of 150 trials. If the target was perceived
at a rear location, the instruction was to point the dim LED at the mirrorimaged location in the frontal field, and to press the hand-held button.
In this way, the experimenter could correct the response off-line as a rear
response by: εrear = 180 − εf ront (Van Opstal et al., 2017). In none of the
current experiments, however, subjects reported rear percepts.

2.4.6.

Data Analysis

A custom-written Matlab script automatically detected head saccades in
the calibrated data by using a preset velocity criterion (15◦ /s) for headmovement onset and offset (Middlebrooks, 1992). We fitted the responses,
for each participant and stimulus type, with linear regression lines: αR =
g1 · αT + b1 and εR = g2 · εT + b2 , respectively. αR and εR are the azimuth
and elevation response components, and αT and εT are the actual azimuth
and elevation coordinates of the target. Fit parameters, b1 and b2 , are
the biases (offsets; in degrees), whereas g1 and g2 are the gains (slopes,
dimensionless) of the azimuth and elevation responses, respectively. To
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find optimal fit parameters, we minimized the mean absolute error, which
is less sensitive to potential outliers in the data (Press et al., 1992). From
the regressions, we also calculated Pearson’s linear correlation coefficient,
r, the coefficient of determination, r2 , the residual error (SD around the
fitted line), and the mean absolute localization error.

2.4.7.

Model implementation

The generative model of Figure 2.4 was implemented in Matlab (version
15Ra; for code, see Supplemental Material) and consisted of the following
steps: First, the sensory spectrum, S(f ), was determined by adding the
sound spectrum, X(f ) (in dB; Figure 2.6) to the amplitude spectrum (in
dB) of the associated HRTF (see Figure S4) at stimulus location ε∗ . The
multiplication of spectra from the linear time-convolution converts to spectral summation, because of the logarithmic cochlear representation, resulting from the compressive nature of the nonlinear cochlear amplifier (outer
hair cells, signal transmission from inner hair cells to auditory nerve). In
this way, sound levels become expressed on dB scale at the cochlear output
stage. A first novel feature of the extended model, compared to (Middlebrooks, 1992; Van Opstal, 2016), is the inclusion of a non-monotonic spectral weighting function, w(f ), which leads to a weighted sensory spectrum,
SW (f ; ε∗ ):
SW (f ; ε∗ ) = w(f ) · (H(f ; ε∗ ) + X(f ))

(2.1)

The underlying idea is that the auditory system has learned to optimally
employ the potential spectral localization cues in the sensory input for
further spatial analysis. Cues that are deemed more reliable (strong, consistent) obtain a stronger weight than cues that are considered less reliable
(weak, noisy).
The weighted sensory spectrum is subsequently cross-correlated with
all (stored) HRTFs. This cross-correlation is performed over the relevant
spectral bands in the signal (3–12 kHz). It results in a function of ε and
ε∗ : C(ε|ε∗ ), which will contain peaks at those elevations, ε∗ (i.e., HRTFs)
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that most resemble the weighted sensory spectrum, caused by X(f ) at ε∗ .
The second new feature in our model is the likelihood function, L(ε|ε∗ ),
which is obtained from rectifying the correlation function. In other words,
only positive correlations could potentially relate to the stimulus location.
The third new component in the model involves a Bayesian inference
stage, which combines the likelihood function with a prior distribution of
expected source locations (we here assumed a Gaussian with zero mean and
a standard deviation, σprior ), in combination with a decision and selection
stage on the resulting posterior. Optimal inference, in the sense of the
smallest absolute error at the lowest variability, would take the maximum
of the posterior to specify the response (the MAP decision rule). However,
different decision mechanisms could be at play (e.g. taking a random sample
from the posterior; this would be suboptimal, but was recently proposed
as a possible strategy for localization in the elevation direction (Ege et al.,
2018)).
In our simulations we generated a canonical set of HRTFs that resembled
the data in Figure 2.1. The remaining three free parameters of the model
were: the shape of the spectral weighting function, w(f ) (here confined to 2
parameters), and the width, σP , of the prior distribution. In our simulations
(Figure 2.5), we took [fmin , fmax ] = [3.5, 12] kHz, and thus modeled the
spectral weighting function by a negatively skewed beta function for which
the lower end of the spectrum (3–6 kHz) and high end of the spectrum
(9–12 kHz) attained low values:
w(f ) = a · (f − fmin )α1 · (fmax − f )α2 for fmin < f < fmax

(2.2)

with α2 < α1 . This heuristic function rises to a peak in the center of the
notch band, and rapidly decays to zero for fmax = 12 kHz, as at the highest
frequencies, the spectral cues in the HRTFs become unreliable because of
the high hearing thresholds. For simplicity, we further took a near-uniform,
broad prior distribution, for which P (ε∗ ) ≈ constant across the range of
elevation angles.
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1. Stimulus spectra. Figure S1 provides two examples of stimulus
power spectra (calibrated in dBA) as used in the experiments. The spectra were calculated from the white-noise samples generated in Matlab; the
solid black line shows a windowed ongoing average through the data. The
stimuli correspond to the top-left and bottom-right sounds of Figure 2.6,
respectively.
A

B

Figure S1: The calculated power spectra for a bandstop (at -36 dB) (A),
and a bandpass (at +36 dB) (B) acoustic stimulus, as used in the experiments. The band extends from 6-9 kHz.
2. Azimuth response components. In Figure S2 we present the influence of spectral contrast and stimulus level on the azimuth response
components of all subjects. The azimuth localization for different values of
NRI and ORI for the 25 stimuli of subject P1 are highlighted by the open
symbols (individual trials) and bold black regression lines and regression
results in the lower-right of each subpanel. The listener was quite precise in
localizing the azimuth components of the stimuli (evidenced from the high
r2 values, in combination with high gains and low biases), regardless the
changes in NRI and ORI. The regression results for the other subjects are
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indicated by the green lines and were quite consistent. Despite the large
variation in NRI and ORI, over a 36 dB range in both acoustic dimensions,
regression lines were nearly optimal, with only a modest scatter of the data
around the regression line (high r2 ). The performance was slightly affected
at the lowest intensities and largest positive contrasts only (bottom row of
the stimulus matrix), as evidenced by an increased variability around the
regression line.
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Figure S2. The azimuth stimulus-response plots for all 25 stimuli presented to subject P1. Dots denote the response data to single trials, and
the solid black line denotes the linear regression line; the values in the
bottom-right of each panels show the regression results (gain, g; bias in
deg, b; variability, r2 ). The linear regression lines for the other seven subjects are shown in green.

3. Average behavior in azimuth. To quantify a potential systematic
azimuth dependency on spectral contrast and sound level, Figure S3 shows
the spatial gains (left-hand column), biases (center column) and r2 values
(right-hand column), averaged across all subjects per stimulus in the same
format as for the elevation responses in Figure 2.3. In contrast to the
elevation response components, a nearly uniform pattern emerges for the
51

2.5. Supplemental Information

2

response gain and bias, which did not vary significantly from stimulus to
stimulus. There is only a small effect on the azimuth precision at the highest
spectral contrasts and lowest sound levels (right-hand column). Responses
are quite consistent across subjects.
A

B

C

Figure S3. Average influence of the combination of NRI and ORI (A),
the influence of spectral contrast (NRI-ORI) (B), and of absolute sound
level (C), on the azimuth gain (left-hand column) and azimuth bias (center
column) and azimuth precision (right-hand column) for all subjects. The
thick solid orange line and shaded orange area correspond to the average
and standard deviation for all subjects. Note that all subjects demonstrated
very similar behaviour.

4. The Bayesian prediction for response gain. In our model we assume that in the first processing stage, the auditory system cross-correlates
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the (weighted) spectral sensory input, e.g., as measured by the auditory
nerve and dorsal cochlear nucleus, with all learned and stored spectral
pinna filters. The result leads, after rectification, to a likelihood function
of potential target locations in elevation, ε, which depends on the current
stimulus location, say at ε∗ , here called L(ε|ε∗ ). To ensure optimal localization, with minimal absolute localization errors (best accuracy), and
minimum variability (best precision), the final estimation process involves
the contribution of a spatial prior, P (ε∗ ), which we assume is centered
around straight ahead. Bayes’ rule then transforms the likelihood function
into a more precise posterior distribution, which specifies the probability
to find the target at elevation ε∗ , given the noisy sensory evidence and the
spatial prior information:
POST(ε∗ |ε) ∝ L(ε|ε∗ ) · P (ε∗ )
Multiplication of two Gaussian distributions again yields a Gaussian distribution, with a mean that lies between the two means of the original
Gaussian distributions, and with a variance that is smaller than either of
the two Gaussian distributions. Suppose that the prior and likelihood function can be described by the following two Gaussian distributions:
P (ε∗ ) = NP ·exp(−(ε∗ )2 /(2σP2 )) and L(ε|ε∗ ) = NL ·exp(−(ε∗ −ε)2 /(2σT2 ))
where NP and NL are normalization constants, and σP and σT are the
widths of the distributions. In that case, it follows that their product yields
a posterior distribution for which the mean and variance are calculated as:
µP OST =

σP2

σP2
· ε∗
+ σT2

and σP2 OST =

σP2

σP2
· σT2
+ σT2

The optimal Bayesian response is found by taking the maximum of the posterior distribution (the Maximum-A-Posteriori, or MAP, estimate). Over
the course of many trials, these maxima are found at the mean of the
posterior. We thus define the optimal response gain as
gOP T ≡

µP OST
1
=
σ2
ε∗
1 + σT2

P
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Note that in the absence of sensory noise, σT ≈ 0, the response gain gOP T ≈
1. When the noise is large, i.e., σT  σP , the response gain gOP T ↓
0. The former condition is typically obtained for the azimuth response
components, for which the binaural difference cues (per frequency channel)
can be measured quite reliably, except at the poorest SNR’s. The latter
condition (low gain), however, can be readily obtained for the elevation
response components under poor spectral conditions (at low SNR’s (soft
sounds), or for low and poor spectral resolution).
Other priors. Interestingly, our extended model in Figure 2.4 also accounts for the low response gains obtained for cases where the sensory evidence is actually very strong (e.g. when the 6-9 kHz notch region is boosted;
lower-right corner of the stimulus matrix in Figure 2.3), yet pointing at a
particular, fixed elevation (a considerable upward bias for high positive
spectral contrast stimuli). The reason for this counterintuitive behavior
(at least in terms of the simple Bayesian framework described above) results from the fact that our model adopts four independent priors, instead
of only one:
(i) the pinna prior: pinna filters are uncorrelated (i.e., they are unique
for each elevation angle)
(ii) the prior on source spectra: natural source spectra do not correlate
with any of the pinna filters.
(iii) the prior on frequency bands: some frequency bands are more informative for changes in elevation than others, and
(iv) the spatial prior: the expected distribution of potential target locations.
The low-gain/high-bias responses at high-positive spectral contrasts are
thus caused by a strong dominance of the third prior, leading to a peak
in the likelihood function that is unrelated to the actual stimulus location,
but points consistently to upward stimulus positions.
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5. Model simulations. To simulate the qualitative elevation response
patterns of the subjects, as summarized in Figure 2.3A-C, with the model
of Figure 2.4, we approximated human HRTFs by a canonical set of spectral
shape functions (Figure S4A), whereby the elevation-independent ear-canal
resonance was positioned at 2.5 kHz (modeled by a Gaussian spectral filter
with a width of 1 kHz and an amplitude of +15 dB); the center of the spectral notch ran between 6 and 9 kHz in an elevation-dependent way (linear
dependence, for simplicity), whereby the width of the notch decreased systematically with elevation; at high elevations (> 35 deg) a peak emerged
in the HRTFs at 8 kHz that changed its center with increasing elevation
towards lower frequencies (compare with Figure 2.1). See section S6 for the
details.

Figure S4. (A) Parameterized approximation of human HRTFs (cf. Figure 2.1) as used in the model simulations of Figure 2.5. (B) The spectral
weighting function as used in the simulations.

Bayesian modeling without considering spectral to spatial map
Note that in the following Bayesian model we assume the sensory input
as a location of sound source while it is a spectrum. However, in the
real sound localization the brain applies a template procedure to map a
spectrum onto an elevation estimate. We therefore included that step in
55
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our comprehensive model in the paper.

2

At any given moment, our brain is bombarded with a plethora of sensory
signals through different sensors (eyes, ears, skin, etc). In a pyschophysical experiment, the observer has to infer the sound/LED location from
the sensory measurement or multiple sensory observations. In experiments
we present stimuli and measure subjects’ responses. Modeling how the
subjects perform inference in the Bayesian framework is to compute the
listener’s probability distribution over the location of stimuli, given the
sensory measurements (posterior distribution). The listener obtains an estimate of stimuli position from the posterior distribution. This is commonly
done with MAP estimation, which is to choose the location that has the
highest posterior probability.
In this framework, Learning and prediction can be seen as forms of inference. Many studies that range from sensorimotor behavior, cognition,
perception to multi-sensory integration across and within sensory modalities have shown that human behavior under uncertainty can often be well
described by the Bayesian model. There have been some studies in which
they did some experiments to support the idea that humans integrate sensory information according to Bayes’ rule (Knill and Richards, 1996; Körding and Wolpert, 2004).
To estimate the elevation angle of an auditory stimulus, the brain probably combines knowledge of the direction-dependent spectral properties of
the ear (pinna) with assumptions about the source location. Prior information is increasingly important as the stimulus becomes more uncertain.
If so, a Bayesian model in which the auditory system weighs the different
spectral regions of the sensory input with prior information about target
locations should explain the data. To test this idea, we systematically manipulated the spectral power of a central frequency region (6-9kHz) and the
power outside of this band.
In the analysis we therefore assume that listeners form beliefs by optimally combining likelihoods and priors. An optimal listener infers sound
location from sensory signal. The auditory system, however, does not per56
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ceive the exact sound location ,Strue , but rather some noisy version of it,
Sperceived .
We wish to estimate the sound location Strue of the current trial given a
perceived location Sperceived . Applying Bayes rule to compute the posterior
we obtain:
p(Strue |Sperceived ) =

p(Sperceived |Strue )p(Strue )
p(Sperceived )

(2.3)

Therefore, assuming Gaussian distributions over spatial locations, an
ideal listener would respond to the presented sound combining information
from her prior over sound locations (Sprior ) and the perceived locations
(Sperceived ) weighting their values by their relative precision, according to
the following:
Ŝ = W Sperceived + (1 − W )Sprior

(2.4)

So, the estimated sound location, which represents the most probable
sound location, corresponds to the posterior mean, where the slope (W ) of
the estimated sound location Ŝ is
W =

2
σprior
2
2
σperceived
+ σprior

(2.5)

and the uncertainty of estimated sound location Ŝ can be obtained:
2
σŜ2 = W 2 × σperceived

(2.6)

In the experiment the subject has to estimate the sound location. The
difficulty of the task, that is, uncertainty in the likelihood function is systematically varied by changing NRI and ORI. The uncertainty in the perceived sound location (sensory noise level) is therefore a function of NRI
and ORI, i.e. σperceived = α1 + α2 ORI + α3 N RI.
Note that we do not have access to the subject’s perceived location
of sound, and we can only control the speaker location. To compare our
Bayesian model with the subject’s behavior in the sound localization task,
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we need to specify what our Bayesian model predicts for the subjects responses when the true sound location is S. So, we need to compute the
estimated distribution according to Bayes’ sum rule:

p(ŜM AP |S) =

Z

p(ŜM AP |Sperceived )p(Sperceived |S)dSperceived

(2.7)

So the MAP estimate follows a Gaussian distribution with mean W S +(1−
2
W )Sprior and variance W 2 × σperceived
.
We can now compute the parameters α1 , α2 , α3 , Sprior and σprior as
follows:

{α1 , α2 , α3 , Sprior , σprior }
=

arg max

p(R|S, N RI, ORI, α2 , α3 , Sprior , σprior )

α1 ,α2 ,α3 ,Sprior ,σprior

=

arg max

Y

Y

p(Rt |St , N RI, ORI, α2 , α3 , Sprior , σprior )

α1 ,α2 ,α3 ,Sprior ,σprior ORI,N RI trials

=

arg max

X

X

log(p(Rt |St , N RI, ORI, α2 , α3 , Sprior , σprior ))

α1 ,α2 ,α3 ,Sprior ,σprior ORI,N RI trials

=

arg min

X

X

α1 ,α2 ,α3 ,Sprior ,σprior ORI,N RI trials

(

(Rt − µŜM AP )2
2W 2 ×

2
σperceived

q

2
+ log 2πW 2 × σperceived
)

where Rt and St denote the subject’s response and the true stimuli
location at trial t, respectively. Assuming Gaussian priors with Sprior and
2
σprior
constant, the above-mentioned optimization will reduce to finding
the α1 , α2 and α3 .
This model basically works as follows: If perceived sound elevation is a
result of likelihood estimation based on the current sensory stimulus and
prior information, a Bayesian model might replicate the human performance described thus far. The model’ prediction about the subject’s behavior is shown (Figure 2.7). The results argue that the auditory system
weighs the different spectral regions of the sensory input with prior information about stimulus locations.
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Figure 2.7: The estimation slopes as a function of prior and likelihood are shown. The
optimal estimation slope in each condition shown by solid green line and MLE is shown
by dashed cyan line.

On the basis of the hypothesis that the slope should decrease with
increasing auditory uncertainty, attenuation of spectral contrast and sound
level, we collected the optimal estimation slopes for all the subjects (Figure
2.8). As expected, the influence of the sensory measurement on the final
pointing location decreases with increasing uncertainty. The slopes decrease
significantly with uncertainty in the presented sound sources.
Furthermore, the average inferred priors of all subjects predicts that
the subjects assume that it is more likely that the sounds will come from
straight ahead (Figure 2.9). This inferred head-centered prior thus further
validates the current modeling approach. This is in agreement with many
other studies that have argued that the human brain integrates probabilistic
information from prior and likelihood distributions to make decisions.
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Learning to localise weakly-informative
sound spectra with and without feedback

This chapter has been published in B. Zonooz, E. Arani, and A.J. van Opstal, Scientific
Reports (Nature), (2018).
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How the human auditory system learns to map complex pinna-induced spectralshape cues onto veridical estimates of sound-source elevation in the median
plane is still unclear. Earlier studies demonstrated considerable soundlocalisation plasticity after applying pinna moulds, and to altered vision.
Several factors may contribute to auditory spatial learning, like visual or
motor feedback, or updated priors. We here induced perceptual learning
for sounds with degraded spectral content, having weak, but consistent,
elevation-dependent cues, as demonstrated by low-gain stimulus-response
relations. During training, we provided visual feedback for only six targets
in the midsagittal plane, to which listeners gradually improved their response accuracy. Interestingly, listeners’ performance also improved without visual feedback, albeit less strongly. Post-training results showed generalised improved response behaviour, also to non-trained locations and acoustic spectra, presented throughout the two-dimensional frontal hemifield. We
argue that the auditory system learns to reweigh contributions from lowinformative spectral bands to update its prior elevation estimates, and explain our results with a neuro-computational model.
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3.1.

Introduction

Human sound localisation relies on the use of acoustic interaural difference cues in time (ITDs) and level (ILDs) for sources in the horizontal
plane (azimuth angle, α), and of direction-dependent spectral shape cues,
induced by the acoustic filtering of the head and pinnae, for locations in
the medial plane (elevation: up-down and front-back angle, ε). The latter are described by direction-dependent Head Related Transfer Functions
(HRTFs) (Blauert, 1997; Middlebrooks and Green, 1991; Takemoto et al.,
2012; Wightman and Kistler, 1989), and are illustrated in Figure 3.1. It
has been demonstrated that independent binaural and monaural neural
pathways in the auditory brainstem process the different localisation cues
(Middlebrooks, 1992; Middlebrooks and Green, 1991; Oldfield and Parker,
1986; Versnel et al., 2009; Wightman and Kistler, 1989; Yin, 2002; Young
and Davis, 2002).
However, the auditory system has to overcome several fundamental
problems in order to reliably use these cues for unambiguous and veridical source localisation. First, there is a set of locations, described by the
so-called “cone of confusion’, for which the ITDs and ILDs are all identical
(Blauert, 1997; Shinn-Cunningham et al., 2000). For example, all locations
in the midsagittal plane have ITD = 0 µs, and ILD = 0 dB. Thus, the ILDs
and ITDs alone cannot uniquely specify the direction of a sound source, as
they leave room for considerable spatial ambiguity.
The system could resolve this fundamental problem by estimating the
target’s elevation angle from the spectral-shape cues of the pinnae (Jin
et al., 2000; Van Opstal, 2016). However, here a second problem arises,
since the sensory input at the eardrum, s(t; ε), is always determined by the
linear convolution between the sound-source pressure wave, x(t), and the
elevation-dependent impulse response function of the pinna filter, h(t; ε),
both of which are a-priori unknown to the brain (Hofman and Van Opstal,
1998; Middlebrooks and Green, 1991). Hence, the estimation of source
elevation is a fundamentally ill-posed problem (one measurement, two un63
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Figure 3.1: HRTFs (log-amplitude spectra as function of log-frequency) from a representative human subject, measured at the eardrum for different elevation angles (−50 < ε < 60
deg; downward and upward HRTFs are indicated). Note that although the strongest spectral cues are found in the notch region between 5-10 kHz, the different curves start to
diverge as a systematic function of elevation already around 3-3.5 kHz (’weak cues’). The
spectral peak near 2.5 kHz is caused by the first resonance in the ear canal at λ/4 ≈3.5
cm, and is direction-independent. Above 10 kHz the auditory system has poor sensitivity
and the spectral cues become nonmonotonic and erratic.

known quantities), which cannot be uniquely resolved either. Taken together, veridical sound localisation performance seems impossible to achieve.
Yet, despite these fundamental problems, open-loop free-field localisation experiments have indicated that the human auditory system can
reliably localise and segregate a wide class of sound sources in the environment with high accuracy and precision (Goossens and Van Opstal, 1997;
Hofman and Van Opstal, 1998; Middlebrooks and Green, 1991). It is therefore thought that the auditory system makes additional prior assumptions
about sound sources and acoustic cues, to successfully cope with the ambiguity problems, and to enable a statistically (near-)optimal estimate of
the sound-source direction, given the current sensory input (Hofman and
Van Opstal, 2002; Van Opstal, 2016). Through a continuous evaluation of
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its stimulus-response behaviour in relation to the spectral-temporal sensory
input, the brain could thus update its internal priors to maintain optimized
localisation estimates.
Indeed, earlier studies have demonstrated considerable plasticity in human sound-localisation behaviour (Hofman et al., 1998; Van Wanrooij and
Van Opstal, 2005; Zwiers et al., 2003), and effects of perceptual training
that enhanced sound-localisation performance in adult ferrets (Kacelnik
et al., 2006). For example, if the human pinnae are modified by small
bilateral moulds, the acoustic spectral-shape patterns change, and sound
localisation in the elevation direction is no longer possible. However, over
the course of days to weeks, localisation abilities gradually improve, until reaching near-normal performance levels (Carlile and Blackman, 2014;
Hofman et al., 1998). In case of a unilateral mould, localisation performance selectively adapts on the affected, ipsilateral side (Van Wanrooij
and Van Opstal, 2005). It is thought that several factors could contribute
to this learning: visual feedback to identify localisation errors in daily life
(Zwiers et al., 2001, 2003), planning and making active orienting movements
of eyes and head to sound sources (Van Barneveld and Van Wanrooij, 2013;
Van Grootel et al., 2011a), changes in internal expectations through priors
(Körding and Wolpert, 2004), etcetera.
Sound localisation in the median plane requires broadband sound spectra that cover the relevant features of the pinna filters (Hofman and Van Opstal, 1998, 2002; Kulkarni and Colburn, 1998; Langendijk and Bronkhorst,
2002; Van Opstal et al., 2017). These filters contain their direction-dependent
information for frequencies above about 4-5 kHz (Otte et al., 2013). Typically, in humans, the most prominent directional cues are found in the
5-10 kHz band (the so-called notch region), but the surrounding spectral
bands may also contain relevant directional information, albeit weaker, or
less reliable (Van Opstal et al., 2017; Zonooz et al., 2019) (Figure 3.1).
So far, little is known about the underlying computational mechanisms of
source-elevation estimation.
In the present study, we explored the mechanisms of perceptual learning
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in the human auditory system for stimuli with a limited bandwidth between
0.5-6 kHz, by providing visual feedback for a small number of source locations in the midsagittal plane during the training phase. All subjects
improved their response accuracy to these sounds, which contained weak,
but consistent, spatial cues. We tested sound-localisation performance,
before and after the training, to different spectral stimuli at a large number of locations distributed across the two-dimensional frontal hemifield,
to assess whether adaptation had generalised beyond the training set. In
a separate experiment, we trained the localization of poor spectral stimuli
without providing any feedback. Again, listeners gradually expanded their
response range and improved their accuracy. We explain our results with
a neurocomputational model, in which the auditory system re-weighs the
different spectral regions of the sensory input, before comparing the sensory
spectrum to stored spatial-spectral information from its own pinna filters.

3.2.
3.2.1.

Results
Controls

The control experiments to targets in the central frontal hemifield revealed
that all participants were well able to localise broadband GWN sounds.
In addition, they all had considerable problems in localizing the stimuli
with degraded to poor spectral content (BS15, BS25, BS35, and LP6, respectively; see Figure S1 in Supplemental Information). Nonetheless, the
responses to these stimuli also demonstrated some spatial sensitivity for
upward vs. downward locations, suggesting that their auditory systems
were able to determine an elevation estimate on the basis of weak spectral information. Table 3.1 summarizes the average regression results (with
standard deviations) for the response elevation components across subjects
for all five stimuli of the control experiment. Note that the band-stop (BS)
stimuli yielded much poorer localisation results (and more idiosyncratic
variability) than the GWN stimuli, but gains, biases, and variability mea66
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sures remained relatively high. Best localisation performance was obtained
for the BS15 stimuli, for which the spectral notch region was attenuated
the least. The low-pass (LP6) stimuli however, were consistently localised
with the poorest spatial resolution, i.e., with the lowest response gain, and
highest response bias. Still, even for these stimuli, localisation performance
differed significantly from zero (mean correlation coefficient, r ∼ 0.62), indicating a consistent positive contribution of the low-frequency spectral
cues (the ’weak cues’ in Figure 3.1) to the subject’s elevation percept.
Table 3.1: Elevation results control experiment.

Stim
GWN
BS15
BS25
BS35
LP6

3.2.2.

gain (std)

bias (std) (deg)

±
±
±
±
±

3± 8
1 ± 10
2 ± 10
1± 8
11 ± 9

0.87
0.63
0.49
0.50
0.35

0.20
0.21
0.18
0.14
0.19

r2 (std)
0.78
0.68
0.59
0.60
0.40

±
±
±
±
±

0.22
0.22
0.23
0.21
0.18

Pre-training

In the pre-adaptation experiment, we measured localisation performance
for three spectrally degraded stimuli (LP6, BS35, and BS25, see Figure S1)
across the two-dimensional frontal hemifield (Figure S2). The results for
the stimulus-response relationships of the elevation components for representative subject S8 are shown in Figure 3.2). The localisation regression
data indicate the precision and accuracy with which this listener responded
to the sound sources. Like in the control experiments (Table 3.1), which
covered a smaller azimuth-elevation range, localisation performance was
severely degraded for all three stimuli (lower gain, higher bias and more
variability than for the standard GWN stimuli), albeit in different ways.
Especially the LP6 stimuli yielded a higher response bias (> 30 deg) and a
lower correlation coefficient, when compared to the BS25 and BS35 stimuli (bias ∼ 20 deg). In all three cases, however, the regression model
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yielded a significant sensitivity of this subject to changes in target elevation (p < 1e − 3), demonstrating that the auditory system was able to map
the weak spectral cues into a systematic elevation estimate.
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Figure 3.2: Pre-adaptation results for subject S8 in elevation for the three test stimuli. Dashed diagonals: perfect response behaviour. Note that responses were highly
inaccurate for all three stimuli, as gains and biases deviated substantially from their optimal values of 1.0 and 0.0 deg, respectively. Yet, the slopes of the three regression lines
differed significantly from zero, indicating that the stimuli still contained some elevationdependent spectral cues. Note also the differences in response variability, indicated by
r2 .

3.2.3.

Training

To investigate whether explicit error feedback could improve the localisation accuracy of spectrally poor, yet weakly informative, sound sources in
elevation, subjects were exposed to a training session of about 500 trials,
in which they responded with a head-orienting saccade to one of six selected B35 stimulus locations (εT ∈ [−50, −30, −10, +20, +40, +60] deg) in
the midsagittal plane (Figure S2 in SI). About 1.5-2.5 sec later, the sound
was followed by the presentation of an LED at the center of the target
speaker, and the subject was required to make a correction head movement
towards the LED, immediately after the sound-localisation response. Stimulus locations were selected in pseudo-randomised order. Figure 3.3 shows
some representative sound-evoked response data for three subsequent 5068
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trial epochs during the training session: at the start of the training (trials
1-51), after the initial phase of the training (trials 101-151), and towards
the end of the training (trials 351-401). Comparing the three epochs, it can
be noted that response accuracy and precision both improved as the training progressed: the gain systematically increased from gε = 0.7 to gε = 0.9,
while at the same time the response variability decreased, as the coefficient
of determination improved from r2 = 0.74 to r2 = 0.94. As a result, both
the residual errors and the mean absolute localisation error (MAE) for the
six targets systematically decreased during the training session.
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Figure 3.3: Localisation data for the six training targets in the midsagittal plane (BS35
stimuli) presented in randomized order, and followed by visual feedback (Figure S2) (A)
at the start (trials 1-51), (B) after 100 training trials (nrs. 101-151), and (C) towards
the end of the session (trials 351-401). Note the systematic increase of the response gain,
and the reduction in response variability (increased r2 ) during the session. Data from
subject S8.

Similar results were obtained for the other eight subjects. To illustrate
the subjects’ learning patterns during the overall time course of the training
session, we performed a windowed regression analysis on the data of every
subject (by taking a window of 50 subsequent trials per regression, and
shifting the analysis across the session in steps of 5 trials), and averaged
the results across subjects. The data (mean: solid line, and standard deviation: pink shading) are shown in Figure 3.4. The elevation response gain
(Figure 3.4A), and the localisation precision (r2 ) (Figure 3.4B) systemat69
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ically increased with trial number, while the head-saccade reaction times
(Figure 3.4C) and the MAE (Figure 3.4D) systematically decreased during
the training. Note that all response measures seemed to reach their final
performance levels around trial number 200. The covariation of response
variability with reaction time suggests that the auditory system becomes
faster with increased confidence about the perceived source location.
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Figure 3.4: The influence of training on localisation performance as function of time
during the adaptation session. (A) Elevation gain; (B) localisation precision (r2 ); (C)
head-saccade reaction time; (D) mean absolute error. Values were determined by windowed regression, and averaged across subjects. The solid black line and shaded area
indicate mean and standard deviation, respectively.

3.2.4.

Post-training

During the training, subjects had been exposed to a single stimulus type
from which the 6-9 kHz band had been attenuated by 35 dB (BS35; Figure
S1B in SI). Moreover, sounds were presented from a very limited number
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of possible locations (n=6, all confined to the midsagittal plane). Rather
than true spectral-spatial learning, subjects could in principle have improved their response behaviour merely by categorizing or memorizing the
six locations on the basis of subtle acoustic cues. For example, it is conceivable that the different speakers introduced minor speaker-specific colouring
of the spectrum, leading to a particular chroma of the sound, which subjects
might have learned to recognise during the session with visual feedback. If
so, the improved response behaviour would persist only for the particular
trained stimulus conditions, and not generalise across the two-dimensional
frontal hemifield, where many other speakers were used, or to other spectrally degraded sounds with clearly different perceptual chroma.
To establish whether the training had indeed resulted in improved soundlocalisation performance across the entire frontal hemifield, as well as for
different sound spectra, we re-tested the subjects after the training with the
same three stimulus types and source locations as in the pre-adaptation session. The regression analyses for the head-orienting responses of subject S8
for these three stimuli are shown in Figure 3.5. The results show a clearly
improved performance when compared with the data of Figure 3.2. The
response accuracy and precision for the BS35 stimuli had increased from
gε = 0.2 and r2 = 0.44 for the pre-adaptation phase, to post-adaptation
values of gε = 0.5 and r2 = 0.75, respectively. In addition, the response
bias decreased substantially from bε = +18.2 deg to bε = +2.3 deg. This result shows that the response adaptation was not confined to the six trained
target locations on the midsagittal plane, but generalised across the twodimensional frontal space (ruling out an explanation by speaker-specific
peculiarities).
Interestingly, however, the LP6 and BS25 stimuli showed similarly strong
improvements in localisation accuracy and precision for this subject. For
the LP6 stimuli, which were the sounds with strongest deterioration of
spectral-cue information, the regression values changed significantly (p <
0.001) from pre-adaption: [gε , bε , r2 ] = [0.2, 31.6o , 0.20], to post-adaptation:
[gε , bε , r2 ] = [0.4, 0.6o , 0.56]. For the BS25 sounds these changes amounted
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Figure 3.5: Post-adaptation results for subject S8 in elevation for the same three test
stimuli as in Figure 3.2. Note the clear improvement in response accuracy and precision
for all three stimuli, as gains and r2 values increased, and biases decreased substantially
when compared to their pre-adaptation values.

to, pre: [gε , bε , r2 ] = [0.3, 21.0o , 0.53], vs. post: [gε , bε , r2 ] = [0.7, 1.2o , 0.79].
Figure 3.6 shows the compared regression results for the LP6 (lefthand column), BS35 (center) and BS25 (right) stimuli between the preadaptation (abscissa) and post-adaptation (ordinate) experiments for all
individual subjects (identified by the coloured symbols), together with the
means and standard error of the means (gray bars for pre, and red bars
for post, respectively) for the different regression parameters (from top to
bottom: gain, absolute bias, r2 , and MAE).
If the training would not have led to improved localisation, the data
points should scatter evenly along the main diagonal, and the bars for the
pre- and post-data would be indistinguishable. For an improvement, the
gain and r2 data should lie above the diagonal, whereas the MAE and
absolute bias data should lie below the diagonal. Although the bias results
scatter more widely across subjects, showing no overall significant effect for
the population, the other three regression parameters demonstrate clear
improvement of localisation performance for all three stimulus types.
Table 3.2 provides the result of a one-sided sign test on these data,
for the elevation response components to the three stimulus types, indicating that elevation localisation performance significantly improved for all
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Figure 3.6: Summary of the regression analyses for all subjects shown as post-adaptation
vs. pre-adaptation results. Columns: test stimuli; rows, from top to bottom: response
gain, absolute response bias, coefficient of determination, mean absolute error. Averages
across listeners for the two conditions are shown as insets: gray = pre-adaptation with
SEM, red = post-adaptation with SEM. For the three stimuli, the post-adaptation results
were more accurate and precise.

three stimuli. This conclusion is further strengthened when also the small,
but consistent, effects on the head-saccade reaction times are included. A
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shorter reaction time may suggest a higher level of confidence concerning
the target location. The same 7/9 subjects showed slightly faster mean
reaction times for the post-test localisation responses of all three stimulus spectra. Note that the post-adaptation data were obtained late in the
recording session, hundreds of trials after the pre-adaptation data, when
fatigue and reduced attentiveness may have started to affect reaction times
(Figure S3 in SI). As expected, no significant changes of response accuracy
and precision were obtained for the azimuth response components (p=0.08;
see SI, Table S1, and Figures S4-S6, for details).
Table 3.2: One-sided sign test between pre- and post-training results. Comparison of pre- and post regression results. n/36: number of data points out of 36 per
stimulus type that indicate an improved response (higher gain, higher r2 , lower bias, and
lower MAE).

Component
Elevation

3.2.5.

LP6
29/36

p = 1 · 10−4

BS35
29/36

p = 1 · 10−4

BS25
27/36

p = 1 · 10−3

Experiment 2: Repetitive exposure to LP6 sounds
without visual feedback.

In the second experiment we tested three more subjects (S10-S12) on their
localization performance to LP6 stimuli, when during the exposure session
no feedback was provided for the same six locations as in Experiment 1.
In the pre- and post localisation tests, responses were measured to BB and
LP6 targets, randomly interleaved across the frontal hemifield. The basic
response patterns for the azimuth components and summary figures for all
three subjects are provided in the Supplementary Material (S4 and S9).
Figure 3.7 shows that the response behavior of S10 gradually improved
during the imprinting session for three selected blocks of 50 trials (similar format as Figure 3.3). Both the response range and the response gain
increased during the session, while the upward response bias and the coefficient of determination (variance) decreased during the open-loop exposure
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Figure 3.7: Localisation data for the six LP6 stimuli in the midsagittal plane, presented
in randomized order without providing any feedback, (A) at the start (trials 1-51), (B)
after 150 training trials (nrs. 151-201), and (C) towards the end of the session (trials 351401). Note the systematic increase of the response gain, and the reduction in response
variability (increased r2 ) during the session. Note also that the response range expands
most profoundly in the downward direction. Data from subject S10 (for the other two
subjects, see Fig. S9 in SI).

To show how the response parameters varied during the entire openloop exposure session, Figure 3.8 shows response gain, bias, reaction time
(SRT), and r2 as a function of trial number. Note that after about 120 trials
the response gain systematically increased during the exposure session from
about 0.1 to near 0.5, while at the same time the response bias decreased
from about 12 deg to near zero deg. This means that, initially, the listener
perceived all LP6 stimuli above the horizontal plane (bias about 12 deg;
Figure 3.7A), while during the sound exposure more and more downward
percepts for stimuli presented below the horizontal plane emerged (Figure
3.7B,C). The response reaction times initially started to decrease, but during the learning, they rapidly increased by about 150 ms. Meanwhile, the
overall variability in the data (r2), remained roughly constant at about 0.7
(i.e., 70 % variance explained by the linear regression).
Figure 3.9 compares the pre- and post-training stimulus-response data
in elevation for listener S10. Note that the responses to the BB stimuli
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Figure 3.8: . Localisation performance to the 432 trials of LP6 stimuli pseudo-randomly
presented at one of only six locations on the midsagittal plane. (A) The response gain
increases and (B) the bias gradually decreases during the open-loop training session. (C)
The response variability stayed approximately constant during the block of trials. (D)
Saccade reaction times initially decreased (as the gain remained constant, cf. with (A)),
but during the adaptive phase they increased by about 125 ms. Regression coefficients
were determined for blocks of 50 trials, moving in 5-trial steps along the exposure session
of 432 trials. Data from subject S10 (for the other subjects, see Fig. S9 in SI).

were unaffected by the training. The Supplemental Material (S8) shows
that the responses for the azimuth components of both stimulus types did
not change either. The post-training responses to the LP6 sounds, however,
were better (they had a higher gain, and a lower response bias) than before
the training, although the effect was markedly smaller than for Experiment
1, where visual feedback was provided in each exposure trial.
76

3.3. Discussion

3

Figure 3.9: . Stimulus-response elevation data before (A) and after (B) the open-loop
training of localization to LP6 sounds. Filled symbols: responses to broadband sounds;
open: LP6 sounds. After training, the LP6 responses were slightly better than before
the training, which is evidence for transfer of the adaptation to the 2D frontal hemifield.
Data from subject S10 (for the other subjects, see Fig. S9 in SI).

3.3.
3.3.1.

Discussion
Perceptual learning

The results of our experiments demonstrate that the human auditory system can rapidly adjust its sound-localisation behaviour in the median plane
on the basis of error feedback, or through repeated exposure to limited, yet
spatially consistent, spectral cues, to improve its performance. Visual feedback, or open-loop sound presentation restricted to only a limited (n=6)
number of source locations, and for a single spectrally- impoverished stimulus (either BS35, or LP6), sufficed to induce changes in elevation performance that generalised to other target locations across the frontal hemifield, and for other spectral stimuli. Thus, rather than having learned a
particular ’categorisation strategy’ during the exposure or training phase,
which would have enabled subjects to correctly identify each of the six
speakers on the basis of particular acoustic characteristics in the sounds
(unrelated to localisation per se), we argue that the auditory system im77
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plemented changes in its spectral-to-spatial mapping stage to improve its
overall localisation performance.

3

It has been demonstrated before that perceptual learning can sometimes
be induced without the use of any feedback or perceptible changes in the
acoustic input (Amitay et al., 2006). Indeed, when performance error is not
a driving force for changes in the percept or behaviour, the mere repeated
exposure to stimuli could in principle lead to an improved detection or discrimination ability (‘perceptual learning’(Amitay et al., 2006)). This could
happen, for example, when being exposed repeatedly to a small, nearly imperceptible, change in an acoustic feature, like an amplitude modulation,
a small frequency difference, or to a signal that is hidden in background
noise. Our experiments show that also in the case of spatial hearing an
explicit spatial error-feedback signal may not be always needed to improve
source-localisation behaviour (Figures. 3.7-3.9), albeit that the combination of repetitive stimulus exposure with visual feedback (Experiment 1)
did provide a stronger and more reliable response improvement (Figures
3.2-3.5).
Clearly, subjects already must have had a weak notion about the subtle
elevation-related cues in the low-frequency bands of the spectrum, which
is evidenced by their nonzero response gains (Figures 3.2 and 3.7) in the
control conditions. Repeated exposure to these weak cues may therefore
have prompted the auditory system to gradually boost their importance for
localisation. This mechanism would be further reinforced by explicit spatial
(visual) error feedback, leading to an even stronger response enhancement.
In the experiments, we ensured that stimuli (duration 150 ms) were too
short to allow the head-orienting movements (with mean reaction times
>200-250 ms; Figures 3.8 and S3) to provide any valuable acoustic feedback
through the systematic sensorimotor changes in the acoustic cues. We
therefore conclude that the effects of the training, observed during the
training phase (Figures 3.3 and 3.4) and after the training (Figures 3.5 and
3.6) were caused by visual error feedback in combination with the repeated
exposure of impoverished, yet consistent, spectral cues (Figures 3.7 and
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3.9).
We recently showed that manipulating the spectral contrast of the notch
band (6-9 kHz) with respect to the surrounding lower and higher frequency
bands systematically affected a listener’s elevation responses. The results
suggested that the auditory system relies on the full acoustic spectrum
to estimate the elevation angle (Zonooz et al., 2019). A similar conclusion
was drawn on the basis of response distributions to random spectral-shaped
stimuli (Hofman and Van Opstal, 2002; Van Opstal et al., 2017). From the
spectral-contrast results we hypothesized that the auditory system uses
the weak elevation-related cues < 5 kHz (Figure 3.1), whenever they are
available, but they contribute to the elevation percept with a lower weight
than the much stronger cues within the 5-10 kHz notch-band. This spectral
weight would thus express the reliability, or confidence, of the auditory
system in the particular spectral cue to encode the elevation angle. The
level of confidence eventually translates into the stimulus-response gain of
goal-directed movements, when the sensory estimate competes with internal
priors about potential, expected source locations (see below).
Here, we further explored this idea, by providing repeated exposure with
or without visual feedback to the listener for stimuli (BS35, LP6) that contained only impoverished information from the notch band. Note, however,
that in contrast to the LP6 noises, the BS25 and BS35 stimuli also contained
considerable acoustic power in the 9-20 kHz band. This high-frequency information is considered unreliable because of the poor hearing thresholds
for normal-hearing humans, and the erratic (non-monotonic, rapidly varying) elevation cues at these high frequencies (e.g., Figure 3.2). Yet, the
data show that also these frequencies contributed to the elevation percept
of our listeners, as the pre- training data and the control responses differed
significantly for these stimuli when compared to the LP6 sounds (see Table
3.1 and Figure 3.2).
The visual feedback helped listeners to gradually decrease their localisation errors across trials for the six BS35 stimuli, eventually leading to
near-normal localisation behaviour for these sources (Figure 3.4). Without
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the visual feedback, response accuracy increased as well, but never reached
near-veridical performance (Figure 3.8). The crucial test for the presence
of true perceptual learning, however, is the generalisation of response behaviour to other stimuli than the ones that were imprinted during the training phase. The data show that response accuracy in elevation (quantified
by the gain and bias of the stimulus-response relationships, and the mean
absolute error) and precision (measured by the variability of the responses
around the optimal regression line) had significantly improved after the
training for all locations across the two- dimensional frontal hemifield, as
well as for the other two spectral test stimuli (LP6 and BS25). In terms
of the hypothesis described above, we thus conjecture that the auditory
system had increased the weights of the weak spectral elevation cues in
the low- frequency band, to express its increased confidence in these cues
for localisation. It is conceivable, that similar weight changes may have
occurred in the high-frequency bands (9-20 kHz), but we have not tested
this explicitly in our experiments with high- pass filtered noises.

3.3.2.

Neuro-computational model

Many studies that range from sensorimotor behaviour (Berniker et al., 2010;
Körding and Wolpert, 2004), cognition (Battaglia et al., 2013; Tenenbaum
and Griffiths, 2001), perception (Knill and Richards, 1996; Mamassian and
Goutcher, 2001) to multi-sensory integration (Ernst and Banks, 2002; Hillis
et al., 2004) have consistently demonstrated that human behaviour, in the
presence of sensory or motor uncertainty, can be understood from a statistical mechanism that relies on Bayesian inference.
The neuro-computational model shown in Figure 3.10 is an extended
version of our earlier proposal on the spectral-to-spatial mapping stage
in the human auditory system that could explain a veridical percept of
source elevation, despite the ill-posed nature of the problem described in the
Introduction (Hofman and Van Opstal, 1998, 2002; Van Opstal et al., 2017).
In short, that model proposed that the auditory system contains learned
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Figure 3.10: Conceptual model that explains how a limited input spectrum (LP) leads
to an improved elevation percept after training. The sensory spectrum results from a
convolution of the sound (here: X(f ) = LP stimulus) with the HRTF of its elevation,
H(f, ε∗ ). Frequency bands are subsequently weighted according to their quality and reliability of spatial information content. As a result of training, the weighting function is
updated, by increasing the weights of low-frequency spectral cues (red). The resulting
weighted sensory spectrum, S 0 (f, ε∗ ), is cross-correlated with stored information about
all HRTFs (here: up to 6 kHz, as defined by the input), yielding a likelihood function
of potential source locations, after rectification, L(ε; ε∗ ). Adaptation shifts the likelihood from its initial estimate (black) to the adapted estimate (red). Bayesian inference
then weighs the (updated) sensory evidence against its prior (distributed around straight
ahead), resulting in an updated posterior distribution. The maximum of the posterior
(MAP) specifies the adapted (red) perceived elevation angle, εAD
P , of the LP sound.

representations of the full set of spectral HRTFs, and that the incoming
sensory spectrum is cross-correlated with its internally stored data set over
the relevant frequency range (e.g., between 4-14 kHz). The result of this
cross-correlation is a function of target elevation. It can be mathematically
shown that if two prior assumptions are met: (i) all HRTFs are unique
(i.e., they do not positively correlate with each other), and (ii) natural
sound spectra do not resemble any of the stored HRTFs, the maximum
of the cross-correlation function will always be at the veridical elevation
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angle. This strategy would allow the auditory system to successfully cope
with a wide range of sounds, without having to assume that the source has
a flat (Middlebrooks and Green, 1991), or sufficiently flat (Zakarauskas and
Cynader, 1993), spectrum.
However, the examples in Figure 3.1 suggest that the spectral cues in
the HRTFs may have different information content: up to about 3 kHz,
the cues do not seem to vary with elevation at all, but instead show a
strong direction-independent amplification from the primary resonance in
the ear canal (at about 2.5 kHz). From about 3.5 to 5 kHz the HRTFs
start to diverge systematically (where they start to diverge depends on
pinna size (Otte et al., 2013; Takemoto et al., 2012)), albeit only slightly,
thus providing a weak but systematic signal for source elevation. This weak
signal, however, is vulnerable to noisy interference e.g., from background
noise. We therefore hypothesise that the auditory system may consider
the spectral cues in this frequency band as significant, but assigning them
a relatively low weight to reflect their poor reliability. The same would
hold for the very high frequencies (above ∼10 kHz), to which the human
auditory system is relatively insensitive. In contrast, the frequencies in
the notch band (5-10 kHz) are very prominent and systematic, and would
contribute most reliably to estimate the true elevation angle of the target
sound. As a result, their weights would be strongest.
In our extended model (Figure 3.10, we included a spectral weighting
function, w(f ), that acts on the original sensory spectrum, prior to the
cross-correlation stage. The function reflects the system’s confidence in
the different frequency bands to encode the elevation angle. It is nonmonotonic, and peaks in the central notch band. The result is a weighted
sensory spectrum, S 0 (f ; ε∗ ), which is determined by:
S 0 (f ; ε∗ ) = w(f ) · (H(f ; ε∗ ) + X(f )).

(3.1)

with X(f ) the log-sound spectrum, and H(f ; ε∗ ) the HRTF corresponding
to target elevation, ε∗ . The weighted sensory spectrum is subsequently
cross-correlated with all stored HRTFs. This cross-correlation is performed
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only over the most relevant spectral bands in the signal (say, from 3.5 - 14
kHz). It yields a function of ε∗ , C(ε|ε∗ ), which may contain peaks at those
elevations (i.e., HRTFs) that most resemble the weighted sensory spectrum
of Eqn.3.1. The likelihood function, L(ε|ε∗ ) is obtained from rectifying the
correlation function, as only positive correlations potentially relate to the
true stimulus location.
A second extension to the cross-correlation model (Hofman and Van Opstal, 1998) includes a stage that combines the likelihood function with an
additional internal prior about expected source locations, P (ε∗ ) (here we
assume a Gaussian distribution with a mean at zero elevation, and a fixed
standard deviation, σprior ). Through Bayes’ rule, the multiplicative combination yields a posterior distribution that describes the probability of all
possible source elevations giving rise to the sensory likelihood function:
P OST (ε∗ |ε) = L(ε|ε∗ ) · P (ε∗ )

(3.2)

Finally, the system’s elevation estimate is selected by a decision mechanism
on the posterior distribution. For an optimal estimate (i.e., a minimum
mean absolute error at minimum variance), this would be the Maximum
A-Posteriori decision, or MAP. The gain and variance of the elevation estimates from the MAP decision model depend on the noise (uncertainty) in
the sensory input (the width of the likelihood function, σε ), according to:
gRESP (σε ) =

1
1+

σε2
2
σP

and σRESP (σε ) =

σε2
(1 +

σε2 2
2 )
σP

(3.3)

In the absence of sensory noise (σε ≈ 0, which occurs for broadband
GWN, or for the measurement of source azimuth, with σα ≈ 0) the Bayesian
decision stage yields a response gain close to one, and a variance that approaches zero. On the other hand, if the sensory noise is comparable to the
uncertainty in the prior distribution, the response gain will be considerably
smaller than one. This happens, e.g. for the sounds with weak spectral
information content, like the LP6 stimuli.
We here conjecture that our perceptual learning paradigm induced reversible changes in the spectral weighting stage of the auditory pathway.
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The visual feedback, in combination with the system’s own orienting response, provided consistent error information regarding the subject’s elevation estimate, leading to an increase in the weights of the low end of the
sensory spectrum as the localisation error decreased. Due to the increased
contribution of these frequencies to the weighted sensory spectrum, the elevation estimate obtains an increased gain, and less response variance, by
virtue of Eqn. 3.3. More importantly, the changes in the spectral weighting
function will not be confined to the particular stimulus for which the system was trained. As a result, also other sounds with similar impoverished
spectral content, and presented at all locations in the environment, yield
improved localisation responses.
Note that our model incorporates the entire relevant frequency spectrum
to estimate source elevation. Through the spectral weighting stage, it can
thus allow for considerable flexibility, plasticity, and adaptive learning in
response to acoustic, perceptual, or sensorimotor challenges. It is not trivial
to apply these concepts to alternative models that rely fully on particular
HRTF-specific spectral features (like steepness of a peak or notch in the
spectrum, or presence of a covert peak) to estimate elevation (Baumgartner
et al., 2014; Reiss and Young, 2005; Rogers and Butler, 1992; Zakarauskas
and Cynader, 1993)

3.4.
3.4.1.

Methods
Participants

We report on the response behaviour of twelve listeners (Experiment 1:
S1–S9, ages 22–30; 3 females, all naïve regarding the purpose of the experiments; Experiment 2: S10–S12, all male, and experienced in soundlocalisation studies; two of the listeners were naïve as to the purpose of
the experiment, one listener is author) who satisfied two inclusion criteria
for the experiments: (i) normal-hearing sound-localisation performance to
broadband Gaussian White Noise stimuli in azimuth and elevation, and (ii)
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a significantly degraded localisation performance in elevation for the bandlimited sounds. Based on these criteria we excluded four other listeners,
either because their localisation performance to GWN deviated substantially from normal-hearing performance (two listeners) or because their
localisation performance for the BS35 stimuli (see below) did not deviate
significantly from their GWN responses (another two listeners). The inexperienced subjects were given one or two brief practice sessions to get
acquainted with the setup and localisation paradigms, and to gain stable
localisation performance to standard broadband Gaussian white noise stimuli. All subjects reported to have no hearing problems of any kind, which
was supported by their sound-localisation behaviour.

3.4.2.

Ethics statement

The local Ethics Committee of the Faculty of Social Sciences of the Radboud University approved the experimental procedures (protocol nr. ECSW20162208-41), as they concerned non-invasive observational experiments with
healthy adult human subjects. All experiments adhered to the relevant
guidelines and procedures for which ethical approval was obtained. Prior
to their participation in the experiments, all subjects gave their full written
informed consent.

3.4.3.

Experimental setup

During the experiments, the subject sat comfortably on a chair in the center
of a completely dark, sound-attenuated room (length x width x height:
3x3x3 m). The floor, ceiling and walls were covered with sound-attenuating
black foam, effectively eliminating echoes for frequencies >500 Hz. The
room had an ambient background noise level of 30 dB A-weighted.
In Experiment 1, the chair was positioned at the center of a verticallyoriented circular hoop (1.2 m radius), on which 58 small broad-range loudspeakers were mounted (Visaton SC5.9), with a green LED in their center
that could serve as a visual stimulus.
85

3

3.4. Methods

In Experiment 2, the chair was at the center of a spherical acoustically
transparent wire frame, on which 125 speakers were attached, spanning -120
to +120 deg in azimuth, and -55 to +90 deg in elevation (see Supplemental
Information, Figure. S2).

3

Target locations and head-movement responses were transformed to
double-pole azimuth-elevation coordinates (Knudsen and Konishi, 1979).
In this system, azimuth, α, is defined as the angle between the sound source,
the center of the head, and the midsagittal plane, and elevation, ε, is defined as the angle between the sound source, the center of the head, and the
horizontal plane. The origin of the coordinate system corresponds to the
straight-ahead speaker location. Note that for the total frontal hemifield
in this system: |α| + |ε| ≤ 90o (see Figure S2).
Head movements were recorded with the magnetic search-coil induction
technique (Robinson, 1963). To that end, the participant wore a lightweight
(150 g) “helmet” consisting of two perpendicular 4 cm wide straps that
could be adjusted to fit around the participant’s head without interfering
with the ears. On top of this helmet, a small coil was attached. From the
left side of the helmet, a 40 cm long, thin aluminum rod protruded forward
with a dim (0.15 Cd/m2) red LED attached to its end, which could be
positioned in front of the listener’s eyes, and served as an eye-fixed head
pointer for the perceived sound locations. Two orthogonal pairs of 2.45
x 2.45 m coils were attached to the edges of the room to generate the
horizontal (60 kHz) and vertical (80 kHz) oscillating magnetic fields. The
head-coil signals were amplified and demodulated (Remmel Labs, Ashland,
MA), before being passed to 150 Hz anti-aliasing low-pass filters (custommade, 4th-order Butterworth), and subsequently stored on hard disk at a
sampling rate of 500 Hz per channel for off-line analysis.

3.4.4.

Auditory Stimuli

Acoustic stimuli were digitally generated using Tucker-Davis Technologies (TDT) (Alachua, FL) System III hardware, with a TDT DA1 16-bit
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digital-to-analog converter (48828.125 Hz sampling rate). A TDT PA4 programmable attenuator controlled sound level, after which the stimuli were
passed from the TDT HB6 buffer to one of the speakers in the experimental
room. Absolute free-field sound levels were measured at the position of the
listeners head with a calibrated sound amplifier and microphone (Brüel and
Kjaer, Norcross, GA).
The speakers had a nearly flat response characteristic between 0.02–20
kHz: fluctuations in their amplitude characteristics remained within ±3 dB
between 200 and 3000 Hz, and within ±2 dB across the high end of the
spectrum > 3 kHz, which were not corrected for in the stimulus generation
(see Discussion).
For examples of transfer characteristics of these speakers, we refer the
reader to the manufacturer’s website at http://www.visaton.com/en/
industrie/breitband/sc5_9nd_8.html.
All acoustic stimuli were derived from a standard Gaussian white noise
stimulus, which had 5 ms sine-squared onset and offset ramps. This broadband control stimulus had a flat amplitude characteristic between 0.2 and
20 kHz, random phase, and a duration of 150 ms. The auditory stimuli,
used in the training and exposure experiments, differed from the GWN
control in their spectral content within and outside the 6–9 kHz band (the
notch band; see Figure. S1). Bandstop (BS) stimuli were created by systematically attenuating the intensity between 6–9 kHz by -35 dB (BS35
stimulus), -25 dB (BS25 stimulus), or -15 dB (BS15 stimulus). The lowpass (LP6) filtered stimuli only contained band-limited noise between 0.5 to
6kHz. This latter stimulus was chosen as it provided little, yet consistent,
information about the elevation direction (see Figure 3.1)

3.4.5.

Experimental paradigms

Calibration. Each experimental session started with a calibration paradigm
to establish the mapping parameters of the coil signals to known target locations. Head-position data for the calibration procedure were obtained by
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instructing the listener to make an accurate head movement while redirecting the dim LED in front of the eyes from the central fixation LED to each
of 58 peripheral LEDs, which was illuminated as soon as the fixation point
extinguished. The 58 fixation points and raw head-position signals thus obtained were used to train two three-layer neural networks (one for azimuth,
one for elevation) that served to calibrate the head-position data, using the
Bayesian regularization implementation of the back-propagation algorithm
(MatLab; Neural Networks Toolbox) to avoid overfitting (MacKay, 1992).
In each sound-localisation experiment, the listener started a trial by
fixating the central LED (azimuth and elevation both zero; Figure S1).
After a pseudo-random period between 1.5–2.0 sec, the fixation LED was
extinguished, and an auditory stimulus was presented 400 msec later. The
listener was asked to redirect the head by pointing the dim LED at the end
of the aluminum rod to the perceived location of the sound stimulus as fast
and as accurately as possible.
Control session.
The sound-localisation experiments were divided over two experimental
days. The localisation control experiment was performed on the first day.
This experiment contained 275 trails with broadband, low-pass and bandstop (at -35, -25 and -15 dB) stimuli, and were presented at randomly
selected locations that ranged from [-20,+20] deg in azimuth, and from [50,+60] deg in elevation (see Figure S2 in Supplemental Information). The
control experiment served to establish the subject’s localisation abilities,
and to verify the effect of low-pass filtering, or spectral attenuation in the
6-9 kHz band, on their localisation performance, prior to the adaptation
experiment.
The pre-training, training, and post-training experiments were performed on a second recording day.
Training session. Experiment 1: In the training experiment, subjects
localised the BS35 stimuli, presented at 6 fixed locations in the elevation
direction (+60, +40, +20, -10, -30, -50 deg), and azimuth zero. After the
sound was presented, and the subject had made the localisation response,
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a green LED in the center of the speaker was illuminated for a duration of
1500 ms. The subject was required to make a subsequent head-orienting
response to the location of the LED; this procedure ensured that the subject had access to signals related to programming a corrective response,
immediately after a sound-localisation estimate. The training experiment
consisted of 432 trials in which every location was presented 72 times in
pseudo-random order.
Experiment 2: In this experiment, the same number of training trials
was applied, but subjects now responded with a head-orienting response
to the LP6 stimuli (presented at the same locations as in Experiment 1),
without obtaining any feedback about their performance
Test sessions. Experiment 1: The pre- and post-adaptation experiments contained the same 135 trials with three types of stimuli: LP, BS35,
and BS25 sounds (45 trials per stimulus). Stimuli were presented at pseudorandomly selected locations from the 2D frontal hemifield, ranging from
[-90,+90] deg in azimuth, and from [-55,+85] deg in elevation (Figure S2).
Experiment 2: The pre- and post-training experiments contained 116
trials with two types of stimuli: BB noise and the LP6 sound. Stimuli
were presented at pseudo-randomly selected locations from the 2D frontal
hemifield, ranging from [-50, +50] deg in azimuth, and from [-50, +70] deg
in elevation.

3.4.6.

Data Analysis

A custom-written MatLab script was used to automatically detect saccades
in the calibrated data by using preset velocity criteria (15 deg /s) to saccade
onset and offset (Hofman and Van Opstal, 1998). Detected saccades were
visually inspected for errors and manually corrected if necessary, without
having access to stimulus information.
We analyzed the responses for each participant, separately for the different stimulus types, by determining the optimal linear fits for the stimu89
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lus–response relationships for the azimuth and elevation components:
Rα = gα · Tα + bα

3

and Rε = gε · Tε + bε ,

(3.4)

by minimizing the least-squares error using the Scikit-learn library (Pedregosa et al., 2011). Rα and Rε are the azimuth and elevation response
components, and Tα and Tε are the azimuth and elevation target coordinates. Fit parameters, bα and bε , are the response biases (offsets; in
degrees), whereas gα and gε are the response gains (slopes, dimensionless)
of the azimuth and elevation responses, respectively. Note that an ideal listener should yield gains of 1.0, and offsets of 0.0 degrees. We also calculated
Pearson’s linear correlation coefficient, r, the coefficient of determination,
r2 , the mean absolute residual error (M ARE), and the mean absolute localisation error (M AE) of the response, R, for each fit:
N
1 X
|Rc − (gc · Tc + bc )|
N n=1

(3.5)

N
1 X
|Rc − Tc | with c = α, ε.
N n=1

(3.6)

M AREc =
M AEc =

Statistics. To assess an effect of the training on the difference between
the pre- and post-adaptation results (i.e., gain, bias, r2 , localisation error),
we grouped the data for the three spectral stimuli in the test sessions across
the nine subjects (i.e. 36 values, per stimulus type, and per test), and
determined a distribution-free, one-sided sign test of the differences. In
the sign test, each difference between post- and pre-adapatation value per
subject is treated as the outcome of a binomial test with p=0.5 for the
probability of being either larger (gain, and r2 ), or smaller (absolute bias,
and M AE) than zero. A p-value < 0.01 is obtained when at least 24/36
measurements indicate an effect.
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3.5.
3.5.1.

Supplemental Information
Experiment 1: without feedback

3

BS35 repetitive exposure with visual feedback

S1. Sound spectra
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Figure S1. Schematised power spectra of the sound stimuli used in the
adaptation experiment. Stimuli were derived from a GWN control stimulus
of 65 dB (A-weighted) by (A) removing all frequencies above 6 kHz (LP),
or by attenuating the 6-9 kHz frequency band by (B) 35 dB, or (C) 25 dB.
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S2. Target distribution

3

Figure S2. Distribution of sound-source locations, as used in the different experimental paradigms, projected onto a Cartesian azimuth-elevation
coordinate grid. Note that speakers were attached to a spherical frame,
and that in the double-pole azimuth-elevation coordinate system the sum
of the azimuth and elevation angles can never exceed 90 deg (outer boundary of the plot). In the control experiment of day 1, the selected speaker
locations were confined to [-20,+20] deg for azimuth, and [-50,+60] deg
for elevation. The six training targets of the adaptation experiment were
located on the midsagittal meridian, and are indicated in red. They were
presented with visual feedback (green dot) at the end of each localisation
trial. The pre- and post-adaptation test targets (red and dark gray) were
distributed across the frontal hemifield, and were pseudo-randomly selected
for azimuth in [-90,+90] deg, and for elevation in [-55,+85] deg. LL: lateral
left, LR: lateral right. The central speaker at (0,0) deg, and the speaker at
the zenith were not used.
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S3. Reaction-time data
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Figure S3: Influence of adaptation on head-saccade reaction times. For
the same 7/9 subjects the reaction times became slightly shorter after adaptation. Only for subjects S5 and S8, responses were somewhat prolonged.
Note that the post-adaptation data were (necessarily) obtained after the
500 trials of the adaptation phase, which could have slightly increased the
post-adaptation reaction times (due to fatigue), and therefore potentially
underestimated the differences.

S4. Azimuth results of the control experiment.

Stim

gain (std)

bias (std) (deg)

GWN 1.1 ± 0.2
BS15 1.2 ± 0.2
BS25 1.3 ± 0.2
BS35 1.3 ± 0.2
LP6
1.3 ± 0.2
Table S1: Azimuth results for the
subjects.

r2 (std)

2±4
0.88 ±
2±3
0.90 ±
1±4
0.88 ±
2±4
0.90 ±
2±4
0.91 ±
control experiment,

0.06
0.04
0.07
0.06
0.03
averaged across
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S5. Azimuth stimulus-response relations: pre-training.
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Figure S4: Pre-training results for subject S8 for the azimuth components
of the three test stimuli. Dashed diagonals: perfect response behaviour.
Note that responses were highly accurate for all three stimuli, as gains and
biases were around their optimal values of 1.0 and 0.0 deg, respectively.

S6. Azimuth stimulus-response relations: post-training
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Figure S5: Post-training results for subject S8 in azimuth for the same
three test stimuli as in Figure S4. Note absence of a change.

94

3.5. Supplemental Information

S7. Azimuth data: comparison of pre- vs. post-training results
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Figure S6: Summary of the regression analyses of azimuth for all subjects
shown as post-training vs. pre-training regression results. Data were pooled
for the three stimulus types, as localisation behaviour was independent of
the spectral content (see Table S1). The pre- and post-training results for
the azimuth response components were statistically indistinguishable. A
binomial sign test on the 32 data points yielded p = 0.08 (n.s.).

3.5.2.

Experiment 2: with feedback

Repetitive LP6 exposure without feedback.
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S8. Azimuth response components pre- and post-exposure to LP6
sounds

3

Figure S7: Azimuth response components of S10 to the BB and LP6
stimuli in the pre-training and post-training control experiments. Sounds
were presented in the 2D frontal hemifield in Azimuth ([-50, +50] deg) and
elevation ([-40, +60] deg), see also Fig. S2). The post-training results for
the azimuth components were identical to the pre-training results for both
stimulus types.
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S9. Elevation results of Experiment 2 for listeners S11 and S12.

3

Figure S8: Regression on three different epochs during the LP6 exposure
for subject S11. Same format as Fig. 3.7.

Figure S9: Regression on three different epochs during the LP6 exposure
for subject S12. Same format as Fig. 3.7.
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3

Figure S10: Results of repetitive exposure of LP6 sounds to 6 locations
for S11. Same format as Fig. 3.8.

Figure S11: Results of repetitive exposure of LP6 sounds to 6 locations
for S12. Same format as Fig. 3.8.
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3
Figure S12: Regression results of the pre- and post-training data in elevation of Experiment 2 for listener S11. Same format as Fig. 3.9.

Figure S13: Regression results of the pre- and post-training data in elevation of Experiment 2 for listener S12. Same format as Fig. 3.9.
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4
Differential Adaptation in Azimuth and
Elevation to Acute Monaural Spatial
Hearing after Training with Visual
Feedback

This chapter has been published in B. Zonooz and A.J. van Opstal, eNeuro, (2019).
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Sound localization in the horizontal plane (azimuth) relies mainly on binaural difference cues in sound level and arrival time. Blocking one ear will
perturb these cues, and may strongly affect azimuth performance of the listener. However, single-sided deaf listeners, as well as acutely single-sided
plugged normal-hearing subjects, often use a combination of (ambiguous)
monaural head-shadow cues, impoverished binaural level-difference cues,
and (veridical, but limited) pinna- and head-related spectral cues to estimate source azimuth. To what extent listeners can adjust the relative contributions of these different cues is unknown, as the mechanisms underlying
adaptive processes to acute monauralisation are still unclear. By providing visual feedback during a brief training session with a high-pass filtered
sound at a fixed sound level, we investigated the ability of listeners to adapt
to their erroneous sound-localization percepts. We show that acutely plugged
listeners rapidly adjusted the relative contributions of perceived sound level,
and the spectral and distorted binaural cues, to improve their localization
performance in azimuth also for different sound levels and locations than
those experienced during training. Interestingly, our results also show that
this acute cue-reweighting led to poorer localization performance in elevation, which was in line with the acoustic–spatial information provided during training. We conclude that the human auditory system rapidly readjusts
the weighting of all relevant localization cues, to adequately respond to the
demands of the current acoustic environment, even if the adjustments may
hamper veridical localization performance in the real world.
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4.1.

Introduction

Sound localization relies on the processing of acoustic cues that result from
the interaction of sound waves with head, torso, and pinnae. For directions
in the horizontal plane (azimuth), the human brain relies on interaural time
differences (ITDs) for frequencies ≤1.5 kHz, and on interaural level differences (ILDs) for higher frequencies (≥3 kHz). The ITDs and ILDs do not
specify the elevation angle (up-down, front-back) of sound sources. The
latter relies on idiosyncratic spectral-shape cues from direction-dependent
acoustic reflections and refraction within the pinna cavities, described by
head-related transfer functions (HRTFs). This broadband spectral mechanism defines a unique monaural elevation cue for frequencies ≥3–4 kHz
(Blauert, 1997; Van Opstal, 2016).
The existence of seemingly independent mechanisms to extract the azimuth and elevation coordinates has some interesting corollaries that are
unique to the auditory system. For example, localization performance in
elevation can be heavily perturbed without a deterioration of azimuth localization, e.g. by inserting binaural pinna molds (Carlile et al., 2014;
Hofman and Van Opstal, 2003, 1998; Morimoto, 2001), by adding background noise (Zwiers et al., 2001), or by varying sound levels, spectra, and
sound durations (Butler, 1987; Hofman and Van Opstal, 1998; MacPherson
and Middlebrooks, 2000; Vliegen et al., 2004).
Under monaural hearing conditions, the binaural time- and level-differences
are heavily perturbed or absent, which severely hampers azimuth localization (Agterberg et al., 2012; Kacelnik et al., 2006; Keating and King, 2013;
Keating et al., 2016; Kumpik et al., 2010; Kumpik and King, 2019; Moore
et al., 1999; Oldfield and Parker, 1986; Van Wanrooij and Van Opstal,
2007).Four additional cues could subserve azimuth localization under perturbed binaural hearing: (i) the level-related head-shadow effect (HSE), (ii)
weakened binaural level differences, (iii) the spectral cues from the hearing
ear, and (iv) low-pass filtering by the head (Kumpik and King, 2019; Oldfield and Parker, 1986; Van Wanrooij and Van Opstal, 2007). Note that
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the monaural head-shadow cue is ambiguous, as a loud sound at the perturbed side may be perceived just as loud as a soft sound at the hearing
side. A similar ambiguity holds for the head’s low-pass filter (Van Wanrooij and Van Opstal, 2004, 2007). Therefore, the veridical location of the
sound source cannot be specified by these monaural cues alone (Van Opstal, 2016). Yet, in familiar environments, or sounds with known properties,
monaural listeners could use the HSE in combination with these priors to
better estimate their location (Carlile et al., 2014; Kumpik and King, 2019;
Van Opstal, 2016; Van Wanrooij and Van Opstal, 2007).

4

Although a monaural plug attenuates high frequencies by 30-50 dB,
low-frequency ITDs may pass unobstructed, while for loud sounds, some
binaural level differences may survive, albeit biased towards the hearing
ear. Indeed, individuals with severe conductive hearing loss still utilize
weak binaural level differences to localize azimuth (Agterberg et al., 2012).
Clearly, this potential cue is not available for single-sided deaf listeners
(Van Wanrooij and Van Opstal, 2004).
Under monaural hearing, pinna cues from the hearing ear may contribute to localize azimuth (Van Wanrooij and Van Opstal, 2004, 2007).
Indeed, the auditory system of ferrets and humans can compensate for
monaural occlusion by using spectral cues from the good ear to perceived
azimuth (Van Wanrooij and Van Opstal, 2007; Keating et al., 2016; see
Kumpik and King, 2019, for review). Studies on listeners with severe conductive hearing loss, single-sided deafness, and normal-hearing but acutely
plugged listeners support this idea, but reported considerable idiosyncratic
variability as to how much these listeners used spectral cues for azimuth
localization (Agterberg et al., 2012; Van Wanrooij and Van Opstal, 2004,
2007).
Training with feedback may further enhance and speed-up sound-localization
performance under perturbed hearing. For example, monaurally plugged
listeners improve spatial hearing in azimuth through audiovisual training
(Mendonça, 2014; Mendonça et al., 2013; Shinn-Cunningham et al., 1998;
Strelnikov et al., 2011). The auditory system can also reweight acous104
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tic spectral contributions to localize elevation when repeatedly exposed to
sounds with only weak spectral cues (Zonooz et al., 2019).
Here, we assessed localization performance in azimuth and elevation of
normal-hearing listeners after acute monaural plugging. We studied the
effect of repeated exposure to a single high-pass filtered sound of fixed
intensity at a limited number of locations in the horizontal plane, by providing visual feedback. We assessed whether listeners learned to remap the
different acoustic cues to improve localization performance, and whether
they generalized their learned behavior to other sounds presented across
the two-dimensional frontal hemifield.

4.2.
4.2.1.

Results
Azimuth responses

Normal hearing. All listeners (N= 8) were first subjected to two control
sound-localization experiments, in which they responded with rapid goaldirected head-orienting movements to ten different sound stimuli presented
across the frontal hemifield. The normal-hearing localization results in
azimuth for participant S3 to these stimuli are shown in Figure 4.1. Localization performance for all ten stimulus types (low-pass, LP; high-pass, HP,
and broadband, BB noise bursts) in the azimuth plane were near-optimal,
irrespective of sound level (45 to 70 dB SPL A-weighted): they exhibited
high accuracy, as response gains Equation 4.6 were close to one, and biases
close to zero degrees, with little variability, as evidenced by high r2 values
for the linear fits (>0.95).
Control (plugged). When the binaural cues were corrupted after rightear plugging, S3 was no longer able to localize the stimuli in the horizontal
plane (Figure 4.2). Although the response gains for the LP sounds remained
relatively high (about 0.7), the response variability was considerably higher
than for normal-hearing (r2 < 0.4). The strongest effects of the plug were
obtained for the HP and BB sounds. Responses to these stimuli had a
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Figure 4.1: Control results for normal hearing: data from listener S3 in azimuth for the
ten control stimuli (low-pass, high-pass and broad-band at different intensities). Linear regressions (Equation4.6) were performed on the azimuth components of the stimulus–response relations (each point corresponds to a single trial). Responses were highly
accurate, as gains and biases were very close to their optimal values of 1.0 and 0.0,
respectively.

strong leftward (negative) bias towards the hearing ear (typically exceeding
-40 deg), very low response gains (between 0.1 and 0.3), and considerable
variability (low correlations). Yet, the response gains for each stimulus
were not zero, suggesting that the listener still had some percept of changes
in azimuth, possibly due to a combination of monaural spectral cues and
highly attenuated binaural level differences.

Pre-training (plugged). In the pre-training experiment on the second
recording day, we first measured the localization performance for three highpass filtered stimuli at different levels (HP50, HP60, and HP70), presented
across the two-dimensional frontal hemifield. Results for the stimulusresponse relationships of the azimuth components for representative listener
S3, with the right ear plugged, are shown in Figure 4.3. The regression data
indicate the low precision and accuracy with which this listener responded
to these sounds (low gain, large leftward bias, and large variability, when
compared to the unplugged condition; cf. Figure 4.1). Note that the HP60
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Figure 4.2: Control responses, right-ear plugged (results for S3). Same format as Figure
4.1. Responses were highly inaccurate, as the gains and biases deviated substantially from
their optimal values of 1.0 and 0.0, respectively. Note that low-frequency ITDs could still
be used with the plug/muff, as the response gain is still quite high; yet, variability in the
responses is considerably higher than for normal hearing.

and HP70 stimuli yielded larger response biases (>45 deg, and >41 deg,
respectively) than the low-intensity HP50 sound (-36 deg), although the
relation between bias and sound level was not monotonic.
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Figure 4.3: Pre-adaptation localization results for subject S3 in azimuth for the three test
HP stimuli with the right ear plugged. Responses were highly inaccurate, as the gains
and biases deviated substantially from their optimal values of 1.0 and 0.0, respectively.
Yet, the slopes of the regression lines differed significantly from zero, indicating that the
stimuli contained some azimuth-dependent localization cues.
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Training (plugged). To investigate whether explicit error feedback could
improve the localization accuracy in azimuth, subjects performed a training
session of about 400 trials, in which they responded with a head-orienting
saccade to one of ten selected HP60 stimulus locations in the azimuth plane.
About 1.5-2.5 seconds later, the sound was followed by presentation of a
green LED at the center of the speaker, and the subject had to make a
corrective head movement towards the LED, immediately after the soundlocalization response. Figure 4.4 shows some representative sound-evoked
response data from S3 for three 50-trial epochs during this session: at
the start of the training (trials 1-51), after the initial phase of the training (trials 101-151), and towards the end of the training (trials 351-401).
Comparing the three epochs, it can be noted that response accuracy and
precision both improved as training progressed: the response gain systematically increased from b = 0.6 to b = 1.0, while at the same time the
leftward bias decreased from a = −30.2 to a = −13.8 deg, respectively.
Response precision improved as well, as evidenced by the increase in r2 .
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Figure 4.4: Training phase localization data for the ten training targets (HP60 stimuli)
presented in randomized order with visual feedback in the azimuth plane (elevation zero;
Figure 4.16) at the start of the session (trials 1-51), after 100 training trials (nrs. 101151), and towards the end of the session (trials 351-401). Note the systematic increase
of the response gain, and the reduction in response variability (increased r2 ) and bias
during the session. Data from S3.

To illustrate the learning patterns for all participants during the entire
training session, we performed a windowed regression analysis on the data
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of each listener, and averaged the results across participants. The results
(mean: solid line; standard deviation: light shading) are shown in Figure
4.5. The azimuth response gain (Figure 4.5A), and localization precision
(r2 ) (Figure 4.5B) gradually increased with trial number, while the headsaccade reaction times (Figure 4.5C) and the mean absolute error across
trials (Figure 4.5D) systematically decreased. The co-variation of response
variability with reaction time suggests that the auditory system becomes
faster, as its confidence about perceived source locations increases.
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Figure 4.5: Running averages across participants (bold lines) and standard deviation
(shaded areas) of the response azimuth gain (A), response precision, r2 (B), head-saccade
reaction time (in ms) (C), and mean absolute localization error (in deg) (D) as function of
trial number during the training session. Averages of the parameters were calculated from
a running-average window of 50 trials that shifted in 5-trial steps through the data. Note
that the response gains and r2 values gradually increased, whereas the reaction times
and localization errors to the ten stimuli decreased, which is indicative for gradually
improving, and more certain response behavior during the training.
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Post-training (plugged). During training, listeners had been exposed
to a single stimulus type (HP60) with the right ear plugged. Sounds were
presented from a limited number of only ten different locations, exclusively
confined to the azimuth plane at zero elevation. Rather than true spectralspatial learning, subjects could in principle have improved their response
behavior merely by categorizing or memorizing the fixed locations on the
basis of subtle acoustic peculiarities that might emanate from the speakers.
If so, the improved response behavior would have persisted only for the
particular trained stimulus conditions (HP60 and ten speaker locations),
and would neither generalize across the two-dimensional frontal hemifield,
nor to other sounds.
1.0

60
0.8

B

HP50

r = 1.0 s-7.6
r2 = 0.81

C

HP60

r = 0.6 s-25.3
r2 = 0.59

HP70

r = 0.5 s-29.4
r2 = 0.52

30

0.6

0

0.4

-30
0.2
-60
0.0
0.0

-60 -30

0

0.2 60
30

0.4
-60 -30

0

30

Stimulus (deg)

0.6
60

-60 0.8
-30

0

30

60

1.0

Figure 4.6: Post-adaptation localization results for S3. Comparison of these data with
Figure 4.4 shows that azimuth performance had improved for the non-trained azimuthelevation locations and stimulus levels as well. Note that the leftward bias increases more
systematically with increasing sound level than in the pre-adaptation tests (cf. Figures
4.3 and 4.4).

To establish whether training had indeed resulted in improved soundlocalization performance across the frontal hemifield, as well as for different
sound levels, we re-tested the subjects after the training phase with the
same three stimulus types and source locations as in the pre-adaptation
session. The regression analyses (Equation 4.6) for the head-orienting responses of listener S3 for these three stimuli are shown in Figure 4.6. The
results indicate a clear improvement in localization performance, when compared with Figure 4.4. The response accuracy and precision for the HP50
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stimuli had increased from b = 0.5 and r2 = 0.69 for the pre-adaptation
phase, to post- adaptation values of b = 1.0 and r2 = 0.81, respectively. In
addition, the response bias decreased substantially, from −36.0 deg to −7.6
deg. Thus, response adaptation was not confined to the ten trained target
locations on the azimuth plane, but generalized across the two-dimensional
frontal space.

When the listener was retested to these sounds after the plug was
removed, localization performance was again indistinguishable from the
normal-hearing control condition shown in Figure 4.1 (not shown, but see
Figure 4.8A), indicating that there was no after effect of the plug or the
training.

Figure 4.7 summarizes the overall results for the pre- and post-adaptation
tests for the HP50 (left-hand column), HP60 (center) and HP70 (right)
stimuli for all listeners, together with the means and standard error of the
means for the different regression parameters of Equation 4.6 (from top to
bottom: response gain, absolute bias (in deg), r2 , and mean absolute error
(MAE, in deg)). If the training had not led to improved localization performance, data points should have scattered evenly along the main diagonal,
and the bars for the pre- and post-data would have been identical. The far
majority of gain and r2 values lie above the diagonal, whereas the MAE
and absolute biases lie below the diagonal. These changes in the regression
parameters show a generalized improvement of localization performance for
all three stimulus types and source locations.

Table 4.1 summarizes the significance levels of a one-sided sign test
on the regression parameters (across stimuli: n=24 values), and across
stimulus types (n=32 values).
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Figure 4.7: Summarized statistics of the regression analyses for all subjects for the preadaptation and post-adaptation tests to HP50, HP60, and HP70 sounds. Columns: the
three test stimuli; top row: response gain, 2nd row: response bias (in deg), 3rd row:
coefficient of determination, and bottom row: mean absolute error (in deg). Averages
across listeners are shown as insets: grey = pre-adaptation, mean with std error, green
= post-adaptation data. For nearly all four parameters and stimuli, the post-adaptation
results are more accurate (higher gains, smaller bias, smaller MAE), and more precise
(less variability, higher r2 ).
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Table 4.1: One-sided sign tests on the regression parameters across stimulus types (n/24
values) and for the three stimulus types across the regression parameters (n/32 values; see
Figure 4.7). n/24 signifies that n parameter values out of 24 fell above (gain, r2 ) or below
(bias, MAE) the main diagonal, indicative for a localization improvement. Bottom-right:
all measures (n/96 values).

Component

Gain

Absolute bias

r2

MAE

Azimuth

20/24
p < 10−3

20/24
p < 10−3

17/24
p < 0.025

22/24
p < 10−4

Component

HP50

HP60

HP70

All

Azimuth

25/32
p < 10−3

26/32
p < 10−3

23/32
p < 10−2

74/96
p < 10−7

4

Multiple linear regression. Multiple regression on the pre- and postadaptation data according to Equation 4.7 assessed to what extent subjects made use of the HSE (indicated by the partial correlation coefficient for Iprox) and the true azimuth location, which could result from the
use of monaural spectral cues, or from adjusted binaural level differences
(Shinn-Cunningham et al., 1998; Strelnikov et al., 2011; Van Wanrooij and
Van Opstal, 2007). Figure 4.8 shows the results of this analysis. The preadaptation plugged data for the HP50, HP60 and HP70 sounds were pooled
with the plugged control data, as it contained more sound levels (see Figure 4.2). For comparison, we also show the results from the normal-hearing
control experiment (blue squares; cf. Figure 4.1) and the after-effect test
(green dots). Note that these latter hearing conditions yielded responses
that were fully explained by target azimuth, and not at all by variations in
sound level: the partial correlation coefficients for proximal sound level were
indistinguishable from zero, and the azimuth partial correlation coefficients
were close to 1.0.
For the pre- and post-adaptation plugged conditions, however, both partial correlation coefficients deviated substantially from the optimal normalhearing binaural values. For the pre-adaptation data (red dots) the azimuth
coefficients ranged between 0.4-0.8 (mean ± std: 0.63 ± 0.14), while sound113
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Figure 4.8: (A) Multiple linear regression results of Equation 4.7 for binaural and acute
monaural azimuth localization performance of each listener to sounds presented in the
pre-adaptation experiments (red dots; data pooled with the plugged control data), and
the post-adaptation experiment (black diamonds). p and q are the partial correlation
coefficients for proximal sound intensity and target azimuth, respectively. For comparison, the normal-hearing pre-control data are also included (blue squares), as well as
the results immediately after removing the plug (green dots). In these latter conditions,
listeners did not rely on the HSE, as their responses were fully accounted for by the true
target azimuth. Also, there was no aftereffect, as the green dots fully coincide with the
blue squares. In the post-adaptation phase, the azimuth coefficient increased, while the
sound-level coefficient decreased. (B) The change in the proximal level coefficients indicates that they decreased for nearly all listeners. (C) The azimuth coefficient increased
for all eight listeners.

level coefficients ranged from -0.1 to about -0.7 (-0.25 ± 0.20). The negative
values for this coefficient indicate that the louder the sound, the more leftward the azimuth response (also reflected in the large negative biases seen
in Figures 4.2 and 4.3). Interestingly, in the post-adaptation data (black
diamonds) both coefficients had increased (azimuth: 0.85 ± 0.09, sound
level: -0.42 ± 0.24). In other words, listeners made stronger use of the
HSE, as well as of the spectral cues from the hearing ear, and/or distorted
binaural level differences. This conclusion is further supported by Figures
4.8B and C, in which the results can be seen to deviate systematically from
the main diagonal for virtually all listeners.
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4.2.2.

Elevation responses

Stimulus-response relation. As the extraction of source elevation relies on the pinna-related spectral cues, and training may in principle have
changed the interpretation of these cues for source localization, it is of interest to test whether the training also had an effect on the elevation response
components. In Figure 4.9, we first compared the pre- and post- localization data from a representative subject (S4) on the basis of the linear
stimulus-response regression analysis of Equation 4.6. Figure 4.9A shows
that listener S4 could localize the sounds well under normal hearing (apart
from a few up-down reversals for downward targets, presumably due to
knee-reflections), with a response gain (d = 0.9) close to the optimal value
of 1.0, and a bias of only c = +5 deg. The variability was larger than for
the control azimuth responses, but still limited, as r2 = 0.86. The plug,
however, had a strong detrimental effect on the elevation percept (Figure
4.9B), as the pre-training data became highly variable (r2 = 0.32), with
strongly reduced accuracy: the gain decreased to d = 0.43 (bias: c = −0.4
deg). Interestingly, however, training seemed to induce an even further
deterioration of elevation performance, rather than an improvement. After
training, the post-plug results showed a much lower gain for the elevation
percept (b = 0.05; Figure 4.9C), the bias changed to c = −17.8 deg, and
the predictability had decreased, to r2 = 0.03. The results of the other
listeners were qualitatively similar.
The decrease in elevation performance after training could in principle
be due to the effects of the training on the azimuth percept (see above).
For example, if training would move the azimuth percept further into the
extreme left of the response range, the elevation gain, which is modulated
by perceived azimuth, might become very low as a consequence. To test
for this possibility, we performed two different analyses on the data: (i)
one in which we quantified the local elevation gain as function of source
azimuth, and (ii) a multiple regression analysis, in which we incorporated
other potential factors to the elevation percept than the target’s elevation
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Figure 4.9: Stimulus-response relationships (Equation 4.6) for elevation of listener S4
under (A) normal hearing, (B) after inserting the plug, prior to the training (pooled
data from the control session and the high-pass targets), and (C) immediately after the
training, with plugged hearing. Note the detrimental effect of the training on the listener’s
elevation performance with the right-ear plug. After plug removal, the stimulus-response
relation was very similar to the data in (A) (not shown, but see Figure 4.10A), indicating
absence of an aftereffect.

angle, like source azimuth, and perceived intensity at the hearing ear.
In Figure 4.10 we show how the mean local elevation gains across participants varied as function of source azimuth for the four different hearing conditions. Under normal binaural hearing (black and green), the elevation gain did not vary systematically as function of azimuth, and was
high throughout the target range. With the plug inserted, the acute data
(red dots) reveal the typical binaural integration effect of the elevation
percept (Hofman and Van Opstal, 2003; Morimoto, 2001; Van Wanrooij
and Van Opstal, 2005): the gain was near-normal for targets presented on
the far-left hearing side, but gradually dropped to nearly zero on the farright plugged side. Note that targets on the midsagittal plane (at azimuth
zero), had their elevation response gain at only 50% of the normal binaural gain (around 0.4, on average). Interestingly, however, and in line with
Figure 4.9C, the mean elevation gains had dropped considerably on the
hearing side after the training (blue dots). Although the binaural azimuthdependent integration effect (seen in the gradual slope from left to right)
was still present, it had markedly decreased when compared to the pre116
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adaptation data.

4
Figure 4.10: Mean local elevation gains (Equation 4.6; averaged across all eight listeners,
with standard errors) as function of target azimuth. The local gains were determined for
data selected within 20 deg-wide azimuth bins, which were shifted in 5-deg steps from -80
deg to +60 deg. Note that the pre- and post-training normal-hearing control gains (black
and green squares) were indistinguishable, and remained high throughout the azimuth
range. The acute pre-adaptation gains (plug in right ear) show a gradual decrease of
the elevation gain from normal values on the far-left hearing side to nearly zero on the
far-right plugged side (red dots). After training, the mean elevation gains became very
low also on the hearing side (blue dots). Symbols on the right: overall means across
azimuths and subjects.

Multiple regression. Figure 4.11 shows the results of the extended multiple regression analysis (Equation 4.9) for all subjects. In Figure 4.11A it
can be seen (blue symbols) that the control data for 7/8 listeners (exception: S2) were close to the ideal values of s = 1 and p = 0 (q was close
to zero too, not shown). In the pre-plugged localization tests (control HP
data and HP test data pooled; red dots) the elevation responses had a significant contribution of the true target elevation (mean: s = 0.49), and
a low (near-zero) contribution of the proximal sound level (p = 0.11; except S2 for whom s remained close to zero for both epochs; Figure 4.11D).
Interestingly, the post-adaptation data (black diamonds) showed a reduc117
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tion in these parameters: the contribution of target elevation dropped to a
mean of s=0.38 (Figure 4.11D), while the influence of the proximal sound
level stayed the same (mean 0.08; Figure 4.11B). Yet, also the contribution
of target azimuth did not change significantly across subjects (pre-mean:
q = −0.14; post-mean of q = −0.13; Figure 4.11C). Note, however, that
the multiple regression was performed over the full two-dimensional frontal
hemifield, and that because of the influence of the plug, elevation results
could have differed for the hearing side vs. the plugged side (cf. Figure
4.10).

4

To illustrate this point for a representative listener (S6), Figure 4.12
shows the prediction for the elevation responses on the basis of Equation
4.9 vs. the measured responses for the normal-hearing control data (Figure 4.12A), the pre-training plugged data (Figure 4.12B), and the postadaptation plugged data (Figure 4.12C), expressed in normalized z-scores
(see Equation 4.7). We now separated the data for stimuli presented on
the hearing side (left; blue symbols) and plugged side (right; red symbols).
For the normal-hearing condition, the elevation responses were equally accurate for the left- and right-side targets, as the correlation for the multiple
regression model was high (p = +0.05, q = −0.01, s = 0.96, and r2 = 092),
and the blue and red dot distributions fully overlapped.
The elevation responses in the pre-training plugged condition (Figure
4.12B) were much less precise on both sides (regression on all data: p =
0.25, q = −0.34, s = +0.5, and r2 = 0.38), but did not differ for the
left and right hemifields. However, the elevation responses under plugged
hearing after the training (Figure 4.12C) differed from the pre-adaptation
responses: now the elevation responses divided in two separable clusters,
in which targets presented on the plugged side (red) were typically heard
at a downward elevation, whereas the leftward targets (blue) were typically
heard above the horizon.
To check whether the parameter changes of elevation were confined
solely to one hemifield, or perhaps to both, we performed the multiple linear
regression of Equation 4.9 separately for the left and right hearing sides.
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Figure 4.11: . Results of multiple linear regression on the elevation response components
for all listeners (Equation 4.9). (A and D) After adaptation, the contribution of the
target’s elevation to the elevation response tended to decrease, whereas the contributions
to the elevation percept of proximal sound level slightly decreased (B), but for source
azimuth (C) did not change systematically. Note that localization performance after
plug removal (green dots) was indistinguishable from the normal-hearing pre-adaptation
control data (blue squares). Listener S2 had poor elevation performance in the normalhearing and pre-plugged control, and shows up as an outlier in panels A, B and D.

The summary of the results for the four hearing conditions for all listeners
is shown in Figure 4.13. In the two free-hearing conditions (before (blue
dots) and after (red dots) the plugged adaptation session), the elevation
coefficients remained close to one and did not differ systematically for the
left and right hemifields. This indicates that the training did not yield an
aftereffect. In the plugged localization session prior to the training (in which
control stimuli and HP test stimuli were pooled), the elevation coefficients
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Figure 4.12: Results of multiple linear regression on the elevation responses from listener
S6 for (A) normal-hearing, (B) right-ear plugged pre-training (all control data and test
data pooled), (C) post-training data plugged. Data have been sorted for the left (hearing
ear; blue) and right (plugged ear; red) side. Note the separation of upward (positive response) vs. downward (negative response) perceived elevations after training for leftward
vs. rightward targets, respectively.

were typically larger on the hearing side than on the plugged side for 6/8
subjects (blue squares, below the dashed diagonal). However, after the
training, the elevation coefficients dropped substantially, and similarly, for
both sides in 7/8 subjects. Thus, after training, listeners had decreased
their reliance on spectral cues for localization in the elevation direction,
even on their normal-hearing side (red squares).

4.3.
4.3.1.

Discussion
Major findings

Our experiments demonstrate short-term adaptation of sound-localization
performance for all subjects in response to a monaural plug and a short
training session with explicit visuomotor feedback, for a fixed-intensity
high-pass sound-source, presented at a limited number of locations in the
horizontal plane. We showed that the adaptation generalized to target locations across the two-dimensional frontal hemifield, and to sounds with
different intensities, indicating that the adaptation involved a remapping
of available acoustic cues, rather than a mere cognitive trick imposed by
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Figure 4.13: Multiple linear regression results (Equation 4.9) on the elevation data for
the left (hearing) vs. right (plugged) hemifields for all listeners and hearing conditions.
Squares correspond to the plugged conditions (blue: pre-training; red: post-training),
dots indicate the normal-hearing conditions before (blue) and after (red) the training.
The normal-hearing results remain unchanged, and close to the ideal value of 1.0. In
the pre-training plugged condition, target elevation on the hearing side had a stronger
contribution to the elevation responses than on the plugged side, as most data points
lie below the diagonal. After training, responses on both sides show a decrease of the
spectral cue-contributions to elevation (red squares).

the particular set of trained stimuli. The plug and training session did
not invoke an aftereffect in the azimuth responses (Figure 4.6A), or in the
elevation data (Figure 4.11A).
Interestingly, although the plug perturbed the binaural intensity differences required for azimuth localization of higher sound frequencies, the
adaptation affected not only the azimuth response components, but also
the elevation components. Azimuth responses became more accurate and
precise after the training (Figure 4.7, Table 4.1) but, quite surprisingly,
accuracy and precision of the elevation response components deteriorated
(Figure 4.9), even on the unaffected free-hearing side (Figures 4.10 and
4.13).
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Ill-posed problems

To our knowledge, such differential effects of short-term training on soundlocalization performance in the azimuth and elevation directions have not
been reported before (but see also below). It indicates that the human
sound-localization system is highly plastic, and continuously evaluates the
current acoustic evidence against its internal representations. This fits well
with the notion that to localize a sound, the human auditory system is
in fact faced with a fundamental ill-posed problem (Hofman and Van Opstal, 1998; Middlebrooks and Green, 1991; Van Opstal, 2016): first, the
ITD and ILD cues alone cannot uniquely encode sound-source direction, as
all points on the so-called ‘cone of confusion’ yield identical ILD and ITD
values (Blauert, 1997). Second, to disambiguate the cone of confusion, the
system needs to estimate the source-elevation angle from the spectral pinna
cues. However, because the sensory spectrum at the eardrum is always a
convolution of the actual source spectrum and the direction-specific HRTF,
both of which are a-priori unknown to the system, the extraction of elevation is ill-posed, even for a single source: infinitely many combinations
of sound spectra and pinna filters (i.e., elevation angles) can generate the
same sensory spectrum (Hofman and Van Opstal, 1998; Van Opstal, 2016).
Third, the system should decide whether the acoustic input arose from a
single source, or from multiple sources, which again poses an ill-posed problem that lacks a unique solution. Thus, on the basis of the acoustics alone,
the auditory system cannot localize a sound source with absolute certainty.
To deal with this problem, the brain has to rely on additional (nonacoustic) sources of information, like visual input, priors regarding potential source locations, on the number of sources in the environment, and
implicit assumptions about real-world source spectra and properties of its
own pinna filters. It has been shown that the auditory system may indeed
use such prior information to update its localization estimates (Ege et al.,
2018, 2019; Hofman and Van Opstal, 1998; Parise et al., 2014; Zonooz et al.,
2019, 2018), and that it can rapidly learn to reweight its spectral contribu122
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tions to the elevation percept. Experiments have also demonstrated strong
plasticity to long-term changes in the spectral pinna cues (Carlile et al.,
2014; Hofman and Van Opstal, 1998; Van Wanrooij and Van Opstal, 2005),
and in response to a visual manipulation with minifying eye-glasses (Zwiers
et al., 2003). The latter indicates that visual feedback may be important
in calibrating the auditory system (Zwiers et al., 2001).

4.3.3.

Rapid adaptation

Recently, we reported that the auditory system can demonstrate rapid
short-term adaptation of localization in the midsagittal plane to repeatedly presented low-pass filtered noises at only six possible target locations
(Zonooz et al., 2018). The results showed that listeners improved elevation
response accuracy to sounds across the two-dimensional frontal hemifield,
after a similarly short training session with visual feedback as in the present
study. Interestingly, responses even improved without providing the visual
feedback, albeit to a lesser extent. Moreover, response changes were confined to the elevation response components, and did not affect the azimuth
responses. We explained these data by assuming an increased weighting of
the low-frequency spectrum in HRTFs that would be associated with an increased gain (i.e., accuracy) of the localization responses, without affecting
the robust binaural difference cues.
Here, we observed adjustments of localization performance to visual
feedback training after monauralization. Comparison of the pre- and postadaptation results of the multiple regression analyses indicated that the azimuth responses had an increased contribution of both the proximal sound
level cue (i.e., the ambiguous HSE), and the true target azimuth (Figure
4.8). The latter could be mediated by different contributions from the spectral head- and pinna cues at the hearing ear, consistent with earlier studies
(Keating and King, 2013; Keating et al., 2016; Kumpik et al., 2010), and
the weak, but strongly perturbed level difference cues that may have survived the strong attenuation of the plug and muff (Keating et al., 2016). If
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spectral pinna cues would underlie the improved performance in azimuth,
also the elevation responses might have benefited from the training. However, our elevation results (Figures 4.11 and 4.12) seem to suggest that an
increased use of pinna cues from the hearing ear to azimuth localization
is either unlikely, or somehow interferes with the estimation process for
elevation (discussed below). It is not trivial as to why the major cue for elevation (spectral pinna cues) became in fact less effective after the training,
even at the normal-hearing side. We hypothesize that the improvements
in azimuth were due to an increased weighting of monaural head-shadow
cues (proximal sound level and low-pass filtered spectral cues), and of a
remapping of the weak, highly perturbed, binaural level-difference cues.
Although the HSE provides ambiguous localization cues, nearly all subjects increased its contribution during training (Figure 4.8B). This strategy may have made perfect sense, as the training was provided for a single
sound level only. Although listeners were not aware of this, they learned
very quickly, through the visual feedback, that the perceived sound level
actually provided them with a valid cue to localize the stimulus. In the
same realm, the very weak binaural difference cues that survived the plug
and muff for especially the higher sound levels, could have been remapped
to reduce their strong leftward localization bias, and to increase the localization gain, as observed in the data of Figure 4.6.
Why would the perceived elevation suffer from this brief training session? In principle, there should be no need to change the contribution of the
spectral pinna cues: for azimuth, their weight is low anyway (Van Wanrooij
and Van Opstal, 2004, 2007), whereas for elevation, these cues are absolutely crucial (Blauert, 1997; Carlile et al., 2014; Hofman and Van Opstal,
1998). Our data, however, show that the elevation response gains changed
by reducing the spectral elevation cues (their partial correlation was reduced by about 23% from s = 0.49 to s = 0.38), without changing the contribution of the azimuth cues (which stayed at about q = −0.14) and proximal level cues (stable at about p = −0.10). This unexpected change in elevation behavior (Figures 4.9 and 4.10) indicates that the sound-localization
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system flexibly and rapidly re-weighted the different localization cues (binaural differences, spectral cues, HSE cues) and updated its internal priors,
consistent with the actual acoustic situation, even if these changes would
hamper daily-life hearing situations.
Indeed, during the training, the auditory system was repeatedly exposed to stimuli that provided consistent head-shadow cues (target at fixed
intensity and spectrum) and binaural level differences (albeit distorted),
and at the same time, source elevation never changed (i.e., remained consistently at zero degrees). Therefore, the adopted strategy by the listeners
could have been to use the (valid) head-shadow cue, to remap the weak, but
consistent azimuth cue, and to drag the mean elevation estimate towards
the horizon. The latter, however, resulted in further ignoring the actual
spectral cues. By emphasizing a prior assumption toward the horizon (e.g.
Parise et al. (2014); next section) induced a lower gain and correlation with
the actual stimulus elevation (Figure 4.9C). The system crudely remapped
sources coming from the impaired side to more downward locations, and
sources from the hearing side to more upward locations (Figure 4.12C),
despite the fact that these latter stimuli contained perfectly valid pinnarelated elevation cues.

4.3.4.

Azimuth vs. elevation in acutely plugged early blind
and chronic single-sided deaf

A recent study by Voss et al. (2015) on the monaural localization performance of acutely-plugged early-blind listeners demonstrated a similar negative coupling between azimuth and elevation performance than reported
here for rapid adaptation in acutely-plugged sighted individuals. They
grouped early blind listeners in two categories, according to their monaural
azimuth performance: it either remained poor after plugging, just like in
the pre-adaptation case of our sighted participants (Figures 4.2 and 4.3),
or they immediately localized quite well with the plug, in which case they
were shown to rely on spectral cues. Interestingly, this latter group (about
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50% of their subjects) had poorer elevation performance than the former.
Apparently, using spectral cues for azimuth localization (also under binaural hearing conditions in their daily lives) seemed incompatible with the
use of spectral-shape cues for elevation.

4

In contrast, Van Wanrooij and Van Opstal (2004) described the azimuth
and elevation results for chronic single-sided deaf (but normal-sighted) listeners, and showed that the more these listeners employed spectral cues
for azimuth localization, the better they also localized in elevation. This
suggested that spectral cues may in principle subserve both coordinates,
given sufficient time (and perhaps, visual feedback). It also suggests that
azimuth and elevation could rely on different, independent, but probably
subtle, aspects of the HRTFs. The latter was also suggested by Voss et al.
(2015).

4.3.5.

Mechanisms

Figure 4.14 extends a conceptual model (after Van Wanrooij and Van Opstal (2007)) that summarizes how the different cues are weighted to generate the azimuth and elevation percepts for the three different hearing
conditions. Under normal binaural hearing (Figure 4.14A), source azimuth
is fully determined by the ILDs and ITDs, as these are the most robust
and reliable cues. Elevation is specified by the monaural HRTFs of the
ipsi- and contra-lateral ear, whereby perceived azimuth acts as a binaural
weighting factor (Hofman and Van Opstal, 2003; Morimoto, 2001). Under acute plugging (here: contralateral ear, c), the azimuth percept loses
the ILDs, as they become highly distorted and uninformative, although the
ITDs may still survive for the lower frequencies. For the higher frequencies,
three ipsilateral cues have increased their contribution: the overall proximal
sound-level (LEVi ), a (potential) spectral component from the low-pass filter of the head (LPFi ), as well as (information derived from) the ipsilateral
HRTF (Van Wanrooij and Van Opstal, 2005, 2007). After training, we observed a considerable change in the weightings for high frequencies, and a
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concomitant decrease of the elevation gain. The latter is not explained by
a further increase of the azimuth-related cues, as a windowed analysis on
the azimuth gain and bias did not show such an effect (data not shown).
Our results indicate that the azimuth percept became more reliant on the
(weak) ILDs and on the spectral and level HSE, whereas the HRTF cues
started to contribute less to elevation. The latter percept thus fell under a
stronger influence from the trained prior that the target was always near
the horizon.

4

Figure 4.14: Six acoustic cues can contribute to the perceived azimuth, whereas the leftand right HRTFs determine the elevation percept, modulated by an azimuth-dependent
binaural weighting and internal priors. The strength (reliability) of a cue is indicated by
line thickness. p, q, and s are the partial correlations, obtained from Equations 4.7 and
4.9. (A) Under normal-hearing, the azimuth percept is fully determined by robust ITD
and ILD cues, and the elevation percept mainly by the veridical HRTFs and azimuth.
(B) After acute monaural plugging (in the contra ear, c), azimuth is determined by lowfrequency ITDs, and the monaural intensity and filter cues from the HSE. The resulting
azimuth percept modulates the elevation percept, thereby decreasing the weight of the
plugged ear. (C) After training, the elevation percept is more strongly influenced by the
prior (at the horizon), and less by the sensory spectral and azimuth cues.

4.3.6.

Updating azimuth and elevation priors

Could a Bayesian model, in which the weights for the prior and spectral
sensory cues are gradually updated, account for our results? Here, the
idea would be that the auditory system assumed different, independent
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priors for azimuth and elevation during the different epochs of the experiment, relying on the current incoming target information (either acoustic,
or otherwise). We recently suggested (Ege et al., 2018) that the normalhearing auditory system adopts a bivariate prior for azimuth and elevation:
a nearly uniform prior for azimuth (which therefore would be governed by
maximum-likelihood estimation), and a Gaussian prior for elevation, centered around some default mean (Parise et al., 2014). The normal-hearing
spatial prior could thus be described by
P (α, ) = P (α)P () ∼ exp(−

4

( − 0 )2
α2
)exp(−
)
2σα2
2σ2

(4.1)

in which the width of the default elevation prior may be around σα ≈ 10−15
deg (Ege et al., 2018), σα  σ , and 0 > 0 (upward). Under acute plugged
hearing, however, the azimuth percept strongly shifts to the hearing ear,
prompting a new, and narrower azimuth prior:
P (α) ∼ exp(−

(α − α0 (∆I))2
)
2σα2 )

(4.2)

where α0 (∆I) is the mean of the new azimuth prior, corresponding to the
perceived (plug-induced) ILD, and its new width, σα < σ .
During the training, visual feedback provides explicit information about
the ‘true’ target distribution, leading the listener to gradually assume that
P (α, ) = P (α)P () ∼ exp(−

α2
2
)exp(−
)
2σα2
2σ2

(4.3)

with σ  10 deg, and σα  σ . The consequence of the changes in these
different priors is that the azimuth and elevation gains both vary with
the imposed experimental conditions: the broader the prior with respect
to the sensory encodings, the more the percept relies on the sensory input. Conversely, the narrower the prior, the more the percept (response)
is dominated by the prior (and less by the sensory stimulus). The optimal
Bayesian model (relying on the maximum-a-posteriori, or MAP, response
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decision) is then quantified (separately for azimuth and elevation) by
µRESP =

2
2
2
σP2 RIOR µ2ST IM + σST
σST
2
IM µP RIOR
IM
,
σ
=
(4.4)
2
RESP
2
σST
σP2 RIOR + σST
IM
(1 + σ2 IM )2
P RIOR

with σST IM the uncertainty in the sensory input (likelihood), and σP RIOR
the width of the adopted prior. We recently provided evidence that the
auditory system may in fact be suboptimal by following a different decision
rule than the optimal MAP decision. In this strategy, the system aims to
approximate, or match, the posterior distribution on a trial-by-trial basis
by taking a random sample from the posterior (Ege et al., 2018). In this
case, the response variance of Equation 4.4 will increase to
2
σRESP
=

2
σST
IM

(1 +

2
σST
IM
)
2
σP
RIOR

(4.5)

According to either model, however, the azimuth percept under normal
binaural hearing can depend entirely on the acoustic input, as the binaural difference cues are highly reliable (σST IM  σP RIOR ), so that from
Equation 4.4: µRESP ∼
= µST IM . The slightly more uncertain elevation
percept, on the other hand, is mildly influenced by its prior, leading to a
lower stimulus-response gain (i.e. µRESP /µST IM around 0.8-0.9) than for
azimuth (it’s gain is close to 1.0), and a small, often upward bias of a few
degrees (Parise et al., 2014).
In the acute plugged condition, before feedback training, the azimuth
percept becomes dominated by a new, much narrower azimuth prior σP RIOR 
σST IM , leading to a low azimuth gain, and a large bias towards the hearing ear: µRESP ∼
= α0 (∆I). The elevation percept will strongly follow the
influence of its prior on the impaired side (because of the low confidence
for the elevation cues: low gain), but is dominated by the spectral cues on
the hearing side (high gain; Figure 4.10, red symbols).
During training, however, the new elevation prior (horizon, i.e. µP RIOR =
0, σP RIOR small) starts to dominate, as more evidence accumulates across
trials, leading to a gradually lower response gain across the entire frontal
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hemifield, including at the hearing side. At the same time, the azimuth gain
will increase, as it can again rely more on the (updated) sensory (spectral,
and/or distorted binaural) inputs, than on the increased variance of its
prior. To assess which model may better account for the data in a quantitative way, their parameters should be fitted for the different experimental
conditions and results. This effort, however, falls beyond the scope of the
present study.

4

4.3.7.

Visual feedback

One may wonder whether visual feedback would have been essential to induce the observed changes in localization behavior for the azimuth and elevation components. Although we haven’t tested this aspect in the present
experiments, we conjecture that, like in a recent report on sound-source elevation (Zonooz et al., 2018), the auditory system might be able to construct
a better estimate for source azimuth, merely from the repeated exposure to
variations in perceived sound level, weak interaural difference cues (providing a strong bias towards the free ear), and the systematic spectral attenuation of high frequencies by the head, in combination with feedback about
its own orienting movements (Carlile et al., 2014; Hofman and Van Opstal,
1998; Zwiers et al., 2001, 2003). Especially the spectral attenuation by the
head could provide a relatively simple and invariant monaural broadband
cue for source azimuth under natural hearing conditions as well, and as such
serves as a valid reinforcement cue to reduce the large bias in perceived azimuth due to the plug. Note, however, that also this spectral head-shadow
cue is ambiguous without prior assumptions regarding actual source spectra. Yet, the auditory system might infer a reasonable spectral estimate of
the source from the repeated exposure to the same sound during training.
It remains to be tested, however, whether the auditory system can indeed
extract and combine these endogenous sources of information, and whether
this would also lead to a degradation of elevation performance.
130

4.4. Methods

4.4.
4.4.1.

Methods
Participants

Eight binaural listeners (S1, S3-S8: ages 23-27, and S2: age 61; 4 females)
participated in the free-field sound-localization experiments. All, except
for S7, were naive regarding the purpose of the study. The inexperienced
subjects were given a brief practice session to get acquainted with the setup
and localization paradigms, and to gain stable localization performance to
standard broadband Gaussian white-noise stimuli. Subjects S1, and S3-S8
had normal hearing (within 20 dB HL) in both ears, as assessed with a
standard audiometric test from 0.25 kHz up to 8 kHz. Subject S2 (female)
had binaural high-frequency hearing loss of 25-30 dB at 6 kHz, and 4050 dB at 8 kHz. Consequently, the elevation responses of S2 deviated
substantially from the other subjects (see Results).

4.4.2.

Ethics statement

Human subjects were recruited at the Radboud University. The experiments fully adhered to the protocols regarding observational experiments
on healthy human adults, and were approved by the local institutional ethical committee of the Faculty of Social Sciences at the Radboud University
(ECSW 2016-2208-41). All participants signed an informed consent form,
prior to the start of the experimental sessions.

4.4.3.

Experimental setup

During the experiments, subjects sat comfortably in a chair in the center
of a completely dark, sound-attenuated room (length x width x height:
3.6x3x3 m). The walls of the room were covered with black foam that prevented echoes for frequencies exceeding 500 Hz. The background noise level
in the room was about 30 dB SPL. Target locations and head-movement
responses were transformed to double-polar coordinates (Knudsen and Kon131
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A

Power (dB)

4

ishi, 1979). In this system, azimuth, α, is defined as the angle between the
sound source or response location, the center of the head, and the midsagittal plane, and elevation, , is defined as the angle between the sound source,
the center of the head, and the horizontal plane. The origin of the coordinate system corresponds to the straight-ahead speaker location. Head
movements were recorded with the magnetic search-coil induction technique
Robinson (1963). To that end, the participant wore a lightweight (150 g)
“helmet” consisting of two perpendicular 4 cm wide straps that could be
adjusted to fit around the participant’s head without interfering with the
ears. On top of this helmet, a small coil was attached. From the left side
of the helmet, a 40 cm long, thin, aluminum rod protruded forward with a
dim (0.15 Cd/m2 ) red LED attached to its end, which could be positioned
in front of the listener’s eyes, and served as an eye-fixed head pointer for
the perceived sound locations. Two orthogonal pairs of 3 x 3 m coils were
attached to the edges of the room to generate the horizontal (60 kHz) and
vertical (80 kHz) magnetic fields. The head-coil signals were amplified and
demodulated (Remmel Labs, Ashland, MA), after being low-pass filtered
at 150 Hz (custom-built 4th order Butterworth filter) before being stored
on hard disk at a sampling rate of 500 Hz per channel for off-line analysis.
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Figure 4.15: Schematized power spectra of the sound stimuli used in the pre/postadaptation experiment. Stimuli were derived from a GWN control stimulus by (A)
removing all frequencies below 3 kHz (HP), at (A) 50 dB SPL (A-weighted) (B) 60
dBA, or (C) 70 dBA.
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4.4.4.

Auditory Stimuli

Acoustic stimuli were digitally generated using Tucker-Davis Technologies (TDT) (Alachua, FL) System III hardware, with a TDT DA1 16-bit
digital-to-analog converter (48.828,125 Hz sampling rate). A TDT PA4
programmable attenuator controlled sound level, after which the stimuli
were passed to the TDT HB6 buffer and finally to one of the speakers in
the experimental room. All acoustic stimuli were derived from a standard
Gaussian white noise stimulus, which had 5 ms sine-squared onset and offset
ramps. This broadband GWN control stimulus had a flat amplitude characteristic within 2 dB (uncorrected) between 0.2 and 20 kHz (e.g., Zonooz
et al. (2019)), and a duration of 150 ms.
The three types of stimuli were presented during the control experiments
on the first day. Broadband (BB), Low-pass (LP) and High-pass (HP)
contained the frequencies from 0.2 to 20 kHz, all frequencies up to 3.0
kHz and the frequencies above 3.0 kHz, respectively. On the second day
of the experiment, which included the adaptation session, only the HP
stimuli were chosen, as by focusing on the HP stimuli we excluded the ITD
contribution to azimuth sound localization (Figure 4.15). Absolute freefield sound levels were measured at the position of the listener’s head with
a calibrated sound amplifier and microphone (Brüel and Kjaer, Norcross,
GA).

4.4.5.

Experimental paradigms

Calibration. Each experimental session started with a calibration experiment to establish the mapping parameters of the coil signals to known
target locations. Head-position data for the calibration procedure were
obtained by instructing the listener to make an accurate head movement
while redirecting the dim LED in front of the eyes from the central fixation LED to each of 58 peripheral LEDs, which were illuminated as soon
as the fixation point extinguished. The 58 fixation points and raw headposition signals thus obtained were used to train two three-layer neural
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networks (one for azimuth, one for elevation) that served to calibrate the
head-position data, using the Bayesian regularization implementation of the
back-propagation algorithm (MatLab; version 15, Neural Networks Toolbox) to avoid overfitting (Pedregosa et al., 2011).

4

In each sound-localization experiment, the listener started a trial by
fixating the central LED (azimuth and elevation both at zero deg; Figure
4.16). After a pseudo-random period between 1.5–2.0 s, this LED was
extinguished, and an auditory stimulus was presented 400 ms later. The
listener was asked to redirect the head by pointing the dim LED at the end
of the aluminum rod to the perceived location of the sound stimulus, as
fast and as accurately as possible.
Plugging. To heavily perturb the acoustic input to the right ear,
we followed the procedures described in Van Wanrooij and Van Opstal
(2007). Plugs were made by filling the ear canal with a rubber casting
material (Otoform Otoplastik–K/c; Dreve, Unna, Germany). Earlier measurements in our lab indicated that the precisely fitting plug attenuated
high-frequency sounds (> 2 kHz) by at least 25 dB. Low frequencies (up to
about 1.5 kHz) were attenuated by about 20 dB. To ensure further monaural
attenuation, and to eliminate any potential spectral cues from the plugged
ear, an additional headphone muff was positioned over the plugged ear
(Agterberg et al., 2012). Note that although the plug-and-muff hearing
condition perturbed the binaural level cues substantially, there could still
be some remnant binaural hearing for low frequencies (based on ITD processing), and even some highly perturbed interaural level differences for
(part of the) high frequencies, especially for the loudest sound levels (60
and 70 dBA).
Control session. The sound-localization experiments were divided
into the two experimental days. The subjects performed the localization
control experiment on the first day. This experiment contained 300 trails
with broadband, low-pass and high-pass stimuli, and were presented at randomly selected locations that ranged from [-80, +80] deg in azimuth, and
from [-40, +50] deg in elevation (see Figure 4.16). The presented stimuli
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varied in intensity; sound levels of HP stimuli varied between 45 dB and 70
dB SPL (A-weighted) in 5 dB increments, sound levels of LP stimuli as well
as BB stimuli were either 50 dBA or 65 dBA (HP: 6 different sound levels,
30 locations, in total: 180 trials, and HP, BB each 2 different sound levels,
30 locations, in total 120 trials). The control experiment served to establish
the subject’s pre-adaptation localization abilities, and to verify the effect
of sound level on the monaural listeners’ localization performance, prior
to the adaptation experiment. That is, we chose the sound level for which
they had developed no prior knowledge (monauralized subjects were unable
to localize it accurately). The subjects participated twice in the control experiment, unplugged and plugged. The results were used to verify whether
they were indeed normal-hearing and that the plug had a detrimental effect on their localization performance. The pre-adaptation, training, and
post-adaptation experiments were performed on a second recording day.
Training. In the training experiment, subjects localized the HP stimuli
of 60 dBA, presented at 10 fixed locations in the azimuth plane (+60, +48,
+36, +24, +12, -12, -24, -36, -48, -60 deg), at an elevation of zero deg.
After the sound was presented, and the subject had made the localization
response, a green LED in the center of the speaker was illuminated for a
duration of 1500 ms. The subject was required to make a subsequent headorienting response to the location of the LED; this procedure ensured that
the subject had access to error signals related to programming a corrective
response, immediately after the initial sound-localization estimate. The
training experiment consisted of 500 trials in which every location was
presented 50 times in pseudo-random order.
Test sessions. The pre- and post-adaptation test experiments contained the same 180 trials, with three types of stimuli: HP50, HP60, and
HP70 sounds. Stimuli were presented at pseudo-randomly selected locations in the 2D frontal hemifield, ranging from [-60, +60] deg in azimuth,
and from [-40, +50] deg in elevation (Figure 4.16, dark-grey). Note that
the test set of stimuli did not include the ten sound locations used during
the training. Listeners performed the post-adaptation experiment twice,
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Figure 4.16: Distribution of sound-source locations, as used in the different experimental
paradigms, projected in a flattened Cartesian azimuth-elevation coordinate grid. Note
that speakers were attached to a spherical frame, and that in the double-pole azimuthelevation coordinate system the sum of azimuth and elevation angles can never exceed 90
deg (outer diamond-shaped boundary). The training targets were located on the azimuth
plane, and are indicated in red. They were presented with visual feedback (green dot) at
the end of each trial. The pre- and post-adaptation test targets (red and dark grey) were
distributed across the frontal hemifield, and were pseudo-randomly selected for azimuth
in [-60,60] deg, and for elevation in [-40, +50] deg, not including the training targets. In
the control experiment of day 1, selected speaker locations were confined to [-80, +80]
deg for azimuth, and [-40, +50] deg for elevation. LL: lateral left, LR: lateral right. The
central speaker at (0,0) deg, and the speaker at the zenith were not used.

once with one ear plugged, and once unplugged (both ears free).

4.4.6.

Data Analysis

A custom-written MatLab script automatically detected head saccades in
the calibrated data by using a preset velocity criterion (15◦ /s) for saccade
onset and offset. Detected saccades were visually inspected for errors, and
manually corrected if necessary, without having access to stimulus information. We analyzed the responses for each participant, separately for
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the different stimulus types, by determining the optimal linear fits for the
stimulus–response relationships for the azimuth and elevation components:
Rα = a + bTα and R = c + dT

(4.6)

by minimizing the least-squares error, using the Scikit-learn library (Pedregosa et al., 2011). Rα and R are the azimuth and elevation response
components, and Tα and T are the azimuth and elevation coordinates of
the target. Fit parameters, a and c, are the response biases (offsets; in deg),
whereas b and d are the response gains (slopes, dimensionless) for the azimuth and elevation response components, respectively. Note that an ideal
localizer should yield gains of 1.0, and offsets of 0.0 deg. We also calculated
Pearson’s linear correlation coefficient, r, the coefficient of determination,
r2 , the mean absolute residual error (standard deviation around the fitted
line), and the mean absolute localization error for each fit.
To determine to what extent the acute monaural listener makes use of
the ambiguous head shadow effect (HSE) and/or the true source location
(presumably through distorted weak binaural cues, or spectral cues, see
Introduction) to localize sound sources, we also analyzed our data through
multiple linear regression. To that end, we evaluated the relative, normalized contributions of sound level and stimulus azimuth to the subject’s
azimuth localization response in the following way:
ˆ + q.Tˆα where ẑ ≡ (z − µz )
Rˆα = p.Iprox
σz

(4.7)

Here, R̂α , Iˆprox , and T̂α are the dimensionless z-scores for the response,
proximal sound level, and target values, respectively, with µz the mean,
and σz the standard deviation of variable z. In this way, the contributions
of sound level and sound location can be directly compared, although they
are expressed in different units, and may cover very different numerical
ranges. The dimensionless partial correlation coefficients, p and q, quantify
the relative contributions of sound level and target azimuth, respectively,
to the measured response. A perfect localizer would yield p = 0 and q = 1,
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indicating that the localization response is not affected by variations in
perceived sound level, and fully determined by changes in source location.
On the other hand, if p = 1 and q = 0 the responses are entirely determined
by the head-shadow effect.
The proximal sound level, Iˆprox , was calculated as the perceived intensity at the free ear, by using the following approximation:
π.Tα
) dB
Iˆprox (Tα ) = Isnd + HSE.sin(
180

4

(4.8)

Here, Isnd is the actual free-field sound level (in dBA) at the position of
the head, and the sine function approximates the head-shadow effect and
ear-canal amplification for a broad-band sound (we took HSE = 10 dB,
following Van Wanrooij and Van Opstal (2004)).
For the elevation responses, we extended the multiple regression analysis
in the following way:
R̂ = p.Iˆprox + q.T̂α + s.T̂

(4.9)

Here, the elevation response was considered to potentially depend on proximal sound level, the true target’s azimuth location, and the true target’s
elevation angle. For an ideal localizer, the partial correlations should yield
[p, q, s] = [0, 0, 1].
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5
Changes in Sound Localization
Performance of Single-Sided Deaf Listeners
after Visual Feedback Training in Azimuth

This chapter has been published in B. Zonooz, and A.J. van Opstal, bioRxiv, (2020).
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Chronic single-sided deaf (CSSD) listeners lack the availability of binaural difference cues to localize sounds in the horizontal plane. Hence, for
directional hearing they have to rely on different types of monaural cues:
loudness perceived in their hearing ear, which is affected in a systematic way
by the acoustic head shadow, on spectral cues provided by the low-pass filtering characteristic of the head, and on high-frequency spectral-shape cues
from the pinna of their hearing ear. Presumably, these cues are differentially weighted against prior assumptions on the properties of sound sources
in the environment. The rules guiding this weighting process are not well
understood. In this preliminary study, we trained three CSSD listeners to
localize a fixed intensity, high-pass filtered sound source at ten locations
in the horizontal plane with visual feedback. After training, we compared
their localization performance to sounds with different intensities, presented
in the two-dimensional frontal hemifield to their pre-training results. We
show that the training had rapidly readjusted the contributions of monaural
cues and internal priors, which resulted to be imposed by the multisensory
information provided during the training. We compare the results with the
strategies found for the acute monaural hearing condition of normal-hearing
listeners, described in an earlier study (Zonooz and Van Opstal, 2019).
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5.1.

Introduction

The healthy auditory system applies three types of acoustic cues to localize
a sound (Blauert, 1997). For sound sources in the horizontal plane (azimuth angle), the system uses interaural differences in arrival times (ITDs,
order: up to ±600 µs), and intensity (ILDs, up to about ±20 dB). The
latter arises from the head-shadow effect (HSE), which causes frequencydependent sound attenuations: the higher the frequency, the stronger the
shadowing by the head, and the left-right difference can thus provide a
unique frequency-dependent cue for source azimuth. Below approximately
1.5 kHz, the HSE is too small to be reliably detected by the brain (< 1
dB), but for these lower frequencies the interaural time/phase differences
become a reliable azimuth cue. Note that for all locations in the midsagittal
plane the ITDs and ILDs are zero, and therefore cannot specify the elevation direction of a sound source. The elevation angle can be extracted from
the complex broad-band spectral shape cues that result from directiondependent reflections and refraction of high frequency (> 4 kHz) sound
waves within the pinna cavities, and can be characterized by directiondependent head-related transfer functions (HRTFs; (Blauert, 1997; Hofman
and Van Opstal, 1998; Middlebrooks and Green, 1991; Van Opstal, 2016;
Wightman and Kistler, 1989; Zonooz et al., 2019)).
The auditory system needs to map the implicit acoustic localization
cues to veridical two-dimensional sound-source directions in azimuth and
elevation to achieve a coherent and accurate percept of sound location.
These cues change in the course of one’s life-span, which suggests that the
auditory system should be able to recalibrate and reweight those cues as
the head and ears slowly grow and change. In earlier studies from our lab
(Hofman et al., 1998; Van Wanrooij and Van Opstal, 2005), we have shown
that the capacity to relearn new cues is not only limited to early childhood.
For example, the auditory system can adapt to chronic (Otte et al., 2013)
and acutely-imposed changes of the pinnae (Hofman et al., 1998; Humanski
and Butler, 1988; Morimoto, 2001; Van Wanrooij and Van Opstal, 2005).
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We recently showed that normal-hearing human listeners rapidly learn
to remap the acoustic spectral cues for elevation during a short training
session to a limited number of locations, both with and without visual
feedback (Zonooz et al., 2018). In a follow-up study (Zonooz and Van Opstal, 2019), we subsequently demonstrated that the auditory system can
also swiftly reweight its internal priors regarding the binaural difference
cues and monaural head-shadow cues, to improve localization performance
in azimuth, in response to acutely imposed monaural hearing (ear-canal
plug and muff over one ear).

5

While there is consensus that rapid adaptation is possible in the auditory system (Carlile, 2014; Hofman et al., 1998; Kacelnik et al., 2006;
Keating and King, 2013; Keating et al., 2016; Kumpik et al., 2019, 2010),
so far, studies have reported different results on the reweighting of the different monaural and binaural localization cues and prior information sources
to estimate a sound’s direction (Mendonça, 2014; Mendonça et al., 2013;
Moore et al., 1999; Shinn-Cunningham et al., 1998).
In this paper, we set out to study short-term adaptive behavior of
chronic single sided deaf (CSSD) listeners, and compare the results with
acute conductive unilateral plugged (ACUP) listening for normal-hearing
subjects, as described in the previous study (Zonooz and Van Opstal, 2019).
In the latter group, the manipulation perturbed the highly robust binaural
differences cues for sound-source azimuth, which led to an immediate and
dramatic degradation of sound-localization performance in the horizontal
plane, with a large localization bias towards the hearing ear. Interestingly,
the deficit in binaural hearing, however, also impaired localization in the
vertical plane, i.e., up-down and front-back directions, as binaural spectral
integration for the elevation angle is known to be mediated by perceived
azimuth (Hofman and Van Opstal, 2002; Morimoto, 2001), which in the
case of (acute) binaural impairment is erroneous. Interestingly, after learning with visual feedback, localization performance in azimuth improved,
which could be partly attributed to a recalibration of the perturbed binaural differences, but for elevation it deteriorated. Possibly, learning to also
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use the (monaural) spectral cues to estimate azimuth, may have interfered
with the capacity to use the same cues for elevation. Alternatively, the listeners could have adopted a stronger weight for a near-zero elevation prior
in response to the feedback learning.
A similar problem might be present in single-sided deaf listeners, albeit
manifested differently, as Chronic single-sided deaf listeners cannot rely on
any binaural difference cues to localize sounds in the horizontal plane. Furthermore, as Chronic single-sided deaf listeners may have had ample time
to (potentially) adapt to their monaural listening condition, they may have
learned to employ different localization- and cue-weighting strategies than
acutely plugged normal-hearing listeners who lack such long-term monaural
experience.
As illustrated in Figure 5.1, we hypothesize that Chronic single-sided
deaf listeners could potentially make use of three monaural acoustic cues
for directional hearing in the horizontal plane (see Appendix, for further
details): (i) the overall acoustic head shadow, which changes the perceived
(broadband) sound level at the hearing ear in a systematic (sinusoidal)
way with source azimuth (e.g., Van Wanrooij and Van Opstal (2004); Eq.
A1), (ii) low-pass spectral filtering of the head, which causes an azimuthdependent spectral head shadow, in which higher frequencies are attenuated
more than lower frequencies, creating an azimuth-dependent effective bandwidth at the hearing ear, and (iii) monaural spectral-shape cues from the
pinna of the hearing ear, in which higher-order spectral-shape features,
like notch width, steepness, and depth, could provide unique azimuthdependent information.
Note, however, that each of these cues is in principle ambiguous, as
infinitely many sound-source spectra and azimuth combinations can yield
the same acoustic input at the hearing ear. As such, monaural sound
localization is inherently ill-posed. Therefore, to deal with this problem, the
listener should combine the acoustic sensory cues with additional sources
of prior information, e.g. regarding the expected absolute source intensity,
potential locations, and potential spectral profiles.
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Figure 5.1: Three potential monaural head-shadow cues that are available to single-sided
deaf listeners. Each cue varies with source azimuth in a different way. (A) The overall
proximal sound level (integrated across all frequencies) varies with azimuth and absolute
sound intensity (here indicated for 50, 60 and 70 dB; Eqn. A1). X indicates the deaf
side (right ear). (B) The head’s main spectral effect is approximated by a low-pass filter.
The cut-off frequency (vertical dashed lines) for a flat spectral source (at fixed intensity)
varies with source azimuth, α (Eqn. A5). (C) The spectral fine structure of the HRTF (at
elevation zero deg) also varies with source azimuth, as high frequencies are attenuated
more than low frequencies. This leads to shape changes (widening and deepening) of
high-frequency notches and peaks.

To investigate their short-term adaptation behavior and to compare
their results with those obtained from acute conductive unilateral plugged
subjects, three Chronic single-sided deaf listeners were trained, with visual
feedback about the true sound location, to localize a sound of fixed spectral
content and intensity at only a limited number of locations in the horizontal
plane. Listeners generated a fast head-orienting saccade to the perceived
sound location, as well as a fast corrective head movement to the visual
feedback stimulus. After training, they were tested for their localization
behavior in the entire frontal hemifield. We discuss the preliminary results
from these Chronic single-sided deaf listeners, by comparing their adaptive
behaviour with the results from acutely monauralized listeners.
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5.2.
5.2.1.

Materials and Methods
Participants

Three single-sided deaf listeners (M1- M3, ages M1: 25, M2: 53, and M3:
59; 1 female) participated in the free-field sound-localization experiments.
All were naive regarding the purpose of the study. M1 and M3 were deaf
in their left ear, M2 in the right ear. The non-affected ear of all three listeners had normal hearing, within 20 dB HL (see Table 5.1). Subjects were
given a brief practice session to get acquainted with the setup and localization paradigm, and to gain stable localization performance to standard
broadband Gaussian white noise stimuli.
Table 5.1: Standard audiograms measured across 5 octaves from 0.25 − 8 kHz for the
three listeners. All three have normal hearing in their good ear, and severe sensorineural
hearing loss (> 80 dB) in their impaired ear.

5.2.2.

SUBJ

Ear

0.25

0.5

1.0

2.0

4.0

8.0

kHz

M1

Left
Right

85
15

100
10

100
5

100
5

100
-5

100
0

dB
dB

M2

Left
Right

5
110

5
120

10
120

15
120

25
110

20
110

dB
dB

M3

Left
Right

110
20

120
20

120
10

120
25

120
15

110
25

dB
dB

Ethics statement

The local Ethics Committee of the Faculty of Social Sciences of the Radboud University (ECSW, 2016) approved the experimental procedures, as
they concerned non-invasive observational experiments with healthy adult
human subjects. Prior to their participation in the experiments, all subjects
gave their full written consent.
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5.2.3.

5

Experimental setup

During the experiments, subjects sat comfortably in a chair in the centre
of a completely dark, sound-attenuated room (length x width x height:
3 × 3 × 3 m). The walls of the 3 × 3 × 3 m room were covered with black
foam that prevented echoes for frequencies exceeding 500 Hz. The background noise level in the room was about 30 dB SPL (Van Grootel et al.,
2011b).Target locations and head movement responses were transformed
to double-polar coordinates (Knudsen and Konishi, 1979). In this system,
azimuth, α, is defined as the angle between the sound source or response
location, the center of the head, and the midsagittal plane, and elevation,
ε, is defined as the angle between the sound source, the center of the head,
and the horizontal plane . The origin of the coordinate system corresponds
to the straight-ahead speaker location. Head movements were recorded
with the magnetic search-coil induction technique (Robinson, 1963). To
that end, the participant wore a lightweight (150 g) “helmet” consisting of
two perpendicular 4 cm wide straps that could be adjusted to fit around
the participant’s head without interfering with the ears. On top of this
helmet, a small coil was attached. From the left side of the helmet, a 40
cm long, thin, aluminum rod protruded forward with a dim (0.15 Cd/m2 )
red LED attached to its end, which could be positioned in front of the
listener’s eyes, and served as an eye-fixed head pointer for the perceived
sound locations. Two orthogonal pairs of 2.45 2.45 m coils were attached
to the edges of the room to generate the horizontal (60 kHz) and vertical
(80 kHz) magnetic fields. The head-coil signals were amplified and demodulated (Remmel Labs, Ashland, MA), after being low-pass filtered at 150
Hz (model 3343; Krohn-Hite, Brockton, MA) before being stored on hard
disk at a sampling rate of 500 Hz per channel for off-line analysis.

5.2.4.

Auditory Stimuli

Acoustic stimuli were digitally generated using Tucker-Davis Technologies
(TDT) (Alachua, FL) System III hardware, with a TDT DA1 16-bit digital146
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to-analog converter (50 kHz sampling rate). A TDT PA4 programmable
attenuator controlled sound level, after which the stimuli were passed to
the TDT HB6 buffer and finally to one of the speakers in the experimental
room. All acoustic stimuli were derived from a standard Gaussian white
noise stimulus, which had 0.5 ms sine-squared onset and offset ramps. This
broadband GWN control stimulus had a flat characteristics between 0.2 and
20 kHz, and a duration of 150 ms. The three types of stimuli were presented
during the experiments. Broadband (BB), Low-pass (LP) and High-pass
(HP) contained the frequencies from 0.2 to 20 kHz, all frequencies up to
3.0 kHz and the frequencies above 3.0 kHz, respectively (Figure 5.2). In
the adaptation experiment, only the HP stimuli were chosen as by focusing
on the HP stimuli we excluded the ITD contribution to azimuth sound
localization. Absolute free-field sound levels were measured at the position
of the listener’s head with a calibrated sound amplifier and microphone
(Bruel and Kjaer, Norcross, GA).
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Figure 5.2: Schematized power spectra of the sound stimuli used in the pre/postadaptation experiment. Stimuli were derived from a GWN control stimulus by (A)
removing all frequencies below 6 kHz (HP) with (A) 50 dB (B) 60 dB (C) 70 dB.

5.2.5.

Experimental paradigms

Calibration. Each experimental session started with a calibration paradigm
to establish the mapping parameters of the search-coil signals to known
target locations. Head-position data for the calibration procedure were
obtained by instructing the listener to make an accurate head movement
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5

while redirecting the dim LED in front of the eyes from the central fixation LED to each of 58 peripheral LEDs, which was illuminated as soon
as the fixation point extinguished. The 58 fixation points and raw headposition signals thus obtained were used to train two three-layer neural
networks (one for azimuth, one for elevation) that served to calibrate the
head-position data, using the Bayesian regularization implementation of the
back-propagation algorithm (MatLab; Neural Networks Toolbox) to avoid
overfitting (MacKay, 1992). In each sound-localization experiment, the listener started a trial by fixating the central LED (azimuth and elevation
both zero; Figure 5.3, (Zonooz and Van Opstal, 2019)). After a pseudorandom period between 1.5 − 2.0 sec, the fixation LED was extinguished,
and an auditory stimulus was presented 400 msec later. The listener was
asked to redirect the head by pointing the dim LED at the end of the aluminum rod to the perceived location of the sound stimulus as fast and as
accurately as possible.
Control session. The sound-localization experiments were carried out
over two experimental days. The localization control experiment was performed on the first day. This experiment contained 300 trails with broadband, low-pass and high-pass stimuli, and were presented at randomly selected locations that ranged from [-60,+60] deg in azimuth, and from [40,+40] deg in elevation (see Figure 5.3). To prevent successful use of the
HSE (Van Wanrooij and Van Opstal, 2004), the stimuli varied in intensity;
sound levels of the HP stimuli varied between 45 dB and 70 dB in 5 dB increments; sound levels of the LP and BB stimuli were either 50 dB or 65 dB
(HP: 6 different sound levels, 30 locations, in total: 180 trials, and LP,BB
each 2 different sound levels, 30 locations, in total 120 trials). The control
experiment served to establish the subject’s localization abilities, and to
assess the effect of sound level on the monaural listeners’ localization performance, prior to the adaptation experiment. That is, we chose a sound
level for which they had a considerable bias toward the normal-hearing
ear. The pre-adaptation, training, and post-adaptation experiments were
performed on a second recording day.
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Training. In the training experiment, subjects localized the HP stimuli at 60 dB, presented at 10 fixed locations in the azimuth direction
(+60, +48, +36, +24, +12, −12, −24, −36, −48, −60 deg), at elevation zero
(Figure 5.3). After the sound was presented, and the subject had made the
localization response, a green LED in the center of the speaker was illuminated for a duration of 1500 ms. The subject had to make a subsequent
head-orienting response to the location of the LED; this procedure ensured
that the subject had access to signals related to programming a corrective
response, immediately after the sound-localization estimate. The training
experiment consisted of 400 trials in which every location was presented 50
times in pseudo-random order.
Test sessions. The pre- and post-adaptation experiments contained
the same 180 trials, consisting of three types of stimuli: HP50, HP60,
and HP70 sounds. Stimuli were presented at pseudo-randomly selected
locations in the full 2D frontal hemifield, ranging from [-60,60] in azimuth,
and from [−40, +50] deg in elevation.

5.2.6.

Data Analysis

We analyzed the calibrated responses from each participant, separately for
the different stimulus types, by determining the optimal linear fits for the
stimulus–response relationships for the azimuth and elevation components:
Rα = a + b.Tα

and

R = c + d.T

(5.1)

by minimizing the least-squares error, using the Scikit-learn library. Rα
and R are the azimuth and elevation response components, and Tα and
T are the actual azimuth and elevation coordinates of the target. Fit
parameters, a and c, are the response biases (offsets; in deg), whereas b
and d are the response gains (slopes, dimensionless) for the azimuth and
elevation response components, respectively. Note that an ideal localizer
should yield gains of 1.0, and offsets of 0.0 deg. We also calculated Pearson’s
linear correlation coefficient, r, the coefficient of determination, r2 , the
mean absolute residual error (standard deviation around the fitted line),
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Figure 5.3: Distribution of sound-source locations, as used in the different experimental
paradigms, projected in a flattened Cartesian azimuth-elevation coordinate grid. Note
that speakers were attached to a spherical frame, and that in the double-pole azimuthelevation coordinate system the sum of azimuth and elevation angles can never exceed 90
deg (outer diamond-like boundary of the plot). The training targets were located on the
azimuth plane, and are indicated in red. They were presented with visual feedback (green
dot) at the end of each trial. The pre- and post-adaptation test targets (red and dark
grey) were distributed across the frontal hemifield, and were pseudo-randomly selected
for azimuth in [-60,60] deg, and for elevation in [-40,+50] deg. In the control experiment
of day 1, the selected speaker locations were confined to [-60,+60] deg for azimuth, and
[-40,+40] deg for elevation. LL: lateral left, LR: lateral right. The central speaker at
(0,0) deg, and the speaker at the zenith were not used (Zonooz and Van Opstal, 2019).

and the mean absolute localization error of each fit. Linear regression
for listener M2 were performed on the inverted azimuth coordinates of
the stimulus–response relations, in order to align the deaf side to the left
(positive bias) for all listeners.
Multiple linear regression. To test to what extent the acute monaural listener makes use of the ambiguous head shadow effect (HSE) and
the true source location (presumably through distorted remaining binaural
cues, and spectral cues, see above) to localize sound sources, we analyzed
our data with a multiple linear regression. We evaluated the relative contributions of sound level and stimulus azimuth to the subject’s azimuth
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localization response in the following way:
R̂α = p.Iˆprox + q.T̂α

where

ẑ ≡

z − µz
σz

(5.2)

Here, R̂α , Iˆprox , and T̂α are the dimensionless z-scores for the response,
proximal sound level, and target values, respectively, with µz the mean,
and σz the standard deviation of variable z. In this way, the contributions
of sound level and sound location can be directly compared, although they
are expressed in different units, and may cover very different numerical
ranges. The partial correlation coefficients, p and q, quantify the relative
contributions of sound level and target azimuth, respectively, to the measured response. An ideal localizer would yield p = 0 and q = 1, indicating
that the localization response is not affected by variations in perceived
sound level. On the other hand, if p = 1 and q = 0 the responses are
entirely determined by the head-shadow effect. The proximal sound level,
Iˆprox , was calculated as the perceived intensity at the free ear, by using the
following approximation:
πTα
)
Iˆprox (Tα ) = Isnd + HSE. sin(
180

dB

(5.3)

Here, Isnd is the actual free-field sound level (in dBA) at the position of
the head, and the sine function approximates the head-shadow effect and
ear-canal amplification for a broad-band sound (we took HSE = 10 dB;
see [27]).
For the elevation responses, we extended the multiple regression analysis
in the following way [25]:
R̂ = p.Iˆprox + q.T̂α + s.T̂

(5.4)

Here, the elevation response was considered to potentially depend on proximal sound level, the true target’s azimuth location, and the true target’s
elevation angle. For an ideal localizer, the partial correlations should yield
[p, q, s] = [0, 0, 1].
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Figure 5.4: Localization results for listener M2 in azimuth for the ten control stimuli
(each point corresponds to a single trial). Responses were highly inaccurate, as the gains
and biases deviated substantially from their optimal values of 1.0 and 0.0, respectively.
Note the systematic change in the localization bias with sound level, which is apparent
for the LP, HP and BB sounds. The listener perceived soft sounds mainly towards the
deaf side, or to the central space (negative or near-zero bias), and loud sounds on the
hearing side (large positive bias).

5.3.
5.3.1.

Results
Azimuth

Controls. Listeners were first exposed to control experiments in which
elicited goal-directed head saccades to ten different sounds. Figure 5.4
shows the results for listener M2 in azimuth for different stimuli. Responses
were highly inaccurate for all three stimuli, as gains and biases substantially
deviated from the optimal values of 1.0 and 0.0 deg, respectively. The
positive slopes of the regression lines were, however, significantly different
from zero, and varied from one stimulus to the next. This indicates that the
stimuli still appeared to contain some valid localization cues. Importantly,
the localization bias changed in a systematic way with sound level for all
three spectral stimulus types. As this listener is deaf in the left ear, soft
sounds were perceived mainly towards the deaf side (negative bias) while
the louder sounds shifted toward the hearing side (hearing ear). This result
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Figure 5.5: Pre-adaptation: localization results for subject M2 in azimuth for the three
test stimuli, prior to the training session. Responses were highly inaccurate, as the gains
and biases deviated substantially from their optimal values of 1.0 and 0.0, respectively.
Yet, the slopes of the regression lines differed significantly from zero, indicating that the
stimuli contained some azimuth-dependent localization cues.

differs from the acute conductive unilateral plugged listeners who displayed
a large hearing-ear bias for all sounds in this experiment.
Pre-training. On the second day of the experiments, listeners performed the localization task for three high-pass filtered stimuli at different
levels (HP50, HP60 and HP70). Figure 5.5 shows the pre-training regression results in azimuth for listener M2. The data indicate poor localization
performance as both gain and bias were far from the optimal values. However, it is quite clear that the bias increased for higher sound levels: the
HP50 stimui yielded smaller response biases (-9.3 deg) than the higher intensity stimuli, HP60 (18.2 deg) and HP70 (47.2 deg). Also, the response
gains were significantly larger than zero.
Training. In the training experiments, listeners were exposed to 401
trials in which they had to respond with a saccadic head movement to a
HP60 stimulus, randomly selected out of ten locations in the azimuth plane.
Immediately after the first localization response, an LED was presented
at the center of the speaker to provide visual feedback about the actual
source location. The subjects were instructed to make a corrective head
movement towards the LED. This experiment was done to check whether
visual feedback would lead to improvements in the localization performance.
Figure 5.6 shows the regression results of listener M2 during the course of
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Figure 5.6: localization data of M2 for the ten training targets (HP60 stimuli) presented
in randomized order with visual feedback in the azimuth plane (elevation zero) at the
start (trials 1 − 51), after 100 training trials (nrs. 101 − 151), and towards the end of
the session (trials 351 − 401). Note the systematic increase of the response gain, and the
reduction in response variability (increased r2 ) and bias during the session (cf. Figure
5.5B).

5

the training session for three windows of 50 trials: at the beginning of the
training session (trials 1-51), after the first phase of the training (trials
101-151), and near the end of the training (trials 351-401). Looking at the
gain and bias obtained for the three windows, it is clear that both values
improved as training advanced: the gain increased from b = 0.5 to 0.7,
while at the same time the bias reduced from a = 12.1 to 1.2 deg. At the
same time, the response precession increased from r2 = 0.6 to 0.8.
Post-training. Immediately after the training session, subjects had
to perform the same experiment as the pre-training session, without the
visual feedback, to investigate whether their localization performance differed from the pre-training results. Figure 5.7 shows the regression results
for M2. Comparingn the stimulus-response plots for this listener with the
pre-training performance (Figure 5.5), reveals that the training had clearly
affected localization performance, not only for the limited set of ten trained
locations, but also for non-trained locations, and for the different stimulus
levels. The gain for stimulus HP60 had increased from b = 0.4 to 0.6, the
bias decreased by nearly 25 deg towards the deaf side (from pre: a = +18.2
deg, down to post: a = −6.5 deg), while at the same time localization
precision improved as well (r2 increased from 0.43 to 0.61). The behavior
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Figure 5.7: Stimulus-response plots for the azimuth components for M2 immediately
after adaptation. Comparison of these data with Figure 5.5 shows that training changed
localization performance for the non-trained azimuth-elevation locations and stimulus
levels considerably: the bias for the 60 dB sound is now close to zero, with an increased
gain, whereas the softer sounds were localized far into the deaf hemifield, and the loudest
sound remained far into the hearing side, both with the same low gain.

for the lower (HP50) and higher (HP70) intensity stimuli, however, appeared to be different. For these sounds, the response gains remained low,
at 0.2 − 0.3, but the biases were more strongly expressed: the soft sounds
were heard more into the deaf side (bias decreased from a = −9 to -40 deg),
whereas the louder sound remained well at the hearing side (bias changed
from a = +47 to +31 deg).
To describe better how subjects had changed their localization performance we also performed a multiple regression analysis (Eqs. 5.2 and 5.3)
on the pre- and post-adaptation data to quantify the contributions of the
HSE and the true azimuth location to the responses. Figure 5.9B shows
that the HSE (indicated by proximal sound level) had a large (negative)
contribution (around −0.70) to the responses, but did not change significantly with visual feedback training. In contrast, the partial correlation
coefficients for the true azimuth locations had increased significantly from
0.78 ± 0.09 to 0.90 ± 0.11 for the three listeners (Figure 5.9C).
To illustrate the training effect for the three listeners, we summarized
the overall statistical results for pre- and post training sessions in Figure
5.8 for the HP50, HP60, and HP70 stimuli before and after training. The
most consistent improvements were obtained for the trained HP60 stimuli:
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Figure 5.8: Summarized statistics of regression analysis for the three participants for
pre-adaptation and post-adaptation. Columns: the three different test stimuli; top row:
response gain, center row: response bias; third row: coefficient of determination, and
bottom row: mean absolute error (in deg). Averages across listeners are shown as insets:
grey = pre-adaptation mean with std, green = post-adaptation mean with std. For the
HP60 sounds, the post-adaptation results are more accurate (higher gains, and smaller
bias), and more precise (less variability, higher r2 ). The HP70 stimuli (right) yielded
smaller overall errors, because of the reduced positive bias. Gains and precisions, however,
did not change. The HP50 stimuli only yielded larger negative biases (into the deaf side),
except for M1, who had a high response gain for this sound.
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Figure 5.9: Multiple linear regression results for the three participants. The contribution
of proximal sound level to their responses is high, but did not change with visual-feedback
training (B). The azimuth component, however, did increase for all three listeners, by
approximately the same relative amount (C).

increased gains and precisions, lowered biases and MAE’s. The results for
the softer sounds showed no change in gain, r2 and MAE (data points near
the diagonal), and a significant increase in the negative bias, as sounds
were consistently localized more into the deaf side. A slight localization
improvement was observed for the higher-intensity sounds, as the MAE was
significantly reduced, because of the reduced bias. These response patterns,
albeit preliminary, seem to differ markedly from the results obtained with
the acute unilateral plugged hearing condition described in Zonooz and
Van Opstal (2019).

5.3.2.

Elevation

To assess the potential training effect on the elevation performance of the
SSD listeners, we performed multiple linear regression according to Eqn.
5.4. Figure 5.10 shows the results for this analysis. The partial correlation coefficients of HSE to the elevation responses did not show significant
change with visual feedback training. The data however indicate that the
partial correlation coefficients of true azimuth locations increased for all
three subjects, while the elevation contribution remained unchanged.
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Figure 5.10: Multiple linear regression (Eqn. 5.4) on the elevation responses for the three
SSD participants. The pre-training contribution of proximal sound level to the elevation
responses did not change significantly with visual-feedback training (B). The azimuth
component increased for all three listeners (C), whereas the elevation contribution remained unaffected, except for M1, whose elevation PCC had decreased after training
(D).

5.4.

Discussion

In addition to the acoustic information, there are also types of non-acoustic
information, such as prior knowledge, attention, or memory of specific nonacoustic details related to sound source, that brain uses to localizes sounds.
For example, it is highly unlikely that the sound of a car originated from
above or below. A normal binaural listener can localize sounds accurately
based on the measured acoustic information. Such a normal hearing listener will , therefore, put a smaller weight on the non-acoustic information
than the acoustic information. These non-acoustic information are even
more important for Chronic single-sided deaf. However, The mechanisms
underlying adaptive processes to Chronic single-sided deaf are still unclear.
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Our experiment thus set out to establish the process in which the learning
the system had to cope with ongoing changes. We also compared the shortterm adaptation behavior of Chronic single-sided deaf listeners to that of
acute conductive unilateral plugged listener.
To study the mechanisms underlying the integration of the different
acoustic cues,and the effect of adaptation on the chronic monaural listeners,
they were presented with sound sources. We studied the adaptation in the
Chronic single-sided deaf azimuth localization system. Our experiment
thus set out to establish the process in which the auditory system had to
cope with ongoing changes. We carried out the experiments where the
subjects were exposed to training session for a fixed-intensity high pass
sound source, presented at limited number of locations in the horizontal
space. They had to generate head-orienting responses to the sound sources
distributed in a set of restricted locations in azimuth plane. By providing
visual feedback during the training session we investigated the ability of
the listeners to cope with sound sources of various levels and spectra. Each
trial was followed by the exact same sound source with an LED pointing to
the sound location. The subjects, therefore, could correct head movement
errors trial after a trial.
We observed from Figure 5.6 that during the training Chronic singlesided deaf improved her localization performance towards the end of the
training for HP60. Our results also showed that the adaptation generalized to other target locations, and to the intensity 70, indicating that
adaptation was not a simple cognitive trick, however, in acute conductive
unilateral plugged listener adaptation generalized to all sound intensities.
Unlike acute conductive unilateral plugged listeners, the adaptation in the
horizontal direction in Chronic single-sided deaf did not affect the elevation
responses This can indicate that in Chronic single-sided deaf spectral pinna
cues might underlie the improved performance in horizontal plane. This is
perhaps due to the fact that Chronic single-sided deafs have developed a
mechanism during their lives that increased use of pinna cues from hearing
ear to azimuth direction does not interfere with the estimation process for
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Figure 5.11: Potential available localization cues for SSD listeners. (A) Because of the
absence of any contralateral input from the deaf ear, only three monaural cues remain to
estimate source azimuth (sound level, the good-ear HRTF and the low-pass head filter).
The pre-adaptation data suggest a strong contribution of Iprox and a weaker contribution
from azimuth (from ipsi-spectral or LP filter cues). The elevation percept could be based
on azimuth and HRTF cues, in combination with prior assumptions. (B) After training,
the azimuth-related weights increased for azimuth estimation, possibly from increased
weights of HRTF and low-pass head filter, whereas the elevation percept is based on a
stronger azimuth percept. In listener M1, also the prior weight had increased.

elevation. All three Chronic single-sided deaf subjects slightly increased
HSE effect during training. In the pre-adaptation sound localization behavior for acute conductive unilateral plugged, azimuth direction is mainly
determined by ITDs, monaural intensity, filter cues from HSE, and potential weakened ILDs. For Chronic single-sided deaf , however, our data
suggest that sound level plays a strong role with a week contribution of low
pass spectral filtering, as there is no contribution from surviving ILDs at
all. The post-training localization data indicate that Chronic single-sided
deaf subjects put A larger weight on the good-ear HRTF which led to improved azimuth performance, while the elevation estimate is modulated by
the azimuth precept (Figure 5.11). However, for acute conductive unilateral plugged subjects after training, the elevation localization resulted to
be highly determined by the prior.
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5.5.

Supplemental Information: Three potential
monaural localization cues for azimuth

Monaural Cue 1: A simple acoustic model for the overall head-shadow effect, illustrated in Figure 5.1A (after Van Wanrooij and Van Opstal (2004)),
holds that for a flat broad-band sound of intensity I0 , the proximal sound
intensity at the (right) hearing ear can be approximated by:
Z ∞

Iprox (α) =

I(f, α).df ≈ I0 + H0 sin α

(5.5)

0

where H0 is the maximum head-shadow effect (approximately 10 dB for
broad-band noise); the plus sign indicates that the right ear is the hearing
ear. For the left ear, this becomes a minus sign.
Monaural Cue 2: The head effectively acts as an azimuth-dependent
low-pass filter (Figure 5.1B). We thus assume that the cut-off frequency is
azimuth dependent, given as fc (α), so that a flat BB sound with intensity
I0 will be filtered as:
H(f, α) =

I0
1 + j.(2π(f /fc (α)))

(5.6)

Its amplitude characteristic is calculated as:
I0
|H(f, α)| = q
2
1 + 4π 2 f 2f(α)

(5.7)

c

and the total power, up to the cut-off frequency (i.e., the LP head shadow)
is then:
√
Z (fc (α))
ln 2π + 1 + 4π 2
Iprox,LP (α) =
|H(f, α)|.df = I0 .fc (α).
≈ 1.6I0 .fc (α)
2π
0
(5.8)
which varies linearly with the cut-off frequency (= effective bandwidth) and
absolute sound level. Suppose that for the cut-off frequency we can take the
following heuristic approximation: it is maximum (say, 19 kHz) when the
sound is presented at the far free ear (at azimuth −90 deg) and approaches
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its minimum, say 1.0 kHz, when the azimuth is at the opposite side, at +90
deg (the deaf side). A simple function that fulfills this requirement is
fc (α) = 10 − 9 sin α

kHz

(5.9)

Combined with Eq. 5.8, this gives
Iprox,LP (α) = 1.6(10 − 9 sin α).I0

5

(5.10)

which is very similar to Eqn. 5.5, although it is based on a different principle
(spectral analysis).
Monaural Cue 3: Analysis of the spectral cues, illustrated in Fig. 1C,
would require some sort of spectral pattern recognition algorithm on stored
monaural HRTFs. This could be done in a similar way as has been proposed
for the elevation angle (e.g. Hofman and Van Opstal (1998)), for which it
has been suggested that the auditory system may perform a spectral correlation analysis. The incoming sensory spectrum (computed from the convolution between the source and the actual source direction) is compared with
stored representations of all HRTFs. Then, either maximum-likelihood estimation (which detects the elevation angle for which the spectral correlation
is maximal; Hofman and Van Opstal (1998)), or a Bayesian estimate that
includes an elevation prior to yield a posterior distribution (e.g., Zonooz
et al. (2019)) would uniquely point at the veridical (or optimal) elevation
angle, provided that the source spectrum itself is uncorrelated with any of
the stored HRTFs.
New here is that a similar algorithm could in principle be applied to extract both the azimuth and the elevation angle, when assuming (as schematically indicated in Figure 5.1C) that the changes in azimuth would lead to
consistent (and learnable) changes in e.g. the shape, steepness, width,
and/or depth of the different high-frequency peaks and notches, caused by
the low-pass filtering characteristics of the head (Figure 5.1B).
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English Summary

In this thesis, we studied how human auditory system copes with and
adapts to perturbed - or the absence of- sound localization cues both in
azimuth and elevation. To do this, chapter 2 and chapter 3 addressed
sound localization behaviour and learning in elevation plane, respectively
while in chapter 4 and chapter 5 we studied sound localization behaviour
and adaptation in acute conductive unilateral plugged subjects and Chronic
single-sided deaf listeners in azimuth plane.
The auditory system converts the one dimensional motion of the eardrums into a 2D (azimuth, elevation) representation of head-centered sound
direction for source localization. As the spectral-to-spatial mapping is not
unique, the auditory system has to make meaningful assumptions about
the sensory input. Previous models assume that humans compare current
sensory information to learned spectral templates for localization in the
vertical plane (elevation).

6

In chapter 2 using psychophysical experiments, computational analysis, and Bayesian modeling, we explained how spectral contrast and sound
level both systematically modulate sound-localization performance in elevation. Our empirical results demonstrated that the auditory system applies
a weighting operation on input sensory spectrum.
Chapter 3 addressed how the human auditory system learns to calibrate the implicit acoustic cues at the ears which are used to estimate
the spatial coordinates of a sound source. The assumption was that sensorimotor error feedback may provide the signals needed to update the
internal acoustic-to-spatial mappings. We reported how the contribution
of particular spectral localization cues from the pinna may be increased
to localize sounds in the vertical plane. By providing visual feedback for
only a small number of targets in the midsagittal plane, subjects learned
to localize a sound with poor, yet consistent, spectral location cues. We
show that this learned mapping generalized across two-dimensional space,
and to other spectral stimuli. Thus, the chapter concluded that the human
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auditory system rapidly adjusts its spectral-to-spatial mapping, whenever
the feedback provides consistent error information.
In chapter 4 we plugged one ear in normal-hearing listeners to disrupt
the robust binaural difference cues, leading to a dramatic impairment of
sound-localization accuracy in the horizontal plane. We trained plugged
listeners to localize sounds in the horizontal plane through visual feedback
about the true sound location. We showed that the auditory system rapidly
reweights the different binaural and monaural localization cues to improve
performance in azimuth. Quite unexpectedly, we also found a strong degradation of localization performance in the elevation direction, even on the
intact hearing side, which resulted from the training. We concluded that
the auditory system rapidly adapts to current acoustic situations to optimize localization performance, even if these changes reduce performance
for other acoustic environments, like encountered in daily life.
In Chapter 5 we continued exploring the same idea in Chronic singlesided deaf listeners. Chronic single-sided deaf listeners lack the availability
of binaural difference cues to localize sounds in the horizontal plane. The
auditory system of Chronic Chronic single-sided deaf might have learned
to adopt various non-acoustic priors about environment, properties of relevant sounds and potential locations in the natural habitat, and that these
priors are under continuous adaptive control, also by integrating evidence
from other sensory systems (like vision), and sensorimotor feedback. For
directional hearing they have to rely on different types of monaural cues:
loudness perceived in their hearing ear, which is affected in a systematic
way by the acoustic head shadow, on spectral cues provided by the low-pass
filtering characteristic of the head, and on high-frequency spectral-shape
cues from the pinna of their hearing ear. Presumably, these cues should
be differentially weighted against prior assumptions on the properties of
sound sources in the environment. We tried to reveal the rules guiding
this weighting process. We therefore trained three CSSD listeners to localize a fixed intensity, high-pass filtered sound source at ten locations in the
horizontal plane with visual feedback. After training, we compared their lo165
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calization performance to sounds with different intensities, presented in the
two-dimensional frontal hemifield to their pre-training results. We showed
that the training had rapidly readjusted the contributions of monaural cues
and internal priors, which resulted to be imposed by the multisensory information provided during the training.

6
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In dit proefschrift bestudeerden we hoe het menselijk auditief systeem omgaat met en zich aanpast aan verstoorde – of afwezige – geluidslokalisatiecues in zowel azimut als elevatie. Hiervoor gingen hoofdstuk 2 en hoofdstuk 3 in op respectievelijk het geluidslokalisatiegedrag en het leren van
geluidslokalisatie in het elevatievlak. In hoofdstuk 4 en hoofdstuk 5
bestudeerden we geluidslokalisatiegedrag en -adaptatie in acuut eenzijdiggeplugde proefpersonen en chronisch enkelzijdig dove luisteraars in het azimutvlak.
Het auditieve systeem zet de eendimensionale beweging van de trommelvliezen om in een tweedimensionale (azimut, elevatie) representatie van
hoofdgecentreerd geluid voor bronlokalisatie. Omdat de spectraal-naarruimtelijk afbeelding niet uniek is moet het auditieve systeem belangrijke
aannames maken over de zintuiglijke input. Eerdere modellen nemen aan
dat mensen de actuele zintuiglijke informatie vergelijken met geleerde spectrale patronen voor lokalisatie in het verticale vlak (elevatie).
In hoofdstuk 2 verklaarden we met behulp van psychofysische experimenten, computationele analyses en Bayesiaanse modellering hoe spectraal
contrast en geluidsniveau allebei systematisch de performance voor geluidslokalisatie in elevatie moduleren. Onze empirische resultaten lieten zien dat
het auditieve systeem een wegingsoperatie toepast op het spectrum van de
sensorische input.
Hoofdstuk 3 gaat in op de manier waarop het menselijk auditieve
systeem leert om de impliciete akoestische cues aan de oren te kalibreren
en die te gebruiken om de ruimtelijke coördinaten van een geluidsbron te
schatten. De aanname was dat feedback van de sensorimotorische fout de
signalen zou kunnen leveren die nodig zijn om de interne afbeelding van
akoestisch naar ruimtelijk te updaten. We rapporteerden hoe de bijdrage
van bepaalde spectralelokalisatiecues van de pinna kan worden verhoogd
om geluiden in het verticale vlak te lokaliseren. Door het geven van visuele feedback voor slechts een klein aantal doelen in het midsagittale vlak,
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leerden proefpersonen om een geluid te lokaliseren met slechte, maar consistente, spectralelokalisatiecues. We hebben laten zien dat deze geleerde
afbeelding generaliseert over de tweedimensionale ruimte, en naar andere
spectrale stimuli. Dus concludeerde het hoofdstuk dat het menselijke auditieve systeem snel zijn spectrale-naar-ruimtelijke afbeelding aanpast wanneer de feedback consistente informatie over de fout geeft.

6

In hoofdstuk 4 hebben we één oor van normaalhorende luisteraars geplugd om de robuuste binaurale verschil cues te verstoren, wat leidde tot
een dramatische verslechtering van de nauwkeurigheid van geluidslokalisatie in het horizontale vlak. We trainden geplugde luisteraars om geluiden
in het horizontale vlak te lokaliseren door middel van visuele feedback over
de werkelijke geluidslocatie. We tonen aan dat het auditieve systeem snel
een nieuw gewicht geeft aan de verschillende binaurale en monaurale lokalisatiecues om zo de prestaties in de azimut te verbeteren. Vrij onverwacht
vonden we ook een sterke degradatie in de lokalisatieperformance in de elevatierichting, zelfs aan de intacte gehoorzijde, die het gevolg was van de
training. We concludeerden dat het auditieve systeem zich snel aanpast
aan de huidige akoestische situatie om lokalisatieperformance te optimaliseren, zelfs als deze veranderingen de prestaties voor andere akoestische
omgevingen verminderen, zoals die zich voordoen in het dagelijks leven.
In hoofdstuk 5 gingen we verder met het onderzoeken van hetzelfde
idee in chronisch enkelzijdig dove luisteraars. Chronisch enkelzijdig dove
luisteraars missen de beschikbaarheid van binaurale verschillen om geluiden
in het horizontale vlak te lokaliseren. Het auditieve systeem van chronische enkelzijdige doven (CSSD) zou kunnen hebben geleerd om verschillende niet-akoestische priors te zetten over de omgeving, de eigenschappen
van relevante geluiden en mogelijke locaties in het natuurlijke leefgebied,
en dat deze priors onder continue adaptieve controle zijn, ook hoor het
integreren van bewijs van andere sensorische systemen (zoals visueel), en
sensorimotorische feedback. Voor directioneel horen moeten ze vertrouwen
op verschillende soorten monaurale signalen: de luidheid die wordt waargenomen in hun gehoor, die systematisch wordt beïnvloed door de akoestische
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hoofdschaduw, de spectrale cues van de low-pass filterende karakteristieken
van het hoofd en op hoogfrequente spectrale cues van de pinna van hun horende oor. Vermoedelijk moeten deze signalen verschillend worden gewogen
in het licht van eerdere aannames over de eigenschappen van geluidsbronnen in de omgeving. We hebben geprobeerd om de regels te onthullen
die ten grondslag liggen aan dit wegingsproces. Daarom hebben we drie
CSSD luisteraars getraind om een high-pass gefilterde geluidsbron met een
vaste intensiteit op tien verschillende locaties in het horizontale vlak te
lokaliseren. Na de training vergeleken we hun lokalisatieperformance op
geluiden met verschillende intensiteiten, gepresenteerd in het tweedimensionale frontale hemiveld, met hun pre-training resultaten. We lieten zien
dat de training snel de bijdragen van de monaurale cues en de interne priors
had aangepast met behulp van de multisensorische informatie die tijdens
de training werd gegeven.

6

169

Research Data Management
This thesis research has been carried out under the institute research data
management policy of the Donders Instutute for Brain, Cognition and Behavior (as of 25.2.2020,
https://www.ru.nl/publish/library/397/rdmpolicy_di_20190110.pdf).

Findability and Accessibility
Below we detail where the data and research documentation for each chapter can
be found on the Donders Repository (DR). All data archived as a Data Sharing
Collection remain available for at least 10 years after termination of the studies.
Chapter 4-5
Uploaded all raw data into DAC 62002463-03-131
Note: contains raw data (*.dat, *.log) and preprocessed data (*.hv, *.mat)
Chapter 3
Uploaded all raw data into DAC 62002463-02-151
Note: contains raw data (*.dat, *.log, *.csv) and all preprocessed *.mat data
Chapter 2
Uploaded all raw data into DAC 62002463-04-337
Note: this repository contains all raw and preprocessed data, and also the raw and
preprocessed data (*.hv, *.mat) of the other two Zonooz papers!
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