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General introduction

Childhood is a fundamental part of all
human lives, parents or not, since that’s
how we all start out.
And yet babies and young children are
so mysterious and puzzling and even
paradoxical.
Gopnik, 2009, Cogito ergo sum, baby

General introduction

11

“I don’t think the sense of agency exists.” I had just started my project on the emerging
sense of agency and was about to take the first bite of my lunch. “What do you mean
with ‘it does not exist’?” I asked, somewhat confused by the thought that someone
could question its existence. “Well, I believe we do not have an active experience of
agency. We only experience the violation of our agency”, he continued. “But surely if it
can be violated, it must exist!” I said: “Perhaps you mean to say that our experience of
agency is a default?” He paused and considered that possibility. “Yes”, he admitted, “I
suppose.” Now we were getting somewhere. “OK, so let’s assume you are correct for
the sake of the argument, then from a developmental perspective the question arises
whether this is the case in early infancy as well; and if not, what the developmental
trajectory is to getting to this default.” “You mean that from an infant’s point of view
the experience of agency might initially be a violation of expectation?” I nodded. “That
is an interesting question indeed! But how would you study a subjective experience in
infants?!”

Very early in my PhD project, this conversation took place during lunch. It was the first
conversation in which I encountered someone who doubted the existence of a sense of
agency, though certainly not the last (see for various arguments Bermúdez, 2010; Grünbaum, 2015). Although this dialogue happened at the start of the project, the three central
questions addressed in this thesis are reflected in it: What are the origins and relevant
sub-capacities of the sense of agency? Why is it interesting to study the sense of agency in
development? How can one investigate it in preverbal infants?

1.1 Discovering structure in the confusion: Creating
conceptual clarity
Researching a topic starts with clearly defining what it entails. For the sense of agency,
this has proven to be a difficult task: it seems as if every article uses the term slightly or
vastly differently. However, within all these different descriptions at least two categories
are distinguishable.
The first category is found primarily in philosophical literature and describes the sense
of agency as the feeling that I am the author of my action (e.g., de Haan & de Bruin, 2010;
Horgan, Tienson & Graham, 2003; Pacherie, 2008). Here, I consider this description to be
a proximal sense of agency as it restricts itself to the agent, to a certain extent independent
from the action’s effect on the outside world. An essential component of this description
of the sense of agency is the freedom to carry out an action when and how the agent
intends to do so. This first description usually stays within the realm of philosophy, where
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it is considered in the context of free will, intentionality and mental causation (Horgan,
2007; Nichols, 2011; Wegner, 2002), but there are two notable exceptions. First, in clinical
research there are specific pathologies in which this sense of agency is disrupted. For
example, people suffering from anarchic hand syndrome report that their hand is not
under their control anymore and seems to have a will of its own (Della Sala, Marchetti,
& Spinnler, 1991; Feinberg, Schindler, Flanagan, & Haber, 1992; Marchetti & Della Sala,
1998; Pacherie, 2007). These patients do not feel that they are the author of the affected
hand’s actions. Second, cognitive neuroscientific research has recently shown that coercion
leads to a reduced sense of agency (Caspar, Christensen, Cleeremans, & Haggard, 2016),
indicating that when one is not free to act according to one’s own intention, one no longer
experiences oneself as the agent in that situation. The reported experience of anarchic
hand syndrome patients and the observed reduction of a sense of agency for actions carried out under coercion provide empirical support for the view that there is a phenomenal
quality associated with intending one’s actions and being their author. As soon as there is a
mismatch between the intention and the action, a reduced sense of agency is observed. As
such, several accounts of the sense of agency consider the intention underlying the action
to be the basis of the sense of agency, such as the intentional binding account (Haggard,
Clark, & Kalogeras, 2002) and the mental causation of behavior account (Wegner, 2002).
These accounts are able to explain results from research into adults’ sense of agency.
However, their assumptions about intentions as starting point create a circularity between
agenthood, the sense of agency and intentional actions: Intentional action is considered
necessary for agenthood, agenthood is considered necessary for the sense of agency, and
the sense of agency is considered necessary for intentional action, since an actionable
component is a precondition for intentions. This creates a problem for the formation of a
theory regarding the emergence of a sense of agency. These assumptions and a possible
solution to their circularity are discussed in Chapter 2 of this thesis.
The second sense of agency category is found primarily in the cognitive (neuro)science
literature and describes the sense of agency as the feeling that my action caused an effect
(e.g. Farrer, Bouchereau, Jeannerod & Franck, 2008; Sato & Yasuda, 2005). Unlike the
previous description, this one describes a distal sense of agency, as it includes the external
world. The focus lies on the person’s ability to relate what they are doing to the sensory
input they are receiving, i.e., to detect a sensorimotor contingency. A person is said to
experience a sense of agency when they correctly predict the incoming sensory information
based on the motor signal they sent out, an account referred to as the Comparator Model
(Blakemore & Frith, 2003; Gallagher, 2000; Jeannerod, 2009). This theory is grounded in
a neurophysiological mechanism, discovered in the 1950s (Sperry, 1950; von Holst & Mittelstadt, 1950), that attenuates predicted incoming sensory information. The attenuation is
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thought to arise from the sensory predictions made by the forward models of action based
on the motor command that has been sent (e.g., Miall & Wolpert, 1996). The idea is that
it is more important for the brain to notice unexpected sensory information than predicted
information, leading to a reduced processing of predicted sensory information (though see
Yon, Gilbert, de Lange, & Press, 2018 for an alternative account). This has been shown on
a neural level (e.g., reduced activation on fMRI scans (Blakemore, Wolpert & Frith, 1998)
and reduced amplitudes of event-related potentials (Baess, Jacobsen & Schröger, 2008;
Timm, SanMiguel, Keil, Schröger & Schönwiesner, 2014)) as well as on a cognitive level
(e.g., people perceive self-produced sounds as softer than sounds produced externally or
by others (Weiss, Herwig & Schütz-Bosbach, 2011)). This mechanism is thus considered
to provide cues for whether or not a sensory event was caused by oneself. Due to its
ability to explain experimental findings as well as disturbances in the sense of agency in
schizophrenia, the comparator model has been one of the most influential theories of the
sense of agency in cognitive neuroscience over the last 25 years (Frith, 2012).
Compared to the first description of the sense of agency, the second one is more
tangible from an experimental point of view. In experiments investigating the sense of
agency the participant typically performs an action and receives sensory feedback. This
feedback either corresponds to the participant’s true action outcome or is manipulated
unbeknownst to the participant. When the sensory information is manipulated to too
great an extent, and the sensory prediction is thus strongly violated, participants stop experiencing a sense of agency. Although some neuroscientists claim there are neural markers
for the sense of agency (Kühn, Brass, & Haggard, 2013; Chambon, Wenke, Fleming, Prinz,
& Haggard, 2012), it is mostly studied using the participant’s verbal report (see David,
Newen, & Vogeley, 2008, for a review). Apart from the method of verbal report having
obvious downsides from the perspective of an infant researcher, the use of this method
also means that in many cases the feeling of agency and the judgment of agency are
conflated. Researchers have previously theorized that the judgment of agency is a result of
retrospective reasoning about the possible causes of the sensory input, whereas the feeling of agency is non-conceptual and generated by predicting the sensory consequences
(Synofzik, Vosgerau, & Newen, 2008). This ‘multifactorial account’ described by Synofzik,
Vosgerau and Newen (2008) takes inspiration from the Comparator Model’s account for
their explanation regarding the predictive process leading to a feeling of agency, in that
it is based on a comparison between predicted and observed sensory input based on the
motor command. Given the primary role of the motor signal and the sensory predictions
based on this signal, it is perhaps unsurprising that disturbances in this sense of agency
have been observed in children with cerebral palsy (Ritterband-Rosenbaum, Christensen,
Kliim-Due, Petersen, Rasmussen & Nielsen, 2011) as well as adults with functional motor
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disorder (Nahab, Kundu, Maurer, Shen & Hallett, 2017). Compared to healthy, neurotypical
participants, both the children with cerebral palsy and the adults with functional motor
disorder were more likely to overattribute effects to themselves, even when these effects
had been severely manipulated by the researchers.
In addition to the proximal and distal descriptions of the sense of agency, in Chapter 2
we introduce an overarching experience of agency, which can be understood as the feeling
that I am an agent. In contrast to the previous two experiential states, this sense of agency
is unrelated to any specific event and instead focuses on the feeling that one can cause an
action or action effect in general. When taken in its broadest sense, this description ties in
closely with a sense of control and has been suggested to be reduced in people suffering
from depression (Haggard & Chambon, 2012). Here, however, I consider the general sense
of agency as directly related to acting. It is by virtue of having a general sense of agency
that we can consider selecting one action over another to achieve a goal. The decision
process of action selection as well as monitoring whether current actions are achieving
the goal therefore hinge on the presence of one’s feeling of being an agent (Frith, 2005;
Haggard & Chambon, 2012).
Since neurotypical adults experience a full-blown sense of agency that integrates all
these aspects, why is it relevant to even mention these different descriptions? Since this
thesis is concerned with the development of the sense of agency, we must decide which
sense of agency is the topic of investigation. Different cognitive capacities are required for
the various sense of agency descriptions. As indicated by the aforementioned pathologies,
these capacities can be dissociated and influence the sense of agency differently. Therefore,
the research into the developmental trajectory changes based on the cognitive capacities
one assumes to be required. In general, in this thesis I focus primarily on the sense of agency
as the feeling that my action caused an effect. However, in Chapter 2 and Chapter 10, we
describe a theory of the emerging sense of agency that takes into account fundamental
aspects that are relevant to all these descriptions of the sense of agency.

1.2 Discovering structure in the confusion: Viewing
the world from the infant’s perspective
Now, let us consider what it is like to be an infant who is developing a sense of agency
and what fundamental role the sense of agency plays in their sociocognitive development.
The world offers rich sensory inputs from which infants can learn about their self, other
agents and the environment. Compared to the environment in the womb, which provides
the earliest sensory input, awake postnatal life consists of a richer, more heterogeneous
stream of incoming sensory information. Making sense of all this information is a difficult
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task and requires learning how the different pieces of information relate to each other,
whether there is a regularity in the order in which they occur, and what information is
relevant. William James even described newborn’s sensory processing as a “blooming,
buzzing confusion” (James, 1890, p. 1124). This quote is not uncontroversial and was
embedded in ideas of infants being born as a tabula rasa. Nowadays, the blank slate view
is contested by proponents of the nativist view on cognitive development, but, even so,
scientists agree that infants have a lot to learn about the structure of their environment
and their role in it.
Detecting one’s own influence on the environment and on the sensory input that
one processes provides a piece of information regarding the underlying structure of this
heterogeneous stream of information. As such, developmental scientists have attempted
to understand how a sense of agency develops in early infancy. In the previous section,
I described several accounts of the sense of agency. Although the multifactorial account
(Synofzik, Vosgerau & Newen, 2008) and the intentional binding account (Haggard, Clark
& Kalogeras, 2002) have more explanatory value for the findings obtained in adult research
and clinical research, they rely on higher-order cognitive processes and as such have not
received much attention in infant research of the sense of agency. In comparison, the
comparator model theory (Blakemore & Frith, 2003) offers the most low-level theory of
the sense of agency. Within the current theorizing about the sense of agency, these three
accounts have gained most traction and thus form the starting point for explaining its
development. What the comparator model theory, the multifactorial account, and the
intentional binding account have in common is a prominent role for the detection of
sensorimotor contingencies. Research into the developing sense of agency has therefore
primarily focused on finding evidence that infants can detect such contingencies. This
research can be divided into two lines: (i) sensorimotor contingencies and the body, and (ii)
sensorimotor contingencies and the external world.
Regarding action-body contingency detection, infants showed the ability to discriminate between a contingent and non-contingent display of a part of their body, often their
feet, already by three months of age (e.g., Bahrick & Watson, 1985; Rochat & Morgan,
1995, 1998). The contingent display provided them with a livestream of the movements
of their feet from their own point of view. The non-contingent display showed their feet
in an incongruent manner, either temporally by delaying the display or showing another
infant’s feet (Bahrick & Watson, 1985) or spatially by displaying the left foot on the right
and vice versa or by showing the feet from an allocentric, rather than egocentric, perspective (Rochat & Morgan, 1995). The findings of these studies show that from three
months of age, infants differentiate between the contingent and non-contingent displays
as measured by looking-time differences. Especially the finding of sensitivity to temporal
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congruency indicates that infants have some notion of how their movements relate to their
observation.
Regarding action-environment contingency detection, infants were shown to increase
their action frequency for actions that were followed by an effect. They, for instance,
performed more sucking behaviors on a pacifier that played tones contingently (Rochat &
Striano, 1999) and they moved their arms or legs more when their movement yielded an
effect (e.g., Heathcock, Bhat, Lobo, & Galloway, 2004; Rovee-Collier, Morrongiello, Aron,
& Kupersmidt, 1978; Watanabe & Taga, 2006, 2009, 2011). The latter has been shown
primarily using the mobile-paradigm, which is extensively discussed and used in this thesis.
In the mobile-paradigm, the infant’s arm or leg is tethered to an overhead mobile, such
that when the infant moves this limb, the mobile moves as well (Rovee & Rovee, 1969). An
increase in movement frequency when the mobile is connected has been taken as evidence
for understanding the causal relation and for the presence of a sense of agency by several
researchers (e.g., Gergely & Watson, 1999; Kelso, 2016; Watanabe & Taga, 2011). The
findings of these research lines show a sensitivity for contingencies already for infants at
three months of age. These observations have been suggested as evidence for infants’
sense of agency. Although previous research has provided crucial insights regarding the
development of some of the necessary capacities for the sense of agency, in this thesis I
evaluate the idea that the capacity for contingency detection is sufficient to experience a
sense of agency. In Chapters 3, 4, 5 and 6, we show what the limitations are of focusing
solely on contingency detection when attempting to infer the sense of agency. Based
on philosophical theories regarding the representational nature of experiences (Chalmers,
2004; Crane, 2008; Dretske, 1988), we argue that the sense of agency requires, among
others, the ability to represent the causal relation between one’s actions and their effects.
Contingency detection, although important for learning causal relations, is not sufficient
to represent two events as causally related and observing this ability in infants is therefore
not sufficient to infer that they experience a sense of agency.
Although the sense of agency has mostly been studied in the context of sensorimotor
contingencies with infants between two and four months of age, there have been studies
with older infants that have moved beyond mere contingency detection. In one experiment by Miyazaki, Takahashi, Rolf, Okada and Omori (2014), 8-month-old infants were
presented with a colorful picture that was covered by a black layer. Whenever the infant
fixated on a piece of that black layer, it would disappear at that location and the underlying
picture would become visible. By fixating on every part of the black layer, the infants could
reveal the entire picture. This so-called image-scratch paradigm shows that infants at eight
months of age can learn to actively use the opposite behavior from what they normally
would use (looking at the black layer instead of the more salient bit of colorful picture
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they had already revealed) in anticipation of achieving their goal. Another experiment
that shows more directly that infants are able to actively anticipate the consequences of
their actions was carried out by Kenward (2010). In this study, 10-month-old infants were
presented with a button that, upon being pressed, triggered a video clip in a set location
on a screen. Using eye-tracking data, Kenward (2010) showed that infants make anticipatory fixations to the video location less than a second before pressing the button. Infants
thus seem to be able to anticipate the consequences of their actions.
In sum, previous research into the developing sense of agency has shown that infants
are sensitive to sensorimotor contingencies from an early age, and at least are able to
anticipate the consequences of their actions from ten, and perhaps eight, months of age.
This enables them to monitor their own influence on the world and to actively select
actions to achieve their goals. However, the developing a sense of agency is useful beyond
discovering one’s own influence on one’s sensory observations. It also plays a crucial part in
the broader learning process of discovering how the physical and social world is structured.
Specifically, the sense of agency is considered to play a crucial role in learning about the
causal structure of the world, becoming aware of oneself and behaving appropriately in
social interactions. I will describe the role of the sense of agency in each of these below.

1.2.1 Causal learning
As mentioned earlier, experiencing a sense of agency requires the ability to detect the causal
relation between one’s actions and their effects. This ability can in turn aid learning about
the causal structure in the external environment through targeted interventions. Previous
research has identified several conditions under which adults detect causal relations. These
conditions include a contingency between two or more components, directionality in the
timing of the contingent event, and a contiguity in the timing of the contingent event
(Shanks, Pearson & Dickinson, 1989). Moreover, detecting a causal relation often requires
the absence of more likely explanations than a causal relation (Tenenbaum & Griffiths,
2003). Although correlation does not imply causation, humans readily perceive causal relations by observing correlated events that meet the previously stated conditions (Buehner
& May, 2003; Shanks, Pearson & Dickinson, 1989). However, sometimes observation is not
sufficient to disambiguate between possible relations. In these cases, actively intervening
on one or multiple components provides a unique way to explore the causal relation in
more depth (Lagnado & Sloman, 2002; Pearl, 2000). For instance, imagine someone who
observes a co-occurrence of A and B, which seems to somehow be causally related to C.
Now they are left with the question whether it was A or B or the conjunct of A and B
that caused C. Through mere observation this question can never be answered; instead
an intervention is necessary. A way of intervening would be to remove first A and then B
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to see under which conditions C still occurs. If A caused C, then removing B will have no
consequences on the occurrence of C but removing A will stop the occurrence of C. How
does this relate to the sense of agency? An active intervention implies that the intervener
is aware of their potential influence on the causal chain. That is, to employ intervention as
a method to learn about the world, the intervener must be aware that they can intervene
and are intervening. They must have a representation of themselves as a causal agent
in the world and use the experience of their agency to select the appropriate action for
intervention. Developing a sense of agency therefore enables the child to use interventions
to test their hypotheses about the causal structures that cannot be disambiguated by mere
observation.

1.2.2 Self-awareness
Becoming aware that one’s bodily actions can cause systematic perceptual consequences
in the environment is paramount for learning about the self (Rochat & Striano, 2000). A
multitude of accounts regarding self-awareness has been proposed. These accounts differ
on many aspects, but in the majority of them the sense of agency plays a pivotal role as
core component of the self and self-development in infancy (e.g., Decety & Sommerville,
2003; James, 1890; Neisser, 1991; Rochat, 1997; Stern, 1985). When the sense of agency
develops, infants learn which parts of their body they have control over, in what ways this
control manifests and how their body can be used to bring about certain effects. They
learn to differentiate their own influence on the world from external influences, such as
other agents. This development enables the generation of intentions as infants become
aware of their action possibilities allowing for their goals to be achieved. In essence, by
developing a sense of agency, they learn that they are a demarcated, coherent entity that
has the ability to control specific aspects of the world.
Learning about the self and the relation to the body in turn creates an opportunity for
the infant to learn about the environment. Modern accounts of learning emphasize the
importance of recognizing statistical regularities (Gopnik & Tenenbaum, 2007; Kirkham,
Slemmer, & Johnson, 2002; Saffran, Aslin, & Newport, 1996). These regularities allow
for generalization, anticipation, and intervention. The self is a constant: throughout
life—except for very specific cases—sensory perception is continuously present from the
first-person perspective, the body remains organized in a similar fashion, and memories
of the self refer to the same entity. This self as constant in the world has a systematic
influence on the sensory input the infant needs to learn to understand. Awareness of one’s
own influence thus provides a powerful source of regularities that infants can detect and
use to understand the structure of their environment.
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1.2.3 Social interaction
Our actions and the consequences of our actions influence our interactions with other
agents around us. From having an indirect, minimally social impact (e.g., standing somewhere in the physical world means that someone else cannot stand on the same spot)
to having a strongly social or moral impact (e.g., using the Heimlich maneuver to save
someone’s life), all our actions shape the social interactions we have. Infants’ actions affect
their social environment: their crying causes parents to attend to their needs and their
laughter triggers our laughter. Similarly, within the first months of life, infants become sensitive to how their social environment responds to them. They detect their social partner’s
contingent reactions and start using turn-taking behaviors. The sense of agency provides
infants with several crucial components for social interaction. By being able to learn about
the consequences of their own actions, they also learn to distinguish themselves from others (Georgieff & Jeannerod, 1998). This distinction is, for instance, necessary for learning
through imitation (Meltzoff & Decety, 2003) and for turn-taking in language and action.
Both the sense of agency and the ability to distinguish oneself from another person also
contribute to infants’ understanding of others’ agenthood. Being able to predict others’
actions and reactions is yet another way for infants to bring structure to the confusion.

1.3 Discovering structure in the confusion:
Addressing the scientist’s challenge
Having established what the sense of agency is and what essential role it plays in development, the question of how to study the sense of agency in infants needs to be addressed.
Investigating the sense of agency, like any other subjective experience, poses the common
challenges that come with studying subjective experience (e.g., how to ensure that the
subjective experiences are reasonably comparable across subjects) plus two additional
ones: (i) Infants cannot issue verbal report, and (ii) the cognitive capacities that underlie
the experience of interest may not yet have fully developed. This means that we need to
understand what is required for a sense of agency and to what extent that has developed
in infancy without relying on verbal reports.
Against the backdrop of previously formulated theories and obtained empirical data (as
described in Section 1.2), an assessment can be made regarding whether the theories can
explain the emerging sense of agency in early infancy and to what extent the experimental
findings provide evidence for infants’ sense of agency. For such an assessment, it is useful
to first determine at which level the explanation is sought. Here, I consider the three
levels of explanation as described by Marr (1982). The computational-level (or functionallevel) explanation forms the first level, which analyzes the function of the phenomenon of
interest. This level is concerned with identifying the information-processing problem the
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system needs to solve and the constraints for potential solutions. On the second level, the
algorithmic-level, an explanation is sought regarding the exact algorithm underlying the
function in the computational-level and the mode of information encoding. There often
exist many potential candidate algorithms that could carry out the same function, but a full
explanation of a phenomenon requires identifying which one of these algorithms actually
does the job. Finally, the implementational-level describes how the algorithm is implemented in the hardware. For the science of human cognition, the implementational-level
is often a neuroscientific explanation. Correspondingly, answers are sought regarding how
the algorithm is computationally implemented in the brain. The work reported in this thesis
focuses entirely on functional-level explanations. It does not aim to address the algorithms
with which the processes are performed or the exact neural computations carried out by
the infant’s brain. Instead, the goal of this thesis is to come to an understanding of what
a sense of agency in early infancy entails conceptually, assess the current evidence for this
subjective experience in pre-verbal infants, carry out experiments to test theory-driven
hypotheses, and eventually provide the foundation for a functional-level explanation of
how the sense of agency emerges.
Given the challenges accompanying investigations of infants’ subjective experiences,
an interdisciplinary approach yields the highest chance of overcoming the challenges
encountered along the way. A functional explanation of the sense of agency requires
philosophy to ensure conceptually sound accounts, theoretical cognitive science for developing theories and experimental cognitive (neuro)science to test the theories. In this thesis,
I employ such an interdisciplinary approach for my investigation.
As philosophical underpinning, mechanistic explanation (Bechtel, 2009; Bechtel
& Abrahamsen, 2005) and representationalist views on cognition and phenomenology
(Chalmers, 2004; Cummins, 1989; Crane, 2008; Dretske, 1988) were used to create a
methodological framework for inferring (pre-verbal) infants’ subjective experiences, which
I apply throughout the thesis. My theoretical arguments were developed using tools from
cognitive science including conceptual analysis and simulation-backed cognitive modelling.
I employed these methods to evaluate the explanatory value of the current theories of
the sense of agency and to assess the validity of the empirical evidence put forth for
infants’ sense of agency. The resulting insights and novel hypotheses were then empirically
tested in an electrophysiological experiment, which showed that previously reported claims
regarding infants’ sense of agency had been too optimistic and need to be refined. The
findings of the electrophysiological experiment in turn inspired the implementation of two
further behavioral experiments with infant and adult participants, investigating relation
between motor control and the sense of agency.
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1.4 Outline of this thesis
The aim of this thesis was to first develop a robust theoretical framework and then use
the framework to guide our investigation into the emerging sense of agency in infancy.
Chapter 2 provides a conceptual analysis of the components assumed to be essential for
the sense of agency. When considering the ontogenesis of the sense of agency, it becomes
clear that the theoretical assumptions regarding these components create a circularity that
needs to be resolved to formulate a consistent developmental theory. In the chapter, these
assumptions and their plausibility are reviewed before outlining promising solutions to
the impasse. In Chapter 3, we propose a methodological framework for the investigation
of experiential states in infants and show how this framework can be used to infer the
presence or absence of experiences, such as a sense of agency. This framework rests on
a strong philosophical basis and is supplemented with a clear practical protocol to guide
experimental researchers through each step of the procedure. Subsequently, we apply
the framework to existing theories and empirical findings. In doing so, in Chapter 4,
we are able to identify gaps in the comparator model, the most prominent theory used
in developmental research into the sense of agency, and the consequences this gap had
for research into the sense of agency in developmental psychology and developmental
robotics. In order to evaluate the interpretation of previous empirical findings, we used
computer simulations to simulate a seminal experimental paradigm and an artificial infant
agent (‘babybot’). With these simulations, we demonstrate in Chapter 5 that previous
interpretations of empirical findings may have been too rich, as the observed behavior
could be explained by a simple learning mechanism that was insufficient to account for
the sense of agency. In addition, the results of the computer simulation suggest that a
hitherto unexplained behavioral pattern could be informative regarding infants’ abilities
to detect the causal relation between their action and the subsequent effects. Chapter 6
describes an EEG study with 3- to 4.5-month-old infants, which was conducted to specifically investigate this behavioral pattern in relation to a neural marker for a prediction of
the effect upon acting. We found that at this age, the ability to build a causal model of
their actions and effects is starting to emerge in a subset of infants but not yet present at
the group-level. Since the results of the EEG study showed that the moment in which the
sense of agency emerges in early infancy is variable, a second experiment was conducted
to investigate whether motor capacity predicts infants’ ability to learn causal action-effect
relations in Chapter 7. In this experiment, no corroborating evidence was found that motor capacity is predictive for the emergence of the sense of agency in infants. In addition,
in Chapter 8 we did not find strong evidence that the relation between motor skill and
the explicit attribution of agency is present in adults either. The theoretical implications of
the absence of this evidence are discussed. In Chapter 9, the theoretical advances from
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earlier chapters are applied to another type of agent in which the sense of agency cannot
be a priori assumed: artificial agents. In this chapter we consider the functional role of the
phenomenal aspect of agency. We make suggestions as to what it would mean for artificial
agents to have the functionality of phenomenological experiences, whether it is desired
that they do and what an implementation of a sense of agency would entail. The thesis
concludes in Chapter 10 with a general discussion of the theoretical considerations, the
experimental findings and their implications for future research into the developing sense
of agency.
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Remove the intentional altogether from
intentional action, and you have mere
behavior: brute bodily motion not unlike
the movement of wind-swept sand on
the shores of Lake Michigan.
Mele and Moser, 1994,
Intentional action, Nous

Based on:
Zaadnoordijk, L. & Bayne, T. (in prep.) The origins of intentional
agency.
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As mentioned in the Introduction, assumptions underlying theories of the sense of agency,
regarding intentions, agenthood and agentive experiences, together create a circularity
that seemingly prevents infants from acquiring agency and agentive experience. In this
chapter, we address this circularity to allow for theory formation of the developing sense
of agency.

Abstract
As human adults, we experience ourselves as intentional agents. Here, we address how
agency and the corresponding agentive experiences emerge in infancy. When formulating a developmental theory of the sense of agency, we encounter a so-called paradox of
agency: three plausible theses regarding intentional agency that in combination seem to
make it impossible for the developing infant to acquire a sense of agency. By recognizing
various types of intentions, we propose a framework in which the paradox can be resolved,
allowing infants to use previously developed capacities to bootstrap their way to becoming
intentional agents and experiencing a sense of agency.
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2.1 Introduction
The intention to carry out a specific action is a crucial component of human agency. The
capacity to form and act on intentions allows us to exert control over our environment
that would not otherwise be possible. Also central to human agency is the fact that we
experience ourselves as intentional agents—we have a sense of (our own) agency. But how
do fully-fledged intentional agency and the corresponding agentive experiences emerge
in infancy? Although it is logically possible that the capacity for intentional agency is fully
present from birth, against the backdrop of the empirical evidence for the post-natal emergence of related and possibly necessary underlying capacities such as goal-directedness
(Hadders-Algra, 2010; Thelen, Corbetta & Spencer, 1996) and causal perception (Oakes
& Cohen, 1990), we argue that this hypothesis seems unlikely. It is more plausible that
the capacity for intentional agency emerges in the course of development, and that the
ability to act intentionally is built up of a primitive suite of capacities. In this chapter, we
explore one account of how the young infant might use previously developed capacities to
bootstrap his or her way towards being an intentional agent.
After reviewing several relevant aspects of the sense of agency in section 2.2, our
discussion begins with what we call the ‘paradox of agency’. This paradox—which we
outline in section 2.3—seems to show that one cannot acquire the capacity for intentional
agency, and thus that this capacity must be innate. This implication is ‘paradoxical’ for it
is highly implausible to think that the capacity for intentional agency is innate. In section
2.4 we argue that the ‘paradox’ of agency can be dissolved by distinguishing different
forms of intentional agency, and that with the relevant distinctions in mind we can begin
to formulate an account of how the capacity for intentional agency might develop. We
conclude this chapter in section 2.5 with final reflections on our account.

2.2 The sense of agency
As adults we not only act, but we also experience ourselves as actors—entities that make a
difference to the state of the world. In the recent literature, the experiential dimensions of
agency have been discussed under a number of labels: “agentive experiences”, “the sense
of agency”, “the phenomenology of agency”, and “feelings of doing” (e.g., Bayne, 2008,
2010; Bayne & Levy, 2006; Horgan, Tienson & Graham, 2003; Pacherie, 2008; Wegner,
2002). Although agentive experiences are less attention-grabbing than many other kinds
of experiences (such as focal visual experience or bodily sensations such as pain), they are
a robust, distinctive, and ubiquitous component of the stream of consciousness. Consider
the difference between the experience of using one’s arm to pick up a cup and feeling
one’s arm move as the result of another person’s manipulation. Although the trajectory
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of one’s arm might be identical in both cases, in the former case one will experience
oneself as an agent who is engaged in an activity, whereas in the latter case one will not
experience oneself as an agent at all.
Work on agentive experience has distinguished a number of different types of agentive
experiences (for reviews see Bayne, 2009 and Pacherie, 2008). One distinction described
in the literature is between agentive experiences that have a first-person (self-directed)
focus and agentive experiences that have a third-person (other-directed) focus (Horgan
et al., 2003). Our focus in this chapter is on first-person/self-directed agentive experience. Whether infants might experience other individuals as agents is an interesting and
important question, but it is not one that we will engage with here.
Within first-person agentive experiences we will here make two distinctions (see also
Table 2.1). The first distinction is between occurrent agentive experiences on the one and
background agentive experiences on the other hand. As the label suggests, occurrent
agentive experiences are experiences that concern what an agent represents herself as
currently doing. For example, in reaching for a cup one will typically experience oneself as
trying to pick up a cup; in standing up one will typically experience oneself as standing up.
Background agentive experiences are experiences whose contents concern what an agent
represents herself as able to do. Even when one is not grasping a cup or standing up, one
might experience oneself as having the capacity to grasp a cup or stand up.
A second distinction is between agentive experiences whose contents are purely generic and those whose contents are specific. This distinction is orthogonal to the distinction
between background agentive experiences and occurrent agentive experiences, for each
of these experiences can take both generic and specific forms. The examples given thus
far—grasping a cup; standing up—are examples of specific agentive experiences because
their contents concern specific types of actions. However, we can also identify generic
background agentive experiences and generic occurrent agentive experiences, where the
former involves an experience of having the capacity to act (in some way or another) and
the latter involves the experience that one is now acting (in some way or another).
Table 2.1. The orthogonal distinctions between occurrent and background agentive experiences and
between generic and specific agentive experiences.
Occurrent

Background

Generic

I am currently acting

I am able to act

Specific

I am currently doing x

I am able to do x
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In line with previous discussions (see, e.g., Bayne, 2009; Horgan et al., 2003), we
assume that agentive experiences have representational contents. They are not mere
sensations or ‘raw feels’, but instead represent that things are a certain way. They can
be correct or incorrect, and in this sense can be likened to beliefs. However, agentive
experiences are not to be equated with beliefs. As understood in philosophy, beliefs are
representational states with conceptual content (Crane, 1992). Thus, in order to believe
that the cat is on the mat, one needs to have the concepts cat and mat, and one must have
integrated these two concepts in the appropriate ways. Agentive experiences are perhaps
more closely related to perceptual states, which are standardly (although not universally)
conceived of as representational states with nonconceptual content (for discussion see
Bermúdez & Cahen, 2015; Crane, 1992; Kelly, 2001; Speaks, 2005). For example, an
individual can perceive the particular shade of a crimson object without possessing the
concept crimson. Similarly, one can be visually sensitive to the distinction between an
eleven-sided figure and a fourteen-sided figure without having the concepts eleven-sided
figure

and fourteen-sided figure. More generally, it is plausible to suppose that infants and

non-human animals have the capacity to perceive a range of properties for which they
lack concepts. For example, a cat might be perceptually sensitive to the presence of food
without possessing the concept food. We take it that agentive experience is more akin to
perception than it is to belief in that the contents which characterize agentive experiences
need not be conceptual. Thus, we will assume that one can experience oneself as an agent
without possessing the concept agent, and that one can experience oneself as grasping
an object without possessing the concept grasping. The distinction that we have drawn
between agentive experiences and beliefs about one’s own agency parallels a distinction
in the (third-person) mind-reading literature between what is (rather misleadingly) called
‘first-order’ and ‘second-order’ theory of mind representations (e.g., Apperly & Butterfill,
2009; Rakoczy, 2012), in which first-order theory of mind representations do not require
mentalistic concepts whereas second-order representations do.
The fact that agentive experience has nonconceptual content is important for a number of reasons. For example, it bears on the question of when and how the capacity
for agentive experience emerges. If agentive experiences had conceptual content, then
infants would be able to acquire the capacity for them only after acquiring agency-related
concepts, such as agent, action, intention, and so on. However, if agentive experiences
have nonconceptual content (as we have claimed), then no such requirement is in place,
and it ought to be possible for infants to experience their own agency before they have
mastered agency-related concepts.
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2.3 The paradox of agency
What we call the ‘paradox of agency’ arises out of a tension between three theses. Each
of these three theses is independently plausible but there is a tension between them, and
together they generate a puzzle about the emergence of intentional agency. Although the
paradox applies to both background and occurrent agentive experiences, we will introduce
it in terms of background agentive experiences. We shall return to the issue of different
agentive experiences in the conclusions in Section 2.5, after having spelled out the paradox
of agency in full.
The first thesis can be introduced by considering a purely passive entity—something
that is not an agent. This entity might have the capacity for sensory and perceptual representation of its body and its environment, but—by hypothesis—it lacks the capacity to act
on its environment. We will argue that such an entity will not represent itself as an agent.
We can capture this general line of thought with the following thesis:
Thesis 1: In order to represent oneself as an agent, one must be an agent.
Prima facie, Thesis 1 might seem implausible. After all, as the slogan puts it, ‘there is no
representation without the possibility of misrepresentation’. Given this, why should it not
be possible for an organism to have a non-veridical background agentive experience? In
fact, a critic might point out that non-veridical agentive experiences are not merely possible
but actually exist. Daniel Wegner’s The Illusion of Conscious Will (2002) drew attention to
a number of phenomena that are plausibly regarded as examples of non-veridical agentive
experiences, such as the agentive experiences that occur in the context of Ouija boards.
Although it is possible to contest the details of Wegner’s handling of these cases (see
Bayne, 2004), there is every reason to assume that illusions of agentive experience are
possible.1
However, the claim that we defend here is not that illusions of agentive experience
are impossible; rather, our claim is that such experiences will be exceptions to the norm.
More specifically, our claim is that it is implausible to suppose that the capacity to represent
a certain feature of the environment (such as one’s own agency) arises in a context of
misrepresentation. If this were the case, infants in the first months of life could have a nonveridical representation of the presence of their agency (i.e., they represent themselves as
having the capacity to act while this capacity has not yet developed) and then become
agents triggered by that misrepresentation. The claim that the sense of agency might
develop in this way seems to be highly implausible. After all, not only would any such
1

It is worth mentioning that reported cases of illusions of agency tend to refer to non-veridical representations of occurrent agentive experiences rather than the background agentive experiences that are
considered here.
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representation be false (the premise of this chapter is that the the infant starts out not
being an agent), it would also be pointless: what reason would the infant have for representing herself as an agent? Instead, it is more likely that misrepresentation is parasitic on
veridical representation, and that an agent acquires the capacity to misrepresent her own
agency only insofar as she also acquires the capacity to represent it veridically. It thus seems
reasonable to assume that an organism that has no capacity for agency will not have the
capacity to represent itself as agent.
The second thesis that generates the paradox of agency involves the claim that in order
to form intentions one must represent oneself as an agent:
Thesis 2: In order to form intentions, one must represent oneself as an agent.
Thesis 2 is intuitively plausible. To see why, consider a more specific version of Thesis
2 – namely, the claim that in order to form the intention to X one must represent oneself
as able to X. Unless I represent myself as able to change my age, I will not be able to form
the intention to change my age. By contrast, there is no such impediment to my being
able to form an intention to grasp a cup, for I can represent myself as able to grasp a cup.
Naturally, I can have the desire to change my age but without an actionable component
this desire will not lead to an intention. More generally, if one failed to represent oneself as
an agent, then one would lack the capacity to form intentions of any kind.
The third of our three theses involves the claim that being an agent requires the capacity to form and execute intentions:
Thesis 3: In order to be an agent, one must have the capacity to form and execute
intentions.
Thesis 3 seems to be a conceptual truth, for it is intentions that differentiate genuine agency
from mere movement and motor activity.2 The centrality of intentions to intentional agency
can be appreciated by considering what developmental psychologists call motor babbling.
Motor babbling (also known as spontaneous or general movements) is a consequence of
the neurons in the motor cortex firing as an essential part of developing mappings from
motor signals to bodily movements (Hadders-Algra, 2000). Although the resulting movements are highly variable and complex in nature (Hadders-Algra, 2010; Prechtl, 2001), they
do not constitute genuine agency because the movements are unintentional. The activity
seen in motor babbling is not structured by goals or intentions (Hadders-Algra, 2010), and
thus there is no overarching integration or unity to it. It is not the activity of a single agent
but can instead be regarded as the produce of a constellation of relatively independent
2

And we are not alone—consider also the statement by Mele and Moser (1994) that forms the epigraph
to this chapter (page 21).
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causes. If, for example, the infant had an intention to retrieve a toy that had fallen, then
this might impose a degree of unity and coordination on her behavior and would thus
qualify as an instance of genuine agency.
The paradox of agency arises out of a tension between these three theses. How can
agency emerge if: (i) agency requires the capacity to form intentions; (ii) the capacity to
form intentions requires a conception of oneself as an agent: and (iii) a conception of
oneself as an agent in turn requires that one is an agent? It looks as though the developing
child could never become an agent.
Of course, one could conclude that what this so-called paradox shows is that the capacity for intentional agency is not acquired but is present from birth. In other words, one
could argue as follows: (i) taking the capacity for intentional agency to be acquired leads
to a paradox; (ii) paradoxes are to be avoided; so (iii) the capacity for intentional agency
is not acquired. An argument of much the same form has sometimes been defended in
discussion of concepts, with theorists such as Fodor (1975) (in)famously concluding that
all concepts must be innate.3 In our view, however, this response to the paradox of agency
ought to be a response of last resort. Perhaps it is less implausible to suppose that the
capacity for intentional agency is innate than it is to suppose that all concepts are innate,
but the evidence adduced in the introduction speaks against the innateness conclusion.
Another possible response to the paradox of agency would be to argue that it can be
dissolved by distinguishing between two senses in which a capacity might be required for
(or be a precondition of) another, a logical sense and a temporal sense. Here, a critic might
argue that the so-called ‘paradox of agency’ is paradoxical only if the notion of requirement
is understood in the temporal sense of the term, but that there are no grounds for such
an interpretation. Instead—the critic might continue—the notion of requirement should
be understood in a logical sense. On this reading of ‘requires’, there is no contradiction at
all in supposing that the capacity to do A requires the capacity to do B, the capacity to do
B requires the capacity to do C, and the capacity to do C requires the capacity to do A. As
a parallel, consider the capacity to understand a language. This capacity requires various
other capacities (e.g., to appreciate the distinction between nouns and verbs; to appreciate
the distinction between statements and questions), but it does not follow that these other
capacities must be in place before the capacity to speak a language in acquired. Rather,
the capacity to understand a language is acquired together with a range of other capacities
(such as the capacity to appreciate the distinction between nouns and verbs to appreciate
the distinction between statements and questions). What might we say in response to this
critic?

3

See discussion in Carey’s “The Origin of Concepts” (Carey, 2009).
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The contrast between a logical sense of ‘requires’ and a temporal sense of ‘requires’
is certainly an important one, and the critic is right to point out that the considerations
that we gave in favor of the three theses are plausibly interpreted in terms of the logical
rather than the temporal sense. Thus, we agree that one could respond to the (so-called)
paradox of agency by taking it to show that infants (must) acquire the following capacities
as a package: the capacity to be an agent; the capacity to form intentions; and the capacity
to have a conception of oneself as an agent. This response to the paradox does not tell
us anything about which of these capacities is more primitive than the others, nor does it
require that any one of these capacities must be in place before the others.
Although the position sketched above does indeed dissolve the ‘paradox’ of agency,
there is also something deeply unsatisfying about it. The fundamental aim of developmental psychology is to understand how children acquire the cognitive capacities that they
do, and the response just canvassed fails to do this. In our view, a better response to the
paradox of agency would be one that used it to identify the building blocks of intentional
agency. In the same way that Carey (2009) uses Fodor’s paradox of concept acquisition
as a starting point for her account of the pre-conceptual precursors (‘building blocks’) of
genuine, full-blooded concepts, so too we aim to use the paradox of agency as a starting
point for an account of the precursors of genuine, full-blooded agency. The remainder of
this chapter aims to do that.

2.4 The roots of intentional agency
We begin our search for these building blocks by returning to motor babbling. As we noted
earlier, motor babbling does not seem to constitute any form of agency. It is not voluntary,
it is not intentional, and it is not goal-directed (Hadders-Algra, 2000, 2010). However,
within a few months after the onset of motor babbling infants start to show goal-directed
behaviors, such as reaching (Thelen et al., 1996; von Hofsten, 1991). Such actions can be
considered intentional for they have a goal and thus have success conditions. They can be
frustrated or fulfilled. Importantly, the infant’s will, which is animated by the goal, can be
considered a single cause that has different effectors at its disposal. Goal-directed behavior
involves the unification of various the body parts into one overarching agentive system. In
other words, the acquisition of the capacity for goal-directed behavior is the acquisition of
the capacity for a minimal form of agency.
Does merely goal-directed behavior qualify as a form of intentional agency? Must the
infant who reaches for a toy conceive of herself as an agent? Must she represent this action
as being within the range of actions that she is able to execute? If so, and if—as Thesis 2
asserts—intentional agency requires the capacity to represent oneself as an agent, then we
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have not escaped the paradox identified above but have simply relocated it by generating
a puzzle about how goal-directed behavior is possible.
In order to answer this question, we need to consider the notion of intentional agency
in more detail. Here it is instructive to reflect on the differences between the Anarchic
Hand Syndrome (AHS) on the one hand and Utilization Behavior (UB) on the other, for an
examination of these pathologies reveals that there are two different kinds of intentions.
Following Marchetti and Della Sala (1998, p. 196), we can characterize the AHS as
follows:
“Anarchic hand defines the occurrence of complex movements of an upper limb
which are clearly goal-directed and well executed but unintended… These unwanted
movements cannot be voluntarily interrupted and might interfere with the desired
actions carried out by the other (healthy) hand. The patients are aware of the bizarre
and potentially hazardous behavior of their hand but cannot inhibit it. They often refer
to the feeling that one of their hands behaves as if it has a will of its own, but never
deny that this capricious hand is part of their own body. The bewilderment comes from
the surprising and unwanted actions, not from a sensation of lack of belonging of the
hand.”

Interestingly, Marchetti and Della Sala (1998) describe anarchic hand movements as ‘unintentional’. There is clearly a sense in which this description is correct. After all, the patient
cannot inhibit these actions, and they frequently run counter to their explicit, endorsed
intentions. For example, an anarchic hand might take food from another person’s plate at
a restaurant or untie the knot the other hand has just fastened. At the same time, there
is also a sense in which these movements are intentional. These movements are not mere
‘behaviors’ in the way that motor babbling is but are instead goal-directed. For example,
the anarchic hand might try to pick up a piece of food, open a door, or remove the lid
from a container. Insofar as these movements constitute actions—which clearly seems to
be the case—they can be evaluated in terms of their success or failure. For example, the
anarchic hand might succeed in picking up the food that it is reaching for, or its attempts
might instead be foiled.
In AHS, the perception of items in the immediate environment activates certain goals
and the associated behavioral responses, and the cortical damage that is associated with
AHS prevents these goals from being inhibited in the way that they ordinarily would be
(McBride, Sumner, Jackson, Bajaj & Husain, 2013). As Pacherie (2007, p. 212) puts it, “[t]he
essential deficit in AHS patients appears to be increased susceptibility to exogenous factors
in the environment and thus impaired selection of appropriate motor programs. Once
selected, however, the programs are directed towards a specific object in the environment
and executed successfully”.
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In utilization behavior (UB), however, the very capacity for forming endogenous intentions seems to be disrupted. First described by the French neurologist Jacques Jean
Lhermitte (1983), UB is a syndrome in which patients automatically use objects, regardless
of whether the relevant behavior is appropriate. For instance, a patient who has a pair
of glasses placed in front of him may pick the glasses up and put them on, even if he is
already wearing glasses. In physically and socially complex environments patients may be
overly reliable on social and physical cues to guide their behavior, exhibiting what Lhermitte
(1986) called “environmental dependency syndrome.”
Contrasting UB with AHS indicates that we need to distinguish two kinds of intentions:
stimulus-driven intentions and endogenous intentions (also known as ‘willed intentions’
or ‘prior intentions’). As the label suggests, stimulus-triggered intentions are generated by
the perception of objects in one’s immediate environment. When the relevant object is no
longer perceived, the intention itself disappears. Endogenous intentions, by contrast, are
independent of the organism’s perceptual context. In neurotypical adults, stimulus-driven
intentions are typically under the authority of endogenous intentions. For example, seeing
a piece of chocolate might trigger the intention to eat it, but if one knew that one was
allergic to chocolate or was trying to lose weight, one would form an endogenous intention not to eat it (and this intention would inhibit the stimulus-driven intention). In AHS
patients, however, the mechanisms responsible for this kind of inhibition are damaged, and
although the patient has intentions, they are not able to effectively govern the behavior of
the anarchic hand. In UB, by contrast, patients have no endogenous intentions at all—their
activity is governed solely by stimulus-driven intentions.
Although the behavior of both AHS and UB patients is governed by stimulus-triggered
intentions, these two sets of patients have very different responses to their actions. As
Pacherie (2007) has noted, AHS patients do not deny that their anarchic hand is theirs (i.e.,
they experience intact body-ownership); instead, they only deny authoring the actions
carried out by the relevant hand. Patients say that the hand “has a mind of its own” and is
“always trying to get into the act” (Feinberg, Schindler, Flanagan & Haber, 1992), or that
it “does what it wants to” (Giovannetti, Buxbaum, Biran & Chatterjee, 2005). Patients are
typically annoyed by the behavior of their anarchic hand and frustrated by their inability to
inhibit it. UB patients, by contrast, are not surprised or frustrated by their own behavior.
When Lhermitte asked his patients why they had performed these actions, they said that
they thought “they were duties that had to be carried out” or that “they were natural
things to do”. Patients with UB do not engage in elaborate confabulations, but they do
justify their actions with such claims as “I thought I had to do it” or “I thought you wanted
me to use them” (Lhermitte, 1983).
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Given the preceding discussion, how should we understand the notion of “purposeful”
or “goal-directed” agency? Should we regard only those behaviors that are guided by
endogenous intentions as purposeful and goal-directed, or should we allow that genuinely purposeful and goal-directed agency can occur in the absence of endogenous intentions? Although the issue is perhaps more terminological than substantive, our view is
that purposeful and goal-directed agency does not require endogenous intentions. The
crucial factor when it comes to purposeful and goal-directed agency is that the behavior
in question is guided by an intention of some kind. The fact that that intention may have
been prompted by a perceptual affordance and cannot be decoupled from the perceptual
encounter with the relevant stimulus is, in our view, irrelevant.
How does this tie back to infant development and the paradox of agency? We suggest
that at a certain stage of development infants’ agency is akin to UB patients’ agency
in that their behavior is governed solely by stimulus-driven intentions. For example, the
perception of a brightly-colored toy might elicit an intention to grab it. This intention is not
inhibited, for the infant has no endogenous intentions that could inhibit it. On the basis of
this goal-directed activity the infant comes to recognize herself as an agent. By reaching
for a toy in a stimulus-elicited manner, the infant recognizes herself as reaching for the
toy, and is thus in a position to experience herself as an agent. And once that capacity is in
place, she is able to form the (endogenous) intention to reach for a toy that might not be
perceptually present or salient.
Although we do not know exactly when (or how) endogenous intentions emerge in
the context of development, the consequence of our argument is that they emerge only
once the capacity for stimulus-driven intentions is in place. In other words, fully-fledged
intentional agency emerges from the building blocks of motor babbling and goal-directed
agency.

2.5 Conclusion
Even though adults typically are intentional agents and experience themselves as such,
here we have shown that the emergence of intentional agency is not straightforward.
We have spelled out three plausible theses that combined seem to make it impossible for
intentional agency to be acquired in infancy, generating what we have called the ‘paradox of agency’. Rather than taking the paradox to show that the capacity for intentional
agency is innate, or that all of the relevant capacities are acquired together as a package
deal, we have suggested that the most plausible response to the paradox is to distinguish
two forms of agency, one that is guided by endogenous intentions and one that is guided
only be stimulus-driven intentions. The paradox is thus resolved by noting that Thesis 2 (In
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order to form intentions, one must represent oneself as an agent) is true when understood
in terms of endogenous intentions, but false when understood in terms of stimulus-driven
intentions.
The moral of this account is that we must recognize a kind of agency—what we
might call stimulus-elicited goal-directed agency—that lies between mere behavior on
the one hand and fully intentional agency on the other. Moreover, we can now see that
there is good reason reject Mele and Moser’s claim that by removing the intentional from
intentional action one is left with mere behavior: “brute bodily motion not unlike the
movement of wind-swept sand on the shores of Lake Michigan.” (Mele & Moser, 1994,
p. 39). On the contrary, we have argued that the paradox of agency can be avoided only
by recognizing forms of agency that lie between mere behavior on the one hand and fully
intentional agency on the other. Stimulus-elicited goal-directed behavior imposes a certain
unity of agency on the infant’s behavior, the kind of unity of agency that is required for a
background sense of agency. Once this background sense of agency has developed, the
infant is in a position to form exogenous intentions, and thus qualify as a fully-fledged
intentional agent.
Although the three theses have been described in the context of the background
agentive experiences, the paradox holds equally for the occurrent agentive experiences.
However, an additional constraint on the developmental trajectory arises when considering the latter. Since background experiences are a generalization over occurrent agentive
experiences, the infant must first have had the occurrent agentive experiences in order to
have the corresponding background agentive experiences. Following our previous line of
reasoning, the infant would not be able to form an intention for an action if she is unable
to represent herself as being able to carry out the action, a representation she acquires
by acting. This means that before the infant can start to represent herself as an agent
(background experience), she must first represent herself as an agent at a particular moment (occurrent experience). This additional constraint is unproblematic for our account:
stimulus-driven intentional actions provide the infant with occurrent agentive experiences
from which she can bootstrap a generalized representation of her agency.
Our aim for this chapter was to provide an account of developing intentional agency.
However, our suggestions may have the potential to shed light on the agency and agentive experiences of various other populations, such as non-human animals, machines and
several patient groups. As AHS and UB patients have provided inspiration for our account,
it is reasonable to assume that the theses we have discussed and suggestions we have
made could inform the agentive experiences of other clinical populations (e.g., akinetic
mutism). Research into the nature of agentive experiences in these populations has barely
begun, and our account may contribute to future work on this topic. Similarly, progress in
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those fields might further shape the developmental account. In this chapter, considering
the dissociations previously observed in pathologies enabled us to tease apart phenomena
that in neurotypical adults are strongly intertwined, allowing for refined notions that may
be necessary when considering developmental theory formation. This reflection on different types of intentions provided the nuances needed to outline the origins of intentional
agency in infancy.

3

Unlocking Experiential States in
Developmental Research: Inferring
Infants’ Sense of Agency

The great snare of the psychologist is the
confusion of his own standpoint with
that of the mental fact about which he
is making his report. I shall hereafter
call this the ‘psychologist’s fallacy’ par
excellence.
James, 1890, Principles of Psychology

Useful and relevant (mis)interpretation of
James’ original quote:
Psychologist’s fallacy, the fallacy, to which
the psychologist is peculiarly liable, of
reading into the mind he is examining
what is true of his own; especially of
reading into lower minds what is true of
higher.
Baldwin, 1902, Dictionary of Philosophy
and Psychology

Based on:
Zaadnoordijk, L., Besold, T. R., Hunnius, S. & Zednik, C. (under
review). Unlocking experiential states in developmental research:
Inferring infants’ sense of agency.
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Since the sense of agency is a subjective experience, a methodology is required to make
a robust inference about the experiential state’s presence. In this chapter, we propose a
novel framework—suitable for exploring the infant’s mind—that guides the evaluation of
theories, validation of empirical evidence and predictions for new studies.

Abstract
Inferring experiential states in infants has proven to be a challenge for developmental
scientists. Not only is it impossible for infants to verbally report on their experiences, but
scientists also must take into account the likelihood that the prerequisite capacities for
such experiences have not yet fully developed. Therefore, questions arise about the kinds
of empirical evidence that can—or cannot—be used to infer the presence or absence of
capacities for having specific kinds of experiences. In this chapter, we develop a methodological framework that can be used to answer these questions and apply it to recent
attempts to explore infants’ emerging sense of agency. This framework rests on the principles of mechanistic explanation and on theoretical ideas from representationalist views
on phenomenology, and consists of a four-step strategy for investigating experiential states
and ultimately inferring their presence or absence. By applying this four-step strategy to
recent work on the well-known comparator model as well as on behavioral findings in
early infancy, we show that extant claims regarding the sense of agency in infants are
unsubstantiated. Following this, we outline the remaining open questions and review
several promising paradigms that have been used in recent infant research in an effort to
answer them.
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3.1 Introduction
Developmental scientists face the challenge of getting to know what infants experience:
How do things appear to them from a first-person perspective? While a similar challenge
arises in the study of older children and adults, infants present at least two complicating
factors. First, infants cannot issue verbal reports. Second, it may be unclear whether a
variety of requisite capacities have already come into existence at a particular age. In order
to overcome these complicating factors, developmental scientists typically rely on behavioral or physiological markers of infant experience. However, the nature and discriminative
utility of these markers remains uncertain: What kind(s) of observable evidence can be
used to infer the presence or absence of infants’ experiential states?
Consider as an example the experiences associated with the sense of agency. Broadly
speaking, the sense of agency is a subject’s experience of him- or herself as a causal agent
(Gallagher, 2000; Haggard & Chambon, 2012; Tsakiris & Haggard, 2005). The emergence
of a sense of agency is a crucial step in human cognitive development: It has been taken
to be central to self-consciousness (David, Newen, & Vogeley, 2008) and is a fundamental
building block of successful social interaction (David, 2012). By developing a sense of
agency, individuals acquire the ability to learn about and intervene on the causal structure
of the world (Lagnado & Sloman, 2002). Unfortunately, given the aforementioned complicating factors, it is hard to know whether and when infants are actually able to experience
themselves as causal agents. Recent research on the sense of agency has attempted to
overcome these complicating factors. For example, evidence for the comparator model,
introduced as a candidate mechanism for the sense of agency (e.g., Frith, Blakemore &
Wolpert, 2000), has been used to justify the claim that infants actually possess experiential
states of this kind (Gergely & Watson, 1999; Nadel, Prepin & Okanda, 2005). Similarly,
behavioral data showing increased action frequency to actions that are followed by an
effect, e.g., in the well-known mobile-paradigm (Rovee & Rovee, 1969), has been used to
infer the presence of a sense of agency in infants as young as 2 months of age (Gergely &
Watson, 1999; Watanabe & Taga, 2011).
Although these studies provide important insights, there are reasons to question the
validity of the researchers’ inference they constitute evidence for infant sense of agency.
Indeed, reasoning about the mechanisms that plausibly underlie the emerging sense of
agency and the evidence that might be collected to establish their existence shows that
there is at present no theoretical or behavioral evidence to substantiate claims about the
capacity for a sense of agency in the first months of life. In particular, it is not clear that
the comparator model—no matter how well-supported it is by empirical evidence—is itself
sufficient for the kinds of experiential states that characterize the sense of agency. For
another, there is reason to believe that the increase in action frequency for actions that
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are followed by an effect, such as seen in the mobile-paradigm, might also be produced
by infants that lack a sense of agency. In other words, the behavioral and physiological
markers being invoked in these research contexts do not actually establish the fact that
infants possess a sense of agency.
Although in this chapter we reflect critically on extant research on the emerging sense
of agency, we do so by developing a general methodological framework that shows how
such criticism might be avoided in the future. After reviewing the different notions of the
sense of agency in philosophy and cognitive science in Section 3.2, we consider in more
detail the particular difficulties associated with exploring the sense of agency in infancy. In
Sections 3.3 and 3.4 we then articulate a general methodological framework that rests on
the principles of mechanistic explanation (Craver, 2007; Bechtel, 2008) and representationalist views on phenomenology (Bayne & Montague, 2011; Chalmers, 2004; Crane, 2003).
In Section 3.5 we apply this framework to assess the comparator model as a candidate
mechanism for the sense of agency. Subsequently, in Section 3.6 we present the results of
a recent simulation study which suggests that not all behavioral patterns obtained from the
mobile-paradigm permit the inference that a sense of agency is present in infants. Finally,
in Section 3.7, we outline future directions that follow from our framework as well as some
promising paradigms that may constitute an improvement on existing research on infants’
experiential states. Indeed, we believe that the mechanistic-representational framework
developed here can be invoked to guide developmental research quite generally, both in
terms of the research questions being posed and in terms of the experimental data being
interpreted. By invoking this framework, future investigations of infant experience will be
placed on a more secure methodological footing.

3.2 The sense of agency
As adults, we often take our sense of agency for granted. Nevertheless, the sense of
agency plays an important role in many different cognitive domains. This is especially
apparent when it becomes clinically disrupted—as is thought to happen for instance in
schizophrenia (Bulot, Thomas, & Delevoye-Turrell, 2007; Jeannerod, 2009), obsessivecompulsive disorder (Gentsch, Schütz-Bosbach, Endrass, & Kathmann, 2012), and autism
spectrum disorders (Lind, 2010; Williams, 2010). Because of its importance, developmental
scientists, cognitive (neuro-) scientists and philosophers alike have sought to understand
what sense of agency is, when it is experienced, and how and when the capacity to experience a sense of agency develops.
Several experimental paradigms have been used to investigate the sense of agency
in adults. One popular method is to distort sensory feedback so as to create a mismatch
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between expected and observed action outcomes (Farrer, Bouchereau, Jeannerod, &
Franck, 2008; Farrer et al., 2004; Farrer, Franck, Georgieff, Frith, Decety, & Jeannerod,
2003; Fourneret & Jeannerod, 1998). In experiments of this kind, participants perform an
action such as moving a joystick while monitoring the effects of that action on a screen
(Farrer et al., 2008). Researchers then manipulate the observed effect so that it is no longer
contingent on the participant’s action. Participants are asked to judge whether the observed movement is produced by themselves or not—a judgment that is frequently taken
to be a measure of their sense of agency. Indeed, participants tend to judge it as being
generated externally—they report reduced or no agency—when the mismatch increases.
This judgment is commonly thought to be made by detecting a sensorimotor contingency,
that is, by comparing the predicted sensory outcome to the observed sensory feedback
(David, Newen & Vogeley, 2008; Haggard & Tsakiris, 2009; Sato, 2009).
To date, infant research has similarly been focused on measuring the detection and
disruption of contingencies. In the context of the developing sense of agency, this is often
done by measuring action frequencies and especially the change in the frequency of actions when they are followed by an effect. For instance, Rochat and Striano (1999) showed
that 2-month-old infants, but not newborns, increase their sucking behavior when they
are presented with a tone-generating pacifier. These infants further modulate their sucking behavior, appearing to explore the threshold at which sucking would lead to a tone,
when the pitch of the tone is contingent on their sucking pressure amplitude. It has been
suggested that this behavior reflects the presence of a sense of agency (Rochat & Striano,
1999, 2000).
Other infant research has been conducted in the context of the so-called mobileparadigm. In this influential paradigm, originally introduced by Rovee and Rovee (1969)
to study memory retention (see also Cuevas, Learmonth, & Rovee-Collier, 2016; Hayne, &
Findlay, 1995; Rovee-Collier, Morrongiello, Aron, & Kupersmidt, 1978), infants control the
motion of an overhead mobile by means of a ribbon that is attached to one of their limbs.
The increased movement frequency that is observed when the infants are in control of the
mobile has been thought to provide evidence for the detection of the causal action-effect
relation (Gergely & Watson, 1999; Watanabe, & Taga, 2006, 2011; Watson, 1981), and
thus, a sense of agency (Kelso, 2016; Watanabe & Taga, 2011; but see Section 3.6 below).
It is, however, questionable whether these findings really support the inference that
infants have the capacity for a sense of agency. Although the theoretical insights garnered
from adult research on clinical and healthy individuals are often used as starting points
for infant studies, this practice has considerable limitations. Since a single behavior may
be caused by multiple underlying mechanisms (see also Section 3.6), it cannot always be
assumed that infant behavior which superficially resembles the behavior of adults is always
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the product of the same mechanism (see for example the perceptual versus conceptual
differentiation as described by Mandler (2004)). Moreover, cognitive mechanisms are often
composed of many different interacting components. Although testing for the presence
or absence of any one of these components in adults may indicate the presence of the
mechanism as a whole, this need not be the case in infants, in which the full set of components for that mechanism may not yet have developed (see also Section 3.5).
Because adult research can assume that cognitive capacities are fully developed, its
research questions typically pertain to the conditions under which such capacities become
visible or can be manipulated. In infant research, by contrast, investigators may not know
whether any particular capacity is fully developed, or they might even suspect that it is
not. For this reason, research questions in developmental science more often pertain to
the question of whether certain capacities have already developed, in which stage of
development they are at a particular moment in time, and how they develop—in addition
to also asking under which conditions these capacities become manifest. This focus on
emergence and stage of development has important implications for the way experiments
should be designed, and for the way experimental data should be interpreted. Therefore,
when researchers do not know with certainty which capacities have (fully) developed,
basing one’s interpretation on adult behavior is likely to lead to misinterpretations—often,
over-interpretations—of infants’ actual capacities.
Notably, as experiments on adults focus on the conditions under which capacities
become visible, are manipulated or break down, they are typically designed to uncover
the mechanisms that are necessary for the capacity being investigated—mechanisms
without which the capacity cannot become manifest. For the purpose of answering the
research questions of adult cognitive and clinical psychology, this aim seems appropriate:
Investigators can comfortably assume that their participants already possess the relevant
capacity and only need to be concerned with the conditions in which that capacity presents
itself functionally or is disrupted. Difficulties arise, however, when the same experimental
designs are applied in a developmental context. A necessary mechanism may not always
be a sufficient one—a mechanism that can account for the entire capacity and thus, one
that can be used to infer the presence or absence of a capacity in any particular case.
Indeed, an infant may possess any one of the necessary mechanisms associated with a
particular capacity, while still being unable to manifest that capacity due to the fact that
neither one of these mechanisms (or all of them put together) is truly sufficient. Testing for
the mechanisms that have been found in adult research may therefore provide insight into
whether a necessary mechanism is present in infancy, but not yet speak to the question
of whether all requirements are met so as to infer that a particular capacity has already
emerged.
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3.3 A four-step strategy for discovering sufficient
mechanisms
The abovementioned considerations suggest that developmental scientists aiming to infer
experiential states such as the sense of agency should focus on the discovery of sufficient
mechanisms. It is only when the sufficient mechanisms for a particular capacity are known
that it becomes possible to test whether these mechanisms have fully developed at any
particular age, and therefore whether the capacity is actually present. But what exactly is
involved in the discovery of sufficient mechanisms? Philosophers of science have recently
articulated the norms and practices of mechanistic explanation in neuroscience (Craver,
2007; Bechtel, 2008). Several commentators have argued that these norms and practices
also extend to psychology and cognitive science quite generally (Bechtel & Abrahamsen,
2010; Boone & Piccinini, 2016; Cummins, 2000; Wright & Bechtel, 2007; Zednik, 2017). It
stands to reason that the principles of mechanistic explanation may also be used to clarify
what is required for the investigation of sufficient mechanisms in developmental science.
The first step in the discovery of a sufficient mechanism is the specification of an
explanandum phenomenon: the cognitive capacity being explained. Specifying the explanandum phenomenon involves describing what the properties of the capacity actually
are, when they typically become manifest, and whether and how these properties change
over time. Ideally, the description of an explanandum phenomenon is unambiguous—it
should not cover capacities other than the one being investigated—as well as precise. This
may involve identifying behavioral or physiological markers characteristic to the capacity or
specifying the capacity in formal mathematical terms. Notably, although experiential states
such as the sense of agency may be hard to describe in either one of these ways, in Section
3.4 we argue that they can be suitably characterized in terms of their representational
contents.
Mechanistic explanations uncover the mechanism(s) responsible for the explanandum
phenomenon. Bechtel and Abrahamsen (2010, p.323) define a mechanism as “a structure
performing a function in virtue of its component parts, component operations, and their
organization.” Given this definition, one overarching aim of (developmental) cognitive science may be to describe the parts, operations, and organization of mechanisms—including
their ontogeny and change over time—as well as to show how these mechanisms produce
the relevant phenomena over specific background conditions. Importantly for current
purposes, a genuinely explanatory mechanism must be sufficient for the explanandum
phenomenon: The organized activity of its parts and operations must produce all of the
phenomenon’s properties as described (Cummins, 2000; Wright & Bechtel, 2007; Bechtel,
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2009).4 This principle can help assess, and possibly rule out, some candidate explanations.
By analyzing a mechanism mathematically or by simulating it computationally, it may be
possible to show that the organized parts and operations of a particular mechanism are in
fact (in)capable of bringing about a particular explanandum phenomenon (see e.g. Bechtel
& Abrahamsen, 2010). Indeed, in Section 3.5, we apply this kind of reasoning to exclude
at least one mechanism that has previously been considered sufficient for the sense of
agency.
Once it has been identified, a sufficient mechanism may be considered a how-possibly
mechanism: it is in principle able to produce the capacity being investigated, and thus,
potentially explains that capacity. Additional evidence is required to confirm that it is in
fact a how-actually mechanism: a mechanism that is actually present in some particular
individual or group of individuals, and that gives rise to one or more cognitive capacities. Developmental scientists in particular are tasked with collecting evidence to show
that certain how-actually mechanisms are present in infants of a particular age. Although
many different kinds of evidence may be collected for this purpose, behavioral evidence
is often the most readily available kind of evidence. That said, it is important to consider
the discriminative potential of different behavioral paradigms. Some behaviors can be
produced by many different mechanisms. Therefore, developmental scientists aiming to
infer the presence or absence of a sense of agency in infancy must consider whether a
given behavior may also be produced by mechanisms that are insufficient for a sense of
agency. Indeed, in Section 3.6 below, we consider recent simulation work that suggests
that one much-used behavioral paradigm does not in fact have the discriminative potential
to exclude insufficient mechanisms for a sense of agency.
When a sufficient mechanism has been identified, and confirmatory evidence for
that mechanism has been found, investigators may conclude that a particular (group of)
individuals do in fact possess the target capacity. Notably, this conclusion is not deductive,
but abductive: the best way to explain the fact that a certain kind of evidence was in
fact collected is to assume that it was produced by the relevant sufficient mechanism,
rather than from some other (perhaps unknown) mechanism. By identifying a sufficient
mechanism for the sense of agency, and by collecting evidence for its presence in infants
of a particular age, developmental scientists may infer that these infants do in fact possess
the capacity to experience states of this kind.

4

This is one of the reasons for describing a phenomenon precisely; different ways of describing a particular phenomenon may suggest that different mechanisms are sufficient for it (Zednik & Jäkel, 2016; see
also Section 3.4).
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These considerations can be summarized as a four-step strategy for inferring the presence of certain capacities, including infants’ capacity to experience a sense of agency (see
also Figure 3.1):
Step 1: Describe the cognitive capacity of interest (the explanandum phenomenon) as precisely as possible.
Step 2: Identify a sufficient how-possibly mechanism capable of producing the explanandum
phenomenon.
Step 3: Find confirmatory evidence for the mechanism in the target population (a particular
individual or group of individuals), thereby showing that it is in fact a how-actually
mechanism.
Step 4: Infer, by way of an inference to the best explanation, the presence of a particular
cognitive capacity in the target population.
In the remaining sections of this chapter, we apply this four-step strategy to recent
research on the emerging sense of agency, and thereby determine the extent to which it
can be used to infer the presence and absence of particular experiential states in infants.
Subsequently, we explore some of the wider implications of adopting this framework in
developmental science.

Figure 3.1. A schematic overview of the four-step strategy to infer experiential states.
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3.4 Applying step 1: Describing sense of agency via
representational contents
Recall that one of the principal difficulties with experiential states such as those associated with the sense of agency is that they can be difficult to describe in objective or
formal terms. Despite this difficulty, representationalist views on phenomenology offer a
promising way forward by characterizing these states in terms of their representational
contents. By embracing this idea, developmental scientists may be able to take Step 1 of
the four-step strategy outlined above. For the purpose of our framework, representational
views on phenomenology allow us to formulate specific requirements for the presence of
individual experiential states.
In line with a generally representationalist account of the mind, representationalist
accounts of phenomenology claim that any experiential state can be characterized and differentiated by its representational content (Bayne & Levy, 2006; Bayne & Montague, 2011;
Chalmers, 2004; Crane, 2003), that is, the content of the representation that presents
the world as being a certain way. For instance, to perceptually experience a red tomato
requires a content that represents both low-level features like size, colour and shape as
well as, arguably, high-level features such as being a tomato (Bayne, 2009). Different
representational contents allow for different experiences, assuming that the organism has
the capacity to experience anything. Therefore, a mechanism that is sufficient for a sense
of agency must minimally be able to represent the contents of this particular kind of
experience. But what exactly are the contents of the sense of agency?
Gallagher and Zahavi (2008) argue that the sense of agency can be described as the
agent’s feeling that they are the author of their own actions. This is consistent with other
philosophical accounts (e.g., de Haan & de Bruin, 2010; Gallese & Sinigaglia, 2010), but
there are also other ways of characterizing the sense of agency. While philosophers tend
to describe it as “the feeling that I cause my actions”, cognitive (neuro-) scientists more
often view it as “the feeling that my actions cause sensory events” (e.g. Farrer, Bouchereau,
Jeannerod & Franck, 2008; Sato & Yasuda, 2005).
Although the differences between these two descriptions may appear minor (and,
indeed, they are sometimes collapsed: see e.g. Haggard & Chambon, 2012), they are in
fact significant because they suggest different representational contents. The philosopher’s description suggests a representation of an I that is the cause of its own actions:
CAUSE(I, a). The scope of this representation remains limited within the person and makes
it, in that sense, a description of how an action was generated independent from its consequences. In contrast, the cognitive scientists’ description of the sense of agency requires
a representation of actions that are appropriated by an I, and which in turn cause events
in the external world: OWNER(I, a) ⋀ CAUSE(a, e). Consequently, this second description
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suggests explanations that focus on the predictions agents are able to make about the
sensory consequences of their actions. Possible explanations include the comparator model
(Frith, Blakemore, & Wolpert, 2000; see also Section 3.5 below), the multifactorial twostep account of agency (Synofzik, Vosgerau, & Newen, 2008), and the intentional binding
account (Haggard, Clark, & Kalogeras, 2002).
It is important not to conflate distinct descriptions, and to make sure that the description that is finally invoked be as precise as possible. This is because different ways of
describing the sense of agency call for different mechanistic explanations and because
the details of the description matter when determining whether a particular mechanism
should be deemed sufficient. In the case of experiential states, the mechanisms being
posited must be capable of producing distinct representational contents. For example, unlike the philosophers’ account, the cognitive scientists’ description of the sense of agency
suggests that a sufficient mechanism for the sense of agency must account for the sensory
processing of a particular action’s effects. Moreover, the particular description being used
influences the way experiments are designed and experimental evidence is interpreted. For
instance, when describing the sense of agency as “the feeling that I am the author of my
actions”, designing an experiment to test for “the feeling that my action A caused event E”
may lead to over- or under-generalized interpretations of the experimental data. This can
happen when participants may have intended the action to happen but are unable to map
the outcome of the action to an event, or they may be able to map their action outcome
to an event even if they did not feel like they initiated the action.
For all of these reasons and more, the ability to assess a mechanism’s sufficiency for a
particular phenomenon must be preceded by an unambiguous and precise specification
of that phenomenon. In the particular case of the sense of agency and other experiential
states, one way of providing such a specification is to specify the corresponding representational contents.

3.5 Applying step 2: Assessing the sufficiency of the
comparator model
Once the phenomenon of the sense of agency has been described and its representational
contents have been identified, developmental scientists are in a position to assess the sufficiency of candidate mechanisms.5 One of the most influential models put forth to explain
5

This assumes, of course, that infants are capable of being in an experiential state in the first place
(regardless of whether this capability is inborn or develops over time). Given the philosophical as well
as scientific support for this assumption (e.g., Dretske, 1997; Gennaro, 2004; Rochat, 2011), we find it
sufficiently plausible that infants do in fact have first-person experiences, and that the open questions
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the sense of agency is the comparator model (Frith, Blakemore, & Wolpert, 2000). This
model postulates a mechanism that distinguishes self-produced from externally produced
signals, and uses the comparison between efference (i.e., motor) and reafference (i.e.,
sensory) signals—originally studied in the context of motor control (von Holst & Mittelstaedt, 1950)—as a cue to classify signals as being self-produced. The mechanism detects
matches between the predicted sensory consequence of an action, and the actual sensory
feedback; whenever a match is detected, an individual is presumed to experience a sense
of agency (Gallagher, 2000).
According to the principles of mechanistic explanation outlined above, a mechanism
can only explain a phenomenon if it is sufficient for it. Assuming the cognitive scientists’
description of the sense of agency (which is the description the comparator model would
be beholden to, see e.g. Wong, 2012), this involves producing representational content
of the form “my action 𝑎 caused event e”. Thus, a mechanism that explains the sense of
agency must have the representational capacities to produce this particular content. Does

the match detector mechanism postulated by the comparator model have the requisite
representational capacities?
Unfortunately, while one finds that the detection of the match may be sufficient for
the purposes of functionally distinguishing self-produced from externally produced signals,
it is not clear that a match would actually generate the requisite representations—that is,
it is not clear that the mechanism postulated by the comparator model is in fact sufficient
for these representations. In previous work (Zaadnoordijk, Besold, & Hunnius, accepted,
see Chapter 4; Zaadnoordijk, Hunnius, Meyer, Kwisthout, & van Rooij, 2015), we have

argued that the representation of the content “my action α caused event e” presupposes
the representation of causal relations for an action that caused an event (𝑐𝑎𝑢𝑠𝑒(𝑎,𝑒)),
ownership predicates for my action ((𝑜𝑤𝑛𝑒𝑟(𝐼,𝑎)), and relations between them, (i.e.,

𝑜𝑤𝑛𝑒𝑟(𝐼,𝑎)  ⋀ 𝑐𝑎𝑢𝑠𝑒(𝑎,𝑒)). The nature of a match is to merely code for an equality relation:

𝑒𝑞𝑢𝑎𝑙(𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑,𝑜𝑏𝑠𝑒𝑟𝑣𝑒𝑑)  . Detecting a match may thus generate the representation

of the predicted sensory consequence being equal to the actual sensory consequence.
However, the representation of an equality relation does not and cannot express the (inter-

action between) causal relations and ownership predicates required for a sense of agency.
In fact, the match detection mechanism might not even represent the equality relation: it
may be a mere categorization mechanism that classifies pairs of predicted and observed
signals according to whether the signals happen to match or not. This can be done entirely
without tokening a representation of the form “predicted consequence is (not) equal to
actual consequence”. In other words, the mechanism postulated by the comparator model
in developmental science pertain to the development of specific experiential states. That said, others
have disagreed (see, e.g., Gennaro, 2004, for review; Carruthers, 1989, 2000).
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may not represent anything at all about the content of the signal—it may instead merely
detect that they are two different types of signals and categorize them into two different
‘bins’.6
Detecting a match between the predicted sensory consequence and the actual sensory
consequence of an action is thus by itself insufficient to represent the fact that it is your
action or that your action is causing something to happen (see Zaadnoordijk, Besold &
Hunnius, accepted, Chapter 4, for details). For this reason, the comparator model falls
short of specifying a sufficient mechanism for the sense of agency—it fails the test at
Step 2 of the four-step strategy for inferring experiential states. Due to these limitations,
behavioral studies which show that infants detect a contingency (i.e., a match) between
their actions and their effects (Gergely & Watson, 1999; Rochat & Striano, 1999; Watanabe
& Taga, 2006, 2011; Watson, 1972, 1981) do not in fact establish that they possess a sense
of agency.
Although this assessment of the comparator model is negative, similar reasoning can
also be used to determine what kinds of mechanisms would in fact be sufficient for the
sense of agency. For the requisite causal representation to be present, the match needs
to be followed by a causal inference. That is, if the predicted and observed sensory inputs
match after an action was carried out, the agent needs to infer that the observed sensory
input was caused by the agent themselves. Indeed, it is not the match but the inference
subsequent to and based on the match that yields the representation CAUSE(a, e). Adding this inferential step to the comparator model would allow it to be considered as a
genuinely sufficient how-possibly mechanism of the sense of agency, at least in so far as
the representation of the causal relations are concerned. Since the causal representation is
a necessary component in the process to generate a sense of agency, empirical evidence
for a causal inference is required. Consequently, when researchers include, for instance,
measures of anticipation in their experimental design, a stronger case can be made about
whether infants have learned about the causal influence of their actions because they are
using their model to guide their behavior in a predictive, as opposed to reactive, manner
(cf. Kenward, 2010). Anticipatory behavior thus shows that the infant’s behavior is more
than a stimulus-response reaction and requires an internal model.

6

This type of confusion regarding behavioral discrimination and conceptual content has been described
elegantly by Mandler (1988): “To categorize incoming stimuli into different types is a basic component
of a perceptual recognition device; by itself, this ability tells us nothing about the formation of accessible concepts that may be used for purposes of thought and reflection. The industrial machine may
throw nuts into one bin and bolts into another (making its choices by, for example, computing the ratio
of the diameter of each object to its perimeter), but we would not want to say that it has a concept of
nuts and bolts.”
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3.6 Applying step 3: Evaluating findings from the
mobile-paradigm
Whereas Step 2 of the four-step strategy for inferring the experiential states involves considering whether a proposed mechanism is sufficient for the explanandum phenomenon,
Step 3 is to collect evidence for the presence of that mechanism in a particular individual or
group of individuals. As discussed in Section 3.2, behavioral results from mobile-paradigm
studies have previously been thought to provide behavioral evidence for the presence of
a sense of agency in infants (Gergely & Watson, 1999; Kelso, 2016; Watanabe & Taga,
2006, 2011; Watson, 1972, 1981). In this section, however, we discuss recent computer
simulation work which suggests that the behavioral evidence currently gained from such
studies does not in fact discriminate between mechanisms that are sufficient for the sense
of agency and mechanisms that are not.
In a recent computer simulation of an abstract version of the mobile-paradigm
(Zaadnoordijk, Otworowska, Kwisthout, & Hunnius, 2018; Zaadnoordijk, Otworowska,
Kwisthout, Hunnius, & van Rooij, 2016, see Chapter 5), an artificial agent (“babybot”)
was imbued with a non-representational operant conditioning learning mechanism. The
learning mechanism was based on reinforcing behavior that elicits rewarding effects, by
increasing the probability of the behavior recurring, and suppressing behavior that does
not elicit rewarding effects, by decreasing the probability of the behavior happening again.
Crucially, the babybot selected an action randomly from a distribution of possible actions,
rather than selecting an action specifically for the purposes of eliciting the effect. Moreover,
it had no memory of previous distributions, making it unable to infer what type of actions
made the distributions change (for more details, see the original paper by Zaadnoordijk and
colleagues, 2018 in Chapter 5). Because of these properties, the babybot was designed to
be incapable of learning causal relations: its internal structure did not meet the prerequisites for learning that specific actions would bring about an effect, nor that certain other
actions would not. Insofar as the babybot can produce certain behavior without significant
representational capacities regarding causal relations, any infant behavior that this learning
mechanism can replicate will not have the discriminative potential to determine that an
underlying causal representation is present.
Indeed, the computer simulation demonstrated that an increase in movement frequency
when the limb movement is causing the mobile to move—the observed behavioral pattern
in the mobile-paradigm that has received most attention—can in fact be produced by the
babybot. Similar to infants, the babybot shows a comparable movement frequency for all
limbs before the ribbon is connected. Then, when the ribbon is connected, the connected
limb, which causes the mobile to move, starts to increase in movement frequency. Moreover, the limb specificity (i.e., only the connected limb increases in movement frequency)
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that is observed in infants is produced by our babybot. The babybot thus behaves similar
to infants regarding the limb-specific increase in movement frequency when the action is
followed by an effect. Accordingly, although this behavioral pattern has in the past been
taken as evidence for infants’ detection of their causal influence on their environment
(Gergely & Watson, 1999; Watanabe & Taga, 2006, 2011; Watson, 1981), it can in fact be
produced by a simple non-representational operant conditioning learning mechanism. In
other words, the mere observation that infants change their behavior as a consequence of
the environment does not seem to be evidence that they understand their causal influence
on that environment. Relating this finding back to the steps of the four-step strategy in Figure 3.1, this behavior does not appear to confirm the existence of a sufficient mechanism
for the sense of agency (Step 3).
Interestingly, the babybot was unable to replicate one particular behavioral pattern
that has hitherto been ignored in the context of research into the developing sense of
agency, namely an additional increase of movement frequency after the ribbon was disconnected. This additional increase may indicate that infants detected the causal action-effect
relation and are exploring why the effect was omitted, suggesting that they did in fact
possess a sense of agency. Whether this particular behavior, unlike the other behaviors in
the mobile-paradigm, can be produced only by mechanisms that have learned the causal
relation between the actions and effects is currently an open question. However, recent
empirical findings seem to corroborate this hypothesis: When infants were tested in the
mobile-paradigm and both behavior and neural (EEG) data was acquired, Zaadnoordijk and
colleagues found that the group of infants who showed a neural violation of expectation
upon discontinuation of the effect on average also showed a more pronounced extinction
burst for the limb that triggered the effect compared to those infants who did not display
a neural violation of expectation (Zaadnoordijk, Meyer, Zaharieva, Kemalasari, van Pelt &
Hunnius, under review, Chapter 6). These first findings are in line with predictions that
followed from the simulation work, but, as mentioned in Section 3.5, future research
would benefit from complementing these results with experiments measuring adaptive,
anticipatory behavior in similar designs.

3.7 Open questions and approaches for future
research
The considerations thus far suggest that inferring the presence of a sense of agency in
infants would benefit from evidence that they have the capacity to generate a causal representation between their actions and the subsequent consequences. In the two examples
above, we have primarily focused on the causal part of that representation. As it turns out
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that evidence of mere contingency detection is not sufficient to claim the presence of a
sense of agency, the question arises what is needed in addition.
There are at least two types of paradigms that allow the researcher to make stronger
claims about the causal representation: paradigms that use anticipation and paradigms
that use violation of expectation. In order to have an expectation about anything, one
must have an internal model of the world.7 The expectation that my action will have a
consequence thus requires an underlying model of that my action will affect the world.
The presence of expectations can be measured with anticipatory behavior. For instance,
Kenward (2010) showed that 10-month-old infants show anticipatory fixations to a specific location on the screen when they have learned that pressing a button will result in an
effect on the screen. Similarly, gaze-contingent paradigms have been used to show that
infants can alter their looking behaviors if their fixation yields a specific effect (Miyazaki,
Takahashi, Rolf, Okada & Omori, 2014; Wang, Bolhuis, Rothkopf, Kolling, Knopf, Triesch,
2012). However, an eye-tracking study with 3-month-olds, who are at that age already able
to detect contingencies, did not find evidence that infants at this age show anticipatory
fixations to the part of the screen where the effect occurs (Meyer & Hunnius, in prep. (a)).
The second approach to measuring expectations is through violation of the expectation.
As mentioned earlier, a recent experiment with 3- to 4.5-month old infants investigated the
neural and behavioral response to a discontinuation of a contingent response to infants’
actions (Zaadnoordijk et al., under review, Chapter 6). Similar to the eye-tracking study by
Meyer & Hunnius (in prep. (a), as a group, infants at this age did not show any evidence
of a violation of expectation in either of these measures. However, the data suggest that
at this age the capacity to build a causal action-effect model is starting to emerge: The
group of infants in this sample who displayed a neural violation of expectation (a mismatch
negativity event-related potential) also showed a more pronounced extinction burst specifically for the arm that caused the effect. This indicates that when the incoming information
causes the neural violation of expectation, infants initially increase their action frequency
to explore this change in the environment in order to reduce their prediction error. When
it seems that they cannot cause the effect anymore, they adjust to the new situation and
reduce their action frequency.
In addition to the causal representation, the discussion thus far suggests that a mechanism for the sense of agency must also be sufficient for self-representations and (depending
on what description one uses) ownership-representations. Investigating the self-specific
aspect of action effects, Meyer and Hunnius (in prep. (b)) conducted an EEG study with
3-month-old infants focused on the N1 event-related potential. The N1 is a neural response
to auditory stimuli and is known to show attenuation to predictable stimuli (e.g., in adults:
7

Whether or not this model is veridical is irrelevant for its presence.
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Lange, 2010; Schafer, Amochaev & Russell, 1981, and in infants: Otte, Winkler, Braeken,
Stekelenburg, van Stelt & Van den Bergh, 2013). It also attenuates to self-produced stimuli
as they are thought to be fully predictable (Hughes, Desantis & Waszak, 2013; Lange,
2011). Meyer and Hunnius (in prep. (b)) thus expected the N1 for self-produced stimuli to
be attenuated compared to externally-caused unpredictable stimuli (a tone at a variable
interstimulus interval) and to be similar to externally-caused predictable stimuli (a tone at
a regular interstimulus interval). They found that the N1 was attenuated for self-produced
compared to externally-caused unpredictable stimuli, but that the attenuation was greatest for externally-caused predictable stimuli. Although these results suggest that infants at
three months of age do not yet consider the effects of their actions to be fully predictable,
this paradigm can be used in older age groups to investigate when self-produced stimuli
are processed as fully predictable, indicating that by then infants have learned how their
actions relate to the incoming sensory input.
Furthermore, the two lines of research (measuring infants’ expectation and selfrepresentation in action-effect contexts) can be combined and strengthened by using
yoked control conditions in the paradigms described above. In such conditions, infants
are presented with the stimuli generated previously by another participant. This control
condition allows researchers to exclude the possibility that the observed behavior or physiological response is caused solely by the presence of the stimulus independent of whether
it was self-produced (e.g., general arousal or the expectation of the stimulus occurring
regardless of one’s own actions).
This collection of studies shows that infants at three months of age do not yet show
indications of understanding self-produced predictability nor action-effect expectations.
However, causal representations are starting to emerge by four months and become
increasingly visible in 6- to 10-month old infants. Previously used measures of expectation
and attenuation to self-produced stimuli have thus yielded a great deal of insight into
aspects of infants’ developing sense of agency. However, given that the causal representation and action-related self representation have not been studied in combination and
have yielded no evidence in 3-month-old infants, a sensible next step would be to further
explore the development and (co-)occurrence of these representations through the first
year of life with the measures and paradigms described in this section.

3.8 Conclusion
This chapter has outlined a mechanistic-representational framework with which to assess
the validity of inferences concerning the experiential states of individuals generally, and
the sense of agency in infants specifically. We outlined a four-step strategy and applied it
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to existing research to show how and when it is possible to infer a sense of agency, but
also when it is not. With respect to Step 1, we reviewed two competing descriptions of
the sense of agency, in terms of the different representational contents being posited. As
an example of Step 2, we assessed the sufficiency of one of the prominently suggested
mechanisms for a sense of agency, the comparator model. Our analysis shows that this
model currently lacks certain parts and processes to make it a truly sufficient model of the
sense of agency. As such, using this model as the basis of experiments may not lead to
the desired insights on the developing sense of agency. We further showed one possible
way of assessing discriminatory ability in Step 3, by investigating whether empirical findings in the mobile-paradigm confirm the presence of a sufficient mechanism for a sense
of agency, concluding that they do not. At the same time, since the babybot could not
produce a previously ignored behavioral pattern, further investigation into this behavioral
pattern may be a way to distinguish what mechanisms are underlying infants’ behavior.
Whereas Steps 2 and 3 of the four-step strategy for inferring experiential states concern
candidate mechanistic explanations and the evidence for those explanations, Step 4 calls
for a comparison between competing but relatively well-confirmed explanations, with the
aim of identifying the best one among them. The preceding discussion suggest that extant
work on the sense of agency has not yet yielded a truly suitable candidate. Because one of
the most influential models and one of the most widely-used behavioral paradigms—the
comparator model and the mobile paradigm, respectively—do not meet all requirements
of Steps 2 and 3, it seems likely that more work needs to be done before Step 4 can
be applied to identify the best from among a collection of sufficient and relatively wellconfirmed candidate explanations. That said, the modifications of the comparator model
suggested in Section 3.5, as well as the variations of the mobile paradigm considered
in Section 3.6, offer promising avenues to eventually develop such explanations. These
avenues have been further explored in Section 3.7, outlining paradigms that move beyond
the mere contingency and tap into the causal and self-representations required for a sense
of agency.
So what can we conclude about infants’ sense of agency? Even though we have argued
that the comparator mechanism is unable to generate the requisite content for a sense of
agency and the data patterns are insufficient as evidence for an inference on the presence
of a sense of agency, this does not necessarily mean that infants do not have a sense of
agency. The lack of convincing evidence might simply be a result of having looked in the
wrong place. Although some researchers have suggested that the sense of agency does
not develop until 9 months of age (Verschoor & Hommel, 2017), the previous findings
and research lines described in Section 3.7 seem to indicate that already between 3 and 8
months of age infants’ capacity to build causal models of consequences of their actions is
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starting to emerge. This capacity might allow for a minimal sense of agency early in life.
Future research lines focussing on acquiring empirical evidence for a sufficient mechanism
for the sense of agency will be able to elucidate the onset and developmental trajectory.
Even beyond the sense of agency, the mechanistic-representational framework and
four-step strategy proposed here may prove beneficial for developmental science. As
developmental scientists cannot ask their participants how they perceive the world to be,
or what they experience at a given time, finding ways to make the required inferences
based on indirect (e.g. behavioral or physiological) data can greatly enrich the toolbox of
developmental science. The approach outlined here provides a robust method that goes
beyond intuitive interpretations for research into infants’ experiential states, and provides
a scientifically well-founded window into their subjective world.
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In Chapter 3, we discussed a four-step framework for inferring experiential states in infants.
Here, we apply step two of the framework to evaluate the sufficiency and explanatory
value of the mechanism described by the comparator model theory, a prominent theory of
the sense of agency.

Abstract
The development of a sense of agency is indispensable for a cognitive entity (biological
or artificial) to become a cognitive agent. In developmental psychology researchers have
taken inspiration from adult cognitive science literature and use the comparator model to
assess the presence of a sense of agency in early infancy. Similarly, robotics researchers have
taken components of the proposed mechanism in attempts to build a sense of agency into
artificial systems. In this chapter, we identify an invalidating theoretical flaw in the reasoning underlying this conversion from adult studies to developmental science and cognitive
systems research, rooted in an oversight in the conceptualization of the comparator model
as currently used in experimental practice. In these experiments, the emphasis has been
put solely on testing for a match between predicted and observed sensory consequences.
We argue that the match by itself can exclusively generate a simple categorization or a
representation of equality between predicted and observed sensory consequences, both of
which are insufficient to generate the causal representations required for a sense of agency.
Consequently, the comparator model, as it has been described in the context of the sense
of agency and as it is commonly used in experimental designs, is insufficient to generate
the sense of agency: Infants and robots require more than developing the ability to match
predicted and observed sensory consequences for a sense of agency. We conclude with
outlining possible solutions and future directions for researchers in developmental science
and artificial intelligence.
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4.1 Introduction
It is common practice in fields such as developmental science and robotics to use models
proposed in cognitive (neuro)science as a starting point for setting up experiments to test
for specific cognitive capacities or implement them artificially (e.g., Banks & Salapatek,
1981; Burghart et al., 2005; Johnson 1997; Qiao et al., 2016; Shanahan, 2006). However,
an extrapolation of theories and measures designed for non-clinical adults to infants or
robots has important caveats. One weakness is that the transfer presupposes that the
mechanisms captured by the models used in adult research are explanatory of the capacity
in general – i.e., that a model can, through its components and the interaction of processes
between these components, account for the entire phenomenon of interest (Bechtel,
2009) – rather than descriptive of a condition under which the capacity might occur. In
this chapter, we demonstrate the consequences of this particular caveat using the sense
of agency (i.e., the experience of oneself as a causal agent) as example for a cognitive
capacity. Our analysis focuses on the mechanism proposed in the comparator model as a
suggested mechanism within the context of a sense of agency in particular.
The type of analysis we are undertaking is relevant for any population in which the
presence of the full range of cognitive capacities of an adult human cannot be automatically assumed, either because they might not yet have developed or matured (as is the
case, for instance, in infants), or because they have not yet been successfully implemented
(as might be the case in artificial systems). For both types of populations similar caution
is required with regards to whether mechanisms originally proposed on the basis of adult
research can account for the entire phenomenon. A cognitive process in adults may draw
upon additionally available capacities, whose presence cannot tacitly be assumed in the
aforementioned populations -- introducing a need to explicitly account for them in the
corresponding models. In that light, in what follows, the comparator model—or, more
precisely, the way in which it is used in experimental and implementational practice—is
put under scrutiny. We demonstrate that without sufficient evaluation as to whether
the mechanism in its proposed form can entirely explain, and thus generate, a sense of
agency, interpreting the evidence for this mechanism in infants in the same way as in an
adult population can lead to incorrect conclusions. Moreover, the explanatory value of the
mechanism directly reflects upon the usefulness of implementing the mechanism in an
artificial agent in order to bring about the phenomenon of interest. Assessing the explanatory value of a mechanism is thus essential to ensure valid conclusions and to provide solid
foundations for subsequent research lines.
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4.2 The comparator model and its application in
research
The sense of agency refers to the experience of oneself as an agent who can cause events
by acting. This experience is closely linked to the ability to distinguish events caused by
one’s own actions from those caused by other agents or external forces (see for review
Chambon, Sidarus & Haggard, 2014 and David, Newen & Vogeley, 2008; see for metaanalysis of the neural underpinnings Sperduti, Delaveau, Fossati & Nadel, 2011) . The
experience of agency in turn is an essential aspect of social behavior, self-awareness and
causal learning (David, 2012; David, Newen & Vogeley, 2008; Lagnado & Sloman, 2002).
It has been postulated that the ability to attribute events to oneself or to others can be
explained by the comparator model, which is rooted theories of motor control (Blakemore,
Wolpert, & Frith, 2002; see also Figure 4.1). For action selection and action awareness,
two types of internal models are used: an inverse model to select the action that will (most
likely) lead to the desired goal and a forward model to monitor the ongoing process and
its final result by comparing the sensory information to the predicted state (see Wolpert &
Kawato, 1998 for a formalized description of these processes). The sensory prediction is
thought to be based on the efferent signals (i.e., the motor command) and is compared
to the afferent sensory signals. According to the comparator model theory of the sense of
agency, whenever the prediction and the actual outcome “match” (i.e. are congruent), it is
assumed that this sends a cue for people to experience a sense of agency (e.g., Gallagher,
2000; Jeannerod, 2009). The experienced agency is largely dependent on the degree of
congruence versus incongruence between the predicted and actual sensory outcomes
(Sato & Yasuda, 2005).
Before assessing the comparator model as an explanatory model for the sense of
agency, it is useful to understand its background. The comparator model was not originally
suggested as a model for sense of agency but as a physiological mechanism of sensorimotor control. As early as 1950, two studies were published demonstrating the role of
efference signals (also known as efference copy or corollary discharge) in monitoring and
optimizing motor control (von Holst & Mittelstaedt, 1950; Sperry, 1950). A comparison
between efference (i.e., motor) and reafference (i.e., sensory) signals was proposed as a
physiological cue to classify signals as self-produced or externally produced. These empirical findings have been further investigated and theoretically expanded (e.g., Wolpert &
Kawato, 1998). Currently, a large body of empirical evidence supports the comparator
model as a model for mechanisms of sensorimotor control (e.g., Miall & Wolpert, 1996;
Sabes, 2000; Shadmehr, Smith & Krakauer, 2010; Wolpert & Flanagan, 2001).
More recently, the comparator model has been extended to also serve as a neurocognitive model of the sense of agency (Frith, 2005; Frith, Blakemore, & Wolpert, 2000;
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Figure 4.1. A schematic overview of the comparator model (adapted from David, Newen & Vogeley,
2008).

Gallagher, 2000; Jeannerod, 2009). The validity of this claim has been tested in many
psychological and neuroscientific experiments with adults (e.g., Farrer et al, 2004; Farrer,
Franck, Georgieff, Frith, Decety, & Jeannerod, 2003; Fourneret & Jeannerod, 1998). In
these studies, participants perform an action while monitoring the effects on a computer
screen. The observed effect is manipulated such that it violates the temporal or spatial
contingency to the participant’s action, and participants are asked to judge whether they
produced the observed effect. They tend to judge the effects as being externally generated (i.e., they feel reduced or no agency regarding the movement) more often when the
manipulation is stronger. This judgment is commonly thought to be made through assessing the action-outcome contingency by comparing the predicted sensory consequence
based on the efferent signals to the observed sensory feedback based on the reafferent
signals. Moreover, testing for the importance of efferent signals, Tsakiris, Haggard, Franck,
Mainy and Sirigu (2005) found that when the participants’ fingers were being moved and
only visual afferent signals were available, participants had more difficulty recognizing the
displayed hand as their own, and as such their self-recognition performance decreased
drastically. This was taken to be indicative of the key contribution of efferent signals (for
an overview of experiments investigating the sense of agency in adults, see David, Newen
& Vogeley, 2008).
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Following adult research, the ability to detect a match between the predicted and
actual sensory consequences of an action has also been taken as an indication for an
emerging sense of agency in early infancy. In order to investigate infants’ capacity to detect
whether the consequences of an action are as they predicted, several researchers (e.g.,
Bahrick & Watson, 1985; Rochat & Morgan, 1995, 1998) conducted experiments in which
infants saw their own legs projected on a screen in real time and on another screen,
positioned directly next to the first one, a distorted (e.g., mirrored) projection of their legs
or the projection of another infant’s legs. In these studies, researchers found differences
in infants’ looking behavior to the contingent and non-contingent displays of their legs.
These studies showed that infants as young as three months of age differentiate between
the contingent and non-contingent displays and thus display sensitivity to the degree to
which the sensory consequences match the motor signals they send out.
More recently, Watanabe and Taga (2011) and Kelso (2016) have argued that the
developing sense of agency can be demonstrated using the so-called mobile-paradigm.
In this paradigm, originally used to study memory retention, the infant’s limb is tethered
to an overhead mobile such that when the infant moves the connected limb causes contingent movement of the mobile (Rovee & Rovee, 1969). Infants react to this contingency
by increasing their movement frequency (e.g., Heathcock, Bhat, Lobo, & Galloway, 2004,
2005; Rovee-Collier, Morrongiello, Aron, & Kupersmidt, 1978; Watanabe & Taga, 2006,
2011; Watson, 1972), which has been taken as an indication that they have learned the
causal action-effect relation (Gergely & Watson, 1999; Kelso, 2016; Watanabe & Taga,
2006, 2011; Watson, 1972, 1981). This finding of an increase in action frequency when
the action elicits a contingent effect is in line with previous work by Rochat and Striano
(1999), who argue that the infant’s explorative reaction to contingent effects can be
taken as evidence for the emergence of a sense of agency. These experiments and their
interpretations serve as examples giving evidence that contingency detection has hitherto
been taken as primary cognitive indicator for the sense of agency in research investigating
its early emergence.
Inspired by the comparator model as a proposed mechanism for the sense of agency in
developmental psychology and cognitive neuroscience, developmental robotics researchers
have taken implementations of the model as a way to imbue artificial agents with a sense
of agency. In an approach collapsing sense of agency, sense of body-ownership, and sense
of selfhood, Pitti, Mori, Kouzuma and Kuniyoshi (2009) equipped a head-neck-eyes robot
with the ability to detect contingencies in sensorimotor networks using an artificial neural
network that models spike timing-dependent synaptic plasticity (STDP) as observed in the
central nervous system. STDP models the process of Hebbian learning and the constituent change in connection strength between pre- and postsynaptic neurons, taking into
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account the need for the presynaptic neuron to fire before the postsynaptic neuron to
establish proper temporal dynamics corresponding to the ascribed causal connection. The
resulting neural architecture implemented by Pitti and colleagues (2009) represented the
system’s self-produced visuo-motor information, making the detection of sensorimotor
contingencies possible by inspecting the clusters of neurons whose connections had been
strengthened by a reinforcement learning algorithm. Over time, congruent sensorimotor
neural pairs are reinforced, whilst incongruent ones are weakened and eventually inhibited.
This gives rise to representations of sensorimotor contingencies that allow the system to
anticipate ongoing sensorimotor activity and predict the system’s next sensory input (albeit
limiting them to what the authors call “the here and now” (Pitti, et al., 2009, p. 87)). As a
consequence, the robot started to act upon the sensorimotor contingencies, which the authors took to represent one of the most basic levels of self-awareness and thereby, in their
reading, a sense of agency (with the neural dynamics coherence, i.e., the rate of correct
and comprehensive predictions of the actual state, as associated quantitative measure).
Other implementations of the sense of agency in artificial systems were based on
previous findings that organisms attenuate predicted incoming sensory signals. The rationale behind sensory attenuation is that predictable signals require less attention than
unexpected signals and are therefore processed differently, resulting in reduced perceptual intensity (Blakemore, Frith, & Wolpert, 1999). Since self-produced signals tend to be
maximally predictable, Schillaci and colleagues created an artificial system that could use
the prediction of self-produced auditory signals in a sensory attenuation process (Bechtle,
Schillaci, & Hafner, 2016; Pico, Schillaci, Hafner, & Lara, 2016; Schillaci, Ritter, Hafner, &
Lara, 2016). In their series of studies, the researchers implemented a mechanism to classify
self-produced and externally produced signals in a robot. They showed that the system
processes the externally produced auditory signals as more salient and uses the predictions
generated by the comparator model to filter out the self-produced signals.
In sum, researchers from various disciplines have so far followed adult research in
focusing on the detection of the match between the predicted and observed sensory
consequences of an action as indicator for a sense of agency. However, this focus crucially
relies on the tacit assumption that the sole presence of match detection is sufficient to
generate the sense of agency. In the remainder of this chapter, we take a step back and
evaluate whether the detection of a match has sufficient explanatory value to conclusively
investigate the emergence of a sense of agency in infant development or as a blueprint
for a sense of agency mechanism in a robot. In our analysis we do not focus specifically
on the assumptions made by the comparator model (e.g., in motor control research) but
rather on how the comparator model has been applied cross-disciplinarily in experiments
and robotic implementations in the context of the sense of agency. The main question for
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our conceptual analysis is whether the matching mechanism of the comparator model
is sufficient to produce a sense of agency. As stated initially, this sufficiency is crucial,
as developmental researchers and roboticists cannot take for granted at the time of the
experiment that any other potentially necessary components have already developed or
been built in, so as to complement the mechanism such that it carries out all requisite
processes for a sense of agency.

4.3 Analysis of the explanatory value of the
comparator model
It may seem intuitive to consider a mechanism that classifies self-produced from externally
produced signals to be able to generate a sense of agency. However, we argue that even if
a system can differentiate between signals that have been self or externally produced, this
is not necessarily sufficient for a sense of agency. Moreover, we subsequently argue that
even in cases where the match represents information based on the comparison between
the predicted and observed consequence going beyond a simple categorization, this is still
not sufficient for the model to be explanatory of the phenomenon.
Parts of this confusion may have their roots in the way the comparator model’s relation to a sense of agency is verbalized. For instance, David, Newen and Vogeley (2008)
described the relation as follows: “Thereby, the sense of agency particularly hinges on
the forward model, which uses an efference copy, that is, a copy of a motor command
predicting respective sensory consequences. Accordingly, congruence of the predicted with
the actual consequence, then, supposedly would lead to the attribution of the sense of
agency to oneself, whereas incongruence would indicate another agent as the cause of
an action.” (p. 524) Although this description might be accurate (i.e., in the condition in
which a match is detected, a sense of agency is assumed to occur in a population that
has already developed the capacity for the experience), it may not be a description of an
explanatory mechanism that contains all components required to bring about the sense of
agency; it remains agnostic about the processes that give rise to it. In adults, many more
processes may be involved to give rise to the experience but are implicitly assumed by the
researcher as already present and, thus, are not studied. In infants however, we cannot
assume all adult cognitive capacities to already have developed and thus should not be
looking for a single necessary mechanism if we aim to study the presence or emergence
of a capacity. Finding evidence for a necessary mechanism means obtaining evidence for
an indispensable subcomponent of the capacity, but it does not automatically mean that
all required processes have developed. Although the capacity of interest does not exist
without the necessary mechanism, the presence of the necessary mechanism is not suf-
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ficient for the presence of the phenomenon of interest. Rather, the presence of a capacity
can only be inferred from evidence for a sufficient mechanism. The comparator model
would represent a necessary mechanism if (i) the comparator model described a condition
under which the sense of agency occurs and (ii) this condition must always be met for this
population to experience their agency (though see Synofzik, Vosgerau and Newen (2008)
for criticism targeting the necessity of the comparator mechanism for the sense of agency).
However, for a mechanism to be explanatory it must be sufficient to account for the entire phenomenon (Bechtel, 2009; Bechtel & Abrahamsen, 2005). That is, the mechanism
must be able to produce the cognitive phenomenon of interest, in this case the sense
of agency, by virtue of its processes and subcomponents. In contrast to previous work,
which evaluated the necessity of the comparator mechanism (e.g., Synofzik, Vosgerau &
Newen, 2008), the question we address reaches farther, asking whether the comparator
model, and specifically the matching component, represents a sufficient mechanism that
can account for the sense of agency.
A clear description or definition of a sense of agency is required to assess the sufficiency of the comparator model. Although various slightly different definitions have been
used in the literature (e.g., the feeling that I cause my actions (Gallagher, 2000), the feeling
of intending and executing my actions (Tsakiris & Haggard, 2005), the feeling that I cause
events through my actions (Haggard & Chambon, 2012)), a minimal definition that fits the
comparator model as used in experimental paradigms defines the sense of agency as a result of individual actions and their direct consequences, namely the feeling that my action
caused an event in the outside world (Haggard, 2005). Within the scope of this chapter,
we use this definition of a sense of agency because the comparator mechanism functions
by virtue of a motor signal (generating action a) and the subsequent sensory consequences
(the occurrence and detection of the predicted event e), which is then assumed to lead to
a sense of agency. If the comparator model is sufficient for any type of sense of agency, it
would be for the one corresponding to this definition (see also Wong, 2012).
Following from this definition, several subcomponents of a sense of agency can be
identified. Namely, the sense of agency requires an internal representation of an action
by the agent (an ownership predicate), a perceived event and an inferred causal relation
between the two. Additionally, to account for the corresponding feeling, a phenomenological dimension is required. We will consider the latter beyond the scope of this chapter
and for the sake of our argument assume that an organism capable experiencing a sense
of agency must have the internally represented content such that it presents an event as
being caused by a self-produced action (e.g., Bayne & Levy, 2006; Chalmers, 2004; Crane,
2003). In the case of artificial systems, the question of the possibility of phenomenological
experiences remain unclear on a fundamental level and will require significant theoretical
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work before becoming meaningfully addressable (but see Zaadnoordijk & Besold, 2018,
Chapter 9, for a discussion on functionally equivalent implementations of phenomenological states). Also note that leaving the phenomenological dimension aside does not reduce
the generality of the presented argument, which rests exclusively on the representational
capacity of the matching component of the comparator model. Thus, our reasoning holds
notwithstanding the presence or absence of phenomenological considerations.
As outlined in the introduction, researchers have focused on participants’ capacity to
detect the match between the predicted sensory consequences of their actions and their
observed sensory consequences. In order for this to yield a sense of agency without additional steps, the match itself would have to represent the content my action a caused event
e. The representation of the content my action a caused event e presupposes the representation of causal relations (e.g., 𝑐𝑎𝑢𝑠𝑒(𝑎,𝑒)), ownership predicates (e.g., 𝑜𝑤𝑛𝑒𝑟(𝐼,𝑎)), and
relations between them. However, the nature of a match is to merely code for an equality

relation: 𝑒𝑞𝑢𝑎𝑙(𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛,𝑜𝑏𝑠𝑒𝑟𝑣𝑎𝑡𝑖𝑜𝑛). Detecting a match may therefore at best result
in the content of the sensory prediction is equal to the sensory observation. However,

the representation of the equality relation does not express the causal relations, nor the
ownership predicates, nor the complexity of the interaction between these, required for a
sense of agency; it remains fully agnostic to all these dimensions as it expresses only and
exclusively the equality relation. A subsequent process is required for the agent to go from
the representation of the equality to a causal representation. The latter thus cannot be accounted for by the matching process alone. A second scenario that is even further removed
from generating a sense of agency is conceivable too: the match detection mechanism
may not even lead to a representation of the equality relation. After all, it may be a mere
categorization mechanism that classifies signals as belonging to distinct classes of events
without generating a representation of those events as sensory prediction (not) equal to
sensory observation. If this is the case, the mechanism does not yield any representation
about the content of the signal, it just detects two types of signals that are different based
on the presence or absence of equality between prediction and observation but, unlike the
previous scenario, without making such a representation accessible to the agent, and categorizes them into two different ‘bins’. Again, one or more subsequent processes have to
be introduced into the model, closing the gap from mere categorization to the ultimately
required causal interpretation. The need for these subsequent processes demonstrates that
the match detection, on which researchers thus far have focused, is by itself not sufficient
to be taken as evidence for the capacity for a sense of agency. It may therefore well be that
an agent’s comparator mechanism functions perfectly, but without the additional inference
a sense of agency will still not arise.
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Since the comparator model does seem to successfully categorize self-produced and
externally produced sensory inputs, can it then be regarded as a model for self-other
distinction? Unfortunately, we again argue that it cannot. The system may have the capacity to classify the signals into two bins, but it cannot generate the labels for the bins.
Either one has to assume that the labels have been obtained at an earlier stage or that
the labels are concurrently inferred through some other process. It is possible that the
match is taken as input to an inferential process (as well as any additional cues such as
proprioceptive signals), but this requires assuming another mechanism in addition to the
matching mechanism, namely one that carries out the inferential step.8 This invalidates the
sufficiency of the matching mechanism for self-other distinction as such.
Some readers might argue that according to some accounts of the comparator model,
it is not just the match that produces the sense of agency but the match combined with
additional processes. We grant that the “match-only version” may not have been how
the model was intended from a theoretical point of view and that within the comparator model proper the match is not considered sufficient to generate a sense of agency.
However, we counter that this is how the comparator model has often been used in certain
lines of research, causing a discrepancy between the claims of the theoretical accounts
and the interpretation in practical use. This becomes, for example, evident in artificial
implementations of the sense of agency when a system that merely learned to compare its
sensory predictions and observations is said to have a sense of agency (Brody, 2016; Pitti,
Mori, Kouzuma, & Kuniyoshi, 2009). Moreover, experiments have been set up according
to this interpretation of the model: they tap into the ability to detect the congruence of
sensorimotor contingencies but fail to test for the ability to make the subsequent inference
that when a match is detected, the action is likely to be caused by oneself (see, e.g., David,
Newen & Vogeley, 2008, for an extensive literature review on the use of the comparator
model in sense of agency experiments in adults). Developmental scientists have designed
the infant equivalent of these contingency-detection experiments to test for the presence
of a sense of agency or body-awareness (Gergely & Watson, 1999; Rochat & Striano, 2000;
Schmuckler, 1996; Schmuckler & Jewel, 2007; Watanabe & Taga, 2011). When testing
adults’ sense of agency, researchers tend to take this inferential process for granted, but
developmental psychologists and roboticists cannot afford the same luxury.
In sum, while the comparator model might be valuable in its theoretical formulation,
our analysis shows that what we have been considering in theoretical discussions, as well
as what we have been testing in practice, may not be the mechanism that produces the
8

An action may produce additional cues, such as proprioceptive signals, and the inferential process may
indeed be facilitated by the presence of these cues. However, next to being a potentially irrelevant cue
(e.g., one might move and receive proprioceptive signals even when the sensory input was not caused
by them), the availability of these cues does not resolve the need for an inference.
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sense of agency but rather a condition under which the sense of agency is experienced if,
and only if, all other requisite processes have been fully developed or, in case of artificial
systems, have been implemented.

4.4 Grounding theory in practice
In this section we will ground the aforementioned considerations by demonstrating their
consequences in an example from the domain of developmental robotics. The benefit of
robotics experiments is that we know what has been implemented and thus do not have
to guess about the available modules (and corresponding mechanisms) underlying the
agent’s capacities. This makes them more suitable for illustrative purposes than infant
studies, although it is important to note that the same line of arguments holds for infant
studies as well. As mentioned earlier, making a first step towards building the developing
sense of agency in artificial agents, Schillaci, Ritter, Hafner and Lara (2016) set up a robotics
study in which they made use of forward models to distinguish between self-produced and
externally produced signals. In their study, the robot learned to respond differently to signals that it could predict (self-produced) by attenuating them compared to unpredictable
signals (externally produced). Providing insight into their reasoning of how these results
relate to a developing sense of agency, the authors state: “[...] our experiment shows that
prediction errors generated by sensorimotor simulations are smaller when the proprioceptive and motor information are coherent with the perceived ego-noise. Simply put, sensory
attenuation is more pronounced when the robot is the owner of the action. When this is
not the case, sensory attenuation is worse, as the incongruence of the proprioceptive and
motor information with the perceived ego-noise generates bigger prediction errors, which
may constitute an element of surprise for the agent and allow it to distinguish between
self-generated actions and those generated by other individuals.” (p. 396) As described
before this conception of a sense of agency is in line with previous work, but it leaves the
open question: how does the robot know the signals were produced by itself? It may objectively be true that the signals were self-generated, but this is only relevant in the context
of a sense of agency and self-other distinction if the robot is able to learn that a match
means that signals are self-generated.9 As we see it, there are three possible scenarios:
1) The robot does not know. It merely categorizes the two signals by virtue of similarity on
signal level between the incoming signal and the predicted signal and the researchers
interpret the two categories as self and other.

9

In reality, other contextual factors likely disallow the match and the self-generated signals to have a
one-to-one relation. For the sake of simplicity, we do not take these into account here and only briefly
mention them in the discussion section.
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2) The labels self and other were hard-coded into the robot by the researchers. That is, the
robot categorizes the signals as in scenario 1, and assigns labels based on pre-provided
criteria.
3) The robot uses the match to make an inference about how that match could have come
about (namely, that the sensory input was caused by its own earlier actions) and that the
robot itself is a distinctive entity in the world.
In the first two scenarios, the robot merely categorizes the signals into two separate bins
to select the signal it needs to attenuate. The sensory attenuation process is impressive
from an engineering perspective but not as much from a cognitive point of view. There are
many systems that are comparable to the sensory attenuation task in that they can perform
categorization tasks (e.g., Leemans, Magein, & Destain, 2002; Nawrocky, Schuurman, &
Fortuna, 2010) or use properties of incoming signals as the basis for their next actions
(e.g., Bahdanau, Cho, & Bengio, 2014; Yeh, Chen, Lim, Schwing, Hasegawa-Johnson, &
Do, 2017). Still, these systems work on a purely statistical basis, relying on elaborate forms
of pattern matching, without requiring an understanding of the concepts they are working
with. Similarly, the ability to categorize self and externally produced signals is not sufficient
for the development of concepts such as self and other. Our argument is similar in structure
and implications for concept learning to the core point made by Mandler (1988, p. 117),
who wrote: “We should not be misled by the complexity of these perceptual processing
mechanisms. They are sophisticated, of course, but then so are the perceptual processing
mechanisms of most organisms or, for that matter, the industrial vision machines that
neatly discriminate nuts from bolts. To categorize incoming stimuli into different types is a
basic component of a perceptual recognition device; by itself, this ability tells us nothing
about the formation of accessible concepts that may be used for purposes of thought
and reflection. The industrial machine may throw nuts into one bin and bolts into another
(making its choices by, for example, computing the ratio of the diameter of each object to
its perimeter), but we would not want to say that it has a concept of nuts and bolts.” One
may now argue, as described in scenario 2, that the labels may be provided to the robot
at this stage in its development, because equivalently infants may have obtained the labels
elsewhere during an earlier stage in development. In this case, the self and other labels can
be assumed to be part of their knowledge, making it unproblematic for the researchers
to provide the robot with hard-coded labels as well. Nevertheless, even if the labels are
provided, the match will only bring the agent as far as to categorize the signals into two
bins (similar to scenario 1) but now with labels on these bins. As categorization does not
automatically lead to a causal inference, the match itself will still not generate a causal
representation of the consequences of the agent’s actions required for a sense of agency.
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Only in the third scenario would the robot perform an intelligent and cognitively demanding task that could lead to a sense of agency. However, in this case it is in fact not the
match that generated the sense of agency and self-other distinction but the subsequent
inference made based on that match. The additional inferential process is essential to
generating the sense of agency. Hence, in all three scenarios the match itself in isolation is
insufficient to produce a sense of agency. Thus, although being a sensible first step, focusing exclusively on the capacity to detect a match will not lead to conclusive insights about
the emergence of a sense of agency in developmental studies, or to successful engineering
of a sense of agency in robotics.

4.5 Future directions
In the previous sections of this chapter, we have argued that testing for the presence of
a match does not inform the researcher about the presence of the causal action-effect
representation required for a sense of agency. The causal relation between the action and
the subsequent sensory effect seems to be inferred by adult participants after detecting a
match. This means that in our conceptualization of the comparator model, this inferential
process must be added to reflect the actual processing (see Figure 4.2). Making the inferential step explicit in the model is important to show which processes must be tested for
in developmental science and implemented in artificial intelligence.

Figure 4.2. An updated schematic overview of the comparator model.10
10

In this figure we do not address the case of incongruence between the predicted and observed sensory
outcomes, although it is likely that additional inferential processes take place after a mismatch to
adequately attribute the sensory information to a source. Moreover, the figure only touches upon the
predictive components of the sense of agency and does not consider any additional processes that
might be necessary or sufficient for the judgment of agency. Previous work on this topic has been
carried out by, e.g., Synofzik, Vosgerau and Newen (2008) and Synofzik, Vosgerau and Voss (2013).
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Designing an experiment to assess the presence of a sense of agency, for instance in
developmental science, thus means that researchers must find evidence for the ability
to detect the match (for instance by demonstrating infants’ sensorimotor contingency
detection) as well as evidence for the subsequent causal interpretation of that match. The
presence of such a causal model could be tested with measures of anticipatory behavior
(see, for example, Kenward (2010)) or measures of a violation of expectation. Infants’
prediction that their action will be followed by an effect yields a strong indication that they
have built an action-effect model. Testing for infants’ causal models requires research into
what type of behavioral or physiological markers indicate the presence of such a model.
Computer simulations of infant behavior in the aforementioned mobile-paradigm recently
showed that the previously reported increased movement behavior during the connect
phase (when the ribbon is connected to the limb and the sensorimotor contingency is
active) cannot be taken as evidence for an underlying causal action-effect model as the
behavioral pattern could be explained by a simpler cognitive mechanism (Zaadnoordijk,
Otworowska, Kwisthout, & Hunnius, 2018, Chapter 5). These simulations pointed towards the disconnect phase (when the sensorimotor contingency ceases to exist) as the
phase that potentially is better able to distinguish between those infants who have learned
the causal relation and those who have not. Based on the computer simulation work,
Zaadnoordijk, Meyer, Zaharieva, Kemalasari, van Pelt & Hunnius (under review, Chapter 6)
hypothesized that if infants had learned the causal relation between their action and the
mobile movement, they would show indicators of a violation of expectation upon cessation
of the sensorimotor contingency. The results of their EEG study with 3- to 4.5-month-olds
show that indeed that the group of infants who showed a neural violation of expectation
also showed an extinction burst (i.e., an additional increase and then decrease of movement frequency relative to when the contingency was still active) in their behavior. Both
these measures suggest that the infant has a prediction error about the causal action-effect
relation, which they are trying to resolve with additional movements. More experimental
research is required to fully understand how these models are built and what their exact
relation is to the feeling of agency. Moreover, ideally, one would additionally demonstrate
that infants show a violation of expectation if the effect occurs in absence of any action as
well, but this form of causal learning may be too advanced in early infancy. The mentioned
measures have already been used in other domains, making it relatively easy to apply them
to developmental research into the sense of agency. This small change to experimental
designs would greatly increase our understanding of the developing sense of agency in
infancy.
For artificial intelligence the consequences of an extension of the comparator model
entail changes in the implemented cognitive architecture (or the learning goal) of the

4

76

Chapter 4

agent. In the extended model mere contingency detection is not sufficient, but instead the
capacity to successfully perform a causal inference is required to confirm that the observed
change in the world state has indeed been caused by the agent as independent actor in
its environment. This in turn necessitates several preconditions to be met, among others
requiring the agent (1) to have a model of the environment and of itself (so as to also be
able to perform a form of self-other distinction), (2) to be able to re-represent the information regarding the change in the environment and the detected match in a form usable
for causal reasoning, and (3) to be equipped with the required reasoning capabilities to
actually perform the corresponding causal inferences. This ties into several long-standing
research objectives in artificial intelligence, including both high-level perception (e.g.,
Chalmers, French, & Hofstadter, 1992) to bridge from the contingency detection to the
representations required for the causal inference, and causal modeling and reasoning (e.g.,
Pearl, 2000; Shoham, 1988) to perform the actual inference step.
It is, as of yet, not clear how agents develop from detecting a sensorimotor contingency
to inferring a causal relation between their actions and the sensory effects, nor which
components constitute the sense of agency. We have made a case for the necessity of a
causal representation, but arguably the presence of a causal representation alone does not
generate a sense of agency. At the very least, as mentioned before, an ownership predicate
for the action will be needed, and for the phenomenological aspect there must be the
capacity for phenomenological experiences However, this list is likely incomplete and more
(theoretical and experimental) research is needed to come to a full understanding of the
relevant components and processes to the experience of agency. The corresponding open
questions will be crucial to answer for both developmental science and artificial intelligence in the context of the developing sense of agency. They span various active areas of
work receiving significant attention from the respective scientific communities. Advances
made in any of these domains will play an important role in accomplishing the difficult task
of imbuing robots with a sense of agency.

4.6 Discussion
Applying models obtained through experiments with adults to research into the development of capacities in infants or artificial systems may have important caveats. Since cognitive capacities in adults have manifested in a full-fledged manner, experimental research
tends to focus on the conditions under which the capacity is active or modulated. This
research investigates a particular necessary condition or process associated to capacities
that have already fully developed and can thus ignore other necessary processes as they
can be assumed to occur. In developmental science and artificial intelligence, on the other
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hand, the research questions often pertain to what components constitute the capacity and whether each of those components are present (either through development or
by implementation). These investigations target the sufficiency of a set of processes and
mechanisms for the cognitive capacity. Directly applying models and experimental paradigms used in adult research to infant research or artificial intelligence can therefore lead
to answering questions about a necessary process while a sufficient process had been the
intended topic of investigation.
In this chapter, we showcased such a caveat in the context of the comparator model
as a model for the sense of agency. Following experiments from the field of cognitive
(neuro)science with adult participants, developmental psychologists have turned to the
comparator model as a starting point for research into the development of the sense of
agency. Against that backdrop we presented a conceptual analysis of the explanatory value
of the model for the sense of agency. In doing so, we focused specifically on the match
detection mechanism as subcomponent of the comparator model tested in experiments
with adults and infants and built into artificial agents as a means for them to develop
a sense of agency. Our conceptual analysis shows that the match detection mechanism
postulated by the comparator model is insufficient to produce a sense of agency, as it
lacks the capacity to represent causal relations, ownership predicates and the complex
interaction between them. Although the model may describe a mechanism that plays a
role in the sense of agency, we demonstrated that what is being tested in practice may
not be the mechanism that can explain, and thus produce, the sense of agency. This has
far-reaching consequences for current experimental research practice: As the mechanism
lacks the capacity to produce a sense of agency, experiments focusing on the development
of this mechanism alone cannot lead to conclusions about the emergence or presence of
a sense of agency. Moreover, it means that one or more additional modules are required
when engineering a sense of agency into an artificial agent.
This is not the first paper that addresses the suitability of the comparator model in the
context of the sense of agency. Another criticism of the comparator model has targeted the
assumption that the feeling of agency underlies the judgment of agency that is often measured in experimental settings (Grünbaum, 2015). Grünbaum reasons that there is no need
to assume that the comparator mechanism, as low-level motor mechanism, generates the
feeling of agency because the data in judgment of agency experiments can be explained
equally well without ascribing this phenomenological quality to the participants. He argues
that since the judgment of agency is partially generated by the comparator mechanism
and can be explained without the feeling of agency, the hypothesis that the comparator
model also generates the feeling of agency is not parsimonious. Recently, Christensen
and Grünbaum (2018) pushed against the explanatory value of the comparator model

4

78

Chapter 4

even further by introducing a differentiation between broad and narrow sense of agency.
The authors argue that in the field researchers typically treat the sense of agency both as
associated to the voluntariness of movements (narrow sense of agency) as well as to the
consequences of those movements in the external world (broad sense of agency). This
collapse of the broad and narrow notion is problematic because the comparator model, if
anything, would be a model for the narrow sense of agency, but the experimental practice
tends to focus on the sensory consequences of an action, which the comparator model
is unlikely to be able to compute (Christensen & Grünbaum, 2018). Our argument differs
from Grünbaum’s argument in several ways. Since this chapter is partly targeting infant
researchers, we are not as concerned with the relation between the feeling of agency and
the judgment of agency, as infants are not yet capable of the latter. Instead, we aimed to
assess whether the comparator model would in principle be able to generate the feeling of
agency (which we refer to as the sense of agency in this chapter). Unlike Grünbaum, we do
not conclude that the feeling of agency might not exist as such, but that the comparison
between the predicted and observed sensory information is not sufficient to generate the
phenomenal experience. Since our argument asserts that the match in the comparator
model cannot generate any sense of agency, the distinction between the broad and narrow
sense of agency is not decisive for our claims. However, the relevance of the differentiation
is clear from a mechanistic point of view and any research into explanatory models of the
sense of agency ought to take it into account when formulating the underlying processes
and mechanisms.
Closer to our concern are the criticisms uttered by Synofzik, Vosgerau and Newen
(2008). After a thorough analysis of the empirical literature, they argued that the comparator model lacks a conceptual division between the feeling of agency and the judgment of
agency. These authors consider the feeling of agency to be a low-level non-conceptual
feeling of being an agent, which comes about through a predictive process. The judgment
of agency on the other hand refers to the conclusion that one is an agent following a
postdictive reasoning process (see also Synofzik, Vosgerau & Voss, 2013). The authors
rightly pointed out that the capacity tested in experiments sometimes pertains to the feeling of agency (e.g., Lindner, Thier, Kircher, Haarmeier, & Leube, 2005) and sometimes
to the judgment of agency (e.g., Aarts, Custers, & Wegner, 2005). In their conceptual
analysis, they then went on to argue that the comparator model in fact cannot fully explain
either of these phenomena. Their argument is based on two types of evidence. First, based
on the literature they observed that participants may self-attribute actions even when
there is a mismatch between the predicted and actual consequence, and that therefore
a mismatch is not sufficient to prevent the experience of agency. Second, Synofzik and
colleagues (2008) argued that a patient study suggested that comparing the efference and
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reafference signals is not always sufficient for a sense of agency. Based on this evidence,
they conclude that there are cases for which the comparator output is neither a sufficient
nor a necessary condition for the feeling of agency nor the judgment of agency. A related
concern regarding its sufficiency and necessity has been raised by Mylopoulos (2017) who
argued that the sense of agency may be considered the default state and that only when
the sense of agency is violated, one becomes aware of one’s agency. Since the default state
is unrelated to motor activity, Mylopoulos suggests abandoning the comparator model as
explanation for the sense of agency altogether. We do not believe that the sense of agency
is the default state, because there can be a state of no sense of agency also in the absence
of a violation of the sense of agency. But even if one assumes that the sense of agency
is a default state, from a developmental and robotics point of view, it is not clear how
the acquisition of and development into that default state would occur and whether the
comparator model could play a part in this process.
An important difference between the criticism of Synofzik and colleagues (2008) and
the criticism presented here is that our argument holds more generally. Our analysis additionally covers those cases, which had previously not been accounted for, in which the
match between the predicted and the actual consequence leads to a sense of agency
in typically developed adults (i.e., what can be taken as the most frequently occurring
“standard case” of sense of agency). As explained above, notwithstanding the existence
of these cases, for principled reasons the match detection mechanism does not explain or
produce the phenomenon. In this sense, standing on firm theoretical ground, we push the
insufficiency argument further than Synofzik and colleagues (2008). While their theory still
allows for the comparator model’s match to lead to a sense of agency in certain situations
by itself, we argue that this can never be the case without additional inferences. Hence,
when researchers wish to assess the presence or emergence of a sense of agency, they
cannot base their conclusions solely on the match detection but need to also determine
whether the subsequent inference is made. Evidence for the subsequent inferential process
would demonstrate that the capacity to make this type of inference has emerged and can
readily be used.
The importance of this difference lies in the consequences it has for interpreting data
from other populations, such as infants and robots, in which a developed sense of agency
cannot be assumed a priori. As it has theoretically been shown that detecting the match
is in itself not sufficient to infer that events are caused by one’s own actions, providing
evidence that infants can detect the match is therefore insufficient to conclude that they
are at the same time able to use the match detection to infer that they were the cause
of an effect and, thus, to experience a sense of agency. The insufficiency of the match
detection for a sense of agency naturally also holds for the adult population. However, the
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problematic nature of it usually remains unnoticed because in this population researchers (often without explicit mention) assume that participants are capable of making this
inference and experiencing their agency. Consequently, researchers do not attempt to find
evidence of the inferential ability; they are instead focused on the conditions under which
the subsequent experience of agency can be altered (e.g., by violating the sensorimotor
contingency).
In this chapter, we left untouched several other concerns regarding the comparator
model as a model of the sense of agency. For instance, it remains unclear what the nature
of a match between the predicted and the observed sensory consequences entails, what
the relevant aspects and levels of detail are on which the match is made, and whether
different degrees to which a sense of agency is experienced and the observed degrees of
sensory attenuation in the brain can be captured by a seemingly binary match/no-match
categorization between predicted and observed sensory consequences. These are questions that so far have received only little attention in the context of a sense of agency,
especially in artificial agents. Some of these questions, for example about the binary nature
of the match and its implications, may become obsolete as researchers further incorporate
the predictive processing accounts (Apps & Tsakiris, 2014; Friston, 2010; Hohwy, 2007)
into this framework, shifting the focus from match to degree of prediction error. Predictive
processing allows for a flexible processing and integration of cues and more naturally
accommodates for the possibility of graded experiences than the comparator model as
currently used in the context of a sense of agency. The degree of prediction error could
align to the strength of sensory attenuation, better capturing situations in which agents
are unsure about whether or not they were the cause of a sensory effect. The degree of
prediction error can be modulated by many different cues that are weighted differently in
various contexts. Nevertheless, an implementation or even a computational-level theory of
causal inference is still in early stages (see, e.g., Gopnik Glymour, Sobel, Schultz, Kushnir,
Danks, 2004, and Otworowska, Zaadnoordijk, de Wolff, Kwisthout & van Rooij, 2016 for
related work), also in predictive processing theories, and tractability problems related to
causal learning have not yet been resolved. This issue as well as other questions, such as
the relevant aspects that are being compared and the levels at which the comparison is
made, remain relevant and need to be addressed in future theoretical work. Moreover, the
role that environmental and situational context plays in the generation of the predictions
is poorly understood. Whether a match leads to a sense of agency seems to be top-down
penetrable by world knowledge. This matter was briefly touched upon by Zaadnoordijk,
Meyer, Kwisthout, Hunnius, and van Rooij (2015) but requires a more thorough analysis.
Since the conceptual analysis of the comparator model has shown that the match detection mechanism lacks the required representational capacity, this opens up the question
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of what type of mechanism can account for these representations. Although an attempt
to answer this question would be outside the scope of this chapter, we think that there
is promising research into this direction worth mentioning. For instance, Nagai and Asada
(2015) as well as Otworowska, Zaadnoordijk, de Wolff, Kwisthout, and van Rooij (2016)
have implemented predictive processing accounts into artificial agents to learn causal relations between their actions and the consequences. While these implementations are not
yet able to fully account for the cognitive capacity, they have the potential to elucidate the
type of mechanisms required for causal representations. Closing the existing gaps in the
explanatory model will bring full understanding of the developing (biological and artificial)
sense of agency within reach.
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Can Infants’ Sense of Agency be
Found in Their Behavior? Insights
from Babybot Simulations of the
Mobile-Paradigm
Indeed, robots are now becoming an essential tool to explore the complexity of
development, a tool that allows scientists
to grasp the complicated dynamics of a
child’s mind and behavior.
Oudeyer, 2017, What do we learn about
development from baby robots?

Based on:
Zaadnoordijk, L., Otworowska, M., Kwisthout, J. & Hunnius, S.
(2018). Can infants’ sense of agency be found in their behavior?
Insights from babybot simulations of the mobile-paradigm.
Cognition, 181, 58-64.
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In Chapter 3, we discussed a four-step framework for inferring experiential states in infants. In this chapter, we apply step three of the framework to evaluate the sufficiency
of the empirical evidence put forth to claim the presence of a sense of agency in infants.

Abstract
The development of a sense of agency is essential for understanding the causal structure
of the world. Previous studies have shown that infants tend to increase the frequency of
an action when it is followed by an effect. This was shown, for instance, in the mobileparadigm, in which infants were in control of moving an overhead mobile by means of a
ribbon attached to one of their limbs. These findings have been interpreted as evidence for
a sense of agency early in life, as infants were thought to have detected the causal actionmovement relation. We argue that solely the increase in action frequency is insufficient as
evidence for this claim. Computer simulations are used to demonstrate that systematic,
limb-specific increase in movement frequency found in mobile-paradigm studies can be
produced by an artificial agent (a ‘babybot’) implemented with a mechanism that does not
represent cause-effect relations at all. Given that a sense of agency requires representing
one’s actions as the cause of the effect, a behavior that is reproduced with this nonrepresentational babybot can be argued to be, in itself, insufficient as evidence for a sense
of agency. However, a behavioural pattern that to date has received little attention in the
context of sense of agency, namely an additional increase in movement frequency after
the action-effect relation is discontinued, is not produced by the babybot. Future research
could benefit from focusing on patterns whose production cannot be reproduced by our
babybot as these may require the capacity for causal learning.
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5.1 Introduction
The development of a sense of agency, the feeling that one’s actions cause events, enables infants to learn from interacting with the world in ways that would not be possible
otherwise. Developing a sense of agency allows for differentiating one’s own efficacy from
someone else’s, which is an important step for social-cognitive skills such as imitation,
theory of mind and perspective-taking (Burrows, Laird, & Uddin, 2016; David, Newen,
& Vogeley, 2008; de Guzman, Bird, Banissy, & Catmur, 2016; Jeannerod, 2003; Rochat,
& Striano, 2000). Moreover, learning about one’s own efficacy, and actively using this
efficacy to intervene and discover causal structures in the world benefits causal learning
(e.g., Lagnado, & Sloman, 2002; Pearl, 2000; Schulz, Gopnik, & Glymour, 2007; Steyvers,
Tenenbaum, Wagenmakers, & Blum, 2003). Once infants have developed a sense of
agency and know that their actions can cause effects, they can change and terminate their
behavior to actively explore whether they cause specific effects through intervention. Since
developmental science often obtains meaningful information from behavioral measures
rather than for example neural measures or verbal report, developmental scientists have
attempted to infer the existence of a sense of agency in young infants based on behavioral
patterns. In this chapter, we argue that the sense of agency cannot be inferred from the
behavioral patterns previously taken as evidence. To elucidate our theoretical argument,
we supported our line of reasoning with a simple computer simulation that serves as a
proof of concept.
Previous studies on the developing sense of agency have shown that 2- to 4-monthold infants increase the frequency of actions that yield an interesting or pleasant effect
(e.g., Rochat, & Striano, 1999, 2000). One experimental paradigm in which the behavioral
pattern of increasing the frequency of actions that are followed by an effect has been
observed is the classic mobile-paradigm (Rovee & Rovee, 1969), in which infants, typically
around 3 months of age, lie in a crib with a mobile hanging above their head. In the
experimental phase, a ribbon connects the mobile to one of the infant’s limbs, and movement of this limb causes the mobile to move (‘connect phase’). The infants’ movement
behavior in this phase is then compared to their baseline movement frequency before the
ribbon was attached (‘baseline phase’; e.g., Heathcock, Bhat, Lobo, & Galloway, 2004,
2005; Rovee-Collier, Morrongiello, Aron, & Kupersmidt, 1978; Watanabe, & Taga, 2006,
2011), to their behavior after switching the ribbon to another limb (e.g., Rovee-Collier et
al., 1978; Watanabe, & Taga, 2009), or to their behavior following reconnection of the
ribbon after a delay (e.g., Heathcock et al., 2005; Rovee-Collier et al., 1978; Rovee-Collier,
Sullivan, Enright, Lucas, & Fagen, 1980, Watanabe, & Taga, 2006). Although this paradigm
is predominantly known for the insights it provided into infants’ memory capacities (e.g.,
Cuevas, Learmonth, & Rovee-Collier, 2016; Hayne, & Findlay, 1995; Rovee-Collier et al.,
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1978; Rovee-Collier et al., 1980), it has been used in various research domains, including causal learning and the developing sense of agency in young infants (Kelso, 2016;
Watanabe, & Taga, 2006, 2009, 2011; Watson, 1972, 1981).
Watson, for instance, reported that 2-month-old infants increased their movement
frequency when their leg was connected to the mobile by the ribbon (Watson, 1972) and
interpreted this behavior as a sign that infants experienced causal control over the mobile
movement (Watson, 1981). More recently, these findings were replicated and extended by
Watanabe and Taga (2006, 2009, 2011). Infants again increased their movement frequency
when connected to the mobile, but while the 2-month olds showed more movement for
all limbs when the mobile was connected, the increased frequency of movements became
increasingly specific to the connected limb for 3- and 4-month-old infants (Watanabe &
Taga, 2006), excluding the possibility of a general arousal effect. Watanabe and Taga (2011)
interpreted their findings as evidence that infants learned the causal relation between the
self-produced movements and their effects on the environment, and that the change in
the infants’ behavior may be a result of a sense of self-agency. Recently, Kelso (2016)
supported this interpretation, stating that when infants’ spontaneous movements lead
to mobile motion, movement frequency increases as they discover themselves as causal
agents. Based on these behavioral patterns, researchers have thus concluded that infants
already in the first few months of life experience a sense of agency.
Although infants’ behavioral patterns may indicate that they have learned the causal
relation between movements and their effects, it is not self-evident that this behavior is
necessarily the product of an underlying causal model. While from the perspective of the
researcher we objectively know that the infants indeed cause the effect to happen, these
young infants may not actually share this representation of the situation. In the context
of learning new actions, for instance, Kenward (2010) argued that we should not exclude
the possibility of reinforcement learning, leading to actions to be carried out habitually
without a representation of the action-effect relation. Since the underlying mechanism
of this behavior is unobservable and infants’ cognitive capacities are not yet as developed
as they are in adults, the interpretation of infants’ behavior is not straightforward. Rather
than only considering what is happening objectively, interpretation needs to also take
into account whether a displayed behavior necessitates the required representations and
processes for the postulated cognitive capacity. Such an approach prevents researchers
from over-interpreting infants’ behavior and provides a more nuanced view on infants’
developmental trajectory, by acknowledging what representations infants can build at a
given moment in their development.
Here, we address this issue in the context of the sense of agency. We evaluate whether
an increased action frequency in the connect phase necessarily implies that infants have
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built a causal representation of their action and its effects. Putting forth the behavioral data
patterns found in the mobile-paradigm as proof for a sense of agency would mean that
these data patterns must exclusively be produced by a mechanism that has the capacity
to generate the requisite causal representation, and not by any other cognitively plausible
mechanism. To investigate what underlying mechanisms are capable of producing certain
behaviors, computer simulations serve as a useful tool; in a simulation the mechanisms are
precisely specified and can easily be manipulated. In this particular case, we used a computer simulation to demonstrate that the increase in limb-specific movement frequency
found in mobile-paradigm studies can be accounted for by a non-representational mechanism – a mechanism that cannot internally represent cause-effect relations at all – and
consequently cannot serve as evidence for a sense of agency. This simulation is not built as
a computational model of infant cognition, but serves as a tool to demonstrate whether
the behavior can, in principle, be generated by a more parsimonious or even an insufficient
mechanism. To that end, we implemented a non-representational learning mechanism in
our simulated infant, henceforth ‘babybot’. As we made the babybot unable to learn or
represent cause-effect relations, any infant behavior that it replicates is insufficient to be
taken as evidence for the presence of causal representations, and hence a sense of agency.
While the simulated learning mechanism might explain infants’ behavior, this simulation
does not aim to test whether this is the or the only mechanism at work during the mobileparadigm experiments. Rather, our goal was to challenge the causal interpretation of the
observed behavior in infants. We thus assess the claim that the movement increase in the
connect phase can only be generated by a causal learning mechanism.
We compared the babybot’s behavior to the behavior of infants in the mobile-paradigm
(see Figure 5.1). We focused specifically on the reproducibility of two patterns of behavior
that have previously been interpreted as evidence for having learned about one’s own
efficacy: (i) the increased movement frequency in the connect phase, and (ii) the specificity
of this increase to the connected limb. We also examined the babybot’s behavior after
disconnecting the ribbon. In mobile-paradigm experiments with infants, an additional
increase of movement frequency is sometimes observed in this disconnect phase (e.g.,
Alessandri, Sullivan, & Lewis, 1990; Heathcock et al., 2004; Rovee-Collier et al., 1978).
The presence of this behavior as well as its potential interpretation has been ignored in
previous literature on the developing sense of agency. In fact, the disconnect phase has occasionally even been omitted from the paradigm when used and interpreted in the context
of a sense of agency (e.g., Watanabe & Taga, 2011), although we believe it may contain
useful information regarding infants’ representation of the situation as it could indicate
that infants are trying to reproduce the effect and, in fact, did learn the causal relation.
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Figure 5.1. Empirical data found in a mobile-paradigm experiment with 3-month-old infants (RoveeCollier, Morrongiello, Aron, & Kupersmidt, 1978; figure adapted). When the infant’s leg was connected,
an increase of movement frequency (purple) for legs compared to arms (arrows) was observed. After
disconnecting the ribbon, an additional increase took place (pink).

5.2 Simulation setup
5.2.1 Babybot
We simulated a simplified version of the mobile-paradigm programmed with MATLAB (see
https://github.com/LZaadnoordijk/Babybot for pseudocode and the MATLAB script). For
simplicity, we limited the babybot’s movement possibilities for each of its four independent
limbs to three motor signals: move up, move down and hold still. Furthermore, the babybot had three possible positions for each limb: top, middle, bottom. By selecting a motor
signal, the babybot could change its limb position one increment at a time. The babybot
selected motor signals to be sent out for each individual limb. Any change in limb position
from time t to t+1 (one iteration) was coded as one movement. It could select from 34
combinations of motor signals per iteration (see Figure 5.2).
The babybot could not move its limbs lower than the floor of its crib (“bottom” position) or extend its limb further than a maximum extension upwards (“top” position). For
instance, the babybot could select the motor signal down when its limb was already on the
crib, but in that case the limb would not move as it was already in the bottom position.
During one of the simulated experimental phases (see Section 5.2.3 for further details),
one of the limbs was connected to the mobile. If a movement occurred in the limb that
was connected to the mobile, the mobile moved. In the simulation, the babybot perceived
all mobile movements.
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It may be clear that this babybot simulation is simplified compared to an infant in the
real world. Our aim was not to present a computational model of infant cognition but
rather to present a proof of concept. As such, we do not claim that our babybot is an accurate simulation of infants’ learning or cognitive capacities. We merely assessed whether
the data patterns reported previously can be accounted for by a learning mechanism that
cannot learn causal relations.

5

Figure 5.2. A. Simulation setup of the babybot in the mobile-paradigm. B. Movements (changes in limb
position, green arrows) result from an interaction between the motor signal (MS) and the environment.

5.2.2 Learning mechanism
The learning mechanism implemented in the babybot is a non-representational mechanism based on operant conditioning. Since it is always possible to create a model that
can produce specific behavior, it is important to constrain the model by implementing a
mechanism with reasonable biological and cognitive plausibility. Operant conditioning is
a well-established learning mechanism and meets this criterion. In operant conditioning,
voluntary behavior is “controlled” by its consequences (Staddon & Cerutti, 2003), e.g.
enhanced by the presence of a rewarding stimulus. The movement of the mobile was
defined as rewarding. The occurrence of this rewarding stimulus increased the likelihood
of the babybot moving its limbs.
This was implemented as follows: A combination of motor signals was selected from a
distribution of all possible motor signals. This distribution was initially uniform, but whenever mobile movement was observed, the distribution was changed in favor of selecting
these motor signals again. This happened by increasing the probability of the specific
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motor signal for each limb in the distribution (i.e. reinforcement of the motor signals that
produced an effect). Similarly, when no mobile movement was observed after sending out
motor signals, the probability of selecting those motor signals for the specific limbs was
decreased (i.e. extinction of the motor signals that produced no effect occurred). The rate
by which the probability was increased or decreased is a free parameter (i.e. its value is
determined by the researcher) in the simulation (cf. the Results section of this chapter for
the effects of changing the value of this free parameter).
Crucially, since the babybot functioned on an operant conditioning mechanism, it did
not build a model of itself and the world and could not use knowledge to guide its own
behavior. Its behavior was fully determined by the probability distribution from which the
motor signals were selected randomly. When the distribution was skewed, then sampling
randomly from that distribution led to certain behaviors occurring more often. This increased occurrence of certain behaviors should not be taken as the babybot learning about
how its behavior affected the world, merely as a result of sampling from a non-uniform
distribution.11
Note that the non-representational nature of the babybot stems from its inability to
represent anything about itself or the world to itself. The babybot does not have access
to the properties of and changes in the distribution (although it samples from it in the
motor selection stage, it is ‘blind’ to the content of the distribution) and cannot remember
past events or make inferences based on them. Thus, the mobile movement made the
occurrence of particular behavior more likely, but the babybot did not actively select its
actions to make the occurrence of the mobile movement more likely. This does not exclude
the possibility that its behavior may have representational qualities to us, the researchers,
on which we can make inferences (the researcher, then, is the user of the representation;
cf. Uithol, van Rooij, Haselager, & Bekkering, 2011). Implicitly in the distribution, its past
is represented but it is the scientist who makes inferences based on that representation.

5.2.3 Procedure
The performance of the babybot was simulated under three experimental phases: baseline,
ribbon connected, ribbon disconnected. The babybot was run 100 times (equivalent to
simulating 100 infants). In each run, there were 1000 iterations of sending out a motor
signal. We compared its movement behavior with that of infants described previously in
11

Our algorithm differed in an essential way from standard model-free reinforcement-learning algorithms,
which do involve internally represented estimations of state-action value functions (van Otterlo, & Wiering, 2012). In that case, the agent is able to choose its action based on the learned association between
an action and the reward. This means that, although the agent does not learn a full model, it still learns
what actions are rewarding in a situation and may act upon this knowledge. Our babybot did not have
knowledge about states and rewards; it did not choose its actions based on any such knowledge.
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the literature. This allowed us to identify whether these characteristic patterns can be
accounted for by non-representational operant conditioning.

5.3 Results
The simulation results show that the babybot displays two of the behavioral patterns of
interest (see Figure 5.3). It moved the connected limb more frequently than both the limb’s
own baseline and the other unconnected limbs. This demonstrates that the infant behavior
during the connect phase can be produced by the non-representational learning mechanism implemented in the babybot. These results thus show that a non-representational
learning mechanism can account for the infant behavior that has been interpreted as
showing a sense of agency.

5

Figure 5.3. Mean number of movements of the babybot in the three phases, displayed as 25 bins of
40 iterations per bin. The connected limb (blue) showed an increase during the connect phase and an
immediate decrease during the disconnect phase.

One behavioral pattern, however, differed from the infant data: an additional increase
of movement frequency directly after the ribbon has been disconnected. The babybot’s
movement frequency did not increase in the disconnect phase compared to the connect
phase (aside from chance fluctuations when sending out the motor signals; see Figure 5.4).
Its movement behavior was extinguished when the mobile did not move anymore, due to
absence of the reinforcing stimulus.
The values for the reinforcement and extinction rates of our babybot simulation are
arbitrary, and the actual rates in human infants are unknown. To ensure that the results
were not a mere artifact of a specific combination of reinforcement and extinction rates in
our simulation, the simulation was repeated several times using different parameter values.
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The degree of change in movement frequency differed as a consequence of changing
the reinforcement and extinction rates, but the general pattern (increase during connect
phase, decrease during disconnect phase) did not change qualitatively (see Figure 5.4).

Figure 5.4. The effect of changing the degree of reinforcement and extinction (free parameters). Decreasing the reinforcement rate (A) leads to a slower increase of movement frequency of the connected
limb (blue) during the connect phase than increased reinforcement (B). Increasing the extinction rate
(C) leads to a faster extinction of the increased movement frequency of the connected limb (blue) than
decreased extinction (D).

5.4 Discussion
The development of a sense of agency is an important milestone in the early months of
life because of its role in social development and causal learning. Previous studies on the
developing sense of agency have shown that infants as young as 2 months of age increase
the frequency of an action when this action is followed by an effect (e.g., Gergely, &
Watson, 1999; Rochat, & Striano, 1999; Watanabe, & Taga, 2006, 2009, 2011; Watson,
1972). These findings have been interpreted as evidence for the ability to detect causal
relations between actions and their effects (Gergely, & Watson, 1999; Watanabe, & Taga,
2006, 2011; Watson, 1981) or the presence of a sense of agency (Kelso, 2016; Rochat
& Striano, 1999, 2000; Watanabe, & Taga, 2011). Here, we argue that the behavioral
patterns cannot be taken as evidence for these interpretations, as the same behavior can
be explained by an alternative, cognitively plausible, insufficient mechanisms. We support
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our argument by comparing infant data patterns previously reported in the literature to
data of a babybot simulation that was designed to be incapable of learning or representing
cause-effect relations.
We simulated one of the experimental paradigms in which the increased action frequency has been observed, namely the mobile-paradigm. The results of our simulation
show that the increased movement frequency of the connected limb relative to baseline
and relative to other limbs, as observed in human infants, is reproduced by our babybot.
Since the current babybot cannot learn causal relations and thus cannot act upon any
detection of such relations, any infant behavior that is also produced our babybot cannot
be taken as proof for the presence or absence of a sense of agency. Importantly, another
behavioral pattern, the additional increase in movement frequency after disconnecting
the ribbon, which has been ignored previously in the context of a sense of agency, is not
produced by our babybot. Following the principles of model-free operant conditioning, as
the rewarding stimulus was absent, the behavior decayed.
Our inability to reproduce the additional increase during the disconnect phase is a
promising and important finding for research into the developing sense of agency, as it
provides an indication that robustly producing an additional increase may be the result of
an ability to detect causal relations. Indeed, during the disconnect phase, infants show
increased frustrated and angry facial expressions, hinting that behavior in this phase is relevant (Alessandri et al., 1990), although such facial expression results do not conclusively
show that this expectation was already present prior to the action (Kenward, 2010). The
frustration may be of a general nature caused by a previously present rewarding effect (the
mobile movement) now being absent, independent of whether the infant has detected
that her movements are causally related to it. And, in fact, this argument could also hold
for the additional increase in movement frequency during the disconnect phase. Another
possibility is that the infants are increasing their movement frequency as a reaction to the
absence of the previously experienced contingency. In the case of both of these alternative explanations, it is unlikely that the infants’ movements would be limb-specific to the
previously connected limb (as shown by Watanabe and Taga, (2006) and as it seems to be
the case in the data from the study by Rovee-Collier and colleagues (1978; shown in the
current manuscript in Figure 5.1)). It therefore seems more plausible that the additional
increase is a result of the infant trying to bring about the effect again.
The additional increase in movement frequency may be the result of a causal model
as shown by the following two possibilities. The infant experiences uncertainty about her
observations (externally perceived or obtained introspectively), for instance because her
motor control is still developing, and her internal motor models are underspecified. In that
scenario, she would move until she has assured herself that she performed the trigger-
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ing action for the effect (i.e., reducing observational and/or introspective uncertainty to
an acceptable level; Kwisthout, Bekkering, & van Rooij, 2017). Alternatively, the infant is
sufficiently certain that her arm moved correctly and according to her internal model the
effect should consequently have occurred. As the effect is not observed, she may explore
whether her model is too general, leading to a sequence of attempts with more forceful
and/or different types of movements (i.e., testing model accuracy by repeated trial and
error). The fact that the movement frequency over time decreases indicates that the infant
has either built a new model or revised her old model to the new world state (de Wolff,
Otworowska, van Rooij & Kwisthout, in prep.). These processes entail different causal attributions to the absence of the effect and are not mutually exclusive. Although these
processes do not offer a direct explanation for the additional increase, but merely possible
interpretations, they may provide a starting point for further theorizing and experimental
practice.
We cannot determine on the basis of this simulation whether the additional increase
is caused by an underlying causal model, as we cannot exclude the existence of another
non-representational mechanism that could generate the additional increase. However,
this question could be studied empirically by investigating whether infants predict the
effect to always and only occur following their action. They are then expected to show
indications of violations of expectation when either the effect does not occur anymore or
when it occurs without the preceding action. If the additional increase indeed suggests
a causal model, then future research into emergence of the sense of agency in infants
within the first few months of life will have to make sure to include a phase similar to this
disconnect phase and its behavioral analysis in their experiments.
Additionally, further simulation work allows us to test alternative learning mechanisms
to better understand what type of behavior can be generated by which learning mechanisms. The simulation presented in the current manuscript highlights the importance for
modeling work to reproduce all observed behaviors, rather than only the patterns that
have previously been of interest. Only then, the relevant differences between learning
mechanisms might become visible. Implementing a mechanism that is capable of causal
learning could demonstrate whether the additional increase can be explained and produced by a causal model in the first place. Moreover, simulations can provide insight into
whether the additional increase can exclusively be produced by such a causal model or
whether it could result from other processes as well. For a learning mechanism to be
able to learn the causal relation between the action and their consequences at least the
following additional phases have to be met compared to the mechanism used in this
chapter. Crucially, an explanatory mechanism for the sense of agency requires a process
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to make a causal inference.12 This inferential process could, for instance, be based on the
changes that are observed in the distributions over trials. To make such an inference, the
causal learning mechanism, unlike the mechanism described in this chapter, also needs to
have access to previous distributions or equivalent information concerning prior states.
The mechanism has to be temporally extended beyond the “here and now”, allowing it to
generate a model of how the different variables (e.g., actions, sensory observations) relate
to each other (see Otworowska, Zaadnoordijk, de Wolff, Kwisthout, & van Rooij, 2016).
It is important to note that the babybot’s increase in movement frequency does not
necessarily mean that a sense of agency is definitely absent in infants who also show this
behavior as discussed above. Moreover, we neither wish to claim that infants who behave
differently from the babybot do so because of a developed sense of agency, nor that a
babybot that can detect the causal relations must have a sense of agency. The ability to
detect causal relations between actions and effects has been considered to be a necessary
but not sufficient condition to having a sense of agency (Zaadnoordijk, Hunnius, Meyer,
Kwisthout, & van Rooij, 2015). As such, we suggest that future research should consider
a leaner interpretation of the increased action frequency as a pattern on its own, and that
the additional increase after discontinuing the contingency, as displayed by the infants but
not the babybot, may be explored further in the research into infants’ sense of agency.
Although we focused on the mobile-paradigm in the current chapter, the conclusions
that we draw hold for a broad spectrum of studies. The learning mechanism is sufficiently
general and simple in nature that the resulting behavioral patterns would be the same
in other paradigms in which infants’ actions are followed by a rewarding effect (e.g.,
DeCasper, & Carstens, 1981; Rochat, & Striano, 1999). There have been previous studies
in which the focus has been on infants’ ability to predict the action-effect, which requires
a learning mechanism that goes beyond the model-free operant conditioning mechanism
we implemented. For example, Miyazaki, Takahashi, Rolf, and Omori (2014) used a gazecontingent paradigm to show that infants can control their gaze to ‘scratch’ an occluding
layer of an image. Stronger evidence for a predictive model comes from Kenward (2010),
who found that infants make anticipatory eye-movements to self-generated stimuli. However, these studies tested 8- and 10-month-old infants respectively, and thus do not inform
the claims about the emergence of a sense of agency between 2 and 3 months of age.
In its current form, our babybot has several simplifications and limitations. Some of
these simplifications (e.g. the fact that the babybot always observes every effect it causes
12

This causal inference is necessary but not sufficient. Additional processes and conditions are presumably
in play to generate the sense of agency (e.g., it is likely that the agent must have a sense of self as well
as the capacity to experience anything generally). An algorithm that can do causal learning, therefore,
would not necessarily have a sense of agency.
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in the world and that it moves frequently and at regular intervals) do not influence our
argument. For instance, if we had introduced more noise in the observation or made
the babybot move more irregularly, this would not have changed what the babybot can
maximally learn or how it learns; only the speed at which it learns. Similarly, if we had
implemented the velocity of the mobile movement to be contingent on the strength of the
movement – as is the case in the real world and thus in the original mobile-paradigm studies (e.g., Rovee, & Rovee, 1969; Watson, 1972) – this would not have led to qualitatively
different results as, similar to the current simulation, the rewarding mobile movement
would have been absent after disconnecting the ribbon.
Other limitations, however, deserve more attention. For instance, one might be
tempted to argue that the learning mechanism of the babybot is so simple that it is not
cognitively plausible. Although this is an understandable concern, it does not dispute the
main conclusion in our argument: the behavioral pattern is not in itself sufficient evidence
to conclude that the infants have built a causal model of their action and its effects. This
argument holds for any behavior that cannot exclusively be produced by a mechanism capable of generating the required causal representations. We cannot yet determine whether
observed infant movements are generated by a basic associative mechanism, without
the ability to learn about cause and effect, or by a mechanism that does involve causal
learning. Insufficient learning mechanisms could be influencing the infant’s behavior even
when they cannot account for the full-range of their cognitive capacities. This emphasizes
the need to carefully analyze the behavior that we observe in infants, and thoroughly
investigate the learning mechanisms that can produce it.
Within the possibilities of this particular learning mechanism, it is not possible to reproduce the additional increase in movement frequency. As with any model it is possible
to add random parameters to the model to make it fit also with the empirical data of
the disconnect phase (e.g., ‘upon disconnecting the ribbon, increase action frequency’),
but this means augmenting the model without maintaining the theoretical motivation
behind our simulation. We aimed to evaluate whether the patterns considered relevant
to the question of a sense of agency can be explained by a non-representational learning
mechanism. We demonstrated that these patterns can indeed be explained by a nonrepresentational learning mechanism and are therefore insufficient as evidence for the
claim that infants’ behavior is caused by an underlying causal model. Our simulation also
showed that the explanatory value of the non-representational mechanism is limited, as
it does not account for the increased movement behavior in the disconnect phase. This
limitation of the mechanism is a strength of this research, as it provides us with an opportunity to further explore that behavioral pattern as potential evidence for a sense of
agency based on predictions that follow from the simulation. Changing the model to make
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it fit with the data would defeat the purpose of finding the capabilities and limitations of
the simple learning mechanism.
Interpreting infant behavior is a difficult but necessary task for researchers interested
in early development. As the mechanisms underlying behavioral patterns are not directly
observable, there is a fine balance between conservative interpretation and over-interpretation. Our work illustrates the benefits of simple computer simulations in finding this
balance. It demonstrates that behavior patterns traditionally taken as evidence of unobservable mechanisms and representations can be achieved without such mechanisms and
representations. At the same time, it highlights a new direction for empirical research on
behavioral patterns that might be indicative of a sense of agency.

5

6

From Movement to Action: An EEG
Study into the Emerging Sense of
Agency in Early Infancy

You fail to connect actions to their
consequences.
Now for the last time:
If you want to keep the rattle, do not
throw the rattle.
Sherlock Holmes, BBC Sherlock The Six
Thatchers, Series 4, Episode 1

Based on:
Zaadnoordijk, L. Meyer, M., Zaharieva, M., Kemalasari, F., van Pelt, S.
& Hunnius, S. (in revision). From movement to action: An EEG study
into the emerging sense of agency in early infancy.
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Based on the simulation results of Chapter 5, we set up a combined behavioral and EEG
experiment to further investigate the extinction burst during the disconnect phase of the
mobile-experiment and its potential as a marker for an underlying causal model.

Abstract
Research into the developing sense of agency has traditionally focused on sensitivity to
sensorimotor contingencies, but whether this implies the presence of a causal actioneffect model has recently been called into question. Here, we investigated whether 3- to
4.5-month-old infants build causal action-effect models by focusing on behavioral and
neural measures of violation of expectation. Infants had time to explore the causal link
between their movements and audiovisual effects before the action-effect contingency
was discontinued. We tested their ability to predict the consequences of their movements
and recorded neural (EEG) and movement measures. If infants built a causal action-effect
model, we expected to observe their violation of expectation in the form of a mismatch
negativity (MMN) in the EEG and an extinction burst in their movement behavior after
discontinuing the action-effect contingency. Our findings show that the group of infants
who showed an MMN upon cessation of the contingent effect demonstrated a more pronounced limb-specific behavioral extinction burst, indicating a causal action-effect model,
compared to the group of infants who did not show an MMN. These findings reveal that,
in contrast to previous claims, the sense of agency is only beginning to emerge at this age.
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6.1 Introduction
As adults, we take our sense of agency — the feeling of controlling one’s actions and their
consequences (Haggard & Chambon, 2012) — for granted and are readily able to predict
the causal effects of our actions. However, it is unknown how infants come to experience
their own agency and understand that their movements have consequences. This capacity
allows for better causal learning (Lagnado & Sloman, 2002), self-other distinction (Jeannerod, 2004; Tsakiris, Schütz-Bosbach & Gallagher, 2007) and social and moral interactions
(Caspar, Christensen, Cleeremans, & Haggard, 2016; David, 2012). On an even more basal
level, developing a sense of agency and using one’s body to achieve goals means that
infants can learn to use their movements to perform coordinated, intentional actions.
Previous research suggests that sensitivity to sensorimotor contingencies is present in
early infancy (Rochat & Striano 1999; Watanabe & Taga, 2006) and possibly already in
utero (Myowa-Yamakoshi & Takesita, 2006; Zoia et al., 2007; for review see Fagard, et
al. 2018). Furthermore, in an fNIRS study, Filipetti, Lloyd-Fox, Longo, Farroni and Johnson
(2014) found that infants at 5 months of age show specific cortical processing for bodyrelated contingent versus non-contingent stimuli. Behaviorally, infants have been shown to
increase the movement frequency of an action that yields an effect, which has previously
been taken as evidence for the early presence of a sense of agency in infants as young as 2
months of age (Gergely & Watson, 1999; Rochat & Striano, 2000; Watanabe & Taga, 2011).
Recent computer simulation work, however, has shown that this behavioral pattern does
not provide evidence for the presence of an underlying causal model, which is required for
the sense of agency (Zaadnoordijk, Otworowska, Kwisthout, & Hunnius, 2018, Chapter
5). The increase in movement frequency could be produced by a simulated agent that
had a cognitively plausible learning mechanism but, by design, did not have the capacity
to learn causal relations. As such, the behavioral pattern cannot be considered sufficient
evidence to conclude that infants have learned the causal relation. In order to reach this
conclusion, evidence must be presented that cannot be explained by a mechanism unable
to learn causal relations. In this study, we set out to investigate whether 3- to 4.5-monthold infants build causal action-effect models. Based on results of the simulation work,
we focused on the neural and behavioral response following the discontinuation of an
audiovisual action effect. We investigated the presence of a violation of expectation, as this
indicates that infants made a prediction regarding the consequences of their movements,
i.e., built an internal model.
Three- to 4.5-month-old infants were tested in a computerized version of the mobileparadigm in which movement of one of the infant’s limbs causes an audiovisual effect
(Rovee & Rovee, 1969). Infants were seated in a car seat in front of a computer screen during three phases of the experiment. During the first phase (‘baseline’), they were presented
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with a static visual display. During the second phase (‘connect’), infants’ arm movements
triggered an audiovisual animation. During the third phase (‘disconnect’), the action-effect
contingency was discontinued, and infants again saw only the static display. We analyzed
movement frequency patterns over the three phases as well as the mismatch negativity
(MMN) event-related potential (ERP) in the electroencephalogram (EEG) data. EEG has
previously been used to study infants’ development of their body (e.g., Saby, Meltzoff &
Marshall, 2015; Meltzoff, Saby & Marshall, 2019), but has not yet been extended to the
context of the sense of agency in early infancy.
In line with previous empirical findings (Heathcock, Bhat, Lobo & Galloway, 2004;
Rovee & Rovee, 1969; Rovee-Collier, Morrongiello, Aron, & Kupersmidt, 1978; Watanabe
& Taga, 2006, 2011), we expected to see an increase in movement frequency during the
connect phase as an indication that the infants detected the contingency. In contrast to
earlier research, we were especially interested in the neural and behavioral response following the cessation of the audiovisual effect — if infants had built expectations about the
causal relation between their movements and the audiovisual effect, we expected to find
evidence for a violation of expectation (an MMN) in the EEG data upon movement during
the disconnect phase compared to the baseline phase. The input was identical for both
these phases (i.e., a static picture) but in contrast to the baseline phase, the disconnect
phase was preceded by a learning phase (the connect phase). Furthermore, during the
disconnect phase, infants were expected to initially increase their movement frequency
to gather information about the new state of the world and update their model, then
decrease the movement frequency once more once the infants’ internal model updated
anew (i.e., an extinction burst).

6.2 Methods
6.2.1 Open practices statement
The anonymized raw and preprocessed data as well as the experimental can be found here
(https://surfdrive.surf.nl/files/index.php/s/sp1Vv0csBxqvPNU password-protected during
reviewing stage, pw: infant_agency). Analysis scripts will be made available upon request.

6.2.2 Participants
Sixty-five full-term infants (MAge = 115.06 days, SDAge = 12.47; 29 male) were tested in
the Baby EEG Lab at the Donders Centre for Cognitive Neuroimaging (DCCN), Nijmegen.
Parents gave written consent. Participation was rewarded with age-appropriate books
or monetary compensation. Ethical approval for the project was granted by the regional
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medical ethical committee, Commissie Mensgebonden Onderzoek (CMO) regio ArnhemNijmegen (NL39352.091.12, CMO 2012/012).

6.2.3 Materials
6.2.3.1 Apparatus
Movement and EEG data were recorded concurrently. Four accelerometer bracelets were
attached to the infants’ limbs. The triggering bracelet that controlled the audiovisual effect
was fastened around one of the wrists (counterbalanced across participants). EEG was
recorded from 32 active Ag/AgCl electrodes referenced online to the left mastoid (TP9),
using infant-sized caps (ActiCAP) following the international 10-20 system. Data were
sampled with a Brain Amp DC amplifier via Brain Vision Recorder Software (Brain Products
GmbH, Germany) with a sampling frequency of 500Hz.

6.2.3.2 Stimuli
Infants were presented with a colorful image of a mobile toy against a black background
on a computer screen. During the baseline and disconnect phases, the image remained
static on the screen. In the connect phase, an animated version of the mobile toy with
a simultaneous bell-like auditory stimulus was triggered upon movement of the infant’s
trigger arm. The animation lasted 650ms and was assembled from 44 rotated versions
of the static image (ranging between -10˚ and 10˚) using the visual processing software
Virtual Dub 1.10.4. The stimuli were presented via Presentation software (Neurobehavioral
Systems; http://www.neurobs.com/).

6.2.4 Design and procedure
After briefing the parent(s), infant was fitted with a cap and electrode impedances were
checked in an experimental room designed to minimize external noise and electromagnetic
interference. To mitigate parental interference while at the same time maintaining the
infants’ proximity to their parent, the infant was placed in a baby car seat (Maxi-Cosi)
on the parent’s lap, approximately 50cm away from a computer screen. The parent was
instructed to remain passive throughout the task. The four accelerometers were secured
around the infant’s wrists and ankles. Once the infant accommodated to this set-up, the
experiment was initiated. The image of a mobile toy was presented across the three phases
in a fixed, uninterrupted sequence – baseline, connect, and disconnect. During the baseline
and disconnect phases (2 minutes each), the image was static. In the connect phase (3.5
minutes), movement of the trigger arm elicited the audiovisual effect (Figure 6.1).
The experiment ended after the three phases had elapsed or if the infant repeatedly
showed signs of fussiness or discomfort. The parents were then debriefed and compen-
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sated. A complete experiment lasted 7.5 minutes and a full testing session lasted approximately an hour.

Figure 6.1. The visual stimuli used in the three phases. A. In the baseline phase, which lasted 2 minutes,
the static image was shown. B. In the connect phase, which lasted 3.5 minutes, the image wiggled, and
a sound was played when the infant moved the trigger arm. C. In the disconnect phase, which lasted 2
minutes, the static image was shown again.

6.2.5 Data acquisition
6.2.5.1 Movement frequency recordings
Movement was registered for each limb whenever the change in the limb’s acceleration
exceeded a threshold value that was kept constant across infants. The threshold’s sensitivity level was based on pilot data and was adjusted as to minimize the measurement noise
resulting from head or torso movements, yet allowing infants in this age group to easily
set off the audiovisual effect. Above-threshold movements were logged as count data at
20Hz.

6.2.5.2 EEG recordings
Data were sampled at 500Hz, applying 0.016Hz high-pass and 125Hz low-pass filters
online. We strived to keep the impedances below 50k℧. Because infants were lying in the
baby seat, we were often unable to obtain clean signals from the occipital and parietal
sites, making an averaged reference inappropriate (Trainor et al., 2003). Relative to the
mastoids, the MMN response appears negative at frontal sites (Trainor, Samuel, Desjardings, & Sonnadata, 2001); furthermore, the identification of adult MMN responses has
shown to be more robust in mastoid-referenced data (Walker-Black & Stuart, 2008). Thus,
the signal was re-referenced offline to the mastoid average (TP9, TP10).
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6.2.5.3 Video recordings
Experimental sessions were filmed to monitor the experimental process on-site.

6.2.6 Data preparation and analyses
Behavioral data were pre-processed in Excel (Microsoft Office Professional Plus 2013).
Statistical analyses were performed using IBM SPSS Statistics, Version 21.0. EEG data
pre-processing and analyses were done using the open-source Matlab toolbox Fieldtrip
(Donders Institute for Brain, Cognition, and Behavior; http://www.fieldtriptoolbox.org/,
Oostenveld, Fries, Maris, & Schoffelen, 2011).

6.2.6.1 Movement frequency data
The experiment was segmented into 45 time bins by computing the movement frequency
over 10-second intervals. We opted for this time-scale because treating repeated measures
as a continuous outcome increases the chances of detecting growth effects (Kwok, Underhill, Berry, Luo, Elliott, & Yoon, 2008), such as the linear and quadratic trends we were
primarily interested in. Moreover, the finer-grained the scale, the more data points can
be preserved per infant. All infants who completed the connect phase were included in
the analyses; at this cut-off point a participant’s behavioral response pattern could offer a
meaningful contribution to the parameter estimation.
The behavioral data were modeled using multilevel time series analyses, which is an especially suitable technique for hierarchical data structures, such as movement series nested
within infants (Vossen, Van Breukelen, Hermens, Van Os & Lousberg, 2011). Even more
crucial for dealing with infant data, multilevel analyses rely on likelihood-based estimations and thus can handle missing data without requiring list-wise deletion, resulting in a
considerable power gain (Kwok et al., 2008; Vossen et al., 2011). The choice of multilevel
modeling was further motivated by the observed variance-component coefficient (VCC)
of .41, indicating that almost half of the variability in movement frequency over time was
found at the between-individual level.
To distinguish between the within-infant and between-infant differences in outcome
trajectories over time, a multilevel model partitions the variance into a fixed and a random
component. Fixed effects estimate a single population parameter (e.g., the mean movement
frequency at baseline), whereas random effects describe the random probability distribution around that fixed effect for each infant (e.g., the variance of the baseline movement
frequency) (Curran, Obeidat, & Losardo, 2010). The appropriate modeling of the random
part is beneficial to the valid estimation of the fixed model part (Jacqmin-Gadda, Sibillot,
Proust, Molina, & Thiébaut, 2007), as well as quantifying the descriptive quality of the
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model by estimating the amount of variation at each level that is still unexplained after
taking into account the specified model.
In the fixed model parts, we introduced 1) dummy predictors to assess the main effect
of each phase, and 2) time by phase interaction terms testing for linear and quadratic
trends during each phase. All predictors were centered with respect to the arithmetic mean
prior to computing the quadratic terms and were therefore orthogonal.
In all of our models, the random part combined a random intercept to capture the
residual between-subject variation in movement frequency with an Autoregressive Moving Average Error (ARMA(1,1)) to model the within-subject residual variation over time.
ARMA(1,1) matches the autoregressive structure inherent to most time series data as it
assumes that behavior at adjacent time points would correlate more strongly. By allowing
individual intercepts to vary randomly, the model accounts for individual differences in
movement frequency, i.e., that behavior within the individual tends to be more similar than
behavior across individuals. ARMA(1,1) was chosen as it is the most general covariance
structure for within-subject variation that can be combined with a random intercept and is
still parsimonious in the presence of a large number of repeated measures within individual
(Nentjes, Bernstein, Arntz, van Breukelen, & Slaats, 2015; Vossen et al., 2011).
The first model looked at phase-specific changes in movement frequency over time,
while allowing this change to be relative to each infant’s own intercept. The analytic
strategy was to 1) saturate the fixed model part, 2) remove the non-significant predictors
backwards unless that would lead to a significant deterioration in model fit or parsimony.
Predictors were pruned hierarchically (i.e., from second-order polynomials to main effects).
As all models shared the same random part, they were estimated using the Maximum
Likelihood (ML) method in order to be compared with Likelihood Ratio tests in terms of
their model fit to parsimony. This way, we could also evaluate the effect of imposing constraints in the fixed part at each step. The final model was re-estimated with the Restricted
Maximum Likelihood (REML) method to obtain the unbiased covariance estimates (Browne
& Draper, 2006).

6.2.6.2 EEG data
Each movement of the trigger arm was considered a trial; thus, the onset of each trial was
defined by a marker sent to the EEG system upon trigger arm movement as detected by
the accelerometers. The MMN analyses and artifact rejection were done on the frontal
sites (F3, F4), where the MMN’s morphology has shown to be most pronounced in 3- to
4-month-olds (He, Hotson & Trainor, 2007; Trainor et al., 2003). A 0.5 – 20Hz bandpass
filter was applied and the mean signal of each trial was subtracted from the data. The
continuous output was segmented into 600-ms movement-locked epochs, including a
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100-ms pre-stimulus baseline (henceforth PMB to disambiguate the pre-movement EEG
baseline from the experiment’s baseline phase); correction was set at the mean amplitude
over the PMB. High-amplitude artifacts were rejected manually; as a general rule of thumb,
trials with measured activity exceeding 50μV during the PMB and 150μV during the epoch
were rejected.
All individual datasets with at least five artifact-free trials in the baseline and in the
disconnect phase entered the analysis. 16 out of 22 infants had more than 20 trials for
each phase, and apart from one infant who had eight artifact-free trials for one phase, all
participants contributed at least 10 trials per phase. Baseline and disconnect trials were
averaged separately across participants. To form difference waves, the averaged disconnect
waveforms were subtracted from the averaged baseline waveforms. The mean amplitudes
for the 200-350-ms window, within which we expected the MMN-response (Basirat,
Dehaene & Dehaene-Lambertz, 2014; Trainor et al., 2003), were derived from the averaged signal over 20-ms data segments. A one-tailed paired t-test checked for waveform
differences between the two phases.
To rule out the alternative of the group-level result being caused by the averaging of
two distinct ERP morphologies as reported by Trainor and colleagues (2003), infants’ MMN
responses were classified either in the positive waveform group, or in the MMN group. The
split was based on the deflection of the averaged measured activity over the window of
interest. The groups were then used as a predictor in the neurobehavioral analysis.

6.2.6.3 Neurobehavioral model
It was of primary interest to assess the extent to which the behavioral patterns were
consistent with the neural mismatch responses pattern. Thus, this analysis focused only
on infants from whom we had obtained sufficient data for the EEG analysis, as well as
movement frequency data. Furthermore, we were interested in testing for movement
specificity and whether its presence can be related to the infants’ deflection of the ERP
waveform. Thus, we extended the behavioral model into a growth model. This allowed us
to assess the interaction of ERP waveform group (positive or negative) and phase-specific
behavioral patterns (Curran, Obeidat & Losardo, 2010; Kwok et al., 2008). Moreover, we
assessed to what extent the behavioral patterns were observed differentially for the trigger
arm compared to the other arm since limb specificity indicates that movement frequency
increase is not merely caused by arousal.
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6.3 Results
6.3.1 Behavioral analysis
Thirty-six infants completed the connect phase and were included in the behavioral analysis
(MAge = 117.56 days, SDAge = 12.18 days). An additional 29 infants were excluded from the
analysis due to excessive crying before the end of the connect phase (21 infants), falling
asleep (2 infants) or technical errors (6 infants).
Averaging the movement of all limbs, infants moved more during the disconnect phase
relative to baseline and connect phases (B = 15.04, SE = 2.90, t(60.774) = 5.19, p < .001,
95% CI [9.24, 20.84]), but the baseline and connect phases did not differ significantly in
terms of mean movement frequency (B = -1.15, SE = 2.13, t(154.523) = -.54, p = .592,
95% CI [-5.35, 3.06]). During the connect phase, infants responded to the contingent
effect by linearly increasing their overall movements (B = 0.65, SE = .19, t(206.5) = 3.45,
p = .001, 95% CI [-0.28, 1.02]). However, the infants’ behavioral response to the absence
of the audiovisual effect did not follow the predicted quadratic trend in the disconnect
phase (B = -0.12, SE = .09, t(382.82) = -1.29, p = .20), suggesting no evidence for a
group-level extinction burst. These findings match the results obtained when re-running
the analysis with limb specificity (trigger arm versus contralateral arm) as additional factor.
Limb specific behavior would indicate that increased movement frequency is not caused by
mere arousal. In the limb-specificity analysis, an additional marginally significant difference
in mean movement frequency during the connect phase was found for the trigger arm
compared to the contralateral arm (B = 0.67, SE = 0.34, t(1936.62) = -1.95, p = .051,
95% CI [-1.35, 0.00]). However, the corresponding random effect was also significant,
indicating substantial variation across infants’ response patterns. See Figure 6.2 for the
movement frequency patterns.

6.3.2 ERP analysis
Twenty-two infants had sufficient data for the ERP analysis (see Methods for criteria; MAge
= 116.68 days, SDAge = 14.52). The total number of artifact-free trials was 956 during
the baseline phase (MTrials = 43.45, SD = 26.30) and 1193 during the disconnect phase
(MTrials = 54.23, SD = 30.99). No significant MMN component was found 200-350ms after
onset (t(21) = -1.05, p = .847, one-tailed; Figure 6.3), the expected time window for
infants of this age (latency based on Basirat, Dehaene & Dehaene-Lambertz, 2014; Trainor
et al., 2003). Thus, as a group, the 3- to 4.5-month-old infants showed no evidence of
differential neural processing during the disconnect and baseline phases.
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Figure 6.2. Movement frequency over time binned in 10-second segments. Until the disconnect phase,
36 infants are included; the number of infants after that point are indicated in the figure. The average
movement behavior over all limbs is indicated in black. Additionally, the movement behavior of each
individual limb (trigger arm, contralateral arm, and the legs ipsilateral and contralateral to the trigger
arm) is shown in the plot. Error bars, shown for the average of all limbs and for the trigger arm, reflect
one standard error around the mean.

Figure 6.3. ERP results of the MMN analysis (shaded area reflects one standard error around the mean).
We found no statistical evidence for a difference between the disconnect and baseline phases in the time
window of interest (200-350ms after trigger arm movement).

However, previous research suggests that, especially in the first months of life, the
direction of ERP deflections can change due to brain maturation (de Haan, 2013; Thierry,
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2005). Importantly, Trainor and colleagues showed that infants between 2 and 6 months
of age transition from showing a positive waveform to an adult-like negative MMN in a
mismatch paradigm (Trainor et al., 2003). Based on these findings, we explored whether
our sample consisted of some infants showing a negative and some infants showing a
positive deflection, leading to the appearance of no MMN overall. Following Trainor and
colleagues (2003), we split our sample into two groups based on the mean amplitude of
the difference wave in the time window of interest (see Figure 6.4A and Figure 6.4B). The
mismatch negativity subgroup consisted of ten infants (MAge = 113.40 days, SD = 13.95),
yielding 460 artifact-free trials during the baseline phase (MTrials = 46.00, SD = 26.19) versus
494 trials in the disconnect phase (MTrials = 49.40, SD = 28.54). The positive waveform
subgroup included twelve infants (MAge = 119.417 days, SD = 15.01), with 496 baseline
trials (MTrials = 46, SD = 26.19) and 699 disconnect trials (MTrials = 58.25, SD = 33.58).
The average ERP of the mismatch negativity subgroup showed a clear MMN morphology,
whereas the positive waveform subgroup exhibited no clear ERP. The two subgroups did
not differ in age (t = 0.966, p = .346). We did not perform any statistical tests on the
resulting waveforms after splitting the groups to avoid circular statistical analysis. Instead,
we re-analyzed the behavioral data using the ERP group as a predictor, as described below.

6.3.3 Neurobehavioral analysis
After finding two mismatch response profiles in the electrophysiological data, we were
specifically interested in testing whether these two subgroups showed any differences
in their movement patterns. In particular, we investigated differences in the movement
patterns between trigger arm and contralateral arm. To estimate potential differences between the subgroups, we tested for cross-level interactions in a model with ERP deflection
predicting movement pattern and limb specificity.
The mean movement frequency per arm in the connect (B = 2.46, SE = 0.70, t(1154.72)
= 3.52, p < .001, 95% CI [1.09, 3.83]) and disconnect (B = 5.45, SE = 0.96, t(1157.44)
= 5.71, p < .001, 95% CI [3.57, 7.32]) phases was conditional on the deflection of the
mismatch response, such that the trigger arm moved more frequently than the contralateral in the mismatch negativity relative to the positive waveform group. The difference per
arm in the shape of the extinction burst during the disconnect phase was also conditional
on the deflection of the mismatch response (B = 0.26, SE = 0.06, t(1248.13) = 4.32, p
< .001, 95% CI [0.14, 0.39]); that is, the movement of the trigger arm followed a more
pronounced limb-specific extinction burst relative to that of the contralateral arm in the
mismatch negativity compared to the positive waveform group (Figure 6.4). Crucially, there
was no significant difference between the groups regarding the linear increase during the
connect phase (B = -0.24, SE = 0.12, t(1183.76) = -0.21, p = .836, 95% CI [-0.25, 0.20]).
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Figure 6.4. The ERP waveforms per group and their corresponding behavioral movement frequency patterns (one standard error around the mean indicated by shaded area (ERPs) and bars (behavioral data)).
A. ERP waveform of the group of infants with a negative mean deflection in the time window of interest (MMN group). B. ERP waveform of the group of infants with a positive mean deflection in the time
window of interest (positive waveform group). C. Behavioral patterns of the three phases for the MMN
group. D. Behavioral patterns of the three phases for the positive waveform group.

6.3.4 Exploratory analyses
The difference between the groups in number of movements in the connect phase could
potentially be an explanation for the group differences in the disconnect phase. A Pearson correlation between the number of movements in the connect phase and the mean
amplitude of the difference wave between the baseline and connect phase (by which the
groups were determined) revealed no significant effect (r = -.120, p = .595), indicating that
number of movements by itself could not explain our group differences. Since the positive
waveform group still moved on average 152 times in the connect phase, it seems they had
ample learning opportunity.
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6.4 Discussion
In this study, we investigated whether 3- to 4.5-month-old infants build a model of the effects of their own movements, a crucial prerequisite for the sense of agency. We obtained
electrophysiological and behavioral measures to inform us about infants’ action-effect
models and in particular about infants’ violation of expectation upon discontinuation of
a sensorimotor contingency. We hypothesized that if infants built a causal action-effect
model, we would observe this in the data in two ways: a mismatch negativity response in
the electrophysiological data, and an extinction burst, a temporary additional increase and
then decrease in movement frequency, after the effect was discontinued. We found that
only a subset of infants showed a mismatch negativity response to a violation of expectation of the action consequences, and thus establish the causal connection between their
actions and the consequences of their actions. Notably, these infants also had a greater
extinction burst for the arm that triggered the effect as compared to the contralateral
arm, indicating that these infants had built not only built a causal action-effect model, but
also had learned which specific limb triggered the effect. The other infants did not show
an electrophysiological violation of expectation. Moreover, they did not demonstrate limb
specificity during the disconnect phase. The exploratory analyses do not provide an indication that the results are based on a difference in learning opportunities. Rather, our results
are better explained by the sense of agency not yet being present in the positive waveform
group, causing this group of infants not to build a causal action-effect model regardless of
the learning opportunities. Therefore, we suggest that the group differences arise from a
difference in the development of the sense of agency. In sum, these findings suggest that
not all infants were able to build an action-effect model, and thus that the sense of agency
is still emerging in infants between 3 and 4.5 months of age.
Since infants increase their movement frequency when a movement produces an
effect, researchers have previously suggested that a sense of agency is present from 2
months of age (Rochat & Striano, 1999, 2000; Watanabe & Taga, 2006). This behavior was
replicated in the current study, as infants showed a linear increase in movement frequency
in the connect phase. Computer simulation research, however, has demonstrated that an
underlying causal model cannot be inferred from this behavioral pattern (Zaadnoordijk,
Otworowska, Kwisthout & Hunnius, 2018, Chapter 5). This was why, in contrast to previous research, our focus was on the violation of expectation, as this indicates that infants
have made a prediction regarding the consequences of their action and thus have built an
internal model. In previous work on infants’ abilities to predict the consequences of their
own actions, 10-month-olds were presented with a visual stimulus upon pressing a button
(Kenward, 2010). The infants were able to make anticipatory fixations towards the location
on the screen before they pressed the button and the effect appeared. Building on these
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ideas, our study is the first to obtain both behavior and EEG data to show that the ability
to predict the consequences of one’s actions emerges between 3 and 4.5 months of age.
Due to the developmental properties of the MMN, and in line with previous research
(Trainor et al., 2003), we split our sample based on the mean amplitude of the EEG signal
during the time window of interest. This procedure gave us important insights into the
emergence of the sense of agency, as it revealed the underlying interactions between
the neural signal and infants’ behavior. Splitting our sample according to the direction
of deflection of the individual’s averaged measured activity may have introduced some
individual misclassifications. Crucially, however, the resulting waveforms — a global drift
in the positive waveform group and an ERP-like waveform in the mismatch negativity
subgroup — are a direct consequence of our design and not an artifact of our analysis. The
two observed waveforms are in line with the latency and morphology reported by others
studying the MMN in this age group, who also find a split across infants in positive and
negative amplitudes (e.g., Trainor et al., 2003). Moreover, the observed neural processing
differences translated to a specific behavioral difference, evident from the limb specificity
found in the mismatch negativity but not in the positive waveform subgroup during the
extinction burst in the disconnect phase.
It remains an open question whether the infants in the positive waveform group did
not detect that their movement caused the audiovisual effect, or whether they built an incorrect causal model (e.g., a model in which another limb caused the effect). An additional
open question is which factors influence the development of a sense of agency. The infants
who displayed a violation of expectation and a limb specific extinction burst may be further
in their general development or may have specific cognitive advantages. Since the sense of
agency emerges in all infants eventually, we expect that the split in neural and behavioral
data disappears and becomes similar to the MMN group as infants grow older. Similarly,
we expect that a group of much younger infants would react more similar to the positive
waveform group. Future research could confirm or disprove these hypotheses as well as
address the open questions.
The question regarding which patterns of behavior demonstrate an underlying causal
model is not only within the purview of infant development; animal behavior researchers
also debate this topic. Comparable to the results of computer simulation work (Zaadnoordijk, Otworowska, Kwisthout & Hunnius, 2018, Chapter 5) showing that behaviors
previously taken as evidence for an underlying causal model could be explained with a simpler model-free mechanism, Taylor and colleagues (2014, 2015) have argued that complex
tool-use does not necessarily indicate capacity for causal reasoning. Crows were shown to
be unable to produce causal interventions and thus lack certain causal learning capacities,
even though the ability for causal interventions had previously been taking to underlie
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complex tool use (Taylor et al., 2014). Thus, the underlying mechanisms of behavioral data,
rather than their complexity or intuitive explanation, provides a measure of causal model
building capacities of human and non-human populations.
In the present study, we shed light on infants’ ability to learn causal relations between
their actions and the subsequent consequences, by complementing behavioral data with
neural measures. This combination allowed us to show that behavior alone is not sufficiently
nuanced for assessing the developing sense of agency. While we replicate previously found
behavior that has been taken as indicative of a sense of agency, the electrophysiological
data demonstrate — and thereby confirm theoretical research (Zaadnoordijk, Otworowska,
Kwisthout & Hunnius, 2018, Chapter 5) — that this is a flawed interpretation. We do not
find an interaction between subgroup and linear increase in the connect phase. Since researchers in previous studies only acquired behavioral data, it was impossible to determine
whether infants experienced a violation of expectation when the causal connection was
manipulated. The EEG results indicate that only a subset of 3- to 4.5-month-old infants
built an action-effect model, and thus that the sense of agency is emerging but not evident
for all infants in this age group. Our findings therefore demonstrate limitations of the
previous claims about infants’ sense of agency and the evidence by which these claims
were justified. By going beyond the behavioral data, we were able to demonstrate for the
first time how infants’ movements turn into actions as sense of agency emerges.
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It’s Complicated Part I: The Relation
between Motor Development and
Infants’ Sense of Agency

She raised one hand and flexed its fingers
and wondered, as she had sometimes
before, how this thing, this machine for
gripping, this fleshy spider on the end of
her arm, came to be hers, entirely at her
command. Or did it have some little life
of its own?
Ian McEwan, 2001, Atonement

Based on:
Zaadnoordijk, L., Stapel, J. & Hunnius, S. (under review) It’s
complicated: The relation between motor development and infants’
sense of agency.
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The findings of Chapter 6 suggest that there are substantial individual differences in the
emergence of a sense of agency in infancy. Here, we investigate whether infants’ motor
capacity is one of the factors related to the development of their sense of agency.

Abstract
Variability in infants’ motor development may be an important factor explaining the
previously reported substantial variability in the emerging sense of agency. Since sensory
predictions are derived from motor commands, sensory predictions might be less precise in
infants whose motor development is less advanced. Consequently, they might not detect
the contingent relation between their behavior and the sensory consequences of their
behavior. We assessed infants’ sense of agency using a mobile-paradigm, in which infants’
right arm movements triggered an audio-visual effect. We focused on the extinction burst
(an additional increase followed by a decrease of movement frequency) upon cessation of
the audio-visual effect, which is considered an indication that the necessary causal actioneffect model is present. Motor development was assessed via the kinematic data of a
reaching task. We hypothesized that infants with a further progressed motor development
would be more likely to show an extinction burst. Moreover, we investigated whether motor development was related to the presence of an extinction burst specifically for the arm
that caused the effect. We did not find evidence that motor development is significantly
related to the presence or limb-specificity of the extinction burst. The implications for the
developing sense of agency are discussed.
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7.1 Introduction
Our body is our interface with the world. While as adults we experience that with our body,
we carry out actions that cause effects, this sense of agency cannot be taken for granted
in infants. Previous research has taken an increase in frequency of an action when the
action is followed by an effect as an indicator for a sense of agency (see Rochat & Striano,
2000, for a review). This behavior has, for example, been observed in the mobile-paradigm
(Rovee & Rovee, 1969). In this paradigm, infants lie in a crib with a mobile hanging above
their head. In the experimental phase, one of the infant’s limbs is tethered to the mobile,
resulting in contingent mobile movement upon movement of that limb. The observed
increase in movement frequency when the infant’s limb was connected to the mobile was
taken as evidence that infants experienced causal control over the mobile (Kelso, 2016;
Watanabe & Taga, 2006; Watson, 1972, 1981) and that a sense of agency had emerged
(Kelso, 2016; Watanabe & Taga, 2011). Watanabe and Taga (2006) further showed that
the increasing action frequency becomes progressively specific to the limb that is causing
the effect in infants between two and four months of age, suggesting that the behavior is
not a result of a general arousal.
An internal causal action-effect model is necessary for the sense of agency and its
presence was inferred from infants’ contingency detection ability. However, recently,
the validity of using mere contingency detection and an increase in action frequency as
evidence for the presence of an internal causal action-effect model has been questioned
(Kenward, 2010; Zaadnoordijk, Besold & Hunnius, 2019, Chapter 4; Zaadnoordijk, Otworowska, Kwisthout & Hunnius, 2018, Chapter 5). It has been argued that, although
contingency detection may play an important role in generating the sense of agency,
evidence of an underlying causal model is required to conclude that a sense of agency is
present. Computer simulation research demonstrated that the increase in action frequency
when the action is followed by an effect can be produced by an agent who does not
learn causal relations and that this also includes the previously observed limb specificity
(Zaadnoordijk, Otworowska, Kwisthout & Hunnius, 2018, Chapter 5). This shows that an
increase in limb movements during the connect phase cannot be taken as evidence for the
underlying causal action-effect model. Beside an increase during the connect phase, an
extinction burst (an additional increase and then decrease in movement frequency when
the contingency is discontinued) has sometimes been observed in the behavioral data from
mobile experiments (e.g., Alessandri, Sullivan, & Lewis, 1990; Heathcock, Bhat, Lobo, &
Galloway, 2004; Rovee-Collier, Morrongiello, Aron, & Kupersmidt, 1978). The results of the
simulation suggested that an extinction burst might indicate an underlying causal model.
Since the extinction burst could in principle be explained by other factors (such as
fussiness), Zaadnoordijk, Meyer, Zaharieva, Kemalasari, van Pelt & Hunnius (under review,
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Chapter 6) aimed to find additional evidence for an underlying causal model in early
infancy by focusing on infants’ ability to learn to anticipate the consequences of their
actions. With a computerized version of the mobile-paradigm, using both behavioral and
neural (EEG) measures, they investigated whether 3- to 4.5-month-old infants showed a
violation of expectation response, as indicated by an extinction burst and a neural mismatch
negativity response (a so-called MMN), to the omission of the effect upon moving the arm
that previously triggered an effect after discontinuation of the contingency. Their results
demonstrated that those infants who displayed an MMN, a neural marker of a violation
of expectation, also showed more limb specificity in their extinction burst, suggesting that
these infants had built a limb-specific expectation of the consequences of their actions.
However, they also found that the presence and precision of the causal action-effect model
in infants between 3 and 4.5 months of age is still developing. It is currently unknown
what factors play a role in the emergence and development of infants’ sense of agency.
One factor that may influence the development of a sense of agency in early infancy
is motor development. Various theoretical accounts of the sense of agency place a heavy
weight on sensorimotor contingencies, such as the comparator model (Blakemore, Wolpert
& Frith, 2002), the predictive processing account (Hohwy, 2007), and the intentional binding account (Haggard, Clark & Kalogeras, 2002). Also in the critical reflections regarding
the sufficiency of the ability to detect contingencies, the importance of contingencies for
experiencing the sense of agency is acknowledged (e.g., Zaadnoordijk, Besold, & Hunnius,
2019). Sensorimotor contingencies are assumed to be detected by comparing the sensory
observation to the internal sensory prediction that was made based on the motor command. This interplay between sensory feedback and sensorimotor signals suggests that
motor control may be important for experiencing a sense of agency. It is already widely
established that sensory feedback contributes to the sense of agency. When observed
sensory consequences are sufficiently manipulated, participants no longer experience a
sense of agency (for review see David, Newen, & Vogeley, 2008). However, the influence of
motor control and motor development on the sense of agency has received little attention.
A notable exception is an experiment with children with cerebral palsy, which has shown
that compared to healthy control children, the children with cerebral palsy indeed make less
precise sensory predictions as indicated by a greater uncertainty about whether or not an
observed sensory event is produced by their action (Ritterband-Rosenbaum, Christensen,
Kliim-Due, Petersen, Rasmussen & Nielsen, 2011). In healthy infants, we hypothesize that
predictions become more accurate and more precise as their motor capacities improve.
The rationale is that with less noise in the motor domain, the uncertainty decreases, and
the precision of the sensorimotor predictions increases. Therefore, it is possible that the
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development of motor skills facilitates learning about the consequences of one’s action
and, thereby, the developing sense of agency.
In the present study, we investigated whether motor development is related to the
developing sense of agency. We aimed to address whether motor development relates
to infants’ causal action-effect model, which forms the basis of the sense of agency, as
demonstrated by an expectation of the consequences of their actions. Previous work
showed that the extinction burst arises from a violation of expectation and is indicative for
the presence of the internal causal model (Zaadnoordijk et al., under review, Chapter 6;
Zaadnoordijk, Otworowska, Kwisthout & Hunnius, 2018, Chapter 5). We further aimed to
examine the precision of this model, as demonstrated the limb-specificity of the movement
patterns.
The infants were presented with two tasks. In the first task, we used a computerized
version of the mobile-paradigm to assess whether an extinction burst was present in their
movement behavior upon cessation of the action-effect contingency to assess whether
a causal action-effect model was present (Mobile-Task). The second task was a reaching
task in which infants reached for a colorful toy. We measured infants’ motor development,
specifically the motor control over their arm movements, by the number of movement
units present in their reaching kinematics (Reaching-Task). Movement units are characterized by first an acceleration and then a deceleration of a movement (von Hofsten, 1979). A
perfect reaching movement consists of one movement unit. Although infants require many
more movement units for reaching, this number decreases with the progression of their
motor development (von Hofsten, 1979, 1991). A lower number of movement units thus
indicates a further progressed motor development.
We hypothesized that infants’ ability to build a model of the consequences of their
actions as well as the precision of this model would be related to their motor development.
In the Mobile-Task, the presence of the causal action-effect model was assessed by the
extinction burst, whereas the precision of the model was assessed by the limb-specificity of
the behavior. Motor development was measured by the number of movement units in the
Reaching-Task. Specifically, we expected that infants who showed an extinction burst in
their movement frequency after the contingent effect ceased to exist (Mobile-Task) would
display fewer movement units in their reaching movement (Reaching-Task). Additionally,
we expected that infants who reached with fewer movement units (Reaching-Task) would
exhibit more limb specificity in their movement frequency after the contingent effect
ceased to exist (Mobile-Task). The effect in the Mobile-Task was always triggered by the
right arm, and the reaching was always carried out with the right arm in the ReachingTask to control for differences in motor control between limbs. In order to exclude the
possibility that a relation between these measures would be a consequence of the level
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of general (socio-cognitive) development, we used the Vineland Adaptive Behavior Scales
(VABS; Sparrow, Cicchetti & Balla, 2005), a parental questionnaire assessing child behavior
in various cognitive domains, as a control variable in our data analysis.

7.2 Methods
7.2.1 Preregistration
The hypotheses, methods and analyses in this study were preregistered via AsPredicted
(http://aspredicted.org/blind.php?x=b39qe2)

7.2.2 Participants
Forty-four five-month-old (MAge = 151.77 days, SDAge = 9.64, age range: 132-169 days)
full-term infants with no known neurological or developmental disorders were included in
the analyses. They were recruited from a database of families willing to participant in infant
experiment. An additional 11 infants were tested but excluded because of technical errors
(N=4), an insufficient number of movements during the connect phase in the Mobile-Task
(N=2), an insufficient number of successful reaches (N=3), a number of movement units
more than 3 standard deviations above the mean (N=1), and because the experiment
was aborted due to excessive crying (N=1). Caregivers gave informed consent prior to
the experiment. Participants received a baby-book or a small monetary reward for their
participation. Ethical approval for this experiment was granted by the local ethics committee (ECSW2017-0805-504).

7.2.3 Materials & Procedure
Prior to the experiment the caregiver was instructed to remain neutral and refrain from
interfering unless asked otherwise or to soothe the infant if necessary. The infants were
first presented with the Mobile-Task and then with the Reaching-Task. The whole procedure took approximately 30 minutes. In addition, the caregivers were contacted for the
Vineland Adaptive Behavior Scales within 24 hours prior to or after the session (with the
exception of 1 questionnaire which was administered more than 24 but less than 48 hours
before the session).

7.2.3.1 Mobile-Task
First, we measured infants’ ability to build a causal action-effect model with the MobileTask. After seating the infant in front of a computer screen (15”, at a distance of approximately 50cm) in a baby seat, four accelerometers were secured around their wrists
and ankles (see Figure 7.1). The accelerometer triggering the audiovisual effect was always
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fastened around the wrist of the right arm. We chose to fasten it around their arm instead
of a leg because our measure of motor development (reaching kinematics) is specific to
the arm as well. An image of a mobile toy was presented across the three phases in a
fixed, uninterrupted sequence – baseline, connect, and disconnect (see Figure 7.1; the
same task is used in Zaadnoordijk et al. (under review), Chapter 6). During the connect
phase (duration: 3 minutes), movement of the trigger arm elicited an audiovisual effect:
an animated version of the mobile toy with a simultaneous bell-like sound. The animation
lasted 650ms and was assembled from 44 rotated versions of the static image (ranging
between -10˚ and 10˚) using the visual processing software Virtual Dub 1.10.4. During the
baseline and disconnect phases (duration: 0.5 and 2 minutes respectively), the image was
static. The stimuli were presented via Presentation software (Neurobehavioral Systems;
http://www.neurobs.com/). The experiment ended after the three phases had finished or
if the infant showed signs of fussiness or distress. Infants were included in the analysis if
they completed at least the first 300 seconds (i.e., up until ¾ of the disconnect phase) of
the experiment and had moved their trigger arm more than 10 times during the connect
phase.

7

Figure 7.1. The setup of the Mobile-Task. The infant has a black accelerometer bracelet around each
limb, and the baby seat allows for free movement of all limbs whilst keeping the infant in a stable position.
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Figure 7.2. Stimuli used in the Mobile-Task for the baseline (A), connect (B) and disconnect (C) phases.
Infants were presented with a static image during the baseline (0.5 minute) and disconnect (2 minutes)
phases. In the connect phase (3 minutes) movement of the trigger arm elicited an audiovisual effect: a
wiggling picture accompanied by a bell-like sound.

7.2.3.2 Reaching-Task
Next, we assessed infants’ motor development, specifically the motor control of their arm
movements, through the movement units in their reaching kinematics. For the ReachingTask, the infants remained seated in the bouncing chair. Caregivers were asked to gently
hold the infant’s hands against the infant’s belly until the experimenter indicated that they
were allowed to release the right hand. The experimenter presented the infant with a toy
and held the toy or placed it in a predetermined location in front of the infant, comfortably
within the infant’s reach. When the parent was instructed to release the infant’s right
hand (while holding the left hand in place) the reaching trial began. Infants had to reach
with their right arm because this was also the arm that triggered the audio-visual effect
in the Mobile-Task. A reach was considered completed as soon as the infant touched the
toy. Data were recorded with a Qualisys Oqus 5+ motion-tracking device (Qualisys Motion
Capture Systems, Gothenburg, Sweden) with a sampling rate of 100 Hz. The 8-camera
motion capture system was used to track the motion of a reflective marker attached to the
infant’s hand (2.5 mm in diameter), while a video recording of the experiment was made
with one of the cameras. This task was ended when either 15 reaches were made or when
the infant started to show signs of distress. Infants were included in the analysis if we were
able to acquire data of at least five successful reaches.
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7.2.4 Data processing
7.2.4.1 Determining the presence of an extinction burst in the Mobile-Task
In order to determine the presence of an extinction burst, our measure indicating that
infants had built a causal action-effect model in the mobile-paradigm task, the two minutes of movement data in the disconnect phase were clustered in bins of 30 seconds.
An infant was considered to have shown an extinction burst if their mean movement
frequency in the disconnect phase at any point reached a value that was minimally 10%
higher (to account for noise) than the frequency in the last 30 seconds of the connect
phase and afterwards decreased. This criterion was defined based on the data acquired by
Zaadnoordijk and collaegues (submitted, Chapter 6).

7.2.4.2 Determining the limb specificity in the Mobile-Task
We measured limb specificity in the disconnect phase for infants who showed an extinction
burst. Limb specificity was measured both as the percentage of trigger arm movements
over and above the movements of the other limbs, and as the percentage of arm movements over and above the leg movements. These values reflect a developmental process
in which the former is considered an indicator of more advanced development than the
latter. Due to conflicting prior literature (cf. Jacquey, Montone, Fagard, Esseily & O’Regan,
in prep.; Watanabe & Taga, 2006), we did not know how far developed infants in this age
group would be. Therefore, we determined limb specificity in both ways and compared the
quality of the regression models (see 7.2.5.2).

7.2.4.3 Determining the number of movement units in the Reaching-Task
The reaching kinematics data were analyzed from the onset of a trial (parents releasing
the infant’s hand) until the infant touched the toy. From these data, movement units were
extracted. In line with previous research, movement units were defined by the movement’s
velocity profile (Gottwald & Gredebäck, 2015; von Hofsten, 1991). Each movement unit
contained one acceleration phase and one subsequent deceleration phase (Gottwald &
Gredebäck, 2015; von Hofsten, 1991). Our criteria for movement units were determined
based on the first two data sets of infants displaying minimal five reaches successfully (i.e.,
touched the object, no parental interference, marker visibility during peaks and troughs).
Based on these data we set the threshold for the minimum peak height to 1.1 and the
minimum peak difference to 0.15 to determine movement units. Further, we set the
threshold for the minimum difference between peak and trough for neighboring peaks
to 0.1, which allowed us to decide whether nearby peaks should be merged or treated
separately. The number of movement units were determined using TimeStudio (Version
3.16; http://timestudioproject.com; Nyström, Falck-Ytter & Gredebäck, 2016).
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7.2.4.4 Vineland Adaptive Behavior Scales
Parents’ answers to the items of the Vineland Adaptive Behavior Scales (VABS; Sparrow,
Cicchetti & Balla, 2005) were scored for each domain individually according to the standard scoring. We then used the summed score of the VABS (excluding the motor part) as
a predictor in the regression analysis. We excluded the motor part in order to make the
measure independent from the reaching kinematics measure.

7.2.5 Data analysis
7.2.5.1 RQ1: Do infants who use fewer movement units when reaching show
an extinction burst?
We conducted a binary logistic regression with the number of movement units and the
scores on the VABS as predictors and the presence of an extinction burst as outcome
variable. Since infants had a different number of successful reaches in the Reaching-Task,
we accounted for learning effects and corroborated the main analyses by comparing the
models using the movement units of all reaches to a model with only the first five reaching
trials as predictor.

7.2.5.2 RQ2: Do infants who use fewer movement units when reaching show
more limb specificity in their movement frequency?
Next, we conducted a multiple linear regression with the number of movement units and
the scores on the VABS as predictors and the degree of limb specificity in the disconnect
phase as outcome variable on the data of infants who showed an extinction burst. We ran
the regression twice, once with limb specificity of the trigger arm as outcome variable and
once with limb specificity of arms compared to legs as outcome variable. We then used the
Akaike Information Criterion to compare how well each model described the data. Since
infants had a different number of successful reaches in the Reaching-Task, we accounted
for learning effects and corroborated the main analyses by comparing the model using the
movement units of all reaches to a model with only the first five reaching trials as predictor.

7.2.5.3 Replication analysis
In addition to the analyses mentioned above, we conducted a multilevel time-series analysis
on the data from the Mobile-Task to investigate whether we replicated previous findings of
Zaadnoordijk and colleagues (under review, Chapter 6). In contrast to the other analyses
in the present study (for which we used time bins of 30 seconds to enable assessing the
extinction burst criteria), we used time bins of 10 seconds here to make it comparable to
the previous study (Zaadnoordijk et al., under review; Chapter 6).
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7.3 Results
7.3.1 Descriptive data
7.3.1.1 Descriptive data of the Mobile-Task
All infants completed the Mobile-Task, except for one who completed 322 out of 330
seconds. Twenty-one out of 44 infants showed an extinction burst as defined by the criteria
in section 2.4.1. For the 21 infants who showed an extinction burst, we measured limb
specificity in the disconnect phase. Limb specificity was measured both as the percentage of trigger arm movements over and above the mean movements of the other limbs
(negative values indicate more movements by other limbs than trigger arm), and as the
percentage of arm movements over and above the leg movements. See Table 7.1 for more
details.
Table 7.1 Descriptive data of the Mobile-Task for included participants
Total duration
(max 330 sec)

Movements in
connect phase

Infants with
extinction burst

Degree of limb
specificity

Degree of effector
specificity

M = 329.82
SD = 1.21

M = 62.80
SD = 32.32

26 of 44

M = 37.46
SD = 107.14

M = 242.63
SD = 649.91

7

7.3.1.2 Descriptive data of the Reaching-Task
All included infants had at least five successful reaches (M = 8.84, SD = 2.20). We calculated the number of movement units according to the criteria described in Section 2.4.3
for all reaches (M = 9.72, SD = 5.35) and for the first five reaches to control for a learning
effect within infants that reached more during the task (M = 10.15, SD = 6.14). See Table
7.2 for more details.
Table 7.2 Descriptive data of the Reaching-Task for included participants
Successful reaches

Movement units for all reaches

Movement units for the first five reaches

M = 8.84
SD = 2.20

M = 9.72
SD = 5.35

M = 10.15
SD = 6.14

7.3.1.3 Descriptive data of the VABS
For each infant, the raw score on the VABS was calculated (M = 60.68, SD = 7.94). We
split the score in the raw VABS score excluding gross and fine motor skills to be used as a
control variable in the main analyses (M = 51.86, SD = 7.54) and the raw VABS score for
gross and fine motor skills to be used to corroborate the use of movement units as index
for motor development (M = 8.82, SD = 2.87). See Table 7.3 for more details.
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Table 7.3 Descriptive data of the VABS for included participants
Raw VABS score total

Raw VABS score excluding gross
and fine motor skills

Raw VABS score for gross and
fine motor skills

M = 60.68
SD = 7.94

M = 51.86
SD = 7.54

M = 8.82
SD = 2.87

7.3.2 Main analyses
7.3.2.1 Binary logistic regressions
The data of 44 infants were used in the binary logistic regression analyses to answer our first
research question: Do infants who use fewer movement units when reaching tend to show
an extinction burst? Out of 44 infants included in the analysis, 26 had an extinction burst
during the disconnect phase of the mobile-paradigm according to our predefined criteria.
We compared four models by calculating the Akaike Information Criterion (AIC), which
quantifies the model quality: In model 1 we used the mean number of movement units
for all reaches (predictor 1) and the total score (excluding the motor part) on the VABS
(predictor 2) as predictors and presence of extinction burst as outcome variable, and in
model 2 we used the mean number of movement units for the first five reaches (predictor
1) and the total score (excluding the motor part) on the VABS (predictor 2) as predictors
and presence of extinction burst as outcome variable. In model 3 and 4 we explored the
contribution of age as an additional predictor to model 1 and 2 respectively.
We found that these four models were not different from each other other (difference in AIC < 3) and that none of the models significantly predicted the presence of an
extinction burst (see Table 7.4). These results indicate that we found no evidence that the
number of movement units found in infants’ reaching is predictive of the presence of an
extinction burst in the Mobile-Task.
Table 7.4. Binary logistic regression model comparison for different predictors of the presence of an
extinction burst.
Model

a

Predictors
a

χ2 (p-value) df

-2 Log likelihood AIC

Percentage correctly classified

.053 (.974)

2

59.481

65.481

59.1

1

1.MU_all
2.VABSc

2

1.MU_first5b
2.VABSc

.060 (.970)

2

59.474

65.474

59.1

3

1.MU_alla
2.VABSc
3.Age at test

.086 (.994)

3

59.449

67.449

59.1

4

1.MU_first5b
2.VABSc
3.Age at test

.094 (.993)

3

59.441

67.441

59.1

Mean number of movement units for all reaches
Mean number of movement units for the first five reaches
c
Score on the VABS excluding the motor part
b

It’s Complicated Part I: The Relation between Motor Development and Infants’ Sense of Agency

129

7.3.2.2 Multiple linear regression
The data of the 26 infants (MAge = 151.65 days, SDAge = 8.46) who had an extinction burst
were used in the multiple linear regression analysis to answer the second research question: Do infants who use fewer movement units when reaching show more limb specificity
(i.e., move the trigger arm differently from the non-triggering limbs) in their movement
frequency?
We again compared four models by calculating the Akaike Information Criterion (AIC),
which quantifies the model quality: In model 1 we used the mean number of movement
units for all reaches (predictor 1) and the total score (excluding the motor part) on the
VABS (predictor 2) as predictors and the degree of limb specificity as outcome variable,
and in model 2 we used the mean number of movement units for the first five reaches
(predictor 1) and the total score (excluding the motor part) on the VABS (predictor 2) as
predictors and the degree of limb specificity as outcome variable. In model 3 and 4 we also
explored the contribution of age as an additional predictor to model 1 and 2 respectively.
Again, we found that these four models were not different from each other other (difference in AIC < 3) and that none of the models significantly predicted the degree of limb
specificity (see Table 7.5). Thus, we found no evidence that the number of movement units
found in infants’ reaching is predictive of the degree of limb specificity in the Mobile-Task.
Table 7.5. Multiple linear regression model comparison for different predictors of the degree of limb
specificity for those infants who showed an extinction burst.
Model

Predictors

F (p-value)

df

SSE

AIC

1

1.MU_alla
2. VABSc

.035 (.966)

2

111.5316

43.862

2

1.MU_first5b
2. VABSc

.031 (.970)

2

111.5515

43.866

3

1.MU_alla
2. VABSc
3.Age at test

.231 (.874)

3

112.4535

46.076

4

1.MU_first5b
2. VABSc
3.Age at test

.231 (.874)

3

112.4508

46.075

a

Mean number of movement units for all reaches
Mean number of movement units for the first five reaches
c
Score on the VABS excluding the motor part
b

Since previous literature has been ambiguous regarding the observed level of limb specificity and indicates that at this age infants may only show effector specificity (i.e., arms versus
legs) rather than limb specificity (cf. Jacquey, Montone, Fagard, Esseily & O’Regan, in prep.;
Watanabe & Taga, 2006), we repeated the multiple linear regression model comparison
with effector specificity as outcome variable.
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We found that these four models were not different from each other (difference in AIC
< 3) and that none of the models significantly predicted the degree of effector specificity
(see Table 7.6). These results indicate that we found no evidence that the number of
movement units found in infants’ reaching is predictive of the degree of effector specificity
in the Mobile-Task.
Table 7.6. Multiple linear regression model comparison for different predictors of the degree of effector
specificity for those infants who showed an extinction burst.
Model

Predictors

F (p-value)

df

SSE

AIC

1

1.MU_alla
2. VABSc

2.703 (.088)

2

609.7009

88.026

2

1.MU_first5b
2. VABSc

3.143 (.062)

2

600.4795

87.630

3

1.MU_alla
2. VABSc
3.Age at test

2.035 (.138)

3

612.9755

88.166

4

1.MU_first5b
2. VABSc
3.Age at test

2.317 (.104)

3

603.9482

87.780

a

Mean number of movement units for all reaches
Mean number of movement units for the first five reaches
c
Score on the VABS excluding the motor part
b

7.3.3 Exploratory analyses
Since our operationalization of motor capacity could have been poorly chosen, we investigated whether our measure of motor capacity correlated to the scores on the motor domain of the VABS. A two-tailed Pearson’s correlation analysis yielded a significant
correlation between the mean number of movement units and the VABS motor score (r
= -0.401, p = .006, two-tailed, see Figure 7.3), indicating that these two independent
measures of motor capacity corroborate each other.

7.3.4 Replication analysis
Finally, we conducted a multilevel time series analysis on the Mobile-Task data to investigate whether we replicate the mobile-paradigm findings by Zaadnoordijk and colleagues
(under review, Chapter 6). The data of 49 infants (MAge = 151.47 days, SDAge = 9.57) who
met the inclusion criteria for the Mobile-Task were included in the analysis. The remaining
6 infants were excluded because of technical errors (N=3), insufficient number of movements during the connect phase in the Mobile-Task (N=2), and experiment aborted due to
excessive crying (N=1).
Similar to the previous experiment, during the connect phase, infants responded to the
contingent effect by linearly increasing their movements for all limbs (B = 1.15, SE = .17,
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Figure 7.3. A scatter plot representation of correlation between the mean number of movement units
and the score of the gross and fine motor skills questionnaire of the VABS.

7
t(210.68) = 6.92, p < .000, 95% CI [0.83, 1.48]), including the trigger arm (B = 0.35, SE =
.05, t(197.17) = 7.56, p < .000, 95% CI [0.26, 0.44]). Infants’ behavioral response to the
absence of the audiovisual effect in this study also did not follow the quadratic trend in the
disconnect phase that would have indicated a group-level extinction burst (B = 0.10, SE =
.12, t(234.55) = 0.853, p = .394, 95% CI [-0.13, 0.33]). In fact, in contrast to the previous
study, the trigger arm data showed an unexpected pattern: a quadratic trend in the opposite direction (B = 0.07, SE = .03, t(220.89) = 2.07, p = .040, 95% CI [0.003, 0.136]).
Thus, we replicated the response to the contingent effect and similar to the previous
study we did not find evidence for a group-level extinction burst. However, unlike the previous study, the behavioral pattern of the trigger arm during the disconnect phase shows
a brief increase, followed by a decrease and then a small increase in movement frequency,
rather than an increase and then decrease of movement frequency over a longer previous
of time. Furthermore, there seems to be more leg movement in the connect phase and
the movement behavior of the legs seems less differentiated for the different phases in the
current study than in the previous study (see Figure 7.4).

132

Chapter 7

Figure 7.4. Movement frequency over time binned in 10-second segments. The average movement
behavior over all limbs is indicated in black. Additionally, the movement behavior of each individual limb
(trigger arm, contralateral arm, and the legs ipsilateral and contralateral to the trigger arm) is shown in
the plot. Error bars, shown for the trigger arm, reflect one standard error around the mean.

7.4 Discussion
Previous research demonstrated substantial variability between infants regarding the moment of emergence of the sense of agency (Zaadnoordijk et al., under review, Chapter 6).
In the present study, we investigated whether infants’ motor development may be one of
the driving factors in the development of a sense of agency. The rationale for this study
was as follows: The sense of agency is thought to be largely dependent on detecting a
contingency between the motor signal and the corresponding predictions regarding the
sensory consequences of that signal on the one hand, and the observed sensory information directly after the action on the other hand (Blakemore, Wolpert & Frith, 2002,
though see Zaadnoordijk, Besold & Hunnius, 2019, Chapter 4, regarding the sufficiency
of contingency detection). When one is not yet able to make accurate and precise predictions of the effects of one’s motor commands, for example in infants’ motor development
due to limited motor experience as well as ongoing changes in the body, sensorimotor
contingencies will not be detected equally well and thus a sense of agency will not emerge.
Therefore, we hypothesized that infants who were more advanced in their motor development (as measured by the movement units in their reaching kinematics) would be more
likely to also show the indicator of the presence of a sense of agency (an extinction burst
in the disconnect phase of the mobile-paradigm task). We further investigated whether
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motor development related to the precision of infants’ causal action-effect model, i.e.,
whether infants showed the behavioral patterns specifically for the limb that caused the
effect. We controlled for an effect of general cognitive development by adding the scores
on the VABS, a parental questionnaire, as a predictor in our regression model.
We did not find corroborating evidence for our hypotheses. The number of movement
units did not significantly predict the sense of agency (i.e., the presence of an extinction
burst) or the precision of the causal action-effect model (i.e., the degree of limb specificity
of the extinction burst in those infants who showed one). Furthermore, we did not find
that general cognitive development as indicated by the score on the VABS significantly
predicted our measures of the sense of agency.
From a theoretical point of view, these findings are highly surprising. Although the
theory formation regarding adults’ and infants’ sense of agency is still ongoing, many accounts put a strong focus on the detection of sensorimotor contingencies between sensory
predictions and observations (e.g., Blakemore, Wolpert & Frith, 2002; Hohwy, 2007). With
more noise in either the sensory or motor domain, the uncertainty increases, and the
precision of the sensorimotor predictions decreases. Since those predictions are commonly
thought to be at the very basis of the sense of agency, it would be surprising if an increased
uncertainty on the motor system (e.g., due to it still developing) has no influence on the
sense of agency, especially since experimental research has shown that manipulation of the
sensory domain does influence it (see David, Newen, & Vogeley, 2008, for a review). The
only way in which this could be true is if sensorimotor contingency detection is affected
more strongly by uncertainty in the sensory domain than uncertainty in the motor domain.
Given the state-of-the-art theories on motor control (Wolpert & Flanagan, 2001), which
posit that motor control is the result of inverse and forward models that are shaped by the
motor command and the sensory feedback, this seems unlikely. However, a recent study
investigating the relation between motor control and the judgment of agency in adults
yielded a similar absence of evidence for such a relation (Zaadnoordijk, Stapel, Hunnius &
Selen, in preparation, Chapter 8). It seems that at the very least there are preconditions to
these relations that need to be further explored and clarified.
Methodological aspects must also be considered for interpreting our results. Could a
true effect have been obscured by how we assessed the different capacities? Naturally,
this is always a possibility, however, we do wish to argue against its plausibility. In order to
assess motor development, the kinematic features, specifically the movement units, of the
reaching movement were assessed to obtain an independent measure of the developing
motor control. Our exploratory correlation analysis between the score of the motor domain
of the VABS and the mean number of movement units confirmed our idea that number
of movement units could be taken as a measure of motor capacity. The sense of agency

7

134

Chapter 7

measure was inspired by computer simulation work (Zaadnoordijk et al., 2018, Chapter
5) and a previous study that showed that infants who demonstrated neural indicators of
an underlying causal action-effect model also showed a behavioral limb-specific extinction burst during the disconnect phase (Zaadnoordijk et al., under review, Chapter 6).
Nevertheless, replications of our study with the same and different operationalizations
could help disentangling the theoretical from the methodological reasons behind our findings. Furthermore, inherent to our experiment is that decisions are based on incomplete
information. For instance, there is no gold standard for the exact threshold values that
define the movement units (cf. Gottwald, 2018; Thelen, 1994; von Hofsten, 1980). Since
there is no gold standard to base these decisions on, one could argue that, despite our
best efforts, with a different threshold value we may have found an effect. As true as this
may be, it would raise the methodological question of how to determine which is the best
value and, more importantly, the theoretical concern that the effect is not robust. If the
experimental design and conduct are valid and the presence of the effect is dependent on
a threshold value, then the scientific relevance needs to be questioned and the theoretical
framework needs to be revisited.
We further analyzed the Mobile-Task data to investigate whether we replicated the
behavioral results from an earlier study (Zaadnoordijk et al, under review, Chapter 6). Our
analysis yielded mixed results. In the previous study, the behavior of the arms and legs was
very similar, which we did not find in the current study. It is possible that the infants in
the current study were better able to differentiate between their arms and legs since they
were a month older. In the connect phase, the observed behavioral pattern for the arms
but not the legs was as expected. We also observed overall more leg movement for infants
in this study as compared to the previous one, which may either be related to their motor
development or their sitting position during the experiment due to the difference in baby
seat. Furthermore, like in the previous study, we did not find an extinction burst (defined as
quadratic trend) in the disconnect phase at the group level. This is not unexpected, as we
also did not find an extinction burst according to the criteria of this study in approximately
half of the infants. However, the behavioral pattern of the trigger arm in the disconnect
phase is different between the two studies. In the current study, there seems to be an
increase but it is rapidly followed by a decrease and then even a small increase again,
leading to a significant positive quadratic trend instead of an extinction burst, whereas
the previous study showed a much slower increase and decrease in the cases where an
extinction burst was observed. As these infants were a month older than in Zaadnoordijk
and colleagues (under review, Chapter 6), the rapid decrease might indicate that with
development infants learn about the change in the environment faster. If this is the case,
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it will be important in the future to develop a new assessment of the extinction burst that
weighs the temporal dimension more heavily.
In conclusion, in this study we did not find evidence that motor development is related
to the presence or absence of the sense of agency in early infancy. This poses a challenge
for current theoretical accounts of the sense of agency in which sensorimotor contingency
detection plays a pivotal role. The relation between motor capacities and the sense of
agency seems to currently be underspecified in terms of relevant aspects and preconditions. One aspect that we speculate might be relevant is how fine-grained the motor skills
required for the task are. Future research is required to shed light on these missing pieces.
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It’s Complicated Part II: The
Relation between Motor Control
and the Judgment of Agency

Too many people forget that adults are
just grown-up babies.
My mother, 2016, personal
communication

Based on:
Zaadnoordijk, L., Stapel, J., Hunnius, S. & Selen, L. (in prep.). The
relation between motor control and the judgment of agency.
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In Chapter 7, we found no evidence for a relation between motor capacity and the sense
of agency in early infancy. Since even in adults the relation between motor capacity and
the feeling and judgment of agency is often assumed but rarely investigated, we further
explore this relation in the current chapter.

Abstract
Our judgment of agency, i.e., our ability to judge whether a sensory input was caused
by our own actions or someone else’s has been suggested to arise from a comparison
between a sensory prediction based on the motor command and the sensory observation.
In this study, we hypothesized that a greater degree of motor control should therefore lead
to a better prediction and a more accurate judgment of agency. Since motor variability has
been shown between preferred and non-preferred hands, hand dominance was taken as
a proxy for motor control. Twenty-one right-handed healthy adults were asked to move an
object to a goal location without being able to see their hand. After each trial, they were
presented with an endpoint location that was their endpoint perturbed by 0 degrees (i.e.,
their true endpoint) or by 2.5, 5, 7.5 or 10 degrees and asked whether the shown endpoint
location was perturbed. The trials were presented in a block design, alternating between
their dominant and non-dominant hand across blocks. In line with previous research, we
found an effect of degree of perturbation on participants’ self-attribution. However, although participants showed greater motor variability in the non-dominant hand, we found
no effect of hand dominance on self-attributions. An exploratory analysis showed that the
overall degree of participants’ motor variability was significantly correlated to the number
of self-attributions, indicating that participants’ ability to judge the consequences of their
actions may be influenced by the participant’s general degree of motor control, rather than
the within-subject specific motor control for their dominant and non-dominant hands.
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8.1 Introduction
In daily life, we tend to be good at judging whether sensory input is caused by our own
actions. We can, for instance, tell whether the noise we are hearing, was produced by our
knocking on the table, by another agent walking into the room onto the wooden floor or
by a tree branch that is swung back and forth against a door by the wind. This judgment of
agency is commonly thought to be made on the basis of a comparison between the actual
sensory input and sensory input predicted by an internal forward model based on the
motor signal (e.g., Blakemore, Wolpert & Frith, 2002; Sato, 2009). Previous studies tested
the internal model hypothesis for the judgement of agency by manipulating the perceived
consequences of the action.
The seminal alien hand experiment (Nielsen, 1963) forms the basis of many of these
studies. In the original experiment, participants were seated in front of a cubic box. They
placed their hand in the box and were asked to draw a line while looking through the top
of the cubic at the output of the drawing projected via a mirror. Using a second mirror,
the experimenters could manipulate whether participants were seeing their own hand and
drawing or the one of a confederate as if it was their own. This allowed the experimenter
to manipulate the visual input and verify whether the participant still thought it was related
to their own action, i.e. investigate under which conditions participants no longer attribute
the visual input to their intended action outcome. Modern versions of the alien hand
paradigm have used computers to manipulate and display the (altered) consequences of
participants’ actions (e.g., Farrer, Bouchereau, Jeannerod, & Franck, 2008; Fourneret &
Jeannerod, 1998; Knoblich & Kircher, 2004). A review of experiments investigating the
sense of agency (i.e., the feeling of agency) and judgement of agency with variations of
this paradigm showed that the method is frequently used and yields robust results (David,
Newen, & Vogeley, 2008).
In alien hand paradigm studies, the focus is on the extent to which the sensory information can be manipulated before participants stop attributing the observed input to their
motor command. However, few studies have investigated the influence of motor control
on the judgment of agency. A notable exception is the study by Ritterband-Rosenbaum
and colleagues (2011), who investigated the judgment of agency in children with cerebral
palsy, a condition that negatively affects motor control. They used a computerized version
of the classic alien hand paradigm (Nielsen, 1963) in which participants’ hand movement
was represented on a computer screen as virtually moving an object. Participants were
asked to judge after each trial whether the movement of the object on the computer screen
was generated by themselves or by a computer program which randomly manipulated the
visual feedback. Compared to the control group, children with cerebral palsy allowed for
a greater degree of manipulation before indicating that the sensory input did not stem
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from their own actions. Recently, similar results were found in adults with functional motor disorder (Nahab, Kundu, Maurer, Shen, & Hallett, 2017). These findings indicate that
certain patient populations who suffer from disturbances in their motor control are more
liberal in judging a sensory input as caused by them despite a mismatch between the actual
motor command and the outcome.
The findings in clinical populations are in line with theories describing the effects of uncertainty of motor commands. The internal forward model generates a sensory prediction
based on an efference copy of the motor signal. The precision of this prediction depends on
prior experience with the action (Wolpert & Flanagan, 2001) and the noisiness of the sensory feedback (Wei & Körding, 2010). It is therefore not surprising that people with motor
disorders, whose action outcomes are oftentimes different from their intended outcomes,
have a hard time judging whether an observed sensory event was caused by their action. It
also explains why manipulation of the sensory observations influence healthy, neurotypical
participants’ attributions of these observations to their own actions or to external forces.
However, little information is available about the role of motor control on the judgment
of agency in healthy individuals. If the sensory prediction, based on the motor command,
greatly influences the judgment, then differences in motor control should lead to different
judgments in otherwise identical situations.
In the current experiment, we investigated the role of motor control on the judgment
of agency in healthy adults by comparing their self-attributions and external attributions
between actions performed by their dominant versus non-dominant hand, due to differences in motor variability and control (Annett, Annett, Hudson, & Turner, 1979; Roy &
Elliott, 1986; Sainburg & Schaefer, 2004). We focused on a right-handed population as
we could not rule out the possibility that left-handed individuals have a better developed
control over their non-dominant hand due to living in a right-hand focused environment
(Peters & Durding, 1978). We aimed to create a situation in which the participants had
a specific action goal. To that end, we presented participants with a circle on which a
target was displayed and asked them to move an invisible cursor from the center of the
circle to the target. Subsequently, upon being presented with an endpoint on the circle,
participants were asked to judge whether the displayed endpoint corresponded to the
endpoint of their hand. Based on the findings in cerebral palsy patients, we expected that
more self-attributions would occur for stronger manipulations of movements performed
with the non-dominant hand compared to the dominant hand due to an increased motor
uncertainty for the non-dominant hand. As it seems likely that the uncertainty for the nondominant hand arises from larger motor variability, we further expected that the difference
in the proportion of self-attribution trials per hand would correlate to the difference in
motor variability between the hands.
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8.2 Methods
8.2.1 Pre-registration
This study was pre-registered via AsPredicted (http://aspredicted.org/blind.php?x=s37js9)
and the protocol was followed as described with one exception. After data inspection, we
noticed that we had vastly overestimated participants’ performance and could not implement the following two pre-registered exclusion criteria: “[…] we will exclude participants
who for the largest perturbation (10 degrees) attributed the outcome to themselves in
>25% of cases. Similarly, we will exclude participants who for trials with no perturbations
reported ‘not me’ in >25% of cases.” Implementing these exclusion criteria would have
meant excluding all but one participant.

8.2.2 Participants
The data of 22 right-handed participants was included in the analyses (age in years: M =
23.84 (SD = 5.09); 9 male, 13 female). An additional 10 participants were tested but excluded because of a score on the Edinburgh Handedness Inventory (Oldfield, 1971) lower
than 75 (3 participants), technical errors (3 participants), not finishing the experiment (3
participants) or having an endpoint more than 7.5 degrees away from the target in more
than 10% of trials (1 participant). Participants had no known neurological, psychiatric, or
motor disabilities and had normal or corrected-to-normal visual abilities. They received a
small monetary reward for their participation. Ethical approval for this study was granted
by the local ethics committee (ECSW2017-3001-470).

8.2.3 Apparatus
We used an A3-sized Wacom Intuos 2 tablet, a flat TV screen and a mirror in a custommade setup that allowed projected a visual scene from the screen into the workspace of
the hand through the mirror. The setup consisted of three horizontal ‘layers’: (i) the tablet
on the bottom on which the participants moved the tablet’s pen, cased in a cylindrical
handle, (ii) the mirror, which faced up, allowing participants to look at the image in the
mirror while it blocked the view of the participants’ hand, and (iii) the TV screen at the top
of the construction, which faced down such that the image displayed on the screen was
visible in the mirror. Participants rested their head against the side of the TV screen while
looking into the mirror and moving the pen to the target location.

8.2.4 Procedure & Stimuli
The outline of a white semicircle and a red dot in the center of the circle was continuously
presented on a black background. Participants positioned their cursor, and thus their hand,
in the start location, presented as a red dot of 0.5 cm radius in the center of the white
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circle at the start of the trial. Subsequently, a target location was presented as a red dot of
1 cm radius at a distance of 15cm from the start location and participants were instructed
to move the cylindrical object over the tablet through the target location (see Figure 8.1 for
images of the stimuli). The experiment was set up such that the participants could not see
their hand or the cursor. When crossing the circle, the participants were shown an, often
perturbed, outcome location as a yellow dot on the 15 cm radius circle. After each trial,
participants were asked to indicate on a button box whether the shown outcome location
corresponded to their own true outcome location (“me”) or not (“not me”). They were
unaware of the percentage of trials in which the true outcome location was shown and
did not receive feedback. After their response was recorded, they were instructed to move
back to the center of the circle. Returning to a specified location in space is hard in the
complete absence of visual feedback such as a cursor. However, providing a standard cursor
would have as a downside that it would provide the participants with their actual outcome
location. Therefore, we provided them with a non-filled red circle which expanded when
participants moved further from the center and contracted when they moved closer. Only
in the final 3 cm from the start position, a cursor was shown to enable participants to get
to the exact starting location.

Figure 8.1. Examples of the stimuli. A. The red
dot indicates the target location. B. The yellow dot
indicates the (perturbed or true) end point location of the participant. C. After indicating whether
the indicated end point location (the yellow dot
in B) corresponded to a perturbed or true end
point, participants could use the expanding and
contracting red circle to guide them back to the
starting location in the centre.
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8.2.5 Design
A within-subjects blocked design was used in which participants switched between their
dominant and non-dominant hand for each block, resulting in eight blocks per hand and
thus sixteen blocks in total. The starting hand was counterbalanced across participants.
Each block consisted of six targets on the circle (at -67.5, -45, -22.5, 22.5, 45, 67.5 degrees
from the y-axis [vertical midline of the circle]), which were presented to the participant
in pseudo-randomized order to ensure that the same target did not occur more than
two times in a row. For the primary analyses, we collapsed over the six targets. Indicated
outcome locations to each of these targets were perturbed to various degrees. The participants observed a visual sensory outcome that had been perturbed by -10, -7.5, -5, -2.5,
0, 2.5, 5, 7.5, 10 degrees compared to the real outcome of their 15 cm reaching action.
The perturbations were presented to the participant in pseudo-randomized order to ensure
that the same perturbation and target combination occurred only once per block. In sum,
each participant was presented with 864 experimental trials (9 perturbations*8 blocks*6
targets*2 hands).13

8.2.6 Data preparation and analysis
For each participant, the proportion of self-attributions was calculated per hand (dominant
vs non-dominant) and per perturbation. In the analysis, trials with the same absolute
degree of perturbation were collapsed (i.e., we collapsed over equal positive and negative perturbation angles). The distance between the target and the participant’s endpoint
location, i.e., the true, unperturbed location, was calculated. Participants were completely
excluded from the analyses if their endpoint location was more than 7.5 degrees away
from the target location in more than 10% of trials for the dominant hand, because this
would either show that they did not perform the task well or that their own variation might
be too large to detect the perturbations. For the remaining participants, the individual trials
for which the endpoint location was more than 7.5 degrees away from the target were
removed (2980 of 19296 trials).
A Generalized Estimating Equations analysis was conducted to assess the main effects
of hand and perturbation and the interaction between them. The predictors were hand (2
levels: dominant vs non-dominant) as factor and degree of perturbation (5 levels: 0, 2.5, 5,
7.5 and 10 degrees) as covariate. The proportion of self-attributions was taken as outcome
variable.
Furthermore, a Pearson’s correlation was conducted to test whether the difference in
proportion of self-attributions between dominant and non-dominant hand movements is
13

Since the participant had to start at the beginning of a block in case of a technical error, and thus redo
part of a block, four participants ended up with more than 864 trials.
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correlated to the difference in endpoint variance between the hands in their deviations
from the intended target.

8.3 Results
We conducted a Generalized Estimating Equations (GEE) analysis with a binary logistic
model, using the judgment of every single trial. We found a main effect of perturbation (B
= 0.05, SE = 0.01, Wald χ2(1) = 29.85, p = .001, 95% CI [0.03 0.06]) but no main effect
of hand (B = 0.05, SE = 0.06, Wald χ2(1) = 0.69, p = .406, 95% CI [-0.07 0.17]) and no
interaction between hand and perturbation (B = 0.05, SE = 0.01, Wald χ2(1) = 0.33, p =
.564, 95% CI [-0.01 0.02]), indicating that a larger degree of perturbation led to fewer
self-attributions - as expected - but that there is no evidence that this was influenced by
which hand is used (see Figure 8.2). Removing the trials with a deviation greater than 7.5
degrees away from the target (as described in the pre-registration) caused a disproportionate number of non-dominant hand trials to be excluded (2318 non-dominant hand trials
vs 662 dominant hand trials summed over all included participants). A repetition of the
GEE analysis with all trials of included participants yielded similar results (Figure 8.3), so we
conducted the remaining analyses with all trials included to keep the number of dominant
and non-dominant hand trials balanced.
Furthermore, since we hypothesized that participants would have a greater uncertainty
about the outcome location of the non-dominant hand stemming from a larger motor
variability, we calculated a Pearson’s correlation between the difference in number of selfattributions between the dominant and non-dominant hand and the difference in endpoint
variance between the hands in their deviations from the target. The analysis yielded only
a marginally significant effect (r = -0.34, p = .062, one-tailed), indicating that there was
no strong evidence that the difference in variability between the hands was related to the
difference in the proportion of self-attributions for each hand (see Figure 8.4).
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Figure 8.2. The proportion of self-attributions for each hand on the y-axis and each degree of perturbation on the x-axis after removing trials with a deviation greater than 7.5 degrees. Error bars show
standard deviations from the mean.

8

Figure 8.3. The proportion of self-attributions for each hand on the y-axis and each degree of perturbation on the x-axis for all trials. Error bars show standard deviations from the mean.
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Figure 8.4. A scatter plot representation of correlation between the difference in variability between the
dominant versus non-dominant hand and the difference in the proportion of self-attributions for each
hand. Values smaller than zero on the y-axis indicate a larger variability for the dominant compared to
non-dominant hand.

The correlation analysis in Figure 4 further showed that the difference in motor control
between the hands was not captured as more than half (N = 14) of the participants show
a larger endpoint error for the dominant than for the non-dominant hand. In order to fully
investigate the correlation between motor variability and self-attribution, we conducted
a final exploratory analysis in which we calculated the standard deviation of each participant’s deviation from the target (for both hands) and correlated this measure of variability
to total number of self-attributions. Our analysis yielded a significant correlation (r = .40, p
= .032, one-tailed), indicating that participants with more endpoint variability were more
likely to self-attribute (see Figure 8.5).
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Figure 8.5. A scatter plot representation of a between-subject correlation between the standard deviation of endpoint variability and the total number of self-attributions. A greater variability correlates to an
increased number of self-attributions.

8.4 Discussion
Previous research into conditions under which the judgment of agency is modulated have
focused on the observed sensory events and the effects of manipulating them (see David,
Newen & Vogeley, 2008 for a review). Other than in the context of patient groups (e.g.,
Nahab et al., 2017; Ritterband-Rosenbaum et al., 2011), little research has been conducted
to investigate the role of motor control on the judgment of agency. This is surprising as the
theories of motor control allow for testable predictions: The judgment of agency is commonly thought to be the result of a comparison between the sensory predictions generated
by the forward model based on the motor command and the observed sensory information (Blakemore, Wolpert & Frith, 2002). Reducing the certainty of the prediction should
thus modulate the subsequent judgment, a hypothesis that was corroborated in children
with cerebral palsy (Ritterband-Rosenbaum et al., 2011) and adults with functional motor
disorder (Nahab et al., 2017) by showing that these populations overattribute effects to
themselves.
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Here, we investigated whether healthy, neurotypical adults attribute identical sensory
effects differently as a function of their motor control. Specifically, we asked adults to
judge whether action outcomes corresponded to their own movements, which were carried out either by their dominant or non-dominant hand. In reality, the action outcomes
were perturbed by varying degrees. Based on theoretical accounts of uncertainty in motor
control (Wei & Körding, 2010; Wolpert & Flanagan, 2001) and the findings of the research
with the clinical populations (Nahab et al., 2017; Ritterband-Rosenbaum et al., 2011),
we expected that under greater degrees of perturbation adults would attribute action
outcomes to themselves when the action was carried out by their non-dominant hand as
compared to their dominant hand. The rationale was that the non-dominant hand would
have reduced motor control, leading to more uncertainty and thus a less precise prediction
of the action outcome, resulting in a more liberal attribution of action outcomes that did
not precisely correspond to the action.
Despite having clear hypotheses based on theoretical work and previous empirical
findings, our expectations were not corroborated. Although the perturbation effect shows
that our manipulation worked and replicates previous findings in similar paradigms (Farrer,
Bouchereau, Jeannerod, & Franck, 2008; Fourneret & Jeannerod, 1998), we found no
evidence that hand dominance modulated the judgment of agency. In our primary analysis,
we did not find an interaction between the use of the dominant versus non-dominant
hand and the degree of perturbation regarding the number of reported self-attributions.
There are several plausible explanations for the lack of evidence. One possibility is
that our data reflect a true absence of an influence of motor control on the judgment of
agency. This would pose a serious challenge for the state-of-the-art theoretical frameworks
of motor control: Where in the chain from sending out one’s motor command to reporting
one’s attribution must the participant have stopped caring about the difference in uncertainty caused by motor control differences? It seems that an explanation would require
that motor uncertainty does not influence attributions of sensory effects. Although this is
theoretically possible, such an explanation would in turn be problematic for explaining why
patients with motor disorders over-attribute sensory effects to themselves (Nahab et al.,
2017; Ritterband-Rosenbaum et al., 2011).
Given these considerations, one could argue that our sample was not large enough
to find an effect, that the experiment was too difficult or that the setup only allows for
a course-grained evaluation of the research question. These are valid concerns that could
have influenced our results. Moreover, despite our subjective experiences when using our
non-dominant hand, it has previously been proven difficult to find robust performance
differences between dominant and non-dominant hands (e.g., Lawrence, Fassola, Werner,
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Leclercq, & Valero-Cuevas, 2014). Possibly a within-subjects design focusing on hand
dominance offers a too subtle motor control difference to find an effect.
In order to investigate this latter concern, we carried out two correlation analyses. Our
first correlation analysis showed somewhat of an ambiguous picture: When all trials were
included, the marginally significant correlation between the difference in variability across
hands and the difference in self-attributions across hands suggest that the variability in
the endpoint errors could be a meaningful measure. However, the data also clearly show
that participants were not necessarily more variable with their non-dominant hand, further
strengthening the suggestion that perhaps hand dominance was not the best measure of
motor control. Since our original idea had stemmed from the uncertainty due to variability,
we conducted an exploratory analysis, which correlated the participants’ overall variability
as measure of their general motor control with their proportion of self-attributions. This
analysis yielded a significant result, suggesting that the participants’ overall motor variability, rather than hand dominance or the motor control difference between the hands,
may influence the judgment of agency. These findings would have to be replicated as they
currently seem to depend strongly on specific preconditions. Altogether, the data do not
speak in favor of a strong relation between hand dominance and the judgment of agency
but suggest a possible relevance of variability in motor behavior on these attributions.
Based on our findings, it is worth noting that the relation between motor control and
judgment of agency might be more complex than one might expect based on the current
theories. This realization is in accord with another recent study investigating the role of
motor development on 5-month-old infants’ ability to learn about the consequences of
their actions (Zaadnoordijk, Stapel, & Hunnius, under review, Chapter 7). This infant study
was based on similar theoretical ideas as the present study, though with a design optimized
for infants, and found no evidence for a relation between motor development and actioneffect learning. We acknowledge that it would be unlikely that there is no such relation,
but further investigation is warranted to specify its exact nature and preconditions.
In conclusion, the seemingly obvious relation between motor control and the judgment
of agency is fickler than initially thought. Here, we found no evidence that using of the
dominant hand leads to a more accurate judgment of agency compared to using the
non-dominant hand. Focusing on variability rather than hand dominance seems to be more
promising, but here, again, the results are ambiguous. This ambiguity in line with previous
results from a study investigating the relation between motor development and infants’
ability to learn about the effects of their actions, but do not corroborate predictions that
follow from current theoretical frameworks. Future research is required to understand the
dynamics between motor control and the judgment of agency.
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Feeling Functional:
A Formal Account of Artificial
Phenomenology for Human-Level
Artificial Intelligence
The robot had no feelings, only
positronic surges that mimicked those
feelings. (And perhaps human beings
had no feelings, only neuronic surges
that were interpreted as feelings.)
Asimov, 1983, The Robots of Dawn

Based on:
Zaadnoordijk, L. & Besold, T. R. (2018). Artificial phenomenology for
human-level artificial intelligence. Proceedings of the AAAI Spring
Symposium 2019: Towards Conscious AI Systems, 2287.
Besold, T. R., Zaadnoordijk, L., & Vernon, D. (under review). Feeling
functional: A formal account of artificial phenomenology for humanlevel artificial intelligence.
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Chapter 9

The functionality of having a sense of agency and other phenomenal experiences is a
topic of debate in philosophy. Central to this debate are questions such as to what extent
phenomenal experiences are necessary for our cognitive functioning and in what ways
they contribute to it if at all. The answers to these questions have implications not just for
human cognitive sciences but also for researchers trying to create human-level artificial intelligence. In this chapter, we address the cognitive advantages of possessing phenomenal
experiences, such as the sense of agency, and possibilities for implementing functional
equivalents into human-level artificial intelligence.

Abstract
For humans, phenomenal experiences take up a central role in their daily interaction with
the world. In this paper, we argue in favor of shifting phenomenal experiences into the
focus of human-level AI (HLAI) research and development. Instead of aiming to make
artificial systems feel in the same way humans do, we focus on the possibilities of engineering capacities that are functionally equivalent to phenomenal experiences. These capacities
can provide a different quality of input, enabling a cognitive system to self-evaluate its
state in the world more effectively and with more generality than current methods allow.
We ground our general argument using the example of the sense of agency. At the same
time, we reflect on the broader possibilities and benefits for artificial counterparts to human phenomenal experiences and provide suggestions regarding the implementation of
functionally equivalent mechanisms.
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9.1 Introduction
For humans, phenomenal experiences are a defining element of many interactions with
the surrounding world. The salient part of turning one’s face towards the sun is not the
abstract registration of the sunbeams but the pleasant quality of feeling the sun on one’s
skin. The salient part of putting one’s hand on the hot stove is not the abstract registration
of a pain signal but the excruciating quality of feeling the latter causes, which usually leads
to an immediate withdrawal of the hand. The salient part of holding one’s child is not
the abstract tactile registration and conceptual realization but the affectionate quality of
feeling that comes with it. Phenomenal experiences provide a different quality of input to
cognition as compared to non-phenomenal perception (i.e., abstract registration of stimuli
from the environment). While the presence of phenomenal qualities in our everyday cognition does not always receive our active attention, their central role becomes clear when
trying to imagine their absence. Cognitive capacities that rely in parts on phenomenal
experiences include, for instance, learning (Mandler, 1989), social interaction (Gallagher,
2004; Gallese, Eagle & Migone, 2007), prospection (Gilbert & Wilson, 2007), and ethical
behaviors (Keltner, Horberg & Oveis, 2006; Torrance, 2008).
Phenomenal experiences are conceptually closely tied to notions such as consciousness
and the self. Phenomenology has therefore been a popular topic of theoretical and empirical investigation across different disciplines including philosophy (Bayne & Montague,
2011; Chalmers, 2004; Crane, 2003; Gallagher & Zahavi, 2013; Pacherie, 2008), as well
as cognitive science and neuroscience (Varela, Thompson, & Rosch, 1991; Dehaene &
Naccache, 2001; Haggard & Clark, 2003; Lamme, 2006) but—bar a few notable exceptions such as (Chella & Manzotti, 2011; Sloman & Chrisley, 2003; Froese & Ziemke, 2009;
Vernon & Furlong, 2007)—has widely been ignored in the field of artificial intelligence (AI).
We argue in favor of changing this, suggesting to shift phenomenology into the focus
of human-level artificial intelligence (HLAI) research and development. Among others,
phenomenology can, in a similar fashion to its function in biological systems, facilitate
the self-evaluation of an artificial cognitive system’s state in the world. This in turn aids
learning about and interacting with the physical world and other agents. Furthermore,
adopting a phenomenological stance introduces a different set of assumptions about the
nature of cognition and intelligence, and provides a foundation for enactive AI (Froese
& Ziemke, 2009), and enactive embodied cognition (Varela, Thompson, & Rosch, 1991),
which highlights the importance of phenomenal lived experience from a first-person point
of view.
Section 2 of the article introduces HLAI as a research endeavor, while Section 3 briefly
reviews the relationship between phenomenology, enaction, and embodied cognition.
Section 4 then proceeds to explore in what manner phenomenal experiences contribute to
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the cognitive functioning of biological systems, and how they can be of relevance for HLAI.
In Section 5, we explain our proposal to focus on engineering a functional (rather than
experiential) equivalent of human phenomenology, where we start our journey towards
implementing artificial phenomenology by introducing representationalism as a conceptual
foundation bridging cognitive science and HLAI. Section 6 conceptually contrasts different agentive experiences and discusses attempts to computationally recreate the sense of
agency. We then spell out the requirements for a functional equivalent in cognitive systems
and suggest a general blueprint for the implementation of artificial phenomenology. Finally,
Section 7 summarizes our main arguments and concludes on the potential research- and
application-sided impact of successfully engineering artificial phenomenology.

9.2 Human-level artificial intelligence
We adopt the description by Nilsson (2009) as overarching framework regarding the aims
and means of AI: AI is that science devoted to making machines intelligent, and intelligence
is that quality that enables an entity to function appropriately, i.e., to act effectively and
with foresight in its environment. This definition allows for a continuum of capacity levels
in AI systems, ranging from simple technological systems to human-level machine intelligence (McCarthy, 2007) at the upper end. The field of HLAI aims at developing machines
that can be considered to be on par with humans in that they are similarly able to reason,
to pursue and achieve goals, to perceive and respond to different types of stimuli from
their environment, to process information, or to engage in scientific and creative activities
(Besold & Schmid, 2016). In our approach, we are functionalists (Piccinini, 2010) in that
HLAI by no means has to confine itself to methods that are strictly biologically plausible.
Instead, any technologically realizable means of (re)creating human-level intelligence in an
artificial system are valid contributions to the research endeavor.

9.3 Phenomenology, enaction, and embodied
cognition
Phenomenology, as a philosophical stance on the nature of reality captures the co-dependence of a cognitive agent and the world in which it is embedded (Vernon & Furlong,
2007) and, consequently, the importance of phenomenal experience to that cognitive
agent. According to the phenomenological perspective, our perceptions of the world are a
function of what we are: reality is conditioned by experience and experience is conditioned
by the nature of the system and its history of interaction with reality. This dependence
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of reality on the ontogenetic state of an individual is sometimes referred to as radical
constructivism (von Glasersfeld, 2013).
Phenomenology provided the foundation for a new branch of cognitive science
contrasting the cognitivist approach (Froese & Ziemke, 2009; Varela, 1992), known as
enaction or enactivism (Stewart, Gapenne & Paolo, 2010; Varela, Thompson, & Rosch,
2017). Accordingly, enaction asserts that cognition is a process whereby the issues that are
important for the continued existence of a cognitive entity are co-determined by the entity
as it interacts with the environment in which it is embedded, providing a core foundation
for embodied cognition in that “the agent’s beyond-the-brain body plays a significant
causal role, or physically constitutive role, in that agent’s cognitive processing” (Wilson
& Foglia, 2011). Embodied cognition and enactive AI emphasize the importance of the
totality of embodied experience in understanding the world in which the cognitive agent is
embedded, including the affective emotional aspects of cognition (Stapleton, 2013). Sharkey and Ziemke (2001) correspondingly refer to weak phenomenal embodiment where the
principles of phenomenal embodiment are simulated by an artificial agent.
It is worth pointing out that the co-determination aspect does not make the enactive,
embodied stance a solipsist or idealist position of ungrounded subjectivism, but neither is
it the commonly-held position of unique—representable—realism. It is worth noting that
our stance does not exclude a representationalist view. However, since we are advocating
the importance of experiences and are building on the foundations of phenomenology, the
constructivist concept of system-relative representation applies (in contradistinction to classical referential representation): representations derive from “situated cognitive processes
whose dynamics are merely modulated by their environment rather than being instructed
and determined by it” (Peschl & Riegler, 1999, p. 9).

9.4 A potential role for phenomenology in HLAI
A core challenge for every cognitive system is how to best—or, at least, effectively—evaluate its state in and interact with the environment in which it is situated. For humans, there
are at least two possible ways of solving these interconnected problems: one route builds
upon high-level knowledge-based reasoning capacities, another one relies on phenomenal
experiences and the learned understanding of their implications.
The first approach requires perception, representation, reasoning, and evaluation (i.e.,
the reasoning route). Schematically, the pathway from perceiving a property 𝑋 of the world
in a given situation to assessing the valence of this instance of 𝑋 could go as follows:
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1. Perceive sensory input(s) {𝑋}.

2. Represent the perceived inputs: 𝑅1({𝑋}).

3. Provide 𝑅1({𝑋}) as input to a high-level reasoning process 𝑃, together with information
regarding additional external factors 𝐹, system knowledge 𝐾, etc.: 𝑃(𝑅1({𝑋}),𝐹,𝐾,…).

If terminating successfully, 𝑃 returns as output a category label for 𝑅1({𝑋}), such as

pleasure or pain (including the empty label ∅, i.e., no perceived quality): 𝑃(𝑅1({𝑋}),…) 
↦{pleasure,pain,… ∅}

4. If a category label other than ∅ has been assigned, a subsequent reasoning step 𝑄 then
determines an experiential quality in terms of, e.g., weak or strong, based on 𝑅1({𝑋})
and the category label: 𝑄(𝑅1({𝑋}),𝑐𝑎𝑡𝑒𝑔𝑜𝑟𝑦)↦{weak,strong,…}

5. In most cases a final evaluative step involving another reasoning process 𝑉 then uses

𝑅1({𝑋}), the (non-empty) category label, and the experiential quality to infer a valence
evaluation of this particular instance of 𝑋 in terms of, e.g., attractive or aversive: 𝑉(𝑅1({

𝑋}),𝑐𝑎𝑡𝑒𝑔𝑜𝑟𝑦,𝑞𝑢𝑎𝑙𝑖𝑡𝑦)↦{attractive,aversive,…}. The outcome of this evaluation can, for
instance, feed into an action loop, triggering an action that leads to a behavioral change.

Phenomenal experiences by contrast provide immediate, more unmediated access to and
evaluation of the possible options open to the cognitive agent. The phenomenological
process from perception to evaluation (i.e., the experiential route) does not involve highlevel knowledge-based reasoning:
1. Perceive sensory input(s) {𝑌}.

2. Represent the perceived inputs: 𝑅2(𝑌).

3. Map from 𝑅2({𝑌})—and possibly system-internal information 𝑆—to an evaluation
of the experiential category, quality, and valence in terms of, e.g., pain or pleasure,
weak or strong, attractive or aversive: 𝐸(𝑅2(𝑌),𝑆)↦{pleasure,pain,…}×{weak,strong,…

}×{attractive,𝑎𝑣𝑒𝑟𝑠𝑖𝑣𝑒,…},∅}. Again, the result of this mapping might feed into an action
loop.

Note that at this point no commitment regarding the precise form of representation appearing in the reasoning route or the experiential route, respectively, has been made. It may
well be that distinct representations occur in the corresponding “assign a representation
to” steps, in which case 𝑅1 and 𝑅2 may be different in nature and depend on whether the

representation subsequently serves as basis for reasoning or for a phenomenal experience.
One notices a similarity between the reasoning route and the common way in which
(HL)AI in practice conceives of the interface between a system and its environment via
evaluative functions. Generally, these functions take into account at least two types/sets of
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input, either explicitly or implicitly in how the function has been crafted: (i) a set of current
system and world states, often together with representations of potential actions of the
system, and (ii) a set of goals (i.e., desired system or world states). The function output is
an evaluation of the set of states relative to the set of goals. This abstract characterization
is applicable independent of the nature of the precise formalism or modelling technique
used. But does this conformity with a general approach in (HL)AI also mean the reasoning
route is the preferable one?
Comparing both approaches, three advantages of the experiential route become
apparent: (i) increased efficiency and tractability, (ii) reduced requirements regarding additional information, and (iii) increased generality. Mapping directly from perceptual representations to evaluations removes the reasoning process from representation to category
label (step 3 in the schematic outline). This process will often involve the exploration of a
significantly-sized state space—due to its reliance on other external information, system
knowledge, et cetera—or the execution of a lengthy chain of individual reasoning steps,
putting a (oftentimes too) heavy performance burden on the reasoner. Moreover, the successful performance of the high-level reasoning mechanism in many cases requires further
knowledge, which might not be available to the cognizer at the relevant point in time.
Factors constraining access to relevant information can again be performance-related
due to, for example, limited computational resources, or be caused by a genuine lack of
knowledge from the system’s point of view. Phenomenal experiences, by contrast, are
assumed to be mostly independent from a cognizer’s high-level knowledge (Deroy, 2013;
Raftopoulos & Müller, 2006). Finally, generating evaluation functions as required for the
reasoning approach is far from trivial and hitherto lacks a general answer or methodology.
Currently, two approaches for creating evaluation functions are in use: Either the
system designer directly defines (i.e., “hard-codes”) the functions or she creates a system
mechanism generating them following certain rules and patterns (i.e., “learning” them).
Both approaches rely on high-level reasoning over processed perceptual input (interpreting
perceptual representations with respect to goal states, encoding corresponding evaluation
mappings from representations to output values) either a priori by the designer or by the
system during run-time. This often causes a lack of generality and generalizability because
evaluation functions must be grounded in a specific domain or action space so that they
can be defined in a comprehensive way. Furthermore, they rely on the presence or absence of defined domain elements or action possibilities, limiting the system’s application
domains in practice (see, for instance, McCarthy (1981, 1987) or Pennachin and Goertzel
(2007) for detailed discussions on the generalizability in HLAI approaches). Here, again, we
believe that a phenomenology-inspired approach offers a remedy, since it relies only on the
immediate sensory readings of the system and a mapping from sensor outputs and internal
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system information to experiential evaluation and consequential action, possibly mediated
by affective factors (e.g. see Shanahan, 2006; Ziemke & Lowe, 2009).
We will return to these observations from an implementation-oriented perspective in
Section 5. For now, they motivate our argument that a computational recreation of phenomenology promises to mitigate several long-standing hindrances on the way towards
building AI systems with human-level capacities. This raises the question how one can
engineer phenomenology and whether this necessarily means imbuing artificial systems
with the ability to perceive phenomenal experiences identical to human phenomenology.

9.5 Engineering artificial phenomenology
We argue for engineering artificial phenomenology (i.e., a functional equivalent of phenomenal experiences) rather than human-like phenomenal experiences. The reason for
this is two-fold. On the one hand, scientists currently do not have sufficient understanding
of how phenomenal experiences arise. In philosophy, this lack of understanding (and the
pessimistic outlook on whether understanding will ever arise) is referred to as “the Hard
Problem” (introduced by Chalmers (1995)). Although various philosophers and researchers
deny the severity of the Hard Problem (Dehaene, 2014; Dennett, 1996), an account of the
processes and mechanisms underlying phenomenal experiences is as-of-yet absent. For
HLAI this practically means that there is no starting point for implementation. On the other
hand, due to a lack of kinship between artificial systems and humans assuming similarity
of the phenomenal experience is unwarranted: It might well be that human phenomenal
qualities are an epiphenomenon resulting from the precise forms of representation and/or
processing in humans (Dehaene, Lau & Kouider, 2018).
At first sight, these might seem like knockout arguments against artificial phenomenology. However, we suggest considering the following question: Do the phenomenal experiences need to be identical or would a functional equivalent on the side of the machine
suffice for the purposes of creating HLAI? Against that backdrop we suggest to focus
on engineering a capacity that fulfills the same functions as phenomenal experiences do
within cognitive processes but which remains agnostic regarding the actual qualitative
dimension. Indeed, one of the principles of phenomenology and enaction is that an agent’s
understanding of its world, and its learned ability to successfully negotiate the difficulties
with which it is confronted in its world, is a consequence of its own particular embodiment, including its phenomenal experiences.
Consequently, we make recourse to phenomenological research in cognitive science
and philosophy where a representational view is often applied to both cognitive capacities
as well as phenomenal experiences. In representationalist views of cognition four impor-
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tant elements can be distinguished: The user who uses the representation to guide her
behavior, the object (which can be an action or event) that is being represented, the vehicle
of the representation which is the physical carrier, and the content, namely the information
carried by the vehicle (Cummins, 1989; Dretske, 1988). These contents can take different
forms; they may be available or unavailable for verbal report, they may involve different
senses, et cetera (Chalmers, 2004). The basic idea is that an experience is characterized by
how the user construes the world. Experiential states can thus be distinguished from each
other based on the way the user is representing the world at any given moment.
Representational accounts of experiential states offer a natural interface to approaches
in (HL)AI falling under the computational cognition paradigm (Pylyshyn, 1980). To perform
computations a system has to represent the relevant information, independent of the
precise form the corresponding representations. The assumption that cognitive representations are necessary for phenomenal experiences and that the quality of the experience is
determined by the content of these representations thus seems natural from the (HL)AI
point of view—as does the fact that different cognitive systems with different architectural
properties may obtain different qualitative experiences from the same representation.
In the remainder of this article, we use the sense of agency as exemplary experiential
phenomenon to spell out the issues that arise when trying to implement artificial phenomenology and our proposed solutions to these challenges.

9.6 Implementing an artificial sense of agency
Typically developed human adults experience a “sense of agency”, i.e., the feeling that
one can cause effects through one’s actions (Haggard & Chambon, 2012). The sense of
agency contributes to important aspects of human cognition, such as causal learning
(e.g., by allowing to learn through intervention (Lagnado & Sloman, 2002)), social and
moral interaction (e.g., through responsibility (Caspar, Christensen, Cleeremans & Haggard, 2016; Caspar, Cleeremans & Haggard, 2018)) and self-awareness (e.g., by being
able to distinguish self from other (Jeannerod, 2004; Tsakiris, Schütz-Bosbach & Gallagher,
2007)). These capacities would be conducive to the development of a human-level artificial
agent and the availability of a functional equivalent of the human sense of agency would
decisively contribute to their engineering.
At least two different phenomena are associated with the term “sense of agency”: the
“judgment of agency” and the “feeling of agency” (Synofzik, Vosgerau & Newen, 2008).
Upon closer examination, there is a fundamental epistemological difference between both
notions. In the case of the judgment, a postdictive reasoning step gives rise to the assumed
status as agent in the world—considering oneself as agent provides the best explanation
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for the observations from the environment (Synofzik, Vosgerau & Newen, 2008). The judgment of agency is essentially a post-hoc belief about one’s agency and one’s influence in
the external world at a given time. In contrast, in the case of the feeling of agency, agency
is experienced as a phenomenal quality based on a representation of what the world is
like. This representation is thought to come about through a predictive process about
the consequences of one’s actions (Synofzik, Vosgerau & Newen, 2008). The feeling of
agency is not considered a belief as it does not require conceptual content (Bermúdez &
Cahen, 2015; Crane, 1992), making it more comparable to a perceptual state instead (for
discussion see Bermúdez & Cahen, 2015; Crane, 1992; Zaadnoordijk & Bayne, in prep.,
Chapter 2). This difference has significant impact on the treatment of each notion when
considering an implementation in the HLAI context.
Implementing the reasoning steps required for the judgment of agency in a cognitive system puts several facets of the Frame Problem (Dennett, 2006) on the agenda.
Conclusively deciding which aspects of the perceptual input are relevant for the judgment
of agency is likely to be computationally intractable (see the computational aspect of
the Frame Problem (McDermott, 1987)), as is the subsequent reasoning process (see for
the qualification (McCarthy, 1981) and ramification (Ginsberg & Smith, 1988) aspects of
the Frame Problem). Fortunately, the judgment does not have to be infallible—not least
because also humans can err when being asked to judge their agency in settings where
an immediate observation is not possible (Wegner, 2002). In practical terms, implementing
the judgment of agency becomes equivalent to a form of inference to the best explanation, i.e., a form of abductive reasoning (Mooney, 2000; Denecker & Kakas, 2002): The
system must decide whether a change in its environment is most likely due to its own
actions. In sum, implementations of the judgment of agency bring about a complex, but
quite typical problem for HLAI.
The feeling of agency as perceptual state is often thought to arise from a comparison
between the predicted state of the world following one’s action on the one hand, and the
observed state of the world on the other hand (Blakemore, Wolpert & Frith, 1998). Several
groups of researchers have attempted equip artificial systems with this prospective sense of
agency or closely related capacities. Pitti, Mori, Kouzuma and Kuniyoshi (2009) endowed
a robot with the ability to detect contingencies in sensorimotor networks using a neural
network emulating spike timing-dependent synaptic plasticity. Their architecture was able
to detect sensorimotor contingencies by inspecting the clusters of neurons whose connections had been strengthened by a reinforcement learning algorithm. Over time, congruent
sensorimotor neural pairs were reinforced, whilst incongruent ones were weakened and
eventually inhibited. The resulting contingency representations allow the system to monitor its motor activity and—within “the here and now” (Pitti, Mori, Kouzuma & Kuniyoshi,
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2009, p. 87)—predict the next sensory input, with the robot starting to act upon the
contingencies. The authors took this as behavioral representation of one of the most basic
levels of self-awareness and agency.
A different approach to implementing an artificial sense of agency relies on sensory
attenuation (Blakemore, Wolpert & Frith, 2000). Lara, Hafner, Ritter and Schillaci (2016)
implemented a forward model that predicted auditory sensory input based on a robot’s actions. The system processed externally produced auditory signals as more salient and used
the predictions generated by its internal model to filter out the sensory signals generated
by its own actions. This form of sensory attenuation was taken to indicate that the robot
can differentiate between self-produced and externally produced actions, possibly forming
a first step towards artificial sense of agency.
In addition to the work on artificial sense of agency itself, several researchers have
built upon architectures based on contingency detection to implement capacities that
are conceptually adjacent to the sense of agency. For instance, Nagai and Asada (2015)
implemented a predictive learning architecture that learns about self-other detection,
goal-directed actions and helping behaviors by virtue of learning sensorimotor contingencies. Body-ownership was implemented with a similar architecture by Lanillos and Cheng
(2018), and the system created by Hwang, Kim, Ahmadi, Choi and Tani (2018) emulated
basic imitation learning of visually perceived sequences of human gestures.
What is common to all these projects is that they focused primarily on contingency
detection. However, we argued previously that contingency detection by itself is not sufficient to give rise to the sense of agency in humans nor robots (Zaadnoordijk, Besold &
Hunnius, 2019, Chapter 4). Instead, it likely is the case that the detection of a sensorimotor contingency serves as one of the cues for the inference that the action was caused by
oneself. Obtaining the agency evaluations necessitates one further step beyond the detection of the contingency between predicted and observed world state. While inferential in
nature, this inference does not (have to) involve forms of complex high-level reasoning (as
would be the case for the judgment of agency) but could be done following the pattern
for phenomenal experiences laid out in Section 4: Provided with the perceived world state
as sensory input, and the predicted world state within the system-internal information at
the current point in time, the detection of an equality relation between both generates
a mapping to ‘sense of agency’ as experiential category. This direct mapping allows for a
performant evaluation of the phenomenal quality of sensory input without falling victim
to the previously discussed resource and generality constraints to which reasoning-based
approaches are necessarily subjected.
This, of course, unavoidably triggers the question for the genesis of the required
mapping function. Different approaches are imaginable, including learning from observed
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statistical regularities between internal states, bodily movements and subsequent consequences triggered by stimulus-elicited goal-directed behavior; which would be similar
to the hypothesized mechanisms allowing human infants to overcome the challenges of
bootstrapping the sense of agency (Zaadnoordijk & Bayne, in prep., Chapter 2).
The challenge in engineering a functional equivalent of the human feeling of agency
resides in leaving out the qualitative dimension of human phenomenal experience without
also stripping away the benefits of having phenomenal experiences discussed in the introduction. As argued throughout this article, since phenomenal cognition is driven by the
system’s perceptual experience via its sensory input, a possible solution is a direct mapping
of certain sensory ranges combined with a snapshot of system-internal information onto
immediate “phenomenal values”. At this point, the important property is the finite and
known range of both the sensors and the internal representational mechanisms of the
system (which from a principled point of view holds for static and learning systems alike).
The experiential route neither requires an exhaustive enumeration and interpretation (and,
thus, a restriction) of the space of possible perceptual states and their representations, nor
does it involve a computationally costly evaluation of the current system and world state
relative to any goal states. The reduction of relevant information to the perceptual representations together with system-internal properties and application of a direct mapping to
qualitative categories with associated evaluation values therefore increases the tractability
of the computational process and the generality of the approach. The subsequent output
values serve as direct functional counterparts of human phenomenal experiences, for
example triggering evasive reactions if undesirable “pain” is encountered or providing
positive reward and consequently motivation to continue an action if desirable “pleasure”
arises.

9.6 Conclusion
Returning to our comparison in Section 4 between the perception-representation-reasoning-evaluation process and the shorter perception-representation-evaluation cycle of artificial phenomenology, the latter enables the system to self-evaluate its state in the world
without the use of knowledge-rich, domain-specific evaluation functions or intractable
reasoning processes. This facilitates learning and acting in the world in a generalized and
tractable way assigning actions based on their predicted outcomes and assessing actual
action outcomes, in the manner anticipated by the simulation hypothesis (Hesslow 2002;
Hesslow 2012).
We grounded our general argument in the context of artificially implementing the
sense of agency. If one follows a cognitively-inspired approach to HLAI, the practical con-
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nection between the functional aspects of the sense of agency and the ability to act as an
agent in the world as well as the sense of agency’s role as assumed foundation of several
higher-level cognitive capacities—including causal learning and social interaction—makes
the undertaking of implementing artificial phenomenology worthwhile as part of the bigger cognitive modelling endeavor.
We have considered both the feeling of agency and the judgment of agency. Due to
differences in the nature of the underlying representation, the judgment of agency maps
better onto the high-level reasoning route, whereas the feeling of agency maps better
onto the experiential route. We have argued especially for the benefit of implementing
the experiential route as computationally more tractable option. This enables the agent
to smoothly perceive its own agency, differentiate its action effects from others’ and
consequently act appropriately relative to its own goals, the social conventions, and so on.
In terms of applications, artificial phenomenology promises to unlock a new qualitative
dimension in human-computer interaction (HCI) settings, especially in situations involving
collaboration and, hence, the establishment of a theory of mind (Meltzoff, 1995). Artificial
phenomenology would greatly contribute to both system behavior resembling human
agents as well as complex user-modelling capacities. Regarding the former, consider for
instance Forbus’ “software social organisms” (Forbus, 2016). These computational agents
are supposed to integrate seamlessly into everyday contexts and act in a way so that
“people should be able to relate to [them] as collaborators, rather than tools” (Forbus,
2016, p. 86). This involves behavior that can meaningfully be interpreted by humans,
similar to the way we rationalize a pet’s actions. The system behavior triggered by artificial
phenomenology—if properly attuned, in appearance reproducing actions as evoked by
phenomenal experiences in humans—will further afford anthropomorphization beyond
current levels, following an approach similar to the employment of anthropomorphism
in social robotics (Duffy, 2003). With respect to the augmented user-modelling capacities
resulting from artificial phenomenology, given a user’s sensory information, the system can
have more immediate and better-informed access to the user’s cognitive state provided
that the labels (“pain”, “pleasure”, etc.) are mapped to sensory input ranges in such
a way as to sufficiently coincide with the actual phenomenal experiences of a human
interaction partner. In this way, identifying the likely phenomenal experiences the user is
going through based on the environmental conditions, interpreting observed user behavior
or forecasting future user actions becomes significantly easier.
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Summary of the thesis and
discussion

One of the best ways of understanding
human nature is to study children.
After all, if we want to understand who
we are, we should find out how we got
to be that way.
Gopnik, 2010, Empathic Civilization:
Amazing Empathic Babies
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10.1 Discovering structure in the confusion
The present thesis aims to provide an account of how the sense of agency emerges and
develops in early infancy. In the introduction, three questions were mentioned as the
backbone of this thesis. Below, I discuss each question and the contribution of this thesis
to answering them.

10.1.1 What are the origins and relevant sub-capacities of the
sense of agency?
When researching any phenomenon, the researcher must first ask what the phenomenon
actually entails. In the case of the sense of agency, it turned out that this was challenging
due to the many different ways and contexts in which the term is used in the literature.
After discussing the sense of agency via two descriptions: the feeling that I cause my
actions and the feeling that my action caused an effect (proximal-distal distinction) in
Chapter 1, we treated the topic of agentive experiences in more detail in Chapter 2.
We provided yet two more orthogonal distinctions to the one already outlined in the
introduction. One distinction (occurrent-background distinction) described in Chapter 2
is between the feeling that one is acting at the present moment (occurrent agentive experience) and the feeling that one is capable of acting (background agentive experience).
Another distinction (specific-generic distinction) is between the feeling that one is carrying
out a specific action (specific agentive experience) and the feeling that one is carrying out
an action with no further specification to which action it is (generic agentive experience).
All these distinctions lead to unique agentive experiences, such as the feeling that I am
causing my actions (occurrent generic proximal), the feeling that I can carry out my action a
(background specific proximal), the feeling that my actions can cause effects (background
generic distal), the feeling that my action a causes an effect e (occurrent generic distal),
et cetera.
In addition to these agentive experiences, the sense of agency is at times also used to
describe a judgment, rather than a feeling, of agency. Typically, the judgment of agency
is thought to occur from a postdictive reasoning process that concludes in a judgment
regarding one’s agency, whereas the feeling of agency is considered to arise from a sensory
prediction and the comparison to the sensory observation (Synofzik, Vosgerau & Newen,
2008; Synofzik, Vosgerau & Voss, 2013). In Chapter 2 and Chapter 9 we discussed the
properties of the phenomenal experience of agency and the judgment of agency, and the
differences between them. In these chapters as well as throughout the entire thesis, we
have taken a representationalist view on phenomenal experiences (Chalmers, 2004; Crane,
2008; Dretske, 1988). This view posits that phenomenal experiences are characterized by
the representational content at a given moment. For the occurrent, specific, distal sense of
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agency this means that it is experienced when an organism, who is capable of phenomenal
experiences, represents its action 𝑎 as being the cause of a specific effect 𝑒. In this thesis,

I have thus explored (i) whether mechanisms proposed in the literature can generate that
representational content (Chapter 4), (ii) whether previous empirical findings in infant
research can be taken as evidence for such a causal representation (Chapter 5), (iii), in
absence of a positive answer to (ii), whether we can find the required evidence (Chapter
6), and (iv) whether motor development, as related capacity, facilitates the acquisition of
the representation (Chapter 7).
It is important to recognize that the contents underlying experiential states can be
nonconceptual (for discussion see Bermúdez & Cahen, 2015; Crane, 1992; Kelly, 2001;
Speaks, 2005). In this sense, they are not like beliefs but rather more similar to perceptual
states. It is thus not necessary for infants to have a concept of their own agency to still
be able to experience it. This changes for the judgment of agency. Since this is a post-hoc
reasoning process, the resulting representation will be conceptual in nature. As such, we
have tested for the judgment of agency only in adults in Chapter 8. In Chapter 9, the
perceptual versus belief-like states for the sense of agency became relevant again in the
context of implementing a sense of agency into artificial systems. By formalizing a reasoning route and an experiential route to sensory processing, we sketched ways for how the
judgment and feeling of agency could be implemented.
Despite the various agentive experiences and the crucial cognitive differences between
the percept-like feeling of agency and the belief-like judgment of agency, the sense of
agency is a term that is used very loosely to describe all these phenomena. For theoretical
and experimental research into the sense of agency, this has major downsides. In Chapter
3, the consequence of which description one uses in terms of explanatory theory and evidence has been briefly treated for distal-proximal distinction. An explanatory theory of the
feeling that my action a caused effect e will require different processes and mechanisms
than a theory of the feeling that I caused my action. Without sufficient care in nuancing one’s explananda descriptions, it becomes impossible to test the explanatory value
of theories and the quality of evidence for the presence of phenomena because different
descriptions can lead to different explanatory theories (see also Zednik & Jäkel, 2016). But
these distinctions are not merely a theoretical exercise. As we will see later in this chapter
(section 10.2), conceptually teasing apart different agentive experiences is directly relevant
for understanding the emergence and developmental trajectory of the sense of agency in
infancy.
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10.1.2 Why is it interesting to study the sense of agency in
development?
In some ways, developmental cognitive science and ‘regular’ cognitive science are very
similar. Researchers in these fields wish to understand what cognition is, what mechanisms
underlie specific cognitive capacities, what circumstances influence how the capacity is
manifested, how cognition is implemented (in the human brain or otherwise) and so on.
But there are important differences between the fields too. Due to studying a population
in which cognition is not yet fully developed, and specific cognitive capacities may not even
have emerged, developmental scientists face several questions that are irrelevant to adult
cognitive science. These questions pertain to what set of criteria must be met to conclude
the presence of any given capacity, what mechanisms are sufficient to bring about these
criteria and could thus explain the presence of the capacity, what is the developmental
trajectory from not having a capacity to its full-fletched manifestation, how do infants use
existing capacities to bootstrap new ones and many more.
Studying any cognitive phenomenon in a developmental setting therefore has the
advantage that theoretical frameworks and their underlying assumptions are viewed from
a different perspective. Any proposed process or mechanism must be developmentally
possible and plausible for it to lead to a plausible theory of human cognition. When it
is not, one must either sign up to a strongly nativist point of view (shifting the burden
of understanding the phenomenon’s acquisition to evolutionary theories) or adapt the
theories such that a developmental trajectory becomes attainable. In Chapter 2, we have
shown this scientific process for the sense of agency. We outlined three plausible and
commonly assumed theses regarding the sense of agency that in combination create a
circularity, theoretically making it impossible for infants to acquire agentive experiences.
This so-called paradox of agency demonstrated that without sufficient consideration for
the developmental perspective, theories can be built on assumptions that lead to a capacity
that cannot be acquired. We were able to resolve the paradox by differentiating between
stimulus-elicited agency (based on exogenously elicited goal-directed behavior) and intentional agency (based on endogenous intentions), opening up a way for young infants
to bootstrap from mere motor babbling to full-fletched intentional agency and agentive
experiences (see also Section 10.2).
In addition to developmental plausibility, research into infant cognition, in comparison
to adult cognition, faces a greater necessity to identify sufficient mechanisms, that is,
mechanisms whose components and operations together can give rise to the capacity of
interest (Abrahamsen & Bechtel, 2010; Cummins, 2000; Wright & Bechtel, 2007; Bechtel,
2009). Since developmental scientists often first have to ask whether a capacity is present
in their target group at all (e.g., has object permanence already emerged?) before they
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can ask which factors influence the exact manifestation at a given moment, their research
goal is to find empirical evidence for a sufficient mechanism. When studying adults, the
research questions often concern modulations of one or multiple necessary mechanisms
(e.g., is word processing influenced by its emotional content?). Therefore, there is in most
cases no strong need to identify and find evidence for sufficient mechanisms but rather to
identify the necessary mechanism of interest and to understand its functioning by manipulating the input. As such, developmental science can contribute to adult cognitive science
by explicating which mechanisms are sufficient and thus explanatory for a capacity and
which are necessary but not sufficient, as we did for the sense of agency in Chapter 4.
So far, I have discussed the general advantages of investigating cognitive capacities in
developmental populations. However, studying the development of the sense of agency
in early infancy is also important in its own right. In Chapter 9, we have argued for
the implementation of (a functional equivalent of) the sense of agency for the creation
of human-level artificial intelligence because of its potential to facilitate learning. This
argument applies to infants too. In fact, the sense of agency can aid learning on different
levels. When infants are born into this world, they have to segment and make sense of a
continuous stream of sensory information. Understanding one’s own contribution to that
sensory stream makes the task a little easier. Furthermore, one can employ this knowledge
to select those actions that have the desired consequences. As mentioned in Chapter 1,
these consequences can take place in the physical environment or in the social interaction.
For example, one of such consequences can be a targeted intervention in the environment,
through which infants can learn about the causal structure of the world around them
(Lagnado & Sloman, 2002; Pearl, 2000). In social interaction, it is also useful to understand
that your actions have consequences as well as what those consequences are, both for
being able to differentiate the consequences of your actions from those of others’ actions
(and thus eventually be able to take responsibility for them) as well as being able to prevent
undesired social behavior.
In principle, one could learn these same things by pure reasoning about one’s agency
without the additional agentive experience. However, the prerequisites for such reasoning
steps would delay the learning process until after additional cognitive constructs (such as
concepts) have been acquired, and the computational cost of always taking a high-level
reasoning route would be enormous (see also Chapter 9). The sense of agency offers a
more direct possibility of obtaining the information without relying on high-level cognition.
In addition to the fundamental questions regarding typical development, there are
several pathologies in which the sense of agency is disrupted in one way or another, such
as autism spectrum disorders (Lind, 2010; Williams, 2010), obsessive-compulsive disorder
(Gentsch, Schütz-Bosbach, Endrass, & Kathmann, 2012), schizophrenia (Bulot, Thomas,
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& Delevoye-Turrell, 2007; Jeannerod, 2009), and cerebral palsy (Ritterband-Rosenbaum,
Christensen, Kliim-Due, Petersen, Rasmussen & Nielsen, 2011). Understanding its earliest
development and the building blocks that lead to a full-fledged sense of agency might
help with treatments or interventions to improve, if not solve, the capacity or consider the
right environmental adjustments to accommodate for the specific person. Even though we
are not yet at this stage, I hope that the conceptual analysis in Section 1.1 of Chapter 1
and especially in Chapter 2 as well as the research methodology described in Chapter 3
might help future research identify what aspect of the sense of agency is disrupted, how it
typically develops and what the prevention or intervention possibilities are.

10.1.3 How can one investigate a subjective experience like the
sense of agency in infants?
At the start of this project, there was no structured method available to investigate the
sense of agency or other experiential states in infants. Researchers often directly applied
theories from adult research to developmental science. As argued in Chapter 4, this approach has important caveats due to fundamental differences in the research questions for
which those theories and experiments were used, and a robust research strategy was much
needed. Therefore, I set out to develop a methodology that allows scientists to infer the
presence of specific subjective experiences in preverbal infants.
As outlined in Section 10.1.2, studying the emergence of a cognitive capacity requires
understanding sufficient mechanisms underlying the capacity. Our proposed framework to
infer infants’ experiential states, described in Chapter 3, consists of four steps and has as
the goal to identify sufficient mechanisms for the phenomenon of interest and find evidence
for one of those mechanisms. Bechtel and Abrahamsen (2010, p. 323) define a mechanism
as “a structure performing a function in virtue of its component parts, component operations, and their organization.” Since we were after a sufficient mechanism, the organized
activity of its parts and operations must produce all of the phenomenon’s properties as
described (Cummins, 2000; Wright & Bechtel, 2007; Bechtel, 2009). Once one or several
sufficient mechanisms have been identified, evidence is required to confirm that any of
these mechanisms is present and gives rise to the cognitive capacity or experiential state of
interest in the target population. To do so, it is important to consider the discriminative potential of different behavioral and physiological markers. Some behaviors and physiological
markers can be produced by many different mechanisms, not all of which are necessarily
sufficient. When a sufficient mechanism has been identified, and confirmatory evidence
for that mechanism has been found, investigators may conclude that a particular (group
of) individuals possess the target capacity. Notably, this conclusion is not deductive, but
abductive: the best way to explain the fact that a certain kind of evidence was collected
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is to assume that it was produced by the relevant sufficient mechanism, rather than from
some other (perhaps unknown) mechanism.
Throughout this thesis, I have applied our proposed framework in the context of the
developing sense of agency. Step 1 in our framework states that the phenomenon of
interest, the explanandum phenomenon, must be described carefully in order to follow
the subsequent steps. As mentioned in Section 10.1.1, in Chapter 1 and Chapter 2 we
have conceptually dissected various agentive experiences that have been considered as the
sense of agency. The sense of agency is thus somewhat of a mixed bag of experiences. For
the subsequent research, we have decided to primarily focus on the sense of agency as the
feeling that my action a caused effect e (i.e., an occurrent, specific, distal sense of agency).
The reason for this was in part pragmatic: it is, from an experimental point of view, the
easiest agentive experience to operationalize, and, as such, there is a large body of prior
theoretical and empirical research to be used as the basis of one’s own research. There is,
however, also a good content argument to be made for studying this particular agentive
experience: both occurrent agentive experiences and specific agentive experiences are
likely to develop before their counterparts (background and generic agentive experiences
respectively). Background and generic agentive experiences arise from a generalization
over occurrent and specific agentive experiences. For research into the emerging sense of
agency, it is therefore sensible to take occurrent specific agentive experiences as starting
point.
In Chapter 4, we assessed the sufficiency of the comparator model theory, a prominent theory of the sense of agency, as part of Step 2 of our framework. The comparator
model theory claims that the sense of agency arises from a comparison between predicted
sensory input, based on the motor command, and the actual sensory observation. When
the prediction and observation match, a person is said to experience a sense of agency.
As such, much infant research into the sense of agency has focused on infants’ ability
to detect sensorimotor contingencies. When finding evidence for this ability, researchers
concluded that infants had learned the causal action-effect relation and thus had a sense
of agency (e.g., Gergely & Watson, 1999; Kelso, 2016; Rochat & Striano, 2000; Watanbe
& Taga, 2011). Our conceptual analysis showed that a comparison between predicted and
observed sensory input by itself cannot give rise to a causal representation and thus cannot
be sufficient for a sense of agency. This means that the ability to detect contingencies only
cannot be taken as evidence for infants’ sense of agency. Upon detecting a match between
predicted and observed sensory input, one must still infer that this match means that the
sensory observation is caused by one’s actions. That is, the sense of agency will not arise
without an additional causal inference (which is presumably based on the comparison as
well as contextual cues).
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Subsequently, following Step 3 of the framework, we evaluated to what extent previous empirical data could serve as evidence for the presence of a sense of agency. Infants’
behavior in the mobile-paradigm (Rovee & Rovee, 1969), in which an infant’s arm or leg is
tethered to an overhead mobile such that movement of the limb causes movement of the
mobile, has often been used to claim the presence of a sense of agency (see, e.g., Kelso,
2016; Watanabe & Taga, 2011). This type of experiment measures infants’ movement
frequency and tends to consist of a baseline phase, before the limb is connected to the
mobile, and a connect phase. In some cases, the connect phase is then followed either
by a switch phase, in which the mobile is tethered to a different limb, or a disconnect
phase, in which the limb and mobile are disconnected from each other. Several researchers
have claimed that infants’ causal action-effect understanding or sense of agency could be
concluded from an increase in movement frequency for movements that yield an effect,
such as in the connect phase of the mobile-paradigm (Gergely & Watson, 1999; Kelso,
2016; Rochat & Striano, 2000; Watanabe & Taga, 2011).
To test whether infants had in fact built the requisite causal model between their action
and the effect, we created a computer simulation of the mobile-paradigm in Chapter
5. Instead of simulating an infant with causal understanding, we imbued our artificial
agent (henceforth babybot) with a very simple learning mechanism that is unable to learn
any causal relations. The rationale was that any behavior that could be produced by our
babybot could not be taken as evidence for an underlying causal model in infants. These
behavioral patterns, namely, could be explained by a simpler mechanism and do not allow
for differentiation between sufficient and insufficient mechanisms. Since we found that our
babybot produced the increased movement frequency in the connect phase, we concluded
that this behavioral pattern may not be suitable as evidence for infants’ sense of agency.
However, we also found that our babybot always immediately decreased its movement
frequency in the disconnect phase. This is different from infants, for whom sometimes
an extinction burst (an additional increase and then decrease in movement frequency) is
found after disconnecting their limb from the mobile (Alessandri, Sullivan, & Lewis, 1990;
Heathcock et al., 2004; Rovee-Collier et al., 1978). The babybot’s inability to produce an
extinction burst suggests that this behavior may be of interest, supported by the idea that
an extinction burst indicates an underlying model (Crossman, Sullivan, Hitchcock, & Lewis,
2009) that the infants are updating by rapidly acquiring information. Thus, the use of
computer simulations enabled us to differentiate between behavior that we can exclude as
sufficient evidence for the sense of agency and behavior that requires further investigation.
I then set out to explore whether the extinction burst arises from a violation of infants’
causal model. In Chapter 6 we tested 3- to 4.5-month-old infants in the mobile-paradigm,
acquiring both neural as well as behavioral measures. We found that the group of infants
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who showed a neural violation of expectation also had a more pronounced extinction
burst, specific to the limb that caused the effect, than those infants who did not show
a neural violation of expectation. These findings indicate that when infants have learned
about the causal action-effect relation, they will temporarily increase their movement
frequency upon a violation of their internal model. Presumably, they are rapidly acquiring
more information about the new state of the world. Their movement frequency decreases
again once infants have updated their model. The findings of Chapter 6 thus corroborated
the results from the babybot simulations in Chapter 5. In addition, since there seemed to
be differences as to when the causal model emerges (not all infants showed a violation of
expectation or an extinction burst), we tested whether motor development is predictive of
the presence of an extinction burst in Chapter 7. We found no evidence for this relation.
A second experiment in Chapter 8 investigating the relation between motor capacities
and the judgment of agency in adults also did not yield strong evidence. By following our
framework step by step, we have thus been able to identify gaps in the theoretical and
empirical knowledge base, which led to testable hypotheses that we investigated in an
experimental setting. Inevitably, this has led to the discovery of new questions and challenges, such as how motor capacities interact with the sense of agency, which I address in
Section 10.3. However, despite being a challenging, interdisciplinary task, I hope to have
shown that investigating subjective experiences in pre-verbal infants is within the range of
scientific possibilities.

10.2 The emerging sense of agency
The primary aim of this PhD project was to understand how a sense of agency emerges
in early infancy. By putting together the theoretical advancements and empirical findings
in this thesis with previous research into the developing sense of agency, we are now in a
position to start to sketch a developmental trajectory and possible underlying mechanisms.
As described in Chapter 2, motor babbling lies at the very basis of the emerging sense
of agency. Neuroimaging research has shown spontaneous firing of the motor cortex leads
to so-called “general movements”, a type of spontaneous movements that are not goaldirected (Hadders-Algra, 2000). General movements are mostly studied in infants in the
first three months of life (Hadders-Algra, 2010) but have been observed already in fetuses
in the first trimester (Lüchinger, Hadders-Algra, van Kan, & de Vries, 2008). The process of
spontaneous neuronal firing and general movements, together often referred to as motor
babbling, enables a mapping to be made between the cortical firing patterns and corresponding bodily movements. This mapping can be used by infants to, for example, reach
for a salient object in their visual field, a form of agency we have called stimulus-elicited
goal-directedness (or stimulus-elicited agency) in Chapter 2. Infants consistently show this
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behavior from between 4 and 5 months of age (Thelen, Corbetta & Spencer, 1996; von
Hofsten, 1991), but it has been demonstrated that the motivation for stimulus-elicited
goal-directed behaviors is present earlier. In 3-month-old infants, the limiting factor seems
to not be the capacity for stimulus-elicited goal-directedness, but rather a limitation on
their motor control to reach and grasp an object. When 3-month-old infants had previously
been wearing sticky mittens (i.e., mittens made of Velcro) whilst playing with compatible
toys, and thus did not need the precise motor control normally required to explore the
object, they showed more object engagement compared to peers who had not had the
sticky mittens experience (Needham, Barrett, & Peterman, 2002).
This stimulus-elicited goal-directed behavior provides infants with the first experience
of their own agency. Although not triggered by an endogenous intention, the goal-directed
action allows infants for the first time to act intentionally and experience a coherence between their goals, motor commands and body parts. Indeed, between 3 and 4.5 months of
age the first signs of an integrated agency, the representation of the self as a single cause,
are empirically observable as well. It was already known that infants at this age (and even
younger) detect and react to sensorimotor contingencies (for review see Rochat & Striano,
2000), but as shown in Chapter 4 and Chapter 5, this detection is not sufficient to
conclude that infants have the underlying causal model necessary for the sense of agency.
Providing evidence for such a model, in Chapter 6, we showed that between 3 and 4.5
months of age, indications of a violation of expectation are emerging when previously
learned sensorimotor contingencies cease to exist. These findings indicate that infants
at this age are starting to build a causal action-effect model, allowing them to anticipate
a certain consequence to follow a preceding action. Similar results have been found in
the context of sensory attenuation. As described in Chapter 1, sensory attenuation is
thought to occur based on the sensory predictions made by an internal forward model
based on the motor signal (Blakemore, Wolpert, & Frith, 1998). Since the consequences
of self-produced actions are thought to be maximally predictable, the greatest sensory
attenuation is expected to occur when one is able to represent the action as self-produced.
Meyer and Hunnius (in prep. (b)) found that 3-month-old infants are beginning to show
sensory attenuation to self-produced tones (i.e., an auditory stimulus triggered by the
infants’ own movement) compared to unpredictable tones, but do not yet attenuate to the
self-produced tones as much as to tones with a regular interstimulus interval. These findings suggest that infants do not treat the consequences of their own actions as random
sensory events anymore but are still in the process of learning about the consequences
of their actions and do not treat them as fully predictable either. This finding provides
empirical support for the emergence of the self-related causal action-effect representations
required for the sense of agency in infants between 3 and 4.5 months of age.
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In these very young infants, the development is initially restricted to an occurrent sense
of agency. However, once infants start to generalize their experiences, they develop a basic
understanding that they can in principle cause effects with their actions (a background
sense of agency). This allows them to act upon this understanding by selecting the actions
that will yield the desired results. For instance, in the eye-tracking image-scratch-paradigm,
in which a picture was covered by a black layer that could be removed piece by piece by
fixating on it, 8-month-old infants can learn to look at the black layer to uncover the picture (Miyazaki, Takahashi, Rolf, Okada, & Omori, 2014). This study is particularly interesting
because it requires infants to behave in a counterintuitive way: infants would not typically
look at the black layer but instead would attend to the more salient and interesting part
of the screen, namely the part of the picture that has already been uncovered. The finding
that 8-month-old infants start to fixate on the black layer shows that they are selecting
their action based on the desired outcome, rather than in a stimulus-elicited manner. These
are signs that intentional goal-directedness (discussed in Chapter 2) is starting to develop
and that infants are able to act in a corresponding manner. Not only are these newly
acquired capacities important in their own right, they also form the building blocks of a
new form of causal learning: active intervention (Pearl, 2000). In Chapter 1, we discussed
that the causal structure underlying certain situations can only be disambiguated by actively intervening in the situation and observing the subsequent changes to the situation,
and that causal learning is generally facilitated by active intervention (Lagnado & Sloman,
2002). Thus, when infants begin to detect that their actions can have consequences and
select them to achieve a certain goal, they are able to actively intervene in a situation and
use the outcome information to build better causal models.
Thus far, I have outlined a developmental trajectory that, similar to the general tendency
in sense of agency research, focuses primarily on the capacity to understand the causal
relation between one’s own actions and their consequences. It is less clear how other
cognitive capacities facilitate or modulate the emergence of a sense of agency, despite it
being necessary knowledge if we are to get a better understanding of how the sense of
agency develops. Due to the seemingly close relation between theories of motor control
and theories of the sense of agency, in Chapter 7, we investigated whether infants’ motor capacities were predictive for the presence of their sense of agency. We did not find
evidence for such a relation, and in a second study with adults, described in Chapter 8,
evidence for a relation between motor control and judgment of agency was minimal as
well. These findings demonstrate that even intuitive relations between capacities may not
be as straightforward and need to be explored in full. Other aspects, such as the relation
between the sense of agency and caregiver-child interactions, have as of yet not been
addressed at all. I return to these topics in Section 10.3 when discussing future directions.
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Previous studies did not test for the trajectory sketched here explicitly. However, since
this trajectory outline yields testable hypotheses regarding the developmental relation
between different capacities, such as stimulus-elicited behavior, intentional behavior and
active intervention, future work can acquire theoretical or empirical support in favor or
against these hypotheses. With the framework we developed in Chapter 3, the study
into subjective experiences in pre-verbal infants has become tangible. Additional insights
into the emerging sense of agency may arise from the implementation of the sense of
agency and other subjective experiences in artificial systems. Throughout the thesis, there
have been mentions of artificial systems and they featured prominently in Chapter 9,
in which we outlined ways of implementing capacities that are functionally equivalent
to phenomenal experiences. Although the goal in Chapter 9 was to contribute to the
creation of human-level artificial intelligence, the interest in artificial systems for developmental science does not tend to serve the creation of more intelligent artificial systems or
robots. Their use for developmental science lies in the platform they offer on which theories can be tested. Furthermore, having to implement capacities in artificial systems forces
scientists to explicate the underlying mechanisms and the inputs to those mechanisms,
which may have been discovered in experiments prior to the implementation. This type of
research methodology is reflected in the field of developmental robotics, in which the goal
is two-fold: (i) using developmental theory to create better robots, and (ii) using robots to
better understand human development. This interaction between artificial intelligence and
developmental science offers a promising avenue to obtain novel insights.
In sum, a theoretical account of how the sense of agency emerges is slowly taking
shape and this thesis has contributed several key pieces to our understanding of this
phenomenon. Nonetheless, there are still many open questions that need to be answered
both on a theoretical and empirical level. An interdisciplinary approach, in my opinion, will
be essential to obtain a full understanding the developing sense of agency.
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10.3 Future directions: Theory formation and
empirical research
The sense of agency has turned out to be a difficult phenomenon to study, in part due to
its subjective, phenomenal nature—which is intrinsic to the sense of agency and cannot be
changed—and in part due to aspects that can be resolved with thorough research, such
as inconsistent definitions, insufficient theoretical frameworks and a lacking specification
of relevant processes and components that underlie, facilitate or modulate the sense of
agency. I believe the research described in this thesis has contributed to resolving these
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issues, but many theoretical and empirical research questions remain. In this section, I
discuss the limits of our work and the potential for future research directions.

10.3.1 Predictive processing
In this thesis, I have focused on the comparator model theory of the sense of agency due to
its prominence in theoretical and experimental research. In several chapters (most prominently in Chapter 4), we have criticized its explanatory value and outlined our concerns
with the theory. So where do we go from here? In Chapter 4, we have briefly mentioned
predictive processing as a theoretical framework that may not be susceptible to several
of our concerns with the comparator model. Predictive processing is a general theoretical
account of cognition and neuroscience that treats the brain as a prediction machine (Clark,
2013; Friston, 2010). It claims that the brain is constantly generating and updating models
that predict sensory inputs at different levels of abstraction. Models can be updated or
revised when faced with a prediction error. Several researchers have suggested predictive
processing as explanatory framework for the sense of agency (Friston, 2012; Hohwy, 2007;
Seth, Suzuki & Critchley, 2012). They argue that the sense of agency arises from a sensory
prediction that is compared to the sensory observation. The sense of agency can then be
expressed in terms of the prediction error, that is, the difference between the prediction
and the observation. Although this may appear to be a reformulation of the comparator
model, the predictive processing account is the more flexible framework in that the degree
of prediction error is gradual. As such, one does not have to presuppose a threshold value
at which the sense of agency occurs, as one would have to do in the comparator model
theory, and predictive processing can account for varying levels of participants’ certainty in
sense of agency tasks.
However, despite resolving some of the comparator model’s explanatory concerns, predictive processing theories of the sense of agency are not yet fully spelled out. In Chapter
3 and Chapter 4, we argued that a causal inference must be made after comparing the
sensory prediction to the sensory observation and that the action must receive an ownership
predicate. Predictive processing is likely able to generate such an inference, and therefore
this concern may be resolved after conducting sufficient theoretical and computational
research to make a plausible, functioning model. For explaining adults’ sense of agency,
predictive processing thus offers an incomplete but promising account. It becomes more
problematic when one considers the emergence of capacities and their developmental
trajectory. In the last few years, more and more research has been conducted into an
explanatory predictive processing account of development (e.g., Kayhan, Heil, Kwisthout,
van Rooij, Hunnius & Bekkering, 2019), but, as of yet, predictive processing does not have
an explanation for how one’s internal models are generated pre- and postnatally. That is,
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although the theory can explain incremental changes, it currently cannot account for the
qualitative changes observed in development (Hunnius, 2018; Kayhan & Kwisthout, 2017).
This holds for the development of any cognitive capacity, and thus includes the sense of
agency. A strong collaboration between computational cognitive (neuro)scientists and developmental scientists will be necessary to extend the predictive processing framework into
development. When they do, however, it currently seems that predictive processing has the
highest potential of the current accounts to explain the developing sense of agency.

10.3.2 Research methodologies and practices
On an experimental level, additional challenges arise. Studying a subjective experience,
like the sense of agency, inevitably raises the question whether it is even possible to study
something that happens completely in one’s inner world. Cognitive scientists often study
processes that are subjective in nature (e.g., memory formation, decision making, visual
perception), but for most of these processes there are behavioral or physiological markers
that are used as a proxy. In Chapter 3 we developed a research methodology that would
allow for finding defining behavioral or physiological markers for a capacity and inferring
subjective experiences without relying on verbal report. Examples of how to carry out this
methodology are found in Chapter 2 (defining the phenomenon of interest), Chapter 4
(assessing the sufficiency of proposed mechanisms), Chapter 5 (evaluating the quality of
empirical evidence for the presence of a sufficient mechanism) and Chapter 6 (setting
up a novel study to test the hypotheses following from the previous steps). We focused
primarily on infants and on the sense of agency, but the framework is not limited to early
development or agentive experiences. By providing these examples we aimed to make it
generalizable to other populations and other phenomenal experiences. An example of a
line of research in which the framework could be applied is in the assessment of the sense
of agency in autistic individuals. Autistic individuals often experience disturbances in their
sense of agency (Lind, 2010; Williams, 2010), and since verbal report may be an unsuitable
measure for autistic individuals (either due to their own verbal capacities or due to differences between autistic and non-autistic individuals in use of language and interpretation
of the researcher’s questions), the framework offers a possible solution for research into
the sense of agency and autism spectrum disorders, or other affected clinical populations.
The proposed framework can guide developmental scientists to find the right design
to test hypothesis regarding infants’ inner world. However, when experimentally studying infants, there are additional constraints. Even if one finds creative ways of eliciting a
behavioral or physiological response that is differentiating for the phenomenon of interest,
the best of designs cannot prevent infant data from being noisy and the recruitment of
participants from being difficult. As Oakes (2017, p. 436) put it: “Infant research is hard.”
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Therefore, it is good to consider whether our effects or their absence could be a consequence of having too little data, having too noisy data or having the wrong type of data.
In addition, since, despite our best efforts, there is a limit to how many parents we can
convince to come to the lab and how many infants we can trick into compliantly participating, it is paramount for developmental cognitive (neuro)science to embrace replication,
preregistration, data sharing and meta-analyses (e.g., Bergmann et al., 2017; Frank et al.,
2017). The experimental studies described in Chapter 6, Chapter 7 and Chapter 8 are
a good example of the necessity of these scientific practices. The behavioral infant study
(Chapter 7) and behavioral adult study (Chapter 8) were both formally preregistered,
whereas the infant EEG study (Chapter 6) was departmentally preregistered. Due to the
preregistrations, it was clear that none of these studies showed the results exactly as we
had predicted them. For science to progress it is important to have this level of clarity,
both not to waste time and resources as well as to advance theory formation. In our case,
for instance, the null-findings in Chapter 7 and Chapter 8 raised interesting theoretical
questions discussed next.

10.3.3 Motor capacities
Given that the sense of agency has its basis in acting and that nearly all theoretical accounts14 of the sense of agency assume some relation between motor commands and action intentions on the one hand and the sense of agency on the other hand, it would seem
unlikely that motor capacities are in no way related to the sense of agency or judgment of
agency. Moreover, research with clinical populations did find that the judgment of agency
is altered in patients with motor disorders (Nahab, Kundu, Maurer, Shen & Hallett, 2017;
Ritterband-Rosenbaum, Christensen, Kliim-Due, Petersen, Rasmussen & Nielsen, 2011).
Therefore, the results in Chapter 7 and Chapter 8, which describe an infant and an adult
study investigating the role of motor capacities on the sense of agency and judgment of
agency respectively, were surprising to us. In neither of these studies we found convincing
evidence for such a relation and we were left with findings that raised more questions than
they answered.
It is possible that these findings result from methodological decisions or constraints.
Perhaps we overestimated the effect size and should have increased our sample, or perhaps
another operationalization would have yielded an effect. We discussed these possibilities
extensively in the discussion sections of Chapter 7 and Chapter 8, and, given that we
have just argued that especially infant data can be noisy and sparse, I would welcome
14

One exception is the account that posits that the sense of agency is a default state and thus independent of motor commands or actions (e.g., Mylopoulos, 2017). However, this account seems to be
unable to explain not feeling a sense of agency over certain actions or effects and has no developmental
or evolutionary explanation for the acquisition of the default state.
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replications of these studies using the same and different operationalizations. It is also
important, however, to consider the possibility that our findings reflect something about
the nature of the relation between the sense of agency and motor capacities, especially
since the two studies corroborate each other’s findings. From these studies it seems that
motor uncertainty affects the feeling and judgment of agency differently than sensory
noise, but this would be difficult to account for with current sensorimotor theories. It
seems likely that there are more conditions and constraints influencing the interaction of
these capacities than initially assumed. As of yet, it is a question for future research what
these conditions might be.

10.3.4 Body representations
Related to the interaction between the sense of agency and motor capacities is each of
these capacities’ relation to body representations. In Chapter 7 we took infants’ ability to
differentiate between the arm that caused the effect and the other limbs that did not as an
indication of their motor capacities. This is directly tied to infants’ representation of their
bodies: do infants at any given age represent the agency of their limbs individually? Using
the mobile-paradigm, Rovee-Collier, Morrongiello, Aron, and Kupersmidt (1978) found
that already at 3 months of age infants move the leg that is connected to the mobile differently than the leg that is not. Further evidence for limb specificity in the mobile-paradigm
showed that between 2 and 4 months of age, infants start to gradually move their limbs
in more differential ways (Wanatabe & Taga, 2006). Unlike the study by Rovee-Collier
and colleagues (1978), Watanabe and Taga (2006) did not find that the arms or legs are
differentiated in 3-month-olds, but they did find that the movement pattern for arms and
legs were different from each other. Finally, they found that 4-month-olds show differential
behavior for the single limbs. In contrast, we did not find limb specificity on the group
level in 3- to 4.5-month old infants (Chapter 6) and only differences in arms versus legs in
4.5- to 5.5-month-old infants (Chapter 7). Moreover, in a recent attempt to replicate the
limb specificity findings, Jacquey, Montone, Fagard, Esseily and O’Regan (in prep.) tested
infants of 4, 6 and 8 months of age in a computerized version of the mobile-paradigm. In
line with our results, they did not find limb specificity in any of these age groups.
It is currently unclear what caused the difference between the findings by Rovee-Collier
and colleagues (1978) Watanabe and Taga (2006), Jacquey and colleagues (in prep.) and
our studies. However, there are methodological differences that could potentially explain
the results. In our studies (Chapter 6, Chapter 7) and the study by Jacquey and colleagues
(in prep.), a computerized version of the mobile-paradigm was used, whereas in the studies by Rovee-Collier and colleagues (1978) and Watanabe and Taga (2006) infants were
tied to a physical mobile by means of a ribbon. Using a physical mobile means that there
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may be a tactile and proprioceptive difference for the limb that is connected compared to
the others. In addition, moving with more velocity or with little time between movements
will have a different effect on the physical mobile than in the computerized version. It is
possible that infants were better able to learn in those studies due to additional sensory
cues. If that is the case, the computerized versions may have provided young infants too
little information to understand which limb is causing the effect, whereas they are able to
do so with additional cues, showing that the lack of limb-specificity in our studies is not
due to an absence of body representations at this age.
This would be consistent with the literature on infants’ body representations, which
demonstrates that body representations begin to develop early on. Several researchers
have shown that at 3 months of age, infants are able to distinguish a contingent display
of their legs from a temporally or spatially non-contingent display (Bahrick & Watson,
1985; Rochat & Morgan, 1995, 1998). Filippetti, Johnson, Lloyd-Fox, Dagovic and Farroni
(2013) found that even newborns are able to detect synchronous intersensory stimulation
in the so-called enfacement paradigm, in which infants’ face is being stroked while they
are looking at the video display of their face been stroked synchronously or asynchronously. Their looking time behavior indicated that a preference for the synchronous display.
More recently, the focus of body representations and bodily awareness has shifted from
exteroceptive awareness to interoceptive awareness. Maister, Tang, and Tsakiris (2017)
found that 5-month-old infants are sensitive to whether or not a little cartoon figure jumps
synchronously or non-synchronously to their own heartbeat, providing the first evidence
for the presence of some interoceptive awareness in early infancy.
Bodily awareness has been suggested to be important for self-other distinction (Palmer
& Tsakiris, 2018; Van den Bos & Jeannerod, 2002) and the sense of agency (Tsakiris, Prabhu,
& Haggard, 2006; Tsakiris, Schütz-Bosbach, & Gallagher, 2007), and bodily awareness
and the sense of agency have been studied together (Kalckert & Ehrsson, 2012; Tsakiris,
Longo & Haggard, 2010). Regardless, little is known about the developmental mechanisms
underlying body representations and how they interact with mechanisms generating the
sense of agency. Since they are different phenomena, the underlying mechanisms cannot
be the same, yet they seem to in part depend on similar contingency detection processes
integrating sensory predictions and sensory observations (Gallagher, 2000; Kalckert &
Ehrsson, 2012; Tsakiris, 2010). More research will be necessary to understand how these
mechanisms and processes relate, and how they develop.
For future research, the development of multisensory integration could be of particular
interest. Research into this phenomenon seems to suggest that only by the age of 10, children become able to locate a common cause as the source of two sensory (e.g. audio and
visual) cues (Körding, Beierholm, Ma, Quartz, Tenenbaum, & Shams, 2007). This is surpris-
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ingly late in development in light of the previously discussed research findings regarding
the rubber hand illusion and intersensory synchrony detection in newborns (Filippetti et
al., 2013). Even though evidence suggests that multisensory body representations are still
developing in the first 10 years of life (Cowie, Sterlin, & Bremner, 2016), the discussed
findings in infant studies would indicate that long before the age of 10, children are able to
integrate sensory information from multiple sources and modalities to recognize their body
and detect their actions as the cause of sensory events. Possibly, multisensory integration
is easier when one’s body or actions are involved, and detecting common causes in the
external world can be bootstrapped from multisensory experiences related to oneself.

10.3.5 Self-awareness
Closely related to the developing body representations is infants’ self-awareness. Selfawareness is a crucial component to the sense of agency. In Chapter 3 and Chapter
4, we have argued that a causal representation is necessary for the sense of agency. We
also explicated that this causal inference needs to have encoded that the action belongs
to the self (i.e., an ownership predicate). In this thesis, I have primarily focused on the
causal inference and less so on the ownership aspect of the sense of agency. In the studies
we reviewed and carried out, the infant was always the actor, leaving little possibility to
compare to when the sensory observation was caused by anyone other than the infant. But
did these 3- to 5.5-month-old infants attach any level of self-awareness to these actions?
This remains an open question for the moment. However, several key observations related
to the question can be made.
As described in Chapter 1 and in Section 10.3.4, by 3 months of age infants seem to
develop a sense of their body and the consequences to their body upon acting, which is
around the same time or even before they start to show indications of causal action-effect
learning. These combined findings indicate that they have learned that the movement
of their body is related to the action they are carrying out and the consequences of that
action. Moreover, as described in Section 10.2, Meyer and Hunnius (in prep. (b)) found
that 3-month-old infants attenuate self-produced auditory stimuli less than predictable but
more than unpredictable auditory stimuli. This shows that, although sensory attenuation
is not fully developed, infants do not process the consequences of their own actions as
unpredictable. Finally, between 3 and 4 months of age, infants’ spontaneous movements
(‘motor babbling’) decreases and they start to make increasingly more goal-directed movements. In Chapter 2 we have identified this moment as the starting point for the possibility
to start bootstrapping a sense of agency. Nevertheless, a targeted study into infants’ representations of ownership of their actions is still missing and would complete the picture.
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10.3.6 Social interaction
As may have become clear in this section, when the sense of agency is investigated in relation to other capacities, researchers typically turn to body representations, self-awareness
or motor capacities. One aspect that rarely gets attention, including in the developmental
perspective, is the influence of social interactions to the sense of agency. However, already
40 years ago, Watson (1979) speculated that the ability to detect contingencies in the
physical world may influence the ability to detect contingencies in the social domain. In
terms of development, research has shown that contingency detection in the physical
world and in the social world coincide in terms of emergence. When infants are around
two months of age, they show a sensitivity to contingent events. In the case of social
contingencies, this is often tested in early infancy using the still-face paradigm, in which
caregivers are instructed to interact with their infant for some minutes and then take on a
neutral facial expression and show no responsiveness to their child (Tronick, Als, Adamson,
Wise, & Brazelton, 1978). What is typically observed is that infants initially explore the
situation by testing whether they can make the caregiver respond (e.g., by laughing at
them) and, when that does not seem to work, get distressed.
These studies are typically conducted in the context of early social interaction and
caregiver-child attachment, but what they reveal is that infants already at an early age
have learned that their actions elicit a response in their social partner. Although taking
place in the social domain, this is similar to learning that their actions have consequences
in the physical world. It may be more difficult to learn about one’s influence in a social
interaction because the contingencies are less reliable and even more context dependent,
but the principle is the same. This would suggest that infants with responsive parents
will learn differently about their agency than infants whose parents are less responsive. A
study by Riksen-Walraven (1978) provides some evidence for this hypothesis. She showed
that 12-month-old infants whose mothers had received a maternal responsiveness training
three months earlier were more likely to reach a learning criterion (and to reach it faster)
in a contingency task than those whose mothers had not received the training. I have
argued that detecting contingencies is not the same as having a sense of agency, and this
study thus does not yet provide evidence that the sense of agency is affected by caregiver
responsiveness. However, since contingency detection is an important aspect of the sense
of agency, it is plausible that this relation exists, though its nature is currently unknown.
Assuming that all adults experience a sense of agency, the caregiver-child interaction cannot be crucial to developing a sense of agency. It is thus rather a question of in what ways
social interaction modulates the emergence of a sense of agency and how it influences the
development over time. One could, for example, imagine that caregiver unresponsiveness
could slow down the initial emergence, but that the sense of agency increases in intensity
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or frequency at a later stage in development as children have to rely more on themselves
than their peers with more responsive caregivers.

10.3.7 Neural underpinnings
A final aspect of the developing sense of agency that has received little attention in the
developmental field thus far concerns its neural underpinnings. In adults, several structures
(e.g., TPJ, pre-SMA, dorsolateral prefrontal cortex, insula) have been associated to the
sense of agency (e.g., David et al., 2007; Farrer & Frith, 2002; Farrer et al., 2003; Fink
et al., 1999; Nahab et al., 2010; Yomogida et al. 2010). A recent meta-analysis showed
that most of the previously reported neural correlates are in fact more strongly activated
for external attribution than for self-attribution, but that insula activation was related to
self-attribution (Sperduti, Delaveau, Fossati, & Nadel, 2011). This corresponds to evidence
from research into schizophrenia, in which the sense of agency is typically disrupted, assigning a central role to the insula (for review see Wylie & Tregellas, 2010). Since the
insula is associated with functions such as sensorimotor integration, interoceptive awareness and time perception (Kurth et al., 2010; Wiener, Turkeltaub, & Coslett, 2010), it is a
plausible candidate as neural substrate for the embodied self (Sperduti, Delaveau, Fossati,
& Nadel, 2011). Studying neural mechanisms and correlates in infants is more difficult
than in adults, due to methods, such as magnetic resonance imaging (MRI), being very
sensitive to movement. However, it could be a useful endeavor. Tracking the development
of these neural correlates will likely provide little information regarding infants’ agentive
experiences, but it may help to understand on a physiological level how the development
of these experiences unfolds, and how individual differences in the developing sense of
agency trajectory arise. It is currently unknown, for instance, whether there are structural
differences (e.g., white matter connections between regions) that change over time and
bring about the neural possibility for a sense of agency, or whether there are differences
in functional networks that could explain the emerging sense of agency. For several other
phenomena, these types of studies have already yielded interesting results (e.g., Linke
et al., 2018; Wild et al., 2017), but since researchers are just beginning to employ MRI
scanners for infants in non-medical settings, it is opening up an entire field full of research
opportunities for studying the developing sense of agency.

10.4 Final reflections
The infant’s mind is a mysterious place. Somehow, within a fairly short time, infants develop from vulnerable tiny humans into children and adults with full-fletched cognition.
They are born into a rich, heterogenous world full of hidden structures, agents with their
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own volitions and a plethora of sensory experiences, and yet infants’ learning capacities
remain—by a long shot—unmatched by any machine that engineers have so far been able
to create. In this thesis, I have set out to understand just one aspect of what it is like to be
an infant: the emerging feeling that their actions have consequences in their environment.
Although this task ought not to be as difficult as infants’ challenge to understand the
world, it has proven to be plenty difficult nonetheless. Whether a four-year PhD project allows our scientific understanding to progress as much as cognitive development progresses
in the first four years of life is debatable. Like infants, however, I have been able to use
various strategies for learning more about my topic of investigation, I have explored the
space accessible to us, in a curiosity-driven manner viewed the topic from different angles,
and discovered important new insights that help us take the next step to obtaining the
full picture.
The sense of agency is as fickle a research topic as infants are as participants. Due to
its higher-order cognitive nature and its importance to multiple research fields, it is a topic
that one can keep revisiting and discovering from new perspectives. The emergence and
development of the sense of agency is a particularly interesting angle, because it calls into
question many assumptions that seem intuitive from an adult’s point of view. Moreover, on
a more personal note, imagining what it is like to be an infant, and learning when and how
they begin to discover their own agency has been a captivating experience.
Developmental scientist Alison Gopnik is famous for saying that “to a striking extent,
children use data to formulate and test hypotheses and theories in much the same way
that scientists do.” (Gopnik, 2012, p. 1625). In an earlier publication she argued that
“[i]t’s not that children are little scientists, it’s that scientists are big children.” (Gopnik,
1996, p. 486) Scientists actually are among the few people who as adults get to have this
protected time when they can just explore, play, figure out what the world is like. In this
description, she is captures academic life in an accurate but one-sidedly optimistic way.
One might also say that scientists are like infants: They start out with blurry vision, they
are dependent on the direction others have taken, they fall and get up only to fall again,
and most importantly, they have only a very short time to find the hidden mechanisms in
their space of investigation. But, in the end, they get there. In the end, they too discover
the structure in the confusion.
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Individually, we are one drop.
Together, we are an ocean.
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Als volwassenen zijn we gewend dat onze handelingen gevolgen hebben die vaak in
meer of mindere mate voorspelbaar zijn. We zijn er zelfs zo aan gewend dat we er in het
dagelijks leven weinig bij stilstaan: we grijpen onbewust naar onze koffiemok om een slok
te nemen terwijl we de krant lezen. Pas als er iets mis gaat, bijvoorbeeld dat de koffiemok
toch ergens anders staat en we per ongeluk de vaas grijpen of als onze arm ‘slaapt’ en
geen beweging vertoont, merken we op dat we een verwachting hadden van het gevolg
van onze handeling en hoe gewend we zijn dat we met onze handelingen de wereld om
ons heen beïnvloeden. Maar hoe werkt dat bij baby’s? Hebben zij in de gaten dat hun
handelingen gevolgen hebben en wat moeten ze daarvoor ontwikkelen?
De ervaring dat jouw handelingen gevolgen hebben, de sense of agency, is mogelijk erg
nuttig voor baby’s om de wereld om hen heen te begrijpen. Wanneer zij geboren worden,
moeten ze veel informatie verwerken. Door structuur te ontdekken en te leren voorspellen
wat er in de omgeving plaatsvindt, wordt het makkelijker om met deze overvloed aan
informatie om te gaan. Baby’s kunnen dat bijvoorbeeld doen door regelmatigheden te
ontdekken in de handelingen van anderen of door patronen in de omgeving te herkennen, maar ook door te ontdekken welke zintuigelijke informatie door hen zelf veroorzaakt
wordt.

Theoretisch kader
Om te kunnen zeggen of baby’s een sense of agency hebben, is het nodig om een methode vast te leggen waarmee we de subjectieve ervaring van baby’s kunnen onderzoeken.
Het doel van dit proefschrift was om een robuust theoretisch kader te creëren en dat
vervolgens te gebruiken als leidraad in het onderzoek naar de ontwikkeling van een sense
of agency in baby’s. Hoofdstuk 2 beschrijft een conceptuele analyse van de componenten
die noodzakelijk worden geacht worden voor een sense of agency. Wanneer we naar
ontwikkeling kijken, wordt al snel duidelijk dat de theoretische aannames over deze componenten circulair zijn. Alle componenten worden gezien als bouwstenen van elkaar. Dit
is problematisch voor het uiteenzetten van een consistent theoretisch kader en zou alleen
op te lossen zijn door aan te nemen dat de sense of agency niet hoeft te ontwikkelen of
dat alle componenten precies tegelijk ontwikkelen. Aangezien we reden hebben om aan
te nemen dat dat niet plausibel is, hebben we de aannames kritisch geëvalueerd. In het
hoofdstuk bieden we een oplossing om uit deze circulariteit te geraken en beschrijven
we een mogelijk ontwikkelingstraject van een sense of agency. Vervolgens stellen we in
hoofdstuk 3 een methode voor om de aan- of afwezigheid van specifieke subjectieve
ervaringen, zoals de sense of agency, te onderzoeken in baby’s. Deze methode heeft veel
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inspiratie uit de filosofie gehaald en biedt een praktisch protocol voor iedere stap van de
procedure.
We hebben deze methode vervolgens toegepast om bestaande theorieën te evalueren.
Een van deze theorieën, de comparator-model-theorie, is zeer prominent en wordt veel
gebruikt in de context van de sense of agency. In hoofdstuk 4 waren we in staat gebrekkigheden en onduidelijkheden in deze theorie te identificeren door de methode uit hoofdstuk
3 toe te passen. Ook konden we laten zien welke nadelige gevolgen dit had voor het
sense-of-agency-onderzoek in de ontwikkelingspsychologie en robotica. In hoofdstuk 4
suggereren we een kleine maar cruciale aanpassing in de theorie die dit probleem verhelpt.
Daarnaast hebben we eerdere wetenschappelijke bevindingen onder de loep genomen en
onze methode toegepast om te evalueren in welke mate deze bevindingen als bewijs voor
de aanwezigheid van een sense of agency bij baby’s gebruikt konden worden. Dit deden
we door een computersimulatie te programmeren van een kunstmatige baby (een babybot)
die deelneemt aan een van de (eveneens gesimuleerde) sense of agency experimenten. Het
voordeel van een computersimulatie is dat je precies weet wat de kunstmatige baby wel
of niet kan en weet. Met deze simulaties laten we in hoofdstuk 5 zien dat eerdere interpretaties van wetenschappelijke bevindingen mogelijk een te geavanceerde ontwikkeling
aan baby’s toeschreven: het geobserveerde gedrag van baby’s kan ook worden verklaard
met een leermechanisme dat geen sense of agency kan ontwikkelen. Wel bleek dat er een
ander gedragspatroon was dat mogelijk meer inzicht kon geven in of baby’s een sense of
agency hebben. Deze bevindingen zorgden voor een goed beginpunt voor experimenteel
onderzoek.

Experimentele bevindingen
Met behulp van elektro-encefalografie (een methode om activiteit in de hersenen te meten; EEG) en gedragsonderzoek hebben we onderzocht of baby’s tussen 3 en 4,5 maanden
oud een verwachting opbouwen van de gevolgen van hun handelingen. Het onderzoek,
beschreven in hoofdstuk 6, liet zien dat in deze leeftijdsgroep deze verwachting nog niet
in alle baby’s aanwezig is maar wel begint te ontstaan: bij de helft van de groep zagen
we neurale en gedragsindicaties van een verwachting. In de vervolgstudie uit hoofdstuk 7
hebben we bij een nieuwe groep baby’s met een leeftijd tussen 4,5 en 5,5 maanden onderzocht of het verschil in ontwikkelingssnelheid van de verwachting van handeling en gevolg
verklaard kon worden door een verschil in motorische ontwikkeling. Daarnaast hebben we
in hoofdstuk 8 onderzocht of volwassenen een betere inschatting kunnen maken van de
gevolgen van hun handelingen als de handeling werd uitgevoerd met hun dominante hand
in vergelijking met hun niet-dominante hand. Zowel bij baby’s als bij volwassenen hebben
we geen bewijs gevonden dat de motorische controle over het lichaam samenhangt met
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de sense of agency. Deze tegenïntuitieve bevinding roept nieuwe onderzoeksvragen op die
we in hoofdstuk 7 en 8 kort bespreken.

Van baby’s naar kunstmatige intelligentie
In dit proefschrift hebben we op meerdere momenten een link gelegd tussen babyonderzoek
en kunstmatige intelligentie/robotica, soms als methode (bijv. de simulatie in hoofdstuk 5)
en soms als vakgebied (bijv. in hoofdstuk 4), maar altijd met de ontwikkelingspsychologie
als focus. In hoofdstuk 9 verschuift de focus echter naar kunstmatige intelligentie. In dit
hoofdstuk hebben we de kennis uit de eerdere hoofdstukken toegepast op een ander type
cognitief systeem waarin de sense of agency niet automatisch aangenomen kan worden:
kunstmatige cognitieve systemen. De sense of agency vormt een ingewikkeld probleem
voor kunstmatige intelligentie; de toegevoegde waarde van een sense of agency is groot
maar het implementeren van een subjectieve ervaring in een machine is momenteel niet
mogelijk. In hoofdstuk 9 bespreken we wat de toegevoegde waarde is van subjectieve
ervaringen, of het gewenst is om deze te implementeren in kunstmatige intelligentie en
hoe een implementatie eruit zou zien.

Tot slot
In dit proefschrift is een methode beschreven om subjectieve ervaringen van baby’s te
onderzoeken en wordt deze methode gebruikt om te onderzoeken hoe de sense of agency
ontwikkelt. Door gebruik te maken van theorieën en methoden uit de psychologie, neurowetenschappen, filosofie en kunstmatige intelligentie heb ik gaten in de wetenschappelijke kennis kunnen identificeren en mij op het dichten hiervan kunnen richten. Het
onderzoek in dit proefschrift heeft, zoals dat in de wetenschap vaker gaat, geleid tot
nieuwe onderzoeksvragen die in vervolgonderzoek belicht kunnen worden. Zo leren we
steeds een beetje meer over wat er in het babyhoofdje gaande is.
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