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Chapter 1
General Introduction

Introduction1
Humans are a social species. We organize ourselves into groups of different sizes, from small
hunter-gather groups to large, multinational organizations. In groups, we can achieve more
than we could individually, from hunting larger and more dangerous prey to organizing
international projects like scientific research at an astonishing scale. To an important extent,
social norms enable us to live and work in such groups and organizations. Cognitively, we are
able construct social norms, take them into account when deciding how to behave, and
evaluate whether we and others adhere to them. One way of conceptualizing social norms is
as shared expectations as to how we should behave towards each other. Importantly, these
shared expectations can be the basis for many notions of fairness and justice.
Although many philosophical projects endeavored to establish a conceptual or axiomatic
foundation of justice (e.g. Rawls, 2009), empirical investigations of what people consider fair
or unfair show that psychologically two types of justice can be distinguished (Lind & Tyler,
1988). First, distributive justice refers judgments of allocations of goods, obligations,
responsibilities, punishments etc. among a group of people as fair or unfair. For example,
when two people are considering how to split money they won in a lottery, what each of them
consider fair might depend on how much each has contributed to the lottery ticket. Second,
procedural justice refers to considerations to the procedures by which we decide these
allocations. These procedures might be abstract – equal pay for equal work – or refer more to
personal interactions – being treated respectfully or, more simply, not being lied to.
Importantly, even when the allocation is unequal – for example, one person gets everything –
if the procedure is perceived as fair, the allocation itself can be seen as fair as well – for
example, if both people agreed to flip a coin to determine who will get all the money. In other
words, procedural evaluations can influence the evaluations of outcomes people receive (e.g.
Tyler, 1990, Van den Bos et al., 1997).
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how these notions of what is fair and unfair is represented in the brain. This research mostly
falls within the interdisciplinary field of decision neuroscience which is interested in our
fundamental capacity to make decisions. Researchers in this field are interested in building
computational models describing which choices we make, as well as formally describing the
psychological and neural processes giving rise to the observable patterns in our decisions. For
many investigators it is a central goal to arrive at a full account of decision-making by explicitly
spanning all three of Marr’s levels of description, namely computational, algorithmic, and
implementation levels (Marr, 1982), as is the case for the work presented in this thesis.
To achieve this end, decision neuroscience leverages approaches from three disciplines:
economics, psychology and cognitive neuroscience. Tasks rooted in especially behavioral
economics (see Box 1.1) are typically designed to specifically allow mathematical descriptions
of the observable behavior. Analyzing these tasks from a game-theoretic and rational choice
perspective provides simple benchmarks against which actual decisions can be compared.
Whereas behavioral economics is usually concerned with simply describing and predicting
choices as accurately as possible, decision neuroscience goes a step further by integrating
psychological theories of processes giving rise to, and influencing decision making, like the
influence of incidental emotions (e.g. after viewing a short sad movie clip, people punish
unfair but unrelated behavior more often than after watching a happy movie clip; Harlé,
Chang, van ’t Wout and Sanfey, 2012). Using brain imaging techniques in conjunction with
these tasks has two distinct advantages. On the one hand, researchers are able to disentangle
different psychological processes which might be hard to tell apart using behavioral studies
alone, improving the potential conclusions of such studies at the psychological level. On the
other hand, linking formal models to the observed brain activity allows a clearer account of
what function the activated brain areas might play in the psychological and computational
processes implemented by the underlying neural processes, improving the potential cognitive
neuroscience conclusions. Together, this interdisciplinary methodology enables researchers to
address a large set of questions related to justice and fairness.
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In the last fifteen years, laboratory research in cognitive neuroscience started to investigate

BOX 1.1: Experimental Tasks
Tasks used to investigate fairness related decision-making have their root in behavioral economics and game
theory. In these games, typically two players are facing a decision situation. I briefly describe here four games
that have often been used in the context of fairness and equity.
The Ultimatum Game (UG; Güth, Schmittberger, & Schwarze, 1982) is a two player game where the players
each make a decision sequentially. The first player, termed the proposer, is endowed with a sum of money. The
proposer has to decide how much of this sum to offer the second player. Then, the second player, the responder,
decides whether to accept or reject the offer. If the responder accepts, the two players split the money
accordingly. If the responder rejects, however, neither player receives any money. The proposer’s decision is
seen as reflecting strategic decision making – how much is the responder probably willing to accept? – as well as
reflecting some form of consideration of fairness – what do I consider a fair split of money? The responder’s
decision to reject a

low offer is seen as a canonical example of altruistic punishment: the willingness to forgo a

(monetary) payoff in favor of enforcing a social norm of fairness. Indeed, most people reject low offers and
consider them unfair (Camerer, 2003).
The Dictator Game (DG) and Impunity Game are closely related to the UG. In the DG, the only difference with
the UG is that the responder doesn’t have the opportunity to reject the offer. Instead, the allocation of money is
realized after the first player, now called a dictator, decides how much to transfer to the recipient. Given that
there is no risk here of rejection for the dictator, the motivation to transfer money is this game is seen as genuine
generosity. In the Impunity Game, the responder does have the option to accept or reject an offer. However, in
contrast to the UG, when rejecting an offer, only the responder receives nothing; the proposer still receives the
rest of the money. That is, in the Impunity Game, there is also no risk of losing money for oneself.
The above games are all related to equity or, more narrowly, equality norms. However, fairness and justice also
relate to reciprocity. One simple, two-player game used for investigating reciprocity is the Trust Game. The first
player, termed the investor, is endowed with a sum of money. They can decide how much of their money to
transfer to the second player, the trustee. Importantly, whatever amount is transferred is multiplied by a fixed
factor, e.g. four. For example, the investor could transfer $5. Then, the trustee would receive $20 and can, in turn,
decide how much of this latter amount to transfer back. Importantly, the trustee can also decide to not transfer
any money at all. Thus, the decision of the investor is seen as a sign of trusting the second player to return some
amount of money. The second player’s decision to return any amount is seen as a sign of reciprocating trust.
Note that for the trustee, the decision is structurally identical to a dictator’s decision in the DG, except for the
history of how the trustee arrived in the position of having any endowment at all.
In their most straightforward form, these games are played as one single round with a completely anonymous
partner. However, for the purpose of neuroimaging studies, it is important to have multiple observations, so many
studies employ so called single-shot multi-round games: as a participant, one plays the game multiple times, on
each round paired with a new partner. Alternatively, studies focusing on learning processes often employ
repeated paradigms. For example, by playing with the same set of partners, one can learn to trust or distrust
trustees in the TG based on how often, and how much, money they return. These simple yet powerful tasks allow
researchers to employ computational models to quantify key theoretical variables. By using simple variations of
these tasks, e.g., by playing for a third-person instead of oneself, it is also possible to disentangle the
contributions of different motivations to the decisions. In sum, these tasks are exceptionally well-suited for the
study of fairness and justice, because they provide a unique balance between experimental control, rich
psychological processes, and formal modeling.
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has been identified that support a decision as to whether to behave fairly or unfairly in a given
situation, as well what underlies the response to the fair or unfair behavior of others. A major
effort in this regard has been to elucidate the psychological and computational roles each of
these brain regions might play in this process.
In the remainder of this chapter, I highlight the brain systems (Fig. 1.1) that have been most
consistently identified in these processes, and review the respective roles they may play in
fairness-related decision-making.

Trading-off self-interest versus the greater good
In most of the experiments used to study fairness-related processing in the brain, participants
face a trade-off between self-interest and adhering to a fairness norm of some type. It should
be noted that these two motivations are often explicitly pitted against each other by the
researcher. While self-interest and fairness regularly motivate the same behavior in everyday
situations (for example, when voting in support of wealth redistribution while being on the
receiving end of such a measure), researchers are typically interested in isolating a single
motivation. By pitting self-interest against fairness and observing subsequent behavior, they
can deduce which motivation was the primary driver of the participants’ decisions. This allows
for careful study of the psychological and neural processes underlying fairness motivations.
Note that in experimental practice, “unfair” decisions most often align with financially selfinterested ones, while “fair” decisions usually serve the greater good (i.e. “others” (financial)
interests).
Turning to the brain, I first consider which neural systems instantiate self-interested behavior.
The first structure that deserves mention in this respect is the ventral striatum, a collection of
brain nuclei situated underneath the neocortex. It has long been known that the substructures of the ventral striatum play an important role in driving choice behavior. Ventral
striatal structures are responsible for incentive salience (i.e. desire), pleasure, and learning.
For example, dopamine neurons in the substantia nigra, which project to the ventral striatum,
become more active when a rewarding stimulus (e.g. food) is presented to a participant.

11
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By employing functional neuroimaging to examine a range of tasks, a network of brain regions

Interestingly, these neurons also fire when a cue is presented that is not rewarding in itself,
but that has previously been associated with a primary reward through learning (Schultz,
Dayan & Montague, 1997). As such, the ventral striatum facilitates motivational learning, but
is also involved in addiction (Everitt & Robbins, 2005).

Figure 1.1: Involved Brain Areas. Brain regions and their involvement in different
processes during fairness-related decision-making, showing lateral (top panel) and medial
(bottom panel) views of the human brain. Solid lines indicate surface structures; dashed
lines indicate deep structures; MPFC, medial prefrontal cortex; TPJ, temporo-parietal
junction; VMPCF, ventromedial prefrontal cortex; ACC, anterior cingulate cortex; DLPFC,
dorsolateral prefrontal cortex; VS, ventral striatum; AI, anterior insula.
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responds strongly to the rewarding stimulus of money in the context of economic games. It is
perhaps less well-known that the ventral striatum can also be activated by social rewards,
such as possessing a good reputation (Izuma, Saito & Sadato, 2008). This finding speaks to the
concept of a “common neural currency”, that is, the integration of several sources of reward
into a single neural signal. Another brain region that appears to carry a domain-general signal,
tracking the subjective value of a stimulus to the participant, is the ventromedial prefrontal
cortex (Bartra, McGuire & Kable, 2013). This region likely plays an important role in integrating
the subjective value of different choice options into a decision and then driving the acquisition
of the chosen option (Ruff & Fehr, 2014).
For the remainder of this thesis, it is important to note that while fairness judgments involve
many different parts of the brain, the reward system is also simultaneously processing
financial self-interest. In order for an individual to behave fairly, therefore, they must balance
out the impulse of self-interest with an inclination towards fairness. It is well-known that the
prefrontal cortex is very important for executive control (Miller & Cohen, 2001; Seeley et al.,
2007), and therefore the connections between the prefrontal cortex and the reward system
are prime targets for the neurobiological study of fairness-related behavior. I will discuss these
connections in more detail below.
On the fair, “greater good”, side of the equation, it is useful to start by investigating what
happens in the brain when someone observes both the fair and unfair behavior of another
person.

Monitoring (Un)fairness: the role of the Anterior insula
Some of the earliest neuroscientific experiments concerning fairness implicated two brain
regions whose involvement in fairness-probing tasks has been consistently replicated, these
regions being the bilateral anterior insulae. The insula is a part of the cerebral cortex that is
folded inward on the side of the brain, located between the frontal and temporal lobes. This
region is broadly divided into a posterior part (toward the back of the brain) and an anterior
part (toward the front).
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Considering the ventral striatum’s role in reward processing, it is no surprise that it also

From neuroimaging experiments using economic games, we know that the anterior insula
becomes more active when processing the unfair behavior of their game partner. For
example, in the Ultimatum Game, receiving a low, as compared to a high, offer is associated
with increased anterior insula activity (see Feng, Luo, & Krueger (2015) and Gabay, Radua,
Kempton, & Mehta, (2014) for meta-analyses). Anterior insula activity has also been found to
be correlated with the probability of subsequently rejecting an Ultimatum Game offer (Sanfey,
Rilling, Aronson, Nystrom, & Cohen, 2003; Kirk, Downar, Montague, 2011), suggesting that
participants with a more responsive anterior insula were less likely to accept unfair behavior.
However, this was not the case in all studies (e.g. Civai, Crescentini, Rustichini, & Rumiati,
2012; see also Gabay et al., 2014).
When playing a UG on behalf of others, Civai and colleagues (2012) showed that the anterior
insula was more active for more unequal allocations, whether they are advantageous or
disadvantageous for the person one is playing for. Simply receiving unfair offers without being
able to reject them, i.e. when playing the Dictator Game, also recruits the insula (Grecucci,
Giorgetta, Bonini, & Sanfey, 2013). Similarly, in a Trust Game experiment, Delgado, Frank &
Phelps (2005) reported increased activity in the insular cortex of the Investor when they
learned that the Trustee defected. The anterior insula, thus, appears to respond to observed
unfair behavior on the part of a game partner, independent of whether one can act on this
unfairness, e.g. by punishing the perpetrator, or not, and also independent of whether oneself
is the target of the unfairness or not.
These findings on the anterior insula raise the question as to when a game partner’s behavior
is actually deemed unfair. One way to approach this question is through the lens of inequity
aversion (Fehr & Schmidt, 1999; see Box 1.2). Inequity aversion theory posits that participants
derive negative utility (i.e. diminished subjective value) from an unequal distribution of
resources between individuals. In the Ultimatum Game, then, a player is thought to balance
the conflicting goals of making money and minimizing inequity. This explains why Responders
in the UG sometimes reject low offers: although accepting a low offer would yield more
financial payoff than rejecting, acceptance would also bring about an undesirable degree of
inequity. By responding to unfairness, therefore, the anterior insula may play an instrumental
role in the neural implementation of inequity aversion. In line with this interpretation, Hsu,
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when deciding between different allocations for other people (third-party allocation). Further,
people who weigh inequity more strongly in their decisions also show a larger insula response
to inequity (Hsu et al., 2008).
Crucially, the inequity aversion account implies that fairness norms are static and always favor
a precisely even distribution of money. An alternative interpretation is that the evaluation of a
game partner’s behavior is made in comparison to one’s expectations of the partner’s
behavior (Battigalli, Dufwenberg, & Smith, 2015). After all, what we find “fair” in everyday life
is strongly dependent on both mitigating and aggravating circumstances, as well as dependent
on our moral expectations of the individual we are dealing with – one may expect fairer
behavior from a nun than from a convicted conman. In line with this view, there is evidence
that the response of the Responder’s anterior insula to Ultimatum Game offers is proportional
to the difference between the offer in question and that which was a priori expected (Chang &
Sanfey, 2013; Xiang, Lohrenz, & Montague, 2013). In line with this dynamic view of fairness
norms underlain by the cognitive expectations we generate, Fareri, Chang and Delgado (2012)
showed that the insular and cingulate brain response to prediction error after seeing the
outcome of the trust game correlated with the participant’s individual learning rate. That is,
participants with a higher learning rate (who respond more sensitively to deviations from
expectation) show a greater brain response in cingulate and insular cortex when being
disappointed by a Trustee.
One important question in the practice of cognitive neuroscience is: what is the participant
experiencing subjectively while completing the experimental task? Measurements of brain
activity can offer a window into this experience. For one, we know that the insular cortex plays
an important role in emotion processing, especially of anger and disgust (Damasio et al., 2000;
Philipps et al., 1997), and in the visceral experience of negative feelings (Critchley et al., 2004;
Singer et al., 2009). Therefore, the increased anterior insula activity in the Ultimatum Game is
often interpreted as an emotional response to unfair behavior (Sanfey et al., 2003). In line
with this interpretation, several studies show the importance of emotions in the UG. For
example, Harlé, et al. (2012) demonstrate that after watching a sad movie clip
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Anen and Quartz (2008) find insular cortex activity to be correlated with trial-by-trial inequity

BOX 1.2: Computational approaches
Computational models have greatly risen in use in recent years in order to better understand decisionmaking. The main appeal of these approaches is that they allow the formal specification of theories and
the decomposition of the underlying psychological processes into useful sub-components. Conceptually,
there are three distinct classes of formal models typically employed: Utility models, Learning models,
and Process models. We will briefly highlight an example of each in the context of fairness-related
decision-making.
Utility models: this class of models specify which features of a situation influence the evaluation of the
available options by the decision maker. The inequity-aversion (Fehr, Schmidt, 1999) and Expectation
(Battigalli, Dufwenberg, & Smith, 2015) models are prominent examples here. They propose that the
utility of accepting an offer in, for example, the Ultimatum Game is comprised of two parts: the value of
the money, and the (dis)utility from deviating either from an equal split (Inequity-Aversion), or from
expectations. When making the decision itself, the utility for accepting the offer is compared to the
utility for rejecting it. By formalizing these utilities, it is possible to look for neural correlates and shed
light on the specific contributions of brain regions to this decision-making process. For example, Chang
et al. (2013) compared these two models and found that anterior insula and anterior cingulate cortex
showed neural activity consistent with the Expectation model specifically.
Learning models: A rapidly growing amount of work focuses on how we update our utilities based on
prior experience. Reinforcement learning models (Sutton & Barto, 2018), for example, propose that we
compare an experienced reward to our previous expectation of that reward, resulting in a prediction error
which has been linked to phasic dopamine firing of mid-brain neurons (Schultz et al., 1997; Niv,
Schoenbaum, 2008). In the context of the Ultimatum Game, Xiang and colleagues (2013) used a
Bayesian Observer model to extend the above-mentioned expectation model. They demonstrated that
people dynamically updated their expectations based on their experience, and that their norm prediction
errors correlate with the subjective emotional experience. Recent reviews highlight such learning
models, as many observed neural correlates may be related to incidental learning, and can help in
disentangling the specific contributions of different brain regions (e.g. Lee, Suo, 2016; Apps, et al.,
2016).
Process models: Whereas utility models formalize which features of a situation affect subjective utilities,
a third group of formal models propose how a single decision is reached. A prime example of such
algorithmic models is the drift-diffusion model (DDM; Ratcliff, McKoon, 2008; Smith, Ratcliff, 2004).
In a DDM, the computation of a utility is modeled as an accumulation of a noisy signal, with a choice is
made when this value signal reaches a certain threshold, that is, after enough “evidence” has
accumulated in favor of one of the options. Importantly, such models do not only predict the decision
itself, but also the associated reaction times. For example, Hutcherson, Bushong and Rangel, 2015)
modeled the decision to choose either a selfish or a generous offer in a modified Dictator Game as a
noisy calculation of a relative value signal. Hutcherson and colleagues proposed that the decision process
needs to compare the value for oneself and the value for the other player, and that these values are
calculated independently. Among other regions, they found that activity in the striatum was related to the
value of the options for the self, while right TPJ activity was related to value for the other. Finally,
activity in the vmPFC showed overlap for self and other utilities, consistent with the idea that the
vmPFC integrates multiple attributes into a final value (Basten et al. 2010).
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change in emotional state was accompanied by increased activity in the anterior insula, which
was shown to mediate the relationship between the emotion condition and acceptance rate.
Even simply instructing participants to either up- or down-regulate their emotional response
can increase and decrease the rejection rate of unfair UG offers, respectively (Grecucci,
Giorgetta, van’t Wout, Bonini, & Sanfey, 2013). Importantly, the (posterior) insula activity
decreased for down-regulation and increased for up-regulation of one’s emotional arousal, in
line with the changes in rejection rates. When playing the Dictator Game, that is, without
having the opportunity to punish a low offer, insula activity is also affected by emotional
reappraisal in the same pattern and is correlated with the subjective experience of anger
(Grecucci, Giorgetta, Bonini, & Sanfey, 2013).
Nonetheless, the role of emotions and its link to the insula activity is less straightforward than
these studies suggest. In a set of studies, Civai and colleagues compared playing the UG for
oneself and playing it on behalf of a third-party. When measuring emotional arousal using skin
conductance response, Civai et al. (2010) found that participants had an increased emotional
response to unfair offers only if playing for themselves, even though they would reject unfair
offers as often as when playing for others. The anterior insula was associated with rejections
in both contexts, and it was the mPFC which dissociated between the two situations (CorradiDell’Acqua et al., 2013).
Therefore, to summarize, it has been known since the first neuroimaging experiments on
fairness that the anterior insula responds to unfair behavior of oneself and others. This
response is thought to reflect the difference between the observed behavior of others and
one’s prior expectations of this behavior. The result of this comparison, i.e. the deviation from
expectations, may drive the emotional response as well as the decision to reject in some
situations.
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compared to a neutral one, people more often reject unfair UG offers. Importantly, the

Conflict monitoring and cognitive control in economic
games
Aside from its role in emotion processing, the anterior insula is also thought to play a key role
in the brain’s salience network (Seeley et al., 2007). This ensemble of brain regions is thought
to integrate sensory information with bodily cues from the autonomic nervous system,
thereby enabling fast responding to the most homeostatically relevant events. This network
additionally comprises, amongst other regions, the anterior cingulate cortex (ACC; Seeley et
al., 2007). The ACC is hypothesized to monitor conflict in information processing, thereby
triggering compensatory adjustments in cognitive control (Botvinick, Cohen & Carter, 2004). In
recent years, the role of the cognitive control system, and the role of the ACC in particular, in
interactive decision-making has become clearer.
In the context of fairness and equity, the ACC has been related to several different
psychological states. For example, in the Ultimatum Game, the ACC is more active when
observing unfair as compared to fair offers (Feng et al., 2015, Gabay et al., 2014), and this
activity is proportional to the deviation from fairness expectations (Chang & Sanfey, 2013),
much like activity in the anterior insula (AI). Similarly, Haruno and Frith (2010) found that
activity in ACC and AI tracked the difference between the payoffs of the participant and
another person (i.e. inequity). A working hypothesis holds that ACC detects conflict between a
norm (fairness, equity, etc.) and real or possible behavior (Chang et al., 2011; Fehr & Krajbich,
2013).
Moreover, recent research points towards a subdivision of ACC into two regions with
potentially distinct functions (e.g. Apps, Rushworth & Chang, 2016), as well as to multiple, but
different, brain signals present in the same sub-region of ACC (e.g. Kolling, Behrens, Wittman
& Rushworth, 2016). Therefore, while intriguing thus far, more investigation of the location
and time course of activity in ACC will be needed in order to clarify its role in fairness-related
decision-making.
Other important nodes of the cognitive control network are dorsolateral prefrontal cortex
(DLPFC) and supplementary motor area (SMA). Knoch, Pascual-Leone, Meyer, Treyer and Fehr
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Transcranial Magnetic Stimulation (TMS; see Box 1.3). They found that disrupting right (but
not left) DLPFC reduced subjects’ willingness to reject unfair offers in single-shot, anonymous
Ultimatum Games. In other words, intact DLPFC function was associated with costly fair
decisions on the part of the subjects, which suggests that deliberation can contribute to fair
behavior. Interestingly, this stimulation method left the subjective unfairness ratings of the
subjects unaffected. The researchers therefore concluded that the judgement of fairness was
not supported by the right DLPFC, but rather the actions based on this judgment. Further,
Baumgartner, Knoch, Hotz, Eisenegger and Fehr (2011) showed that TMS stimulation
decreased both activity in right DLPFC as well as functional connectivity between right DLPFC
and ventromedial prefrontal cortex (valuation), and that this reduced connectivity could
explain the change in offer acceptance rates. A working hypothesis is, therefore, that fairness
judgments in the anterior insula are relayed to the DLPFC, which in turn inhibits the selfinterested “greed” response in VMPFC to make costly fair behavior possible.
Much like with anterior insula, it is an open question how we should define the “fairness” that
DLPFC appears to strive towards. Several different approaches have recently been proposed to
help solve this question. First, Ruff, Ugazio, & Fehr, 2013 showed that increasing neural
excitability in right lateral prefrontal cortex (LPFC) in Dictator Game Proposers, using anodal
tDCS, led to decreased monetary transfers from the Dictator to the Receiver and thus,
arguably, a decreased sense of fairness. When repeating this experiment with Ultimatum
Game Proposers, however, upregulating LPFC with anodal tDCS now led to increased offer
amounts from Proposers to Responders. As the only difference between the DG and the UG
for the Proposers is the “sanction threat” of not getting any money at all, Ruff and colleagues
concluded that the right lateral PFC processes voluntary and sanction-induced “fairness”
differently. Sanfey, Stallen and Chang (2014) added another interpretation of this finding: it is
possible that increased activity in LPFC places participants’ behavior more in line with what
they believe other people would do in the same situation (their “descriptive social norm”).
That is, participants may believe that other people would transfer relatively little money in the
Dictator Game but a greater amount in the (potentially sanctioned) Ultimatum Game, and if
this is the case, upregulating LPFC activity with tDCS could stimulate behavior to align these
descriptive social norms. In either case, the findings by Ruff and colleagues suggest that the
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(2006) temporarily disrupted neural function in the left and the right DLPFC using repetitive

norm for “fair” or “correct” behavior is dependent on social interactions, sanction threats, and
neural activity in lateral prefrontal cortex.
In an interesting addition to this line of reasoning, Bereczkei and colleagues (2013, 2015)
reported that Iterative Trust Game players who scored high on a scale for Machiavellian
(manipulative) personality traits showed increased activity in left DLPFC when responding to a
cooperative move of their game partner. As the high-Machiavellian subjects responded to this
cooperative move by sending back less money (thus profiting more), in this case DLPFC activity
was associated with reduced fairness behavior. It may well be, therefore, that brain systems
involved in cognitive control are simply producing goal-directed behavior, whatever one’s goal
is. If one values fairness, these areas may override greedy impulses to facilitate fair behavior; if
one values maximizing personal gains, these areas may override a cooperative response in
favor of the exploitation of others. Indeed, this interpretation is in line with the role of the
DLPFC in goal maintenance and cognitive control independent of fairness-related decisions
(Miller, Cohen, 2001).

Fairness as reward
To this point, I have discussed the role of the brain’s reward system in facilitating financially
self-interested behavior. That is, however, not the complete story. Tricomi, Rangel, Camerer
and O’Doherty (2010), reported observations that neural activity in ventromedial prefrontal
cortex and ventral striatum increased when money was transferred from another player to the
participant – but only if that other player had begun the experiment with a large monetary
endowment. If the participant was the one who was endowed with money, the opposite
pattern was observed: monetary transfers from self to the other player were associated with
increased ventral striatal and VMPFC activity. Thus, Tricomi and colleagues argue for evidence
for a reward-based neural implementation of inequity aversion, by which the receipt of money
is only rewarding if it reduces inequity between game partners, in either direction. Whether
this inequity-sensitivity in the brain’s reward system is a function of DLPFC-VMPFC
connectivity is still unknown.
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Box 1.3: Brain Stimulation techniques
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To assess causal roles for brain regions in decision-making, two dominant non-invasive methods exist:
transcranial magnetic stimulation (TMS) and transcranial current stimulation (tCS).
In TMS, researchers place a coil close to the skull. By running a brief, but strong, current though the
coil, a transient magnetic field is created which in turn creates a secondary, induced, electric field inside
the skull. This field can cause electrical currents in tissue and generate action potentials. When
stimulating the primary motor cortex, for example, these impulses can lead to muscle contractions. For
tCS, the researcher places two electrodes on the body, one electrode being the active electrode, i.e.
positioned at the brain region one wants to stimulate, with the other being the reference electrode placed
somewhere else. The reference electrode can be positioned either close by (e.g. only a one or two
centimeters away), or far away, for example on a limb. By varying the size of the electrode itself, it is
possible to vary the induced change in potential in the underlying tissue. The reference electrode is,
thus, typically larger than the active electrode, causing less change to the tissue beneath it. One can use
either direct current (tDCS) or alternating current (tACS) stimulation paradigms, with the latter being
more commonly used in the context of decision-making. The canonical interpretation for tDCS is that
cathodal stimulation worsens performance (Stagg, Nitsche, 2011), while anodal improves it, but this
dual-polarity effect is not always observed (e.g. Jacobson, et al., 2012; Miniussi, et al., 2013)
There are two main types of paradigm for using non-invasive brain stimulation techniques: online or
offline. Online paradigms use the stimulation at the time of the process itself. For example, by
stimulating the dlPFC while playing the Ultimatum Game, it is possible to investigate how this
stimulation alters the underlying neural processes (Knoch et al., 2008). In contrast, in offline paradigms
one stimulates the brain region of interest first, up or down-regulating its activity for a several minutes,
and only then is a task used to study the process of interest. Using TMS, this means that one uses a
repetitive stimulation paradigm (rTMS) where pulses are created with typically 1Hz frequency for
several minutes. This is thought to cause a deactivation of the underlying brain region (Iyer et al. 2003).
In decision-making research therefore, one first (de)activates a brain region of interest and then
participants play, for example, the Ultimatum Game (e.g. Knoch, Pascual-Leone, Meyer, Treyer, &
Fehr, 2006; van ’t Wout, Kahn, Sanfey, & Aleman, 2005).
One strong limitation of all non-invasive brain stimulation techniques is the lack of spatial specificity.
Although one might be interested in altering function in a single brain region (e.g. dlPFC), stimulation
might affect even distant brain regions via neural connectivity. Indeed, it might be the connections
themselves that are affected by the stimulation, such as dlPFC-vmPFC connectivity in the UG
(Baumgartner, Knoch, Hotz, Eisenegger, & Fehr, 2011). Thus, the conclusions that can be drawn from
stimulation studies are greatly enhanced when conducted in conjunction with functional brain imaging.
Alternatively, one can add multiple control conditions, using varied stimulation sites to show spatial
specificity and a collection of tasks to assess cognitive specificity of the employed stimulation
intervention. A more practical limitation is that only superficial brain regions can be targeted directly.
Unfortunately, therefore it is difficult to stimulate for example the anterior insula, an especially
important brain region for understanding fairness. Despite these limitations, non-invasive brain
stimulation techniques such as rTMS and tDCS are valuable tools for the investigation of fairness
related decision-making. An opportunity for future studies is to combine stimulation techniques and
formal modeling to arrive at a better understanding of the respective processes and computations.
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These findings relate to an earlier report by Harbaugh, Mayr and Burghart (2007). Here, the
transfer of money from a participant to a charity of their choice elicited neural activity in the
ventral striatum, both when those transfers were voluntary (similar to real-world donation)
and when they were mandatory (similar to real-world taxation). In addition, it seems that the
ventral striatum also responds to reward receipt of others, although this response is
diminished by social distance to the other person (Mobbs et al., 2009). In sum, the role of the
reward system in fairness-related decision-making is complex and deserves further inquiry.

The link between theory of mind and fairness
Humans may have an intrinsic need for justice (Decety & Yoder, 2015), but can also act
strategically in social interactions (Lee & Seo, 2016). One core ability underlying such strategic
choices is that of theory of mind, i.e. the skill of maintaining a mental model of others’ minds.
Brain systems that facilitate theory of mind, such as medial prefrontal cortex (MPFC; Van
Overwalle & Baetens, 2009; Denny et al., 2012) and the temporoparietal junction (TPJ) have
often been mentioned in the context of economic games, and their role in fairness-related
decisions is potentially important.
The medial PFC is proposed to integrate emotional, deliberative, and social information
(Amodio, Frith, 2006), especially when social interests are in conflict with self-interest (Koban
et al., 2014). Indeed, in the UG, the mPFC plays a crucial role in rejecting offers. By comparing
how people play for themselves versus for others, Corradi-Dell’Acqua, Civai, Rumiati and Fink
(2013) showed that people reject unfair offers equally often, but recruit the mPFC more
strongly when playing for themselves. Importantly, the insula shows a similar response in both
situations. Civai, Miniussi and Rumiati (2015) expand on this finding by manipulating mPFC
activity using tDCS, demonstrating a causal role: when playing for oneself, decreasing mPFC
activity using cathodal stimulation leads to fewer unfair offers being rejected; however, when
playing for a third-party, the same stimulation does not affect the rejections of unfair offers,
but instead leads to more fair offers being rejected. Together these findings suggest that the
insular cortex evaluates the fairness of the allocation, while the mPFC integrates this with the
direct impact for oneself.
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that TPJ and vmPFC signals correlated with the value for the other. Since the vmPFC activity
was also correlated with the value for oneself, they proposed that the TPJ represents the
valuation for the other, while the vmPFC integrates this information with the amount for the
self. This interpretation is in line with extensive work in non-social decision-making, where the
vmPFC seems to integrate value-information of different choice options (Hare et al., 2009;
Kable, Glimcher, 2009).
In a recent study of third-party punishment, Feng et al. (2016) compared participants’
willingness to punish when they were either alone or as part of a larger group of (potential)
third-party players. They found that participants punished more when alone and that in the
group condition, the dmPFC activity modulated the activity in vmPFC and AI.
In the Trust Game, multiple studies have found medial prefrontal cortex (MPFC) to be more
active when Trustees defected than when they reciprocated (Van den Bos et al., 2009, 2011;
Chang et al., 2011; Van Baar et al., 2019). This may mean that Trustees process the other’s
mental state when they decide to behave unfairly. In line with this interpretation, Van Baar et
al. (in prep.) observed increased activity in posterior superior temporal sulcus (pSTS), another
important region for theory of mind, when participants did not reciprocate trust. On the other
hand, increased activity in TPJ was found by Chang et al. (2011) when participants
reciprocated. We can, therefore, not simply state that the theory of mind network contributes
either positively or negatively to fair behavior. In line with this “individual differences”
interpretation, Van den Bos et al. (2009) found that the right TPJ and precuneus were more
responsive to defection in participants who were, in general, more prosocial. Just like the
salience network, therefore, the theory of mind network may be flexibly activated during
reciprocity decisions based on the personal preferences of the Trustee. One should therefore
be mindful of such personal differences in social preferences when studying the neural
correlates of fairness.
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Hutcherson, Bushong and Rangel (2015) let participant play a DG as the proposers, and found

Aim and outline of thesis
In the work subsequently presented in this thesis, I sought to investigate the computational,
psychological, and neural mechanisms underlying human decision-making in the context of
justice and fairness. To this end, I employed methods from cognitive neuroscience, behavioral
economics, and computational modeling. Specifically, behavioral experiments using especially
the Ultimatum Game allowed me to study the psychological processes influencing our notions
of what is fair and unfair. Using computational models in conjunction with fMRI enabled me to
further explore which neural processes give rise to the computations underlying these
psychological processes.
The thesis is divided into six chapters. After this general introduction providing an overview of
the current state of knowledge of fairness-related decision neuroscience, four empirical
chapters address different aspects of the such decisions. Chapter 2 demonstrates
experimentally – using a novel variant of the Ultimatum Game – how social expectations
influence our notions of what is acceptable or unacceptable behavior. In Chapter 3, these
behavioral findings are replicated and extended in an fMRI study, addressing the question
which neural mechanisms are related to the different steps in the computations underlying
these effects. Chapter 4 explores whether how we learn these expectations – either from
experience or from description – has an influence on the impact of different expectations.
Chapter 5 describes a novel task, designed to explore the psychological and neural
mechanisms underlying different procedural bases of fairness, namely deserving more
resources as remuneration for better performance, or deserving more because of a higher
need. Finally, a general discussion reviews the main findings and highlights how the presented
work advances our knowledge at the intersection of justice and decision-making neuroscience.
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Chapter 2
Expectations in the Ultimatum
Game: Distinct Effects of
Mean and Variance of
Expected Offers

Abstract1
Being treated fairly by others is an important need in everyday life. Experimentally, fairness
can be studied using the Ultimatum Game, where the decision to reject a low, but non-zero
offer is seen as a way to punish the other player for an unacceptable offer. The canonical
explanation of such behavior is inequity aversion: people prefer equal outcomes over personal
gains. However, there is abundant evidence that people’s decision to reject a low offer can be
changed by contextual factors and their emotional state, which cannot be explained by the
inequity aversion model. Here, we expand a recent alternative explanation: rejections are
driven by deviations from expectations: the larger the difference between the actual offer and
the expected offer, the more likely one is to reject the offer. Specifically, we provided
participants with explicit information on what kind of offers to expect using histograms
depicting distribution of offers given in a previous experiment by the same proposers.
Crucially, we showed four different distributions, manipulating both the mean and the
variance of these expected sets of offers. We found that 50% of our participants clearly and
systematically changed their behavior as a function of their expectations (11% followed the
standard-economic model of pure self-interest and 39% where not distinguishable from the
inequity-aversion model). Using a logistic mixed-model analysis, we found that the mean and
variance differently affect the decision to reject an offer. Specifically, the mean expected offer
affected the threshold of what offers are acceptable, while the expected variance of offers
changed how strict participants were about this threshold. Together, these results suggest
that social expectations have a more complex nature as current theories propose.

1

* This chapter was published as:
Vavra, P., Chang, L. J., & Sanfey, A. G. (2018). Expectations in the Ultimatum Game:
Distinct Effects of Mean and Variance of Expected Offers. Frontiers in Psychology, 9, 992.
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Introduction
Human societies thrive largely due to our ability to construct, and then adhere to, social
norms, which can be thought of as shared expectations as to how we should behave towards
each other. When people deviate from these norms, we are typically willing to punish

therefore is what motivates us to punish in such situations. The Ultimatum Game (UG) is a
well-studied task that has been used to examine such decisions experimentally (Güth et al.,
1982). In this simple two-player game, the first player, usually deemed the Proposer, is
allocated a sum of money and must make an offer to a second player, termed the Responder,
as to how that money should be split. Then, the Responder decides to either accept or reject
that offer. If accepted, the money is split as had been proposed; if rejected, however, both
players get nothing. Results in this game are highly reliable — importantly, low offers, that is
around 10-20% of the total amount, are typically perceived as unfair and are rejected more
than half of the time (Camerer, 2003).
From a perspective of pure economic self-interest, it is irrational to reject any non-zero offer,
as any amount of money should be preferred to receiving nothing at all. The canonical
explanation of why people reject low offers is inequity aversion (Fehr and Schmidt, 1999),
which proposes that we monitor the payoffs for ourselves and others, and that any deviation
from equality leads to dissatisfaction. Specifically, the inequity aversion account of the
Responder’s decision to accept or reject an unfair (but non-zero) offer represents this decision
as a trade-off between a monetary gain (positive utility) on the one hand, and inequality
(negative utility) on the other. Across individuals the relative balance of these two aspects will
differ, but once the dissatisfaction of the inequality reaches a certain level, the Responder will
forgo the money and reject the unfair proposal (of course leading to no gain for the Proposer
as well). Note that inequity aversion can account for some contextual factors which have been
shown to affect Responders’ willingness to accept low offers. For example, after having
worked for the right to be the Proposer, players typically make lower offers, and these offers
are in turn accepted at a higher rate by the Responder, presumably because people perceive
an equitable allocation of money as one that is also proportional to the relative inputs
(Hoffman et al., 1996).
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transgressors, even if it comes at a personal cost (Fehr and Gächter, 2002). A key question

However, despite the compelling inequity aversion account, both behavioral (Sanfey, 2009)
and neuroimaging studies (Chang and Sanfey, 2013; Xiang et al., 2013) have clearly shown that
people also adapt their decisions based on what kind of offers they expect. That is, their
expectations of what they will receive can play a large role in their subsequent decisions. For
example, when players expect to see low offers, they are in turn more likely to accept these
low offers than when their prior expectations were higher. Crucially, this cannot be accounted
for by inequity aversion - no change between inputs exists across these scenarios, as the
relevant expectations are independent of the actions of the Proposer. Therefore, an
alternative explanation has been proposed, namely that instead of deriving disutility from a
deviation from equal payoffs, people instead take deviations from prior expectations into
account. An initial empirical study of this effect (Sanfey, 2009) demonstrated that participants
who had been led to believe that offers would be fair (so-called “high expectations” group)
rejected offers at a significantly higher rate than another group of players who had been told
that offers would be unfair (“low expectations” group), despite both groups seeing an identical
set of offers. Follow-up work extended this finding by examining naturally occurring
differences in the expectations of their sample of Responders. By taking the deviations
between the actual offer and their participants’ prior expectations into account, this
substantially better explained decision-making than an inequity aversion account alone (Chang
and Sanfey, 2013). These studies demonstrate that players do possess prior knowledge about
the type of offers they will likely receive, and importantly, that they use this knowledge of an
“average” offer in their subsequent decision-making. Similarly, by altering the average offer
from the first half to second half of the experiment, there is evidence of a trial-by-trial reward
prediction error, indicating that people track offers and update their expectations based on
their prior experience (Xiang et al., 2013). Therefore, it appears that players in the Ultimatum
Game have a good awareness of the average offer they can expect, either via experimentallyhanded down declarative knowledge, or via their own understanding of the appropriate social
norm of fairness, and that this average offer weighs heavily in their accept/reject decisions.
Outside the domain of fairness-related choice, expectations also play a crucial role in financial
decisions. For risky financial decisions such as portfolio management, a crucial aspect of the
decision-making process is the expected distribution of payoffs. In fact, a common definition
of risk is the variance of payoffs around the mean (Rothschild and Stiglitz, 1970; Levy and Levy,
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2004). Interestingly, higher-order distributional moments like skew and kurtosis also play a
role in risky decision-making (Noussair et al., 2014), suggesting that people evaluate the payoff
of risky outcomes by comparing them to the expected distribution of outcomes, not simply
the mean or variance. Importantly, many computational formulations (e.g. Bayesian learner)

appertain to risk-taking and social decision making, hinting at the possibility of a common
processes for evaluating choice options in light of one’s expectations of payoffs. An intriguing
possibility therefore is that the social expectations participants both form and use in the
Ultimatum Game also may be comprised of more than just the average of the expected set of
offers. Indeed, previous work found evidence of a neural variance prediction error, indicating
that participants also track how strongly offers vary across a set (Xiang et al., 2013). Though
this study did not manipulate both mean and variance independently, this suggests that
Responders compare the current offer to the distribution of offers they expect.
In this study, we extended this previous work on expectations in the UG by explicitly
investigating whether Responders take into account not only the mean expected offer, as has
been shown, but also the particular distribution of the offers. Specifically, in a novel withinsubject design (trial structure shown in Fig. 2.1) we manipulated participants’ a priori
expectations of upcoming offers along two dimensions, the mean and the variance of the
distribution of offer: We provided participants with histograms of offers given by the current
group of Proposers in a previous experiment. In line with previous studies, we hypothesized
that expecting different offers on average would lead to different rejection rates for unfair
offers. Additionally, we hypothesized that the variance of offers might have a modulatory
effect on this relationship, such that Responders might be less responsive to deviations from
the mean expected offer when coming from a high variance set. Finally, we explored whether
participants’ initial beliefs, that is, what participants expect prior to playing the UG and
receiving any specific information on the upcoming groups, also affected their accept/reject
decisions.
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and the associated neural regions (e.g. anterior Insula) seem to be the domain-general, i.e.

Method
Subjects
A total of 62 participants (83 % female, mean age = 22.2 years) completed the study for either
course credit or payment (€10). Participants also received a bonus based on their actual
performance – a round of the Ultimatum Game (UG) was randomly chosen at the end of the
experiment and their monetary outcome was paid out as a bonus to ensure that participants
made real decisions (maximum €10). The study protocol was approved by the local ethics
committee (CMO region Arnhem-Nijmegen, The Netherlands) under the general ethic
approval (CMO 2014/288), and all the experimental methods were conducted in accordance
with these guidelines. All participants provided written informed consent in accordance
Declaration of Helsinki and the guidelines of local ethics committee.

Initial belief elicitation
After participants familiarized themselves with the rules of the UG, we elicited participants’ a
priori beliefs about the kind of offers they expected to encounter: For a total pot amount of
€20, participants were asked to estimate how many of 100 Proposers would offer €0, €1, €2,
€3, …, €18, €19, €20. They also indicated what kind of offer they would make themselves.

Ultimatum Game & Expectation induction
During the UG, participants purportedly played with players from four different groups.
Participants were told that the proposers provided offers as part of a previous experiment and
would be paid out if participants were to accept their offer and that trial was selected for payout. Participants were told that “from previous experiments we know that some groups of
people give a lot, while others give a little. You will be playing with people from 4 different
groups. To give you an idea what kind of player you are being paired up with, we will provide
you with information about how much these people offered in a previous experiment.” In
addition, participants were told that proposers’ offers for the current experiment were
prerecorded, and would be paid out if participants were to accept their offer and that trial was
selected for pay-out. To manipulate participants’ expectations, each group was described with
a single histogram representing the prior offers of that group (Fig. 2.1). Crucially, the
histograms differed on two dimensions: the mean (low/high) and the variance (low/high) of

32

the depicted distribution, leading to a 2x2 design. To ensure that participants could interpret
the histograms accurately, they were extensively instructed beforehand as to how the
histograms were constructed from a set of offers; the distributions were constructed to be
slightly asymmetric, as piloting revealed that symmetric distributions were somewhat

Participants played 180 rounds of the UG (45 rounds per condition), each round with a new,
unique partner. All UG rounds involved splitting a pot of €20. The offers participants received
in each of the four conditions only partially matched the depicted distribution of offers: 30
offers were used to create the histograms and, hence, were a perfect match; to expose
participants also to some offers not present in the depicted distributions (i.e. deviations from
expectations), the remaining 15 offers where drawn uniformly from the set {€1; €3; €5; €7;
€9}. This design was chosen as a compromise between two extremes: One the one hand, if the
offer sets were identical across all conditions, it is possible that participants would learn to
ignore the histograms by tracking offers and learning that the histograms are unrelated to the
actual offer set. On the other hand, if the offer sets matched the histograms perfectly, offers
would not deviate from expectations, and hence we would be unable to assess whether
deviations from expectations matter. Although this led to an unbalanced design in offer sets
across the four conditions, we used these partially matching sets of offers as a trade-off
between these two opposing goals.
To further decrease the chance that participants would track the actual set of offers and learn
that the histograms are only partially predictive, we shuffled the conditions in a “mini-block”
design: Every 5 trials, one group was randomly chosen, indicated by a screen showing the
upcoming group and the associated histogram. This screen also explicitly indicated the mean
of that distribution. Then participants played five rounds of the UG with Proposers from this
group, before another random group selection was made. Each “offer screen” also depicted
the histogram and indicated the current offer using an arrow (see Fig. 2.1A). This made the
relationship of current offer and histogram as salient as possible, and removed any need to
keep the distribution in working memory. After participants finished the UG, they were
debriefed and paid.
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unrealistic to participants (full instruction material available, see section ”Data Availability").

Figure 2.1: Task structure. (top) Time-line of UG task. The four conditions are organized into
a mini-block design, where every ﬁve rounds a new group of Proposers (i.e. one of the
conditions) is randomly picked. At the beginning of each mini-block, the upcoming group is
introduced by color and the distribution of offers these Proposers purportedly gave in a
previous experiment (i.e. the expectation manipulation). Then participants play ﬁve rounds of
the UG with ﬁve different Proposers from that group with a pot-size of €20. Then, a new miniblock starts by introducing the next group. (bottom) The four groups participants
encountered during the task. Importantly, the depicted distributions vary across two
dimensions, namely mean and variance, leading to a 2x2 within-subject design for the
expectations of offers.
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Data analyses
All behavioral statistics were computed using R statistical package (R Core Team, 2017).
We conducted two complementary sets of analyses. First, we modeled the choice data of all

logistic mixed model; second, we classified each participant as following one of three possible
choice-models: pure self-interest, inequity-aversion or the expectation model.
Specifically, we first fitted a logistic mixed model estimating the probability to accept or reject
(dependent variable) at each round of the UG. Predictor variables included the offer amount,
mean-condition (low vs high), variance-condition (low vs high), and all their interactions as
fixed effects, and participant as the only random intercept to account for the repeatedmeasures structure of the data. We centered the offer amount (mean offer €5.33) before
estimating the mixed models using lme4 (Bates et al., 2015) to make the fitting process more
numerically stable, as suggested in the documentation of lme4. To determine p values, we
computed Type 3 Likelihood Ratio Tests as implemented in the mixed function of the package
afex (Singmann et al., 2016). We also tried to include random slopes as suggest previously
(Barr et al., 2013), but the model did not converge so we report the intercept-only model.
To account for participants’ initial beliefs during the UG, for each participant we calculated the
mean of the elicited distribution, which quantifies the average offer each participant expects,
as well as the standard deviation, which quantifies beliefs about how much the offer amount
might vary. We mean-centered both of these variables (again, for more stable estimation
using the lme4 package) before adding them as fixed effects to a second mixed-model of the
UG decisions.
To gain a more qualitative sense of how prevalent different behaviors are, we classified each
participant’s behavior as pure self-interest (when they accepted all offers), or as either being
motivated by inequity-aversion or expectation-deviation. To achieve this, we estimated two
logistic regression models for each participant who rejected at least one offer: The simpler
model included only offer amount and an intercept as predictors. This model is a simple
reparametrized version of the inequity-aversion model (Fehr and Schmidt, 1999) as no
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participants who rejected at least one offer (N=55) and estimated population effects using a

hyperfair (i.e. above half the pot amount) offers were present in our experiment. The second
model included predictors indicating the expectations at each trial, namely the meancondition and variance-condition, as well as all interactions (including with the offer amount),
i.e. six additional parameters, which is a reparametrized version of the expectation model,
without restricting the direction of the effect of expectations. We assessed whether the more
complex expectation model significantly improved the model fit using the Likelihood Ratio
Test. This is a rather conservative test, because the two models differ by six parameters,
requiring a substantial improvement in model-fit (difference in deviances > 12.59) so that a
participant’s choice-pattern is classified as adhering to the expectation model.

Data Availability
Data, experimental materials including the instruction materials and analyses are available
from the Donders Institute for Brain, Cognition and Behaviour repository.

Results
In the UG, as expected, participants rejected low offers more often than high offers (main
effect of the centered offer amount, Estimate = 2.01(0.05), OR = 7.45, χ2(1) = 5901.3, p =
2.2·10-16). In addition to this canonical observation, our expectation manipulation also
influenced participants’ decisions: When expecting low offers, participants were more likely to
accept all offers (main effect of mean-condition, Estimate = -0.88(0.06), OR = 0.17, χ2(1) =
236.5, p = 5.3·10-5). Additionally, the variability of the expected offers impacted how strongly
participants’ decisions were affected by the offer amount (interaction effect of variance and
offer-amount, Estimate = -0.14(0.04), OR = 0.75, χ2(1) = 16.33; p = .013; three-way interaction
of offer amount, variance-condition and mean-condition, Estimate = -0.09(0.04), OR = 7.45,
χ2(1) = 5901.3; p = .01) such that participants rejected fewer low offers when they expected
high variability as compared to when they expected more consistency across, and more so
when expecting the average offer to be high (fitting the same model logistic mixed model to
the low and high mean conditions separately shows that the interaction of offer-amount with
the variance reaches significance only in the high mean conditions). Together, these effects
indicate that participants were more likely to accept low offers of €3 when they were
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expecting low offers, and when they expected offers to vary to a greater extent (see Fig. 2.2).
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No other effects were significant.
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Figure 2.2: Decision in the Ultimatum Game. (A) Between-subject mean probability to accept
an offer in the UG. Even without leveraging the within-subject design, it is evident that the
mean expected offer substantially changes how likely one is to accept unfair offers (e.g. €5
out of a €20 pot-size). In addition, especially low offers (≤ €3) are accepted more frequently in
the high-variance conditions as compared to the respective low-variance conditions. (B) The
difference in utilities to accept versus reject a certain offer, as implied by the ﬁtted logistic
mixed-model. The effect of mean expected offers is captured by the intercept, whereas the
variance changes the slope, which is mostly driven by the difference in slopes in the highmean conditions.
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Before playing the UG and receiving any of information on the upcoming group of Proposers,
participants indicated their initial beliefs about what distribution of offers they expect. The
between-subject mean of these initial beliefs are shown in Fig. 2.3A. On average, participants
expected an offer of €8.5$ from a €20 pot. If the elicited belief distributions differ across

summarize each participant’s initial beliefs, we calculated the mean and standard deviation of
the belief distribution. The between-subjects variability of the mean of the belief distribution
and the standard deviation of the belief distribution is shown in Fig. 2.3B. The variance of each
of these aspects (s.d. of mean of initial beliefs smean = €2.19, standard deviation of standard
deviation of initial beliefs ss.d = €1.09) as well as their negligible correlation (r = 0.008) suggest
that we can include both of these variables into the mixed-model.
To assess the influence of the initial beliefs on their decisions in the UG, we first added the
centered mean and centered standard deviation of the initial expected offers as fixed effects,
without adding any interaction-terms, which is analogous to performing an ANCOVA-like
analysis for logistic regression, i.e. “controlling for” these two variables. This did not change
any of the aforementioned significant effects, and the fixed effects of mean and variance of
initial expectation were not significant. However, when including all higher-order interactions
with offer-amount, mean-condition, and variance-condition, we found additional significant
effects. Specifically, this revealed an additional significant interaction between the mean and
variance manipulations (Estimate = 0.12(0.06), OR = 1.62, χ2(1) = 3.95, p = .047) which qualifies
the aforementioned effect of the mean-condition in such a way that participants accepted all
offers more often when they expected to get low offers, but this effect was stronger when
they did not expect the offers to vary much.
Interestingly, we also found that differences in initial beliefs were related to the magnitude of
the effect-sizes for of the effects described above: The mean of the initial beliefs showed
significant interactions with the offer amount (Estimate = -0.24(0.03), OR = 0.79, χ2(1) = 58.0, p
< 10-4) and mean-condition (Estimate = 0.13(0.04), OR = 1.30, χ2(1) = 11.5, p = .0007), and the
3-way interaction with offer amount and variance-condition (Estimate = 0.05(0.02), OR = 1.11,
χ2(1) = 4.45, p = .035). Importantly, these interactions are modulations of effects described
above – without taking the initial beliefs into account – and the direction of the
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participants, then the impact of these initial beliefs on the UG decisions can be quantified. To

Figure 2.3: Initial beliefs. Before playing the Ultimatum Game and receiving any information
on the groups participants would encounter during the experiment, we elicited for each
participant their initial beliefs about how likely they would encounter each possible offer
amount. (top) Between-subject distribution of initial beliefs. (bottom) Between-subject
variability in mean and standard-deviation of the initial belief distribution of each participant.
The substantial variability in these two aspects of the initial beliefs (as well as their low
correlation of r = 0.008) allows as to quantify their inﬂuence on the UG decisions.

40

interactions is consistently such that the magnitude of the effects decreases for participants
who had an initial belief of receiving high offers. The standard deviations of the initial beliefs
also showed significant interaction effects, namely, with offer amount (Estimate = -0.34(0.04),
OR = 0.71, χ2(1) = 54.3, p < 10-4), mean-condition (Estimate = 0.42(0.06), OR = 2.32, χ2(1) =

Finally, there were also interaction effects between mean and variance of prior expected
offers and the manipulations: the 3-way interaction with offer-amount (Estimate = 0.08(0.02),
OR = 1.08, χ2(1) = 24.94, p < 10-4), the 3-way interaction with mean-condition (Estimate =
0.07(0.02), OR = 0.87, χ2(1) = 10.16, p = .0014).
More qualitatively, we found that 11% (7/62) of the participants in our sample accepted all
offers – in line with a standard economic model of pure self-interest – while the majority of
participants reject at least some offers. Crucially, 50% (31/62) of the participants were
classified as clearly following the expectation model, while only 39% (24/62) seemed not to
take expectations into account above chance level, in line with a simpler inequity-aversion
motivation.

Discussion
In this study, we explored how expectations about upcoming offers in an Ultimatum Game
affected participants’ decisions to either accept or reject a given offer. In a novel withinsubject design, we provided participants with differing expectations about sets of upcoming
offer amounts by showing four different histograms, each depicting the distribution of offers
that a particular group had previously made in a prior experimental setting. Across these four
distributions of offers, we manipulated both the mean and the variance of the respective offer
set. Participants in our study were therefore provided with four different sets of expectations high mean offer with low variance, high mean offer with high variance, low mean offer with
low variance, and low mean offer with high variance. Importantly, the provision of these
expectations should theoretically not actually impact the participants’ decision, as all relevant
information is provided in the actual offer itself. That is, what has been ’expected’ is, or should
be, largely irrelevant to the decision to accept or reject a particular monetary offer.
Nonetheless, we clearly demonstrated that both mean and variance of the depicted
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56.2, p < 10-4)), variance-condition (Estimate = 0.11(0.05), OR = 1.25, χ2(1) = 4.42, p = .036).

distributions impacted participants’ Ultimatum Game choices, underlining, and extending, the
importance of expectations in social decision-making. Crucially, the two aspects of the
distributions that were experimentally manipulated had a different effect on the accept/reject
decisions. Expecting high offers decreased the likelihood of accepting offers, while expecting
greater variation in offers increased the likelihood of accepting offers, low offers in particular.
When controlling for participants’ initial beliefs, we also found that in the high variance
conditions people were willing to accept lower offers more often than in the low variance
conditions, especially when expecting high offers. Therefore, these results show that
expecting a certain type of offer impacts decision-making. Importantly, we extend knowledge
about how expectations can alter choice by showing that both the mean and the variance of
those expectations plays an important role in decision-making.
To gain a more complete understanding as to how expectations impact our social choices, we
also elicited participants’ initial beliefs about the offers they might see in the game, prior to
the experiment and thus before seeing any of the histograms. Participants differed in both the
offers they initially believed they might receive, as well as how varied a set of offers would
likely be. We found that participants who had relatively high initial beliefs about offer
amounts and were, thus, presumably disappointed by the set of relatively unfair offers
actually encountered during the experiment, then rejected low offers more often. However, if
they also believed that Proposers would vary more in their offers this effect was smaller, in
that they accepted low offers more often. Importantly, this pattern is consistent with the
effects of the handed-down expectations. Although these initial beliefs were not the focus of
the present study, we believe that many factors influencing participants’ accept/reject
decisions can potentially be accounted for by changes in people’s expectations. For example,
the finding that Proposers offer less (in relative terms) and Responders more often accept
these smaller offers when the stakes are large (Andersen et al., 2011) might be due to both
players having different expectations of what kind offers are likely to be given (namely lower
ones). Therefore, we believe a fruitful avenue for future research is to study which factors
influence participants’ initial beliefs about the kind of offers they are likely to receive.
Importantly, our results suggest that these investigations should go beyond simply asking
participants what ‘average’ offer they expect to see and instead elicit a full distribution of the
likelihood of all offers.
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Interestingly, we also found interaction effects between participants’ initial beliefs and the
expectations that were handed down in the course of the experiment. We did not have
specific hypotheses for these interactions, so these analyses were exploratory. Nonetheless,
we would like to highlight that almost all significant interactions of the initial beliefs and the

for the initial beliefs. This suggests that participants built up subjective expectations based on
both their initial beliefs and the information provided prior to the trials, and then used these
subjective expectations as the basis for their accept/reject decisions. The exact nature of how
these different expectations are integrated into one coherent expected distribution of offers is
an interesting question for future research and beyond the scope this study. One possibility is
a Bayes-rule-like updating, where the initial belief forms a prior, the handed-down
expectations the likelihood, and the resulting subjective expectations would be the posterior
distribution of the offers, similar to the trial-by-trial updating of expectations shown before
(Xiang et al., 2013).
Importantly, the results outlined here are difficult to account for via the standard inequity
aversion model, which proposes that decisions to reject low amounts are driven by comparing
the current offer to the equitable state of receiving half of the pot (Fehr and Gächter, 2002):
Half of our participants clearly changed their decisions based on their expectations. Instead,
these findings replicate, and extend, recent research demonstrating that prior expectations
can impact player’s decisions (Sanfey, 2009; Chang and Sanfey, 2013; Xiang et al., 2013; Sanfey
et al., 2014), often in surprisingly strong ways. The expectation model (Chang and Sanfey,
2013; Sanfey et al., 2014) can account for the change in acceptance threshold as a result of
differing expectations, as this model proposes that decision-making is driven by comparing the
current offer to the expected offer, with the magnitude of this deviation playing an important
role in deciding whether to accept or reject.
The current study extends this idea by demonstrating that, in addition to the mean amount,
the variance of the expected set of offers impacts decisions: expectations of the variance of an
offer set changes how strongly any deviation from expectations is weighted. There are two
different ways this effect of variance can be interpreted. One is that the expected variance of
the offer set could signal certainty about one’s expectation. This is in a similar vein to
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expectations involved the effects of our manipulations described above – without accounting

perceptual decision-making (e.g. Pouget et al., 2013) where variance is a result of noise
around the stimulus and therefore makes estimation of the mean (true) signal more difficult.
Accordingly, when a group of people behave in a heterogeneous manner, it is naturally more
difficult to learn the average behavior of that group. However, given that no learning was
necessary in our experimental design, as participants explicitly observed the entire distribution
of offers in a histogram format, this explanation is, we believe, less likely. Unlike the
perceptual process, the average offer here does not necessarily represent the “true” behavior
of a particular group – people may simply vary in how they behave.
A second, and more intriguing, possibility is that social expectations are complex entities that
consist, amongst other things, of distributional information such as how homogeneously a
group behaves. Indeed, in everyday life, we can imagine situations with different associated
expectations. In one situation we might expect to be treated nicely by everyone, whereas in
other situations we might expect people to behave more variable, some being nice, some not
so much. We can also imagine situations where we would expect most people to be nice, but
occasionally encountering a few ’bad apples’. From this perspective, we may not just hold
expectations about the average or most likely behavior, but we may also explicitly track higher
order features of that distribution, such as variability (homogeneity of a group) and skew (bad
apples). Indeed, when comparing initial beliefs across different participants, the average offer
participants initially thought they would encounter did not correlate with their belief about
how much people might vary. Based on this interpretation, one prediction therefore is that
higher moments of the distribution, such as skew and kurtosis, are also being taken into
account when evaluating the offer at hand in the Ultimatum Game. If this is the case, the
decision to accept or reject an offer may have similarities to risky decision-making where
higher-order moments have been shown to play a role (Noussair et al., 2014). It is worthwhile
pointing out, however, that in contrast to risky decision-making where variance in
expectations is due to the probabilistic nature of the outcomes (e.g. a sure option of €5 versus
a 50/50 chance of winning €10 or receiving nothing), the decision to accept or reject in the UG
is of course not probabilistic: participants know with complete certainty the consequences of
both choice options.
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Although the focus of our experiment was to compare the inequity-aversion model (Fehr and
Schmidt, 1999) with the expectation-deviation model (Battigalli et al., 2015; Chang and Sanfey,
2013), there are several mechanisms proposed to underly the rejection of low offers. These
views are typically seen as falling into two camps (see e.g. Karagonlar and Kuhlman, 2013). On

fairness norm (Fehr and Gächter, 2002; Fehr and Fischbacher, 2003; Rabin, 1993). Indeed,
people are willing to sacrifice their own money even if they are not the target of the
unfairness (Fehr and Fischbacher, 2004). On the other hand, the low offer itself can be seen as
an insult by the responder – the proposer would give a low offer only if they believe the
responder is likely to accept it – causing a negative emotional response. This more selfcentered emotional response, in turn, could drive the ensuing rejection (Pillutla and
Murnighan, 1996). In fact, people are willing to reject unfair offers even in variants of the
game where such a decision does not affect the outcomes of the proposer (Impunity Game;
Yamagashi et al., 2009) – likely ruling out a motivation to enforce a social norm. Instead,
people seem to want to send a message: they do not want to be part of an unfair interaction.
From the perspective of the expectation-deviation model, however, these views are not
necessarily opposing: the average expected offer indicates a context-dependent social norm
and any offer below that will cause a negative emotional response. This will be the case
independently of who the target of the allocation is, accounting for rejections of unfair offers
on behalf of others; once there is a deviation, people are likely to reject these low offers to
feel better, explaining why people reject offers even in the Impunity Game. Previous research
has suggested that individual differences like social value orientation affect how strong the
emotional response to an unfair offer is, leading to differences in rejection rates independent
of the mean expected offer – even when people rate the low offers as equally unfair,
suggesting they differ in how strictly they apply social norms (Karagonlar and Kuhlman, 2013).
The results of our experiment add to this view by highlighting that another aspect of
expectations, namely the expected variability of offers, influences how strict the current social
norm is in a context-dependent manner.
The Ultimatum Game has been widely used to investigate people’s evaluation of, and
response to, fairness. Here, we demonstrated that the fundamental decision as to whether a
certain allocation of money is evaluated as either acceptably fair or not depends to an
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the one hand, people are proposed as altruistically punishing low offers to enforce a social

important degree on people’s prior expectations of what kind of offer they will receive. We
show that different aspects of these expectations affects assessment of fairness in different
ways: expecting higher offers raises the bar for what is acceptable, while expecting high
variability leads to greater flexibility in applying a criterion of fairness. Overall, this is
consistent with the possibility that social expectations are complex entities, consisting of
distributional information about how likely one is to encounter different types of behavior
from interaction partners, and that these set of expectations form the basis of our fairness
judgments.
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Chapter 3
Neural correlates of
Expectations in the Ultimatum
Game

Abstract
Behaving fairly is crucial for life in modern society. Experimentally, fairness can be studied
using the ultimatum game, where the canonical explanation of why people forgoe monetary
payoffs when they are perceived as unfair is inequity aversion which proposes that people
value equitable allocations. However, a recent alternative explanation proposes that the main
driving force behind the decision to reject is the deviation from expectations: the larger the
difference between the actual offer and the expected offer, the more likely one is to reject the
offer. In the present study, we tested and extended this idea by providing participants with
explicit information on what kind of offers to expect. Crucially, we manipulated both the mean
and the variance of expected offers. Specifically, each participant played as the second player
in the Ultimatum Game and made a series of decisions to accept or reject offers while being
scanned using a whole-brain 3T fMRI sequence. Subjects were provided with information on
what kind of offers to expect in form of histograms, indicating what the current group of
partners supposedly offered in a previous experiment. As expected, behaviorally we found
that the decision to accept or reject a certain offer depended on the information provided.
Importantly, we find that the mean and variance of expected offers differently affect this
decision. Specifically, changing the mean expected offer changes the threshold for accepting
offers. In contrast, changing the variance changes how strictly this threshold is adhered to. The
utility model comparison showed that the expectation model outperforms the canonical,
inequity aversion model. On the neural level, we identified the bilateral insula and the
supplementary motor area as being correlated with the deviation from the expected mean
offer. In contrast, the expected variance of offers was related to the right dorsolateral
prefrontal cortex, such that when expecting high offers. In sum, these results demonstrate the
complex nature of social expectations, which might be better conceptualized as distributions
instead of simple mean expected values, and how they influence considerations of fairness.
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Introduction
Acting and reacting according to social norms of justice and trustworthiness enables us to live
in relatively harmonious societies. One norm, that of being treated fairly by others, is a
particularly strong human desire, and should someone transgress and deviate from these
norms, they are often punished, even when this come at a personal cost to the punisher (Fehr

study decisions about these norms experimentally (Güth, et al., 1982). Modelling a simple
negotiation, two players are assigned the role of proposer and responder, and then make their
respective decisions consecutively. First, the proposer is allocated a sum of money and must
decide how much of that money they will offer the responder. Then, the responder decides
whether to accept or reject this offer. If the offer is accepted, the two players split the money
according to the offer; if the offer is rejected, however, both players get nothing. Wellreplicated behavior is that proposers typically offer around 50% of the pot, but that offers of
10-20% of the total amount are usually perceived as unfair and rejected by the majority of
responders (Camerer, 2003).
A key question here is what computational and neural processes underlie this fairnesssensitive behavior. The rejection of any non-zero offer is sub-optimal from an economically
self-interested perspective: The responder always faces the ‘simple’ decision between getting
some amount of money, or nothing at all. The fact that proposer will keep a substantially
larger amount of money for themselves is not be relevant to one’s own economic gain.
However, the fact that the majority of responders reject low offers implies that narrow selfinterest cannot be the only motivation driving human decision-making behavior. Instead,
people seem to also monitor and care about the outcome and motivations of others, revealing
so-called social preferences (Fehr & Krajbich, 2013).
The canonical explanation as to why people reject low offers in the UG invokes the notion of
so-called inequity aversion (Fehr & Schmidt, 1999), which proposes that we monitor the
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& Gächter, 2002). The prominent Ultimatum Game (UG) is a task that has often been used to

payoffs of both ourselves and others, and that deviations from an equal division lead to
dissatisfaction. Specifically in the case of the UG, this model proposes that the responder faces
a trade-off between positive utility from the monetary gain and negative utility from the
inequality between players. The relative strength of these two preferences will differ across
individuals, nonetheless the prediction is that if the dissatisfaction from the inequality
surpasses the positive utility of the proffered amount of money, the responder will reject that
offer. Some contextual factors that have demonstrated effects on UG behavior can be
explained by inequity aversion. For example, when players must first work for the right to be
the proposer, offers are typically lower offers, with these offers in turn more likely to be
accepted, presumably because people perceive an equitable allocation of money as one that is
proportional to the relative inputs (Hoffman et al., 1994).
However, both behavioral (Sanfey, 2009; Vavra, et al., 2018) and neuroimaging studies (Chang
& Sanfey, 2013; Xiang et al., 2013) have reported fairness-related decisions which are difficult
to account for by an inequity aversion model. For example, people clearly alter their decisions
as a function of what kind of offers they expect to receive in the UG. For example, players are
more likely to accept low offers when they expect to see low offers than when their
expectations are relatively high. Crucially, as no changes in inputs exists, this cannot be
explained using inequity aversion. An emerging alternative to an inequity aversion account is
that participants derive negative utility from the deviation between the offer and what they
expected it to be (Battigalli, et al., 2015). In this view, contextual factors, like working for the
right to be the proposer, change what both players expect the allocation likely to be. Since
these expectations are shared, the proposer can make a lower offer to the responder, who, in
turn, experiences less dissatisfaction, as they have already anticipated that lower offer. Our
recent work has extended these findings by providing participants with explicit information as
to what offer to expect from four different groups of proposers by showing participants
histograms of previous offers these proposers purportedly made in a previous experiment
(Vavra, et al., 2018). Crucially, the depicted distribution varied in both mean and variance of
offers, which led to two distinct effects: The mean expected influenced which offers
participants considered acceptable, while the variance affected how strictly they responded to
deviations from expectations. This expectation-deviation model describes the computational
process underlying fairness-related decisions.
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An open question is how this process is implemented by neural processes. Extensive
neuroimaging work has identified a network of brain regions that are related to the decision
to accept or reject an offer in the UG (Feng, et al., 2015; Gabbay, et al., 2014). When viewing
unfair as compared to fair offers, studies have observed greater neural activity in the anterior
Insula (aIns) and right dorsolateral prefrontal cortex (dlPFC), among other regions. The aIns
activity is also correlated with the deviation from expectations (Chang & Sanfey, 2013), as well
as with the continuous updating of expectations based on the encountered offers (Xiang, et
al., 2013). Interfering with processing of the right dlPFC using brain stimulation leads to

al., 2005), revealing a causal role in the decision-making process. However, there is little work
on how these regions may interact in using previously acquired expectations to make
accept/reject decisions of unfair offers. Explicitly connecting the aforementioned expectation
account with neuroimaging findings can help elucidate the computational role these different
regions may play in reaching a decision to either accept or reject a given offer.
In this study, we extended the work on examining the neural processes underlying effects of
expectations on social interactive decisions by linking the model with the underlying neural
processing. We also explicitly sought to replicate our behavioral findings on the distinct effects
of the mean and variance of the distribution of expected offers. To this end, we employed a
within subject design to manipulate participants a priori expectations along two dimensions:
the mean expected offer and the variability of offers of a group of proposers. Importantly, the
actual set of offers participants received did not differ between the conditions. In line with
previous studies, we expected that the mean of the distribution of expected offers would
directly impact which offers participants would consider acceptable, while the expected
variability in offers would affect how strictly they would consider deviations from
expectations. On a neural level, we expected the deviation from the social norm, i.e. the mean
expected offer, would be related to the aIns activity.
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increased acceptance rates for low offers (Knoch et al., 2016, Ruff, et al., 2013; van ‘t Wout, et

Methods
Subjects
Thirty-nine participants (mean age=23.3, female=66.7%) were recruited via the SONA system
at the Radboud University Nijmegen. The study protocol was approved by the local ethics
committee (CMO region Arnhem-Nijmegen, The Netherlands) under the general ethical
approval (CMO 2014/288), and all experimental methods were conducted in accordance with
these guidelines. Participants were financially compensated via a flat fee (€25) for completion
of the task. In addition, they also were paid out one randomly selected round of the UG based
on the decision on that round (maximum €9). Exclusion criteria were self-reported
claustrophobia, neurological or cardiovascular diseases, psychiatric disorders, or metal parts in
the body.

Procedure
The overall procedure of the experiment was based on our previous study (Vavra, et al., 2018),
slightly adapted for the MRI scanner.

Initial Beliefs
Participants first familiarized themselves with the rules of the UG. As part of this phase, we
elicited participants’ initial beliefs about the kind of offers they expected to encounter: Form a
monetary pot of €20, participants were asked to estimate how many of 100 proposers would
offer €0, 1,€2,€3, …€18, €19, €20. They also indicated what offer they would make
themselves.
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Expectation Manipulation
In the MRI scanner, participants played 176 rounds of a standard single-shot Ultimatum Game
on the role of responder. The proposers were said to be from four different groups. To
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manipulate participants’ expectations, each group of proposers was described with a single

Figure 3.1: Trial Structure (top) Time-line of UG task. The four conditions are organized into
a mini-block design, where every ﬁve rounds a new group of Proposers (i.e. one of the
conditions) is randomly picked. At the beginning of each mini-block, the upcoming group is
introduced by color and the distribution of offers these Proposers purportedly gave in a
previous experiment (i.e. the expectation manipulation). Then participants play ﬁve rounds
of the UG with ﬁve different Proposers from that group with a pot-size of €20. Then, a new
mini-block starts by introducing the next group. (bottom) The four groups participants
encountered during the task. Importantly, the depicted distributions vary across two
dimensions, namely mean and variance, leading to a 2x2 within-subject design for the
expectations of offer
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histogram showing the distribution of offers that group of proposers purportedly made in a
previous experiment (Fig. 3.1). Crucially, the histograms differed on two dimensions: the mean
(low/high) and the variance (low/high) of the set of offers, leading to a 2 × 2 design.
Importantly, the actual distribution of offers participants received were the same in all four
conditions. To decrease the likelihood that participants would learn that the histograms did
not match the offer-set they actually encountered in the current experiment, we shuffled the
conditions into a “mini-block” design: Every four to five trials, one group was selected
randomly. This was indicated to participants by showing a screen depicting the upcoming
group and their associated histogram. This screen also explicitly showed the mean of the
distribution in the histogram. Each group was also denoted by a specific color which was held
constant throughout the experiment. Then, participants played the four to five rounds with
proposers from that group. After that another group would be randomly selected. Because of
this randomization, two consecutive mini-block could also be the same group. Due to a
programming error, eleven of the participants played a slightly different task: if a mini-block
did indeed repeat the group from the preceding mini-block, participants would see the groupintroduction before each of the offers. Since this did not provide any additional information to
participants, and none of the eleven participants mentioned this small inconsistency in taskstructure during debriefing, we did not exclude these eleven participants from our analyses.

Behavioral Data Analysis
All behavior analyses were performed using the R statistical package (R Core Team, 2017).
Decisions to either accept or reject offers were analyzed using a logistic mixed model with
participant as the grouping factor. This model included the 2(𝑙𝑜𝑤 ⁄ℎ𝑖𝑔ℎ 𝑚𝑒𝑎𝑛) ×
2(𝑙𝑜𝑤 ⁄ℎ𝑖𝑔ℎ 𝑣𝑎𝑟𝑖𝑎𝑛𝑐𝑒) design, the centred offer amount (mean offer = 5.5), an intercept, and
all the interactions as fixed effects. All categorical variables were coded using effects coding,
i.e. as the deviation from the grand mean. To get the maximal power without increasing the
false positive error rate, it is important to get the maximal possible random effects structure
(Barr, et al., 2013) without over-fitting the data (Matuschek, et al., 2017). We used a modelcomparison approach to arrive at the maximal random-effects structure that is supported by
the data (Matuschek, et al., 2017). This procedure starts with fitting a random effects
structure which includes random slopes for each fixed effect (including the interactions), but
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setting all correlations between these random slopes to zero. In the next step, the model is
simplified by removing any random effects whose variance is estimated to be zero. This model
becomes the baseline for the subsequent model comparisons. Next, the smallest random
effects are removed one at a time and the resulting model is compared to the baseline model
using a likelihood ratio test. If the associated 𝜒 2 has a 𝑝-value above 0.2, the simpler model is
preferred over the more complex one; if 𝑝 < 0.2, the more complex model fits the data
substantially better and is therefore preferred (Matuschek, et al., 2017). In the next step,
correlations can be added to the model stepwise and the same LRT test used to assess

two random effect terms. The first term had the random slope of the mean expectation; the
second term had a random slope for the centered offer amount, a random intercept, and their
correlation.
In addition, to assess whether the difference for the variance conditions at an offer of €3 (c.f.
Fig. 3.2) was significant, we also fit a mixed model to that subset of data. This simpler mixed
model did not include offer amount as a predictor (nor any interactions including it). Using the
same procedure as described above, we again arrived at a random effects structure including
only the random intercept.
To control for participants’ initial beliefs, we calculated, separately for each participant, the
mean of the elicited belief distribution, as well as the standard deviation of that distribution
which quantifies beliefs about how much the offer amount might vary. Both of these variables
were mean-centered before being adding as fixed effects to a second mixed-model of the UG
decisions, without changing the random effects structure.
All models were estimated using lme4 (Bates, et al., 2015) called using the mixed function of
the package afex (Singmann, et al., 2016). To determine p values, we computed Type 3
Likelihood Ratio Tests as implemented in the mixed function.

Neuroimaging Data Acquisition and Analysis
Magnetic Resonance Imaging data were collected at the Donders Centre for Cognitive
Neuroimaging, Nijmegen, The Netherlands, using a 3-Tesla head-dedicated MRI system (Skyra;
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whether the data warrants their inclusion. For the present dataset, this procedure resulted in

Siemens Medical Systems). Functional MRI (fMRI) images were acquired using a 32-channel
head coil, with a standard multi-echo imaging pulse 𝑇2 -weighted sequence (field-ofview: 224𝑚𝑚 using a 64 × 64 matrix; repetition time (𝑇𝑅) 2250𝑚𝑠; echo times (𝑇𝐸), 9.4𝑚𝑠,
20.65𝑚𝑠, 31.9𝑚𝑠, 43.15𝑚𝑠; flip angle 90∘ ). Using a multi-echo sequence provides a better
signal-to-noise ratio for brain areas susceptible to dropout, while allowing for scanning of the
whole brain (Poser, et al., 2006). Thirty-five ascending slices were acquired (thickness of
3.0𝑚𝑚; voxel size 3.5 × 3.5 × 3.0𝑚𝑚 with a 0.5𝑚𝑚 slice gap) from the whole brain. Highresolution anatomical 𝑇1-weighted image (MPRAGE; 192 slices; 𝑇𝑅 = 2300𝑚𝑠, voxel size
1 × 1 × 1𝑚𝑚) was acquired for anatomical localization and structural normalization.
Participants’ heads were lightly restrained with tape loosely placed on their head and the coil
within the scanner in order to limit movement during image acquisition. The task consisted of
three runs each roughly 12 minutes long.
We combined the four read-outs acquired via the multi-echo by calculating the mean. Further
processing was performed using SPM12 and consisted of slice-timing to the middle slice,
realignment of functional images and co-registration to the anatomical images. The structural
image was segmented and normalized to the Montreal Neurological Institute (MNI) template
using SPM12. The resulting deformation fields were used to normalize the functional images,
which were then smoothed with a Gaussian kernel of 8mm full-width at half maximum
(FWHM).
The preprocessed fMRI data were analyzed using a GLM approach in SPM12. All design
matrices contained the motion parameters from the realignment step including the dummycoded large displacements and a high-pass filter as nuisance regressors. In addition, a subject
and run-specific set of nuisance regressors was created, dummy-coding each abrupt
movement (defined as volume-to-volume displacement larger than 0.75𝑚𝑚 or a rotation
larger than 1.5°) during the task, so that we would not need to discard any full datasets due to
too large motion. For the main analysis, we included two different regressors for the offerscreen, one for trials in the two low-variance conditions, and one for the high-variance
conditions. To both of these regressors, we also added parametric modulators indicating the
deviation from expectations. In addition, the GLM included regressors for the other events
during the task: fixation-screen, histogram screen, and feedback screen. The duration of all
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events were the respective screen presentation durations. All event regressors were
convolved with the canonical hemodynamic response function before fitting to the
preprocessed images. We calculated contrast images ([1 1] and [1 -1] for the two parametric
modulators and also for the two offer-screen regressors) on which a simple t-test was
performed on the group-level. The resulting whole-brain t-maps were thresholded at p=0.001
uncorrected, and we report only clusters which had FWE corrected p-values below 𝑝=0.05 to
correct for multiple comparisons (except the predicted bilateral insula activity, which was just
above this very stringent whole-brain threshold).

Data, experimental materials and analyses scripts are available from the Donders Institute for
Brain, Cognition and Behaviour repository.

Results
Behavioral
When playing the Ultimatum Game as responders (Fig. 3.2), participants rejected offers more
often as offers became less equal ( Estimate=4.27, 𝜒 2 (1)=43.86, p=4 ∗ 10−11 ). Importantly,
however, participants were more likely to accept offers when they expected on average low
offers in comparison with when they expected on average high offers (main effect of expected
mean offer, Estimate=1.37, 𝜒 2 (1)=26.64, p=2 ∗ 10−7 ). Participants were also influenced by
how much they expected offers to vary: They accepted more offers of €3 in the high offer
variance condition in comparison to the low variance condition (main effect of variance:
Estimate=-0.92, 𝜒 2 (1)=17.97, p=2 ∗ 10−5 ), in addition of the effect of the mean expected offer
(main effect of mean: Estimate=1.01, 𝜒 2 (1)=21.38,p=4 ∗ 10−6 . Before playing the UG, we also
elicited participants’ initial beliefs about what type of offers they expected to encounter.
Controlling for these initial beliefs did not significantly affect any of the aforementioned
effects.
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Data Availability

Figure 3.2: Decision in the Ultimatum Game. Between-subject mean probability to accept
an offer in the UG. Even without leveraging the within-subject design, it is evident that the
mean expected offer substantially changes how likely one is to accept unfair offers (e.g. €5
out of a €20 pot-size). In addition, especially low offers (€3) are accepted more frequently in
the high-variance conditions as compared to the respective low-variance conditions.

Neuroimaging results
To identify brain areas related to the deviation from expectation, we created two parametric
modulators for the deviation from expectations at a trial-by-trial level, one for the two low
variance conditions and one for the two high variance conditions. These regressors indicated
the deviation of the offer at the current round from the mean expected offer of the current
group of proposers. Each of these two regressors, thus, had two different mean expected
offers (low mean = €4 and high mean = €7), such that a given offer of e.g., €3 would result in
two different deviations, depending on which group the proposer belonged to. Averaging
across both variance contexts, we found increasing activity an almost significant activation in
bilateral anterior insula using a whole-brain family-wise error correction, and significant
activations in the left premotor cortex and visual cortex (Fig. 3.3 and Table 3.1). We did not
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observe any decreasing activity, even at a very liberal threshold (p<0.001 uncorrected); we
also did not find any significant differences in the effects of the two parametric modulators.
However, the right dlPFC was significantly more active on offer-screens in the low variance
conditions in comparison to the high variance conditions (Fig. 3.4 and Table 3.1), independent
of the deviation from expectation, that is, independent of how the current offer compared to
the mean expected offer of the current group.

Region

Voxels

Z

X

Deviation

Left insula

63

4.16

-34 18 7

.015

from mean

(cluster-level uncorrected)
56

4.31

32 24 7

.021

preSMA

77

4.38

-44 0

visual cortex

4548

7.02

-27 -80 21 < .001

4.27

54 28 28 .024

5.20

-6 -84 7

expected
offer

right insula

y

z

p
Chapter 3

Effect

(cluster-level uncorrected)

High vs low

right

dorsolateral 85

expected

prefrontal cortex

28 .032

variance of
offers

Visual cortex

529

< .001

Table 3.1: Summary of neuroimaging results
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Figure 3.3: Brain activity correlated with the deviation from the mean expected offer
at the time of the decision. The identified regions include bilaterally the anterior
insula, and the preSMA.
.

Figure 3.4: Brain activity related to the difference in expected variance of offers. The
right dorsolateral prefrontal cortex is more active when expecting offers to vary more, as
compared to when expecting offers to be more consistent.
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Discussion
In this study, we were interested in the link between computational and neural processes
underlying the impact of social expectations on the decision to accept or reject an offer in the
Ultimatum Game. Using a within-subject design, we provided participants with differing
expectations about sets of upcoming offer amounts by showing four different histograms,
each purportedly depicting the distribution of offers that a particular group had previously
made in a prior experiment. Across these four distributions of offers, we manipulated both the
mean and the variance of the depicted offer set. Importantly, the set of offers participants

should not actually impact the participants’ decision itself, as all information is provided in the
actual offer itself. That is, what has been “expected” is somewhat irrelevant to the decision to
accept or reject a particular monetary offer. Still, participants clearly took these expectations
into account: When expecting offers to be low on average, participants accepted offers more
often, in comparison to the same offers received in the context of expecting offers to be high
on average. The more an offer deviated from one’s mean expected offer, the stronger the
anterior Insula was activated. Further, when participants expected offers to vary, in
comparison to be similar, we found decreased activity in the right dlPFC, and they accepted
low offers more often — they were less strict about deviations from their expectations.
On a behavioral level, our results replicate the importance of expectations in the UG and
demonstrate the inadequacy of a simple inequity-aversion account. In the current study, we
employed our previous paradigm (Vavra, et al., 2018), in which participants were shown
histograms of distributions of offers given in a previous experiment by the same proposers.
Previously, the importance of these expectations was successfully shown using verbal
descriptions of “typical behavior in the Ultimatum Game” (Sanfey, 2009), participant’s initial
beliefs of what type of offers they expected to get at the outset of (Chang, et al., 2013), and
implicit expectations based on, and updated by, the offers encountered during the experiment
(Xiang, et al., 2013). These conceptual replications all support a computational model based
around expectations (Battigalli, et al., 2015): The responder derives disutility based on any
deviation from the mean expected offer. The canonical observation that people reject low
offers in the UG clearly demonstrated that a simple, purely monetary self-interest does not
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received did not differ across those four conditions and the provision of these expectations

account for actual human behavior (Camerer, 2003). These sets of findings expand this by
showing that a simple inequity-aversion account is also too simple. People do not prefer to
share money equitably in every situation. Instead, they hold context-specific expectations
about how money is likely to be allocated and behave accordingly.
Based on our neural findings, the bilateral anterior insulae seem to track these expectations
and compare a given offer with the expected mean offer. This is consistent with the canonical
observation that increased anterior insula activity has been found for unfair offers, in
comparison to fair offers (Feng, et al., 2015; Gabbay, et al., 2014). Since in most studies the
expectations, and hence, the social norm, were not manipulated explicitly, these findings
simply reflect people’s behavior under their default expectations. Indeed, people form beliefs
about what kind of offers they are how likely to receive, probably already while familiarizing
themselves with the rules of the game, and these are close to an equal-split (Chang & Sanfey,
2013; Vavra, et al., 2018). However, previous work demonstrated that people vary in these
initial beliefs and that the same offer can match one person’s expectation, while deviate from
it for another person. In such a case, the anterior insula is more active only for those people
who expected different offers (Chang & Sanfey, 2013). We likely form such expectations even
when we are not playing the game, or at least not for ourselves. Indeed, when playing a UG on
behalf of others, the anterior insula was more active for more unequal allocations, whether
they are advantageous or disadvantageous for the person one is playing for (Civai, et al.,
2012). Also simply receiving unfair offers without being able to reject them, i.e. when playing
the Dictator Game, also recruits the insula (Gregucci, et al., 2013).
Our neural results also disentangle between two alternative potential processes underlying
the effect of expecting offers to vary or to be similar. Replicating the relevance of expected
variance of offers (Vavra, et al., 2018), we observed that the more offers are expected to vary,
the smaller the impact of the (large) expectation-deviation disutility on the decision to accept
or reject, leading to people accepting more low offers. This implies that people do not know
only what the most likely behavior is in a given situation. In addition, they also know how
much different people are likely to deviate from such an average. Thus, encountering a low
offer is more or less likely depending on the expected variance of offers, even if the average
expected offer is the same. There are two distinct possible processes underlying this effect of
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expected variance. First, when one expects offers to vary substantially, this might decrease the
amplitude of one’s disappointment of low offers, simply because such offers were somewhat
expected. In such a process, the calculation is not a simple deviation from the mean expected
offer; instead, one calculates the likelihood or surprise of an offer, given the full probability
distribution representing one’s expectations. This would be in line with previous findings
suggesting that the anterior insula shows learning signals related to both the mean and
variance of the distribution of offers (Xiang, et al., 2013). An alternative possibility is that the
computation is still the simpler deviation from mean expected offer. Instead, the effect of the

that is, when trading off between the utility gained by accepting the money and the disutility
incurred by accepting an offer deviating from the current social norm. At this stage, then, the
deviation from expectations would weigh less. We did not see any differences in the
expectation-deviation activity of the anterior insulae between the two variance context in our
experiment, as would be expected if one were evaluating the likelihood of the offer given
one’s full expectations. This suggests that a given offer is compared against the mean
expected offer and not the full distribution of offers. Instead, we observed increased activity in
the right dlPFC when one was expecting offers to be similar, in comparison to vary
substantially. Importantly, this effect was independent of how a given offer compared to the
current expected mean offer.
The involvement of the right dlPFC in the trade-off between monetary self-gain and adherence
to social norms is known, but our results support a more nuanced interpretation. The causal
role of the right dlPFC in the decision to accept or reject has been established using brain
stimulation techniques, such as transcranial magnetic stimulation (van t’ Wout, et al., 2005;
Knoch, et al., 2006) and direct current stimulation (Baumgartner, et al., 2011). Consistent with
our findings, these studies show that participants accept low offers more often when the right
(but not left) dlPFC is experimentally deactivated. Proposer also offer less when their right
dlPFC is deactivated (Ruff, et al., 2013). Importantly and also in line with our findings, altering
the dlPFC functioning does not change participants’ fairness judgements. This supports the
notion that the effect of expecting offers to vary is not changing what the social norm is, or
how deviations from it are judged. The typical interpretation is that the right dlPFC is needed
to act on the social norm, conceptualized as an equal split in the above studies. However, in
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expected variance occurs at the subsequent stage when the different options are compared,

our experiment there were effectively two distinct norms – low or high offers on average –
and the right dlPFC activation was related with how homogeneous, in comparison to
heterogeneous, offers were expected to be. A simple psychological interpretation of this
expected variance of offers is that it signals how strict the (current) social norm is: The more
people vary, the less strict the norm is; the more people behave similarly, the stricter the
norm is. In this view, the right dlPFC is sensitive to how strict a social norm is in a given
context. That is, the dlPFC might not be so much related to the relative trade-off between
conflicting motivations of money and justice, but instead signal how important justice is in the
current situation.
In sum, we have shown that what people consider fair depends on what they expect. Social
expectations signal both what the social norm is – the mean expected behavior – as well as
how strict that norm is – the expected variance in behavior – and these two aspects are
related to the anterior insula and right dlPFC respectively. The emerging model is that the
anterior insula compares the current behavior to one’s expectations, and update the
expectations if necessary, while the right dlPFC signals how strict or lenient one is about any
violations from these norms. Thus, our findings expand on the specific and distinct
computational contributions of the anterior insula and the right dlPFC in the processing of
fairness-related decisions.
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Chapter 4
Expectations from Description
versus Experience: Effects on
fairness preferences

Abstract
Fairness is a central aspect of moral behavior. Experimentally, fairness can be studied using
the Ultimatum Game in which the decision to reject a low, but non-zero, offer is seen as a way
to punish the other player for an unacceptable division. A recent explanation proposes that
the main driving force behind the decision to reject is that of deviation from expectations: the
larger the difference between the actual offer and the expected offer, the more likely one is to
reject the offer. In analogy to the description-experience gap in risky decision-making, we
tested and extended this idea by providing participants with information on what kind of
offers to expect in two forms, either via a summary graph or by showing offers one-by-one. In
the “experience” block, the “previous” offers were shown one by one; in the “description”
block, this information was given in form of histograms. In each block, participants played with
four different groups, where both the mean and the variance varied in a 2x2 design. As
expected, we found that the decision to accept or reject a certain offer was dependent on the
information provided. Importantly, we find that the mean and variance of expected offers
affected the decision to accept. These results demonstrate the complex nature of social
expectations, which might be better conceptualized as distributions instead of simple mean
expected values, and how they influence considerations of fairness. Further, our findings
demonstrate a small description-experience gap also in the domain of social decision-making.
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Introduction
Social norms enable human societies to thrive: it is largely thanks to them that we can rely on
others to behave fairly and trustworthily. One useful way of conceptualizing social norms is
that of shared expectations as to how we should behave towards each other. These broad
“social rules” typically guide our behavior when interacting with others, and additionally
ensure that we are not usually taken by surprise by the actions of another. While behavior
then is generally in line with what these norms prescribe, occasionally unexpected behavior
occurs. However, if someone transgresses and deviates from these norms, they can anticipate
punishment, even when this comes at a societal cost, thus further demonstrating the power of

The role of social norms and expectations has been well-illustrated by research using the
Ultimatum Game (UG; Güth, et al., 1982) to explore social choice. This well-studied task allows
for the experimental examination of decisions made in an interactive context. In the UG, two
players, the proposer and the responder, make a decision about how to allocate a sum of
money. Firstly, the proposer makes an offer as to how much of the endowment to give to the
responder. Then, the responder decides whether to accept or reject this offer. Accepting the
money means that the two players will split the money according to the offer; rejecting the
offer leads to neither player receiving anything. Importantly, both players are fully aware of
the rules in advance and the game is played only once between each pair (i.e. a “single-shot”
interaction). Behavior in this game is highly reliable: Proposers offer around 50% of the total
amount, but when low offers (i.e. around 10-20% of the allotted pot) are made, these offers
are typically perceived as unfair and are rejected more than half of the time (Camerer, 2003).
The canonical explanation of why people reject low offers proposes that we do not follow a
narrow, self-interest-only monetary motivation. After all, a purely economic, self-interested
perspective suggests that rejection of even low offers is sub-optimal — the responder’s choice
is between some, albeit small, amount of money and no money at all. Instead, people seem to
compare the allocation of money across the two players. When the allocation is unequal,
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social expectations.

people derive disutility, an effect labeled inequity aversion (Fehr & Schmidt, 1999). In this
view, people evaluate the option to accept an unfair offer by weighing the utility of
acceptance with the disutility of deviating from an equal split of the total amount. Although
this account can capture the behavior in many variants of the UG, it fails to explain some
important contextual factors which have an effect on people’s likelihood of rejecting an offer.
Recent experimental evidence (Sanfey, 2009; Chang & Sanfey, 2013; Xiang, Lohrenz &
Montague, 2013; Vavra, Chang & Sanfey, 2018) suggests that people base their decision not
on the comparison of the offers to an equal split, but instead compare the offer to the offer
that they expected to get — assuming we expect a fair offer, then the lower the offer, the
larger the deviation from their expectations, and, hence, the larger the disappointment. For
example, asking participants at the beginning of the experiment which offers they expect to
get with which probability, and taking their mean expected offer as the reference-point —
instead of an equal split — accounted for their subsequent decisions during the experiment
significantly better than inequity aversion (Chang & Sanfey, 2013).
A few studies have directly manipulated participants’ expectations, with evidence supporting
the causal role of these expectations in the decision to accept or reject unfair offers. For
instance, telling one group of people that offers are typically low and another group that
offers are generally high, resulted in differences in acceptance rates across the groups, such
that those who expected higher offers reject the same low offers more often (Sanfey, 2009).
In another study employing a within-subject design, participants were shown different
histograms of offers purportedly given in a previous experiment by different groups of
proposers before receiving offers themselves from the same proposers (Vavra, Chang &
Sanfey, 2018). Importantly, the distributions depicted in those histograms varied along two
different dimensions, the mean and the variance. This led to two different types of effects:
The mean expected offer affected what participants considered acceptable, while an
increased expected variance of offers from a group made participants less strict about
deviations from this reference point. In contrast to such explicit information about past or
typical offers, people also seem to track which offers they encounter and update their
expectations accordingly. Drawing offers from one distribution, for example with a high mean,
in the first half of the experiment, and then changing the distribution for the second half, for
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example to one with lower mean, reveals neural signals consistent with learning, which seem
to track both the mean and variance of offers (Xiang, Lohrenz & Montague, 2013).
Together, these studies imply that the classical inequity account needs to be replaced by a
more dynamic view of fairness, perhaps based on social expectations (Battigalli, Duwfenberg
& Smith, 2015). This opens up new questions on how we acquire these expectations
underlying our perceptions of what is acceptable and what is not. Importantly, the
aforementioned experimental manipulations seem to fall in two distinct categories which
mimic two sources of expectations outside the laboratory: explicit descriptions of what to
expect and implicit expectations based on direct experience. To our knowledge, no systematic
comparison of these two types of sources of expectations has been done in the context of
fairness-related decisions.

how we acquire these norms regarding social behavior. Two different modes of acquisition are
possible: We can learn directly from interacting with others, and then over time gradually
build up an impression of what behaviors are representative of each situation, what behaviors
are not common but happen occasionally, and what behaviors are seldom or never
encountered. This type of learning has been described in the judgment and decision-making
literature as learning from experience. Alternatively, we can learn explicitly via descriptions of
what behavior is expected of us and others, essentially being told what constitutes reasonable
behavior in social interactive settings and what is considered beyond the pale. This is known as
learning by description. When going to a country with a different cultural background, for
example, we can build up expectations of social norms by simply interacting with many
people, that is, learning by experience, or we can read in a travel guide how people behave in
that region, that is, learning by description. A key question is whether these two distinct
modes of acquiring expectations affect how we evaluate the social choices of others, and how
willing we are to punish a perceived transgression. Do expectations based on direct, personal
experience weight more heavily on our perceptions of fairness, than those based on those
encountered via description? If this is indeed the case, this can have important implications
for, e.g., intergroup contact in conflict situations where different notions of fairness play a role
(Hewstone, Lolliot, Swart, Myers, Voci, et al., 2014).
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Therefore, an important, and understudied, question when considering social expectations is

Though there has been, to our knowledge, no experimental tests as to whether acquiring
norms via different learning mechanisms can lead to different social decisions, previous
research has addressed the issue of decisions made via experience or description in the
context of probabilistic choice. A large set of studies has revealed that the way of providing
people with information on the underlying probabilities of each choice option — letting them
sample many hypothetical outcomes before making their first choice as compared to
providing explicit descriptions of probabilities — leads to important differences in how people
make decisions (Hertwig, Erev, 2009). Specifically, when making decisions based on
description, people typically overweight rare events relative to their objective probabilities.
For example, people play lotteries with very low chances of winning, and also sign up for
insurance for very rare events. In contrast, when people make decisions based on experience,
they generally underweight these particular rare events. This discrepancy between how
subjective probabilities are employed, depending on their mode of learning is referred to as
the description-experience gap.
Several processes have been proposed to account for the differences in decisions as a function
of how the underlying probability distributions have been learned, such as small samples (e.g.
Hertwig, Barron, Weber & Erev, 2004), recency effects (Hogarth, Einhorn, 1992), or different
cognitive alghoritms (e.g. Hau, Pleskac, Hertwig, 2010). Importantly, even though the debate
on which of these processes gives rise to the description-experience gap is not settled, none of
them are specific to gambles, but might also give rise to differences for social expectations and
thus affect social norms.
In this study, we extended the work on the role of expectations in the UG by explicitly
addressing the question whether the source of expectations — via experience or description
— has an impact on the use of these expectations in social decisions. Additionally, we sought
to examine whether the mode of information provision might interact with the content of the
expectations, namely expecting high or low offers in general and expecting that offers would
vary substantially or be very similar across game partners. To do this, we adapted a previous
study in which participants received information as to what kind of offers to expect from
different groups of proposers. Here, we extended this task by additionally using two forms of
information presentation. In the description block, participants viewed histograms explicitly
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depicting the distributions of offers participants could expect from that group, whereas in the
experience block participants viewed a set of previously made offers one by one. We
hypothesized that the content of expectations would affect decisions to accept or reject
offers. Specifically, in line with previous results, we hypothesized that expecting higher offers
from a group would increase the threshold at which participants would consider offers
acceptable, while expecting a higher variance of offers would make participants less strict
about this threshold. In addition, we hypothesized that the source of expectations should lead
to a difference in decision-making: the impact of rare events should be over-weighted in
description, while underweighted in experience, implying that the effect of variance should be
larger in the description block in comparison with the experience block.

Subjects
A total of 81 participants (69% female, mean age = 23.7) completed the study for either course
credit or payment (€10). Participants also received a bonus based on their actual performance
— their monetary outcome on a randomly chosen round of the Ultimatum Game was paid out
as a bonus to ensure that participants made real decisions (maximum €10). The study protocol
was approved by the local ethics committee (CMO region Arnhem-Nijmegen, The
Netherlands) under the general ethic approval (CMO 2014/288), and all the experimental
methods were conducted in accordance with these guidelines. All participants provided
written informed consent in accordance Declaration of Helsinki and the guidelines of local
ethics committee.

Procedure – Initial Beliefs
After participants familiarized themselves with the rules of the UG, we elicited participants’
initial beliefs about the kind of offers they expected to encounter: For a total pot amount of
€20, participants were asked to estimate how many of 100 proposers would offer $€0, €1, €2,
€3,…, €18, €19,€20$. They also indicated what kind of offer they would make themselves.
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Methods

Procedure – Expectation manipulation
During the UG (task structure shown in Fig. 4.1), participants were told they would play with
players from eight different groups, each in turn. Before playing with a group, participants’
received information on what the upcoming group of players had supposedly offered in a
previous experiment. Participants were told that “from previous experiments we know that
some groups of people give a lot, while others give a little. You will be playing with people
from different groups. To give you an idea what kind of player you are being paired up with,
we will provide you with information about how much these people offered in a previous
experiment.” During this information phase, we manipulated participants’ expectations using
two different methods (source of expectation): In the experience block (four groups),
participants passively viewed 30 “previous” offers, one by one. Importantly, the four sets of
offers differed on two dimensions (expectation): the mean (low/high) and the variance
(low/high). In the description block (four groups), the set of offers of the upcoming group was
described with a histogram which, again, represented the purported previous offers of that
group (Fig 4.1). Crucially, these histograms were created using the four sets of 30 offers used
in the experience blocks, ensuring that the provided information was essentially equivalent
across the experience and description blocks. To ensure that participants could interpret the
histograms accurately, they were extensively instructed beforehand as to how the histograms
were constructed from a set of offers. Further, the presentation time of the histograms was
matched with the duration of the information phase in the description block, ensuring that no
difference in timing of the information phases exist between the two blocks. The order of the
description and experience blocks was counter-balanced across participants, and the order of
the four groups in each block randomized. Importantly, the four sets of offers differed on two
dimensions (expectation): the mean (low/high) and the variance (low/high). Overall, this
resulted in a 2 (low/high mean) x 2 (low/high variance) x 2 (description/experience block)
within-subject design.
After this information phase but before proceeding to play the UG with proposers from that
group, participants were asked to guess the mean offer (from €0 to 10€), as well as rate how
the offers of that group varied on a 7 point Likert-scale (1=almost the same, 7=really
different).

76

Ultimatum Game
Participants then played 45 rounds of the UG per condition (360 rounds in total), each round
with a new, unique, Proposer. All UG rounds involved splitting a pot of €20. To avoid a
situation where participants would potentially ignore the information provided about the
group, the offers they received in each of the four expectation-conditions only partially
deviated from the distribution of offers shown during the information phase: 30 offers
matched those from the information phase; however, to expose participants also to deviations
from expectations, the remaining 15 offers where drawn uniformly from the set {€1; €3; €5;
€7; €9}. Importantly, the set of offers in the description and experience blocks were identical.
After participants finished the task, they were debriefed and paid out based on one randomly
selected round of the UG.

We computed all statistics using R statistical package (R Core Team, 2017).
The decisions to accept or reject were analyzed using a logistic mixed model with participant.
This model included the 2 x 2 x 2 design, the centered offer amount (mean offer = €5.33), an
intercept, and all the interactions as a fixed effect. All categorical variables were coded using
effects coding, i.e. as the deviation from the grand mean. To get the maximal power possible
without increasing the false positive error rate (Barr, Levy, Scheepers & Tily, 2013), it is
important to get the maximal possible random effects structure without over-fitting the data
(Bates, Kliegl, Vasishth & Baayen, 2015; Matuschek, Kliegl, Vasishth, Baayen & Bates, 2017).
We used a model-comparison approach (Matuschek, Kliegl, Vasishth, Baayen & Bates, 2017)
to arrive at the maximal random-effects structure that is supported by the data. This
procedure starts by fitting a random effects structure which includes random slopes for each
fixed effect, but setting all correlations between the random slopes to zero. In the next step,
the model is simplified by removing any random effects whose variance is estimated to be
zero. This model becomes the baseline for the subsequent model comparisons. Then, the
smallest random effects are removed one at a time and the resulting model is compared to
the baseline model using a likelihood ratio test (LRT). If the associated χ2 has a p-value > 0.2,
the simpler model is preferred over the more complex one; if p<0.2, the more complex model
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Data Analysis

fits the data substantially better and is therefore preferred. In the next step, correlations can
be added to the model stepwise and the same LRT test is used to assess whether the data
warrants their inclusion. For the present dataset, the above procedure resulted in a large
random effects structure with only two random slopes removed from the full list of random
effects and no correlations (adding correlations between the largest random effects resulted
in the model not converging). All models were estimated using lme4 (Bates, Mächler, Bolker &
Walker, 2015) called using the mixed function of the package afex (Singmann, Bolker, Westfall
& Aust, 2016). To determine p values, we computed Type 3 Likelihood Ratio Tests as
implemented in the mixed function.

Data Availability
Data, experimental materials and analyses are available from the Donders Institute for Brain,
Cognition and Behaviour repository.
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participants first viewed a histogram of offers members of the current group gave previously
and then played the Ultimatum Game as responders on 45 trials with those proposers. (top
right) For the four groups in the experience block, participants first viewed 30 individual offers
by 30 members of the current group given previously, and then played 45 trials themselves.
(bottom) The four different distributions of “previous” offers differed systematically in a 2x2
design: low/high variance by low/high mean.
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Figure 4.1: Task Structure. (top left) For each of the four groups in the description block,

Results
Initial Beliefs & Estimated Mean and Variance
On average, participants initially believed they would get an offer of €8.51 from the €20 pot.
Importantly, the mean expected offer did not correlate with the expected variance of offers
between participants (r=-0.022, p=.84), in line with the idea that these two aspects of
expectations are psychologically distinct and independent.
After viewing the information on past offers but before playing the UG with proposers of each
group, participants were asked to guess the mean offer (Fig. 2A) and rate the variability of the
offers (Fig. 2B). Overall, participants guessed the correct mean of the groups (€4 and €7
respectively), as indicated by an effect of the mean condition (Estimate=3.08(0.04),
F(1,480)=5959.1, p<10-4). However, there was also a small interaction effect with the variance
of the shown distribution of offers (mean-variance interaction: Estimate=-0.040(0.04),
F(1,480)=15.47, p<10-4).
Participants also rated the expectation variance conditions as different (Estimate=2.36(0.06),
F(1,480)=953.19, p<10-4). However, participants’ ratings were also significantly affected by
source of expectations: In the Description condition, participants rated the variance overall as
higher (main effect of source: Estimate=0.28(0.14), F(1,80)=12.45, p=.005) )

and the

difference between high and low variance conditions was also larger (interaction term of
source-with-variance condition: Estimate=0.22(0.06), F(1,480)=7.80, p=.005). After collapsing
across the mean expectation conditions, follow-up post-hoc tests indicated that only the lowmean expectation conditions did not differ significantly between the Description and
Experience blocks.
Together, these results suggest that participants are generally capable of extracting both the
mean and variance from distinct distributions of past offers. Although, there are significant
effects of both mean and variance when indicating the other, as well as the mode of
presenting the information, the magnitude of these effects is considerably smaller in
comparison to the differences elicited by the “correct” dimension of our design.
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Figure 4.2: Guessed mean and variance. Participant extract information about what type
offers (both, mean and variance) upcoming proposers previously gave, based on both summary
information in form of histograms (description) and 30 individual offers (experience).
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Ultimatum Game
The between-subject pattern of decisions is shown in Fig. 3. As expected, participants rejected
low offers more often than high offers (main effect of centered offer amount, Estimate=4.23,
χ2(1)=109.2, p=2·10-16). Participants also used the provided information as to what to expect
into account: When expecting low offers on average, participants accepted offers at a higher
rate (main effect of mean-condition, Estimate=-1.85, χ2(1)=25.75, p<4·10-07). This main effect
was further qualified by an interaction between offer amount and the mean-condition
(Estimate=-.343, χ2(1)=7.096, p=.0077), implying that in particular when expecting low offers,
low offers were accepted more often than high offers. Importantly, there was also an effect of
the source of expectations: In the description block, participants accepted more offers than in
the experience block (Estimate=0.378, χ2(1)=7.36, p=.0067).

Figure 4.3: UG decision to accept. Participant’s decision to accept an offer was mostly affected
by the offer amount, but this effect was substantially modulated by what kind of offers they
expected to get. In turn, the source of these expectations had an overall effect such that in the
description condition, offers where accept slightly more often independent of the offer
amount.
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Discussion
In this study, we explored whether social expectations derived from experience, as compared
to those gleaned from description, differentially impact the decision to accept or reject a given
offer in the Ultimatum Game. We provided participants with differing expectations about the
distribution of an upcoming set of offers by either showing them summary histograms
(description block) or individual offers (experience block). Importantly, in both blocks
participants encountered four different sets of offers, with systematic manipulations of the
mean and the variance of the offer sets. Thus, participants were provided with four
expectations — high mean offers with low variance, high mean offers with high variance, low
mean offers with low variance, and low mean offers with high variance.
Results clearly demonstrated that these expectations affected participants’ choices,

when expecting high compared to low offers, participants are much more likely to reject.
Further, we also showed that there is a significant, albeit small, difference in social decisions
when basing one’s choices on expectations deriving from description or experience.
Specifically, participants demonstrated a higher likelihood of accepting offers when
expectations came from description, independent of the specific content of these
expectations. Together, these results clearly demonstrate the importance of expectations in
social decision-making, and additionally indicate the existence of a description-experience gap
for social decisions.
Importantly, the results outlined here are difficult to explain with an inequity aversion account
(Fehr & Gächter, 2002). Instead, these findings replicate, and extend, recent research
demonstrating that prior expectations can impact social decisions (Sanfey, 2009; Chang &
Sanfey, 2013; Xiang et al. 2013; Sanfey, Stallen & Chang, 2014, Vavra, Chang & Sanfey, 2018).
An expectation model (Battigalli et al. 2015; Chang & Sanfey, 2013; Sanfey et al. 2014) can
account for the change in acceptance threshold as a result of differing expectations, as this
model proposes that decision-making is driven by comparing the current offer to the expected
offer, with the magnitude of the deviation playing an important role in deciding whether to
accept or reject. It is worth noting that, in a sense, these expectations are irrelevant – all the
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underlining the importance of expectations in social decisions. Specifically, we found that

information necessary to know what the outcomes are going to be is present in the offer itself.
Still, these findings underline that what we consider acceptable depends on the context and
the expectations we bring with us into a given situation. It is worth noting that, in a sense,
these expectations are irrelevant – all the information necessary to know what the outcomes
are going to be is present in the offer itself. This is in stark contrast to risky decisions, where
distinct probabilities imply different outcomes. Thus, these findings imply that what we
consider acceptable behavior depends on the context and the expectations we bring with us
into a given situation, even if the objective outcomes of the situation were held constant.
Based on previous results (Vavra, Chang, Sanfey, 2018), we hypothesized two distinct effects
of the two aspects of expectations: The mean expected offer would affect what the norm is,
and the expected variability of offers would influence how strictly this norm is applied, such
that when participants expect higher offers, this would lead to an increased threshold of what
to accept (a main effect of mean, independent of offer amount) and participants would be less
strict about applying this threshold when expecting offers to be more variable (an interaction
effect of variance with offer amount). In the present study, however, both the norm itself and
how strictly it was applied were influenced by the mean expected offer, and the expected
variability did not have any significant effect. One likely explanation for this are two key
differences that were employed for the first time in the current experimental design. Firstly,
after viewing the distribution for each condition, as an attentional check participants were
then asked to explicitly estimate the mean and variance of the distribution. In contrast,
previous designs did not include these “check” questions. Acquiring these ratings
demonstrates that participants are indeed able to extract both the mean and variance of
distributions of offers, independent of whether the presentation of this information is via
experience or description. Secondly, previously we employed a mini-block design where the
group, and hence the set of offers and the associated expectations, switched every five trials
and we showed participants the histograms depicting the current distribution on each round
of the UG. In the present study in contrast, participants received a large set of 45 offers from
one group before moving on to the next one, because it is not possible to show a summary for
the expectation block without it turning into a “description situation”. Using the present
design, we avoided forcing participants to learn to associate the eight groups and their
distributions of offers with some cue. However, both of these changes might trigger a
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comparison of the current offer set with participants’ initial beliefs, formed while familiarizing
themselves with the rules of the UG. This comparison, in turn, might change the relative
salience of the aspects of the viewed offer sets, such that participants use the presumably
more easily judged mean expected offer to infer not only what the norm is, but also how strict
to be about in applying it. For example, a potential cue for how strict to be might be the
deviation of the current norm from participants’ initial beliefs, such that a larger deviation
implies a less strict norm. Indeed, participants were less strict in the low mean (€4) conditions,
which suggested a substantially lower norm than the high mean (€7) conditions, and also were
further from participants’ average initial expectation (€8.5). Based on this view, our results
suggest that the link between expectations and how strictly the implied norm should be
applied might be more complex than previous results suggested.
The respective roles of learning expectations via description or experience on the decision to

on experience, rare events would be thought of as less likely and would lead to a stricter use
of one’s acceptance threshold. Although we found that participants did indeed view extreme
offers as less likely when judging based on experience, they in fact had a higher threshold in
that situation, and not an increased strictness. As the variance of the expected offers did not
influence how strictly the threshold was applied, it is not surprising not to see a moderation of
this effect by the description-experience gap. Still, the increased decision threshold for
experience-based choices suggests that the mode of information presentation does impact
the ensuing expectations, which in turn underlie the decision to accept or reject an offer.
The current experiment aimed to assess whether there is a description-experience gap for
social expectations, but did not explicitly address the different potential underlying processes.
However, we did wish to exclude a purely statistical effect which has been proposed to
account for a substantial part of the description-experience gap, namely the so-called
sampling error (c.f. discussion in Hertwig, Erev, 2009): when having only small samples, people
are unlikely to encounter rare events many times, sometimes even never encountering them.
Thus, people might take substantially different decisions simply because they estimate the
objective probabilities incorrectly from their limited experience. In our study, we explicitly
avoided such an effect: the 30 offers participants saw presented one-by-one in the experience
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accept or reject were somewhat complex. We hypothesized that when basing one’s decisions

block were used to create the histograms of the corresponding conditions in the description
block. Thus, the information provided to participants did not differ between description and
experience. Indeed, participants correctly guessed the mean of the distribution of offers
equally well across both sources. Instead, we saw an effect of description versus experience
on the ratings of the variability of the offers, with the variance judged as lower when made via
experience. For normal probability distributions, as those used in our experiment, increasing
the relative prevalence of rare events leads to an increase in variance and vice versa. Thus,
lower ratings of variance in the experience block imply that participants indeed judged rare
events as less likely, consistent with risk-taking decisions.
It is interesting that the description-experience gap persists in social decisions, choices that
are typically salient and consequential, and this offers fruitful avenues for future research into
this topic. For example, exploring specifically how participants integrate the presented
information with their initial beliefs, and whether the underlying cognitive algorithms are
different between description and experience — as has been suggested for risky decisions
(Hau, Pleskac, Kiefer, Hertwig, 2008; Hau, Pleskac, Hertwig, 2010) — is an important future
question. To speak to this, the lack of an observed interaction effect here offers a clue that the
effect of the source of expectations has a general, overall, effect on decisions, independent of
the specific content of the expectations (e.g. expecting higher or lower offers on average).
The Ultimatum Game has been widely used to investigate people’s evaluation of, and
response to, unfairness. Here, we demonstrated that the fundamental judgment of whether a
certain allocation of money is either acceptably fair or not depends to an important degree on
the decision-maker’s prior expectations as to what kind of offer they will receive. We show
that these expectations affect assessments of fairness: expecting higher offers raises the bar
as to what is acceptable. Importantly, we also observed a description-experience gap for these
social expectations — when these expectations are based on experience, the ensuing bar is
higher than when building the expectations based on description. Overall, this suggests that
social expectations share many similarities with probabilistic information processing in risky
decision-making and may even use the same cognitive architecture for both types of decisionmaking.

86

87
Chapter 4

Chapter 5
Enacting fairness in its
context: neural processes
underlying allocations based
on need, merit, and equality

Abstract
How to fairly allocate goods is a key issue of social decision-making. Abundant evidence
disproves the commonly held notion that humans are only selfishly maximizing their own
benefits, independent of what impact that might have on others. Instead, extensive research
demonstrates that people take into account not only what they get out of a situation, but also
how the other involved parties are affected by the allocations, illuminating the key aspects of
circumstances which form the basis of perceiving allocations as fair or unfair. However, many
accounts of the psychological processes underpinning fairness-related judgements and
decisions implicitly assume that notions of what is fair are somewhat stable. Here, we present
a novel task where participants were provided with only very limited information on their
interaction partner prior to making a decision about how to allocate a sum of money between
themselves and the other. Specifically, we provided participants with information about either
how their financial situations compared, their performance on a previous simple task, or no
information at all, while being scanned using functional neuroimaging. In line with previous
research, our results demonstrate that people do not simply maximize their own benefits, but,
when given the opportunity, allocate on average almost half the money to anonymous other
players. However, our findings further show that people use the provided information in a
dynamic manner, revealing the underlying principle based on which participants allocate
money – namely based on merit, need, or equality – switches dynamically. On the neural level,
we identified activity in the right and left dorsolateral prefrontal cortices related to contextindependent inequity and context-dependent fairness information respectively. At the same
time, activity in the temporoparietal and precuneus was representing these different types of
fairness-related information in adjacent and partially overlapping clusters. Finally, we
observed that the activity pattern in the precuneus and putamen was most clearly related to
participants’ re-allocation decisions. Together, our findings suggest that participants will
allocate money fairly using a network associated with cognitive control and theory-of-mind,
while dynamically switching between what might constitute fair in a given context.
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Introduction
Imagine you are celebrating your birthday with friends and family and the moment to cut the
cake has come. How large should the pieces be? You count the people in the room and
mentally sketch how to cut the cake so that there is a piece for everyone. However, as you are
placing the first cut, you hear some say they do not want to have too large a piece, whereas
others really love your chocolate cake and so want at least two pieces. Moreover, since your
best friend spend hours with you preparing the party, you want to give them the first and
largest piece to show your appreciation for their help. But is it fair to give out unequal
portions?
This dilemma illustrates a core issue in social decision-making: How do we fairly allocate
benefits (or costs) across individuals? A vibrant research tradition, rooted in game theory and
behavioral economics, focuses on the fairness of allocations. In contrast to the widely held
notion that humans are inherently selfish and therefore tend to maximize their own personal
payoff, this literature shows that people value not only how much resources they receive
themselves, but in addition also care about how allocations vary across all interaction partners

the Ultimatum Game (Güth, et al., 1982). In this simple two player game, the proposer makes
an offer of how to split a pot of many (e.g. €10) between themselves and the responder (e.g.
€1 to the responder, €9 to the proposer). The responder then gets to either accept this offer,
splitting the money accordingly, or to reject it. Crucially, rejecting an offer means that both
players get nothing. Consistently, responders reject low offers (e.g. €1 out €10) even though
doing so means that they will get no money (reviewed in Camerer, 2003). The dominant
explanation for this behavior is inequity aversion (Fehr, Schmidt, 1999) which posits that
people consider inequitable allocations unfair and are willing to punish such unfair behavior
even at a personal cost (rejecting an offer means that the proposer forgoes the money which
was offered). An equitable allocation, unlike simply an equal distribution, is an allocation
where the benefits match the contributions, that is, where the outputs are proportional to the
inputs of the individuals (e.g. giving your friend a larger piece of cake because they helped you
prepare the party). Since in the case of the classic Ultimatum Game neither of the players
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(Fehr & Krajbich, 2013). The canonical task demonstrating these social preferences in the lab is

contributed in the creation of the pot of money, an equitable allocation here tends to be
viewed as an equal one.
A crucial, albeit somewhat implicit, aspect of the notion of what is fair and unfair put forward
in this research tradition is that fairness norms concerning allocations are static (e.g. inequity
aversion). However, a separate research tradition rooted in social psychology focusing on
social justice proposes two distinct forms of fairness (with the terms justice and fairness being
used interchangeably; Lind, Tyler, 1988; for meta-analyses, see Colquitt et al., 2001), namely
distributive and procedural justice. Distributive justice refers to our perceptions of allocations
(distributions) as fair or unfair. The equity norm is a prime example of a distributive justice
norm. In contrast, procedural justice considers whether the procedures by which the
allocations are decided are fair or unfair, both in the abstract form (procedural justice in its
narrow sense) as well as in how such procedures are actually carried out in practice (e.g. being
treated with respect at work). Research in this tradition typically seeks to identify the
consequences that perceived procedural unfairness have on people, for example on their
performance at work (Blader, Tyler, 2009).
Importantly, procedural concerns can trump distributional evaluations when judging an
allocation as either fair or unfair. Even extremely inequitable allocations (one person gets the
whole cake, while a second one gets nothing) can be perceived as acceptable if the procedure
by which this distribution was achieved is considered fair (e.g. flipping a coin to determine
who will get the whole cake). From the perspective of behavioral economics, allocation
procedures can be therefore seen as a form of context which strongly influences fairness
considerations.
That a specific behavior is viewed as fair in one context and as unfair in another, however,
raises the question of how this flexibility is implemented on a computational level. One
possibility is that people automatically evaluate the inequity of the allocation (i.e. distributive
justice), and then in turn take the contextual information into account to form an overall
judgment of fairness (which can be positive despite large inequity). An alternative is that the
context directly changes what is being evaluated. In contexts where equity is not relevant (e.g.
after flipping a coin to decide who gets the whole cake), inequity is not necessarily evaluated
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per se. Instead, the fairness of the allocation is directly computed in a context-specific
manner.
Although these two scenarios are difficult to distinguish by behavior alone, the neural activity
related to inequity-aversion can be used to distinguish them. Specifically, if an evaluation of
inequity is automatic and performed independent of context, one would expect to see activity
related to inequity-aversion in the same brain areas as when it is the sole basis of the
judgment. In the Ultimatum Game, increased neural activity in the right dlPFC and bilateral
anterior insulae (see Gabay et al., 2014; Feng et al., 2015) is observed when responders are
given low offers, that is when the offer is inequitable, even when playing on behalf of another
person (Civai et al., 2012). Similarly, Hsu and colleagues (2008) found the insula activity
correlated with the trial-by-trial inequity when deciding between different allocations of food
for other people.
However, if fairness evaluations are at their core context-dependent, inequity-related activity
should be absent in those areas when it is not the basis of fairness, for example due to the
context created by the procedure underlying the allocation. Then, other areas like the
temporoparietal junction, a crucial hub for perspective taking which has been observed in

(Niemi et al., 2017), might be involved in the evaluation of a particular allocation as either fair
or unfair in a context-specific manner.
In the present study, we sought to demonstrate that people are able to dynamically switch
under what principle they allocate resources, revealing that what is considered fair is highly
context-specific. This, in turn, would allow us to compare how people evaluate allocations as
either fair or unfair in different contexts, and the procedural aspects are integrated with
distributional ones in a within-subject experimental design. To this end, we present the results
of a novel task where participants were given the opportunity to allocate money freely
between themselves and another player. Crucially, on each interaction participants were
provided with either financial information, performance information, or no information about
their game partner. We hypothesized that participants would divide the endowed sum of
money between themselves and the other player based on either need, merit, or equality,
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both distributive justice decision (e.g. Güroğlu et al., 2011) and procedural fairness judgments

depending on the information they had available about their partner. Maintaining a consistent
trial structure allowed us to identify neural mechanisms underlying the evaluation of a given
allocation as fair or unfair, given the procedural context in which it is encountered. We
hypothesized that we would observe right DLPFC and anterior insula activity related to
inequity-aversion independent of the context if the distributive evaluation is implicit and
automatic. We also expected to see activity in the temporoparietal junction related to the
fairness of an allocation in a context-specific manner.

Methods
Subjects
Thirty-eight participants (mean age=22.9, female=63.2%) were recruited via the SONA system
at the Radboud University Nijmegen. The study protocol was approved by the local ethics
committee (CMO region Arnhem-Nijmegen, The Netherlands) under the general ethic
approval (CMO 2014/288), and all experimental methods were conducted in accordance with
these guidelines. Participants were financially compensated via a flat fee (€30 on weekdays
and €36 on weekend days, as per local guidelines) for completion of the task. In addition, they
also were paid out the mean of three randomly selected rounds of the task based on their
actual decisions. Exclusion criteria were self-reported claustrophobia, neurological or
cardiovascular diseases, psychiatric disorders, or metal parts in the body.

Task and Procedure
Participants performed three tasks. The first two tasks were used to give participants a
“financial score”, reflecting their actual financial status, and a “performance score”, reflecting
how well they performed on a simple cognitive task, respectively. These scores were then
used in the subsequent task of interest in the MRI session, where participants made monetary
allocations, splitting a pot of money between themselves and other people who also
purportedly had completed those same tasks. Importantly, the only information participants
had about the other person on a given round was either one of these two aforementioned
scores or a third “random score”, reflecting a number purportedly generated randomly by a
computer.
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scores on the upcoming rounds. Then, the scores for the participant and the other player would
be revealed (“score” screen). Next, participants were shown a computer-generated, default
allocation (“allocation” screen). On half the trials, participants were then given the opportunity
to change the allocation as they saw fit (“choice” screen”).
To create a score which participants believed reflected how well off they are, they first filled
out a questionnaire about their financial situation (adapted from Conger et al., 1994). This
included questions about their current job situation, their income, and whether the money
available to them is sufficient to cover their monthly expenses or whether they needed to
make cut-backs, especially focusing on whether any of these aspects worsened recently. After
completing this questionnaire, participants were given a score which was purportedly
calculated based on their responses and reflected their overall financial situation (the larger
the number, the better this situation was). All participants were in fact shown the same score
to avoid any between-subject anchoring effects. To increase salience of this number and its
meaning, participants were asked to write down this number on a personal “score sheet”.
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Figure 5.1: Task Structure. A mini-block of 9 trials would start by indicating the meaning of the

To create the “performance score”, participants completed a simple card-sorting task on the
computer. A standard deck of 52 cards was randomly positioned on a large square on the
screen. Participants were asked to sort the cards into four groups based on the card suit
(ignoring the rank of the cards) by dragging the cards to the respective decks on the left side
of the screen. They had to perform this as quickly as possible. After all cards were correctly
sorted, a pop-up message informed participants about their time and displayed a score: the
faster the task was completed, the higher the score. Again, they were asked to write this score
down on the aforementioned score sheet to increase the salience of this number. Participants
performed this task three times and their best score was used in the subsequent task in the
scanner.
Next, participants performed the task of interest, the allocation game, while in the MRI
scanner (Fig. 5.1). On each round of the task, participants were paired with a randomly
selected new partner who had purportedly filled out the same financial questionnaire and
performed the card-sorting task. Participants were told that since prior research indicates that
people want to know this kind of information, we would show them on each round one score
of their partner. These scores were based on either the financial questionnaire (“finance”
condition), the card sorting task (“performance” condition), or a randomly generated number
(“random” condition). Within a trial, participants were first shown their own score as well as
the score of their partner on that trial. Participants were informed that although their actual
score would be entered into the task-program, in order to make it simpler for them to
compare their score with their respective partners’, their own score would be always
displayed as “500” and the partners’ scores would be shifted accordingly. From a task-design
perspective, this allowed us to keep the stimuli consistent across the three conditions. The
actual partner scores were drawn from three distinct distributions: scores between 200 and
300, between 500 and 600, and between 800 and 900. Therefore, there were three levels of
score-comparison: either the two scores were roughly equal (“equal score”; note that the
partner’s score was always slightly higher, e.g. 500 for participant versus 532 for partner), the
participant scored approximately 300 points lower than the partner (“lower score”) or the
participant scored approximately 300 points higher (“higher score”) than the partner. To
ensure the scores and their meaning were as salient as possible, we employed a mini-block
design, with nine consecutive trials presented of the same condition. At the beginning of each
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mini-block, a screen indicated the description of the upcoming scores, either “finance”,
“performance”, or “random”. In addition, in each condition an image was displayed in in the
upper left corner throughout the mini-block as a reminder of the current condition (see Fig.
5.1).
Participants were scanned in three runs, separated by short breaks, to avoid fatigue and to
allow out-of-sample testing for the multivariate pattern analysis (see below). At the beginning
of each run, participants saw their actual scores from the two tasks entered into the taskprogram by the experimenter, to further increase the believability and relevance of the scores.
During a single round, participants first were shown the respective scores of themselves and
their trial partner, along with the score condition. Next, one of five splits of €10 was randomly
selected (either €1, €3, €5, €7, or €9 given to the participant, with the remainder given to the
partner) and displayed to the participant (“allocation” screen). On half of the rounds, this
computer-generated default allocation would also be the final allocation for that round; on
the other half of the trials, participants would then have the opportunity to change this
allocation on an additional “reallocation” screen. Importantly, prior to this screen being
shown, there was no indication of whether participants would get an opportunity to change

On the reallocation screen, two rows of payouts were displayed, one for themselves and one
for their partner, with the payout indicators on each row set to the computer-generated
default allocation shown on the previous screen. Participants could move their own square
left or right to decrease or increase their own payoff respectively, (the partner’s square would
move accordingly in the opposite direction to ensure a total amount of €10, and then they
confirmed their final choice with a button press. They could also simply confirm the existing
pre-allocation if they desired. After 4 seconds, the next trial would start even without an
explicit confirmation, with their response being taken to be the final selection in either case.
After finishing the allocation tasks, participants were debriefed and three rounds for the
bonus payment were randomly selected and paid out.
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the default allocation on the current round or not.

Behavioral Data Analysis
The behavioral analyses focused on the reallocation choices of participants. We used a linear
mixed model to estimate the population-level effects of the score, the score conditions, and
the computer-generated default allocations. Specifically, the reallocation choice on each
round was modeled using a linear mixed model with participant as the grouping factor. This
model included the 3 (finance/performance/random context) x 3 (lower/equal/higher scores)
x 5 (€1/€3/€5/€7/€9 default allocation) design, an intercept and all the interactions as fixed
effects. All categorical variables were coded using effects coding, i.e. as the deviation from the
grand mean. To get the maximal power possible without increasing the false positive error
rate, we employed the procedure proposed by Matuschek et al. (2017) to obtain the maximal
random-effects structure supported by the data. For the present dataset, this modelcomparison procedure resulted in a random effects structure containing fifteen random slopes
and a random intercept, and ten correlations between five of those random slopes and the
random intercept. All models were estimated using lme4 (Bates et al., 2015) called using the
mixed function of the package afex (Singmann et al., 2016). To determine p values of the fixed
effects, we computed Type 3 Likelihood Ratio Tests as implemented in the mixed function.
Post-hoc comparisons were performed using the lsmeans package (Lenth, 2016), such that
degrees-of-freedom were approximated using the Satterthwaite algorithm and Tukeycorrected for multiple comparisons. All behavioral analyses were performed using the R
statistical package (version 3.4.3).

Neuroimaging Data Acquisition and Preprocessing
Magnetic resonance imaging data were collected at the Donders Centre for Cognitive
Neuroimaging, Nijmegen, The Netherlands, using a 3-Tesla head-dedicated MRI system (Skyra;
Siemens Medical Systems). Functional MRI (fMRI) images were acquired using a 32-channel
head coil, with a standard multi-echo imaging pulse T2*-weighted sequence (field-of-view:
224mm using a 64x64 matrix; TR=2250ms; echo times (TE): 9.4ms, 20.65ms, 31.9ms, 43.15ms;
flip angle 90°). Using a multi-echo sequence provides a better signal-to-noise ratio for brain
areas susceptible to dropout, while allowing for scanning of the whole brain. Thirty-five
ascending slices were acquired (thickness of 3.0mm; voxel size 3.5x3.5x.3.0mm with a 0.5mm
slice gap) from the whole brain. A high-resolution anatomical T1-weighted image (MPRAGE;
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192 slices; TR=2300ms, voxel size 1x1x1mm) was acquired for anatomical localization and
structural normalization. Participants’ heads were lightly restrained with tape, which was
loosely placed on their head and the scanner coil in order to limit movement during image
acquisition. The task consisted of three runs, between which participants remained in the
scanner.
We combined the four read-outs acquired via the multi-echo sequence by calculating the
mean image. Further preprocessing was performed using SPM12 and consisted of slice-timing
to the middle slice, realignment of functional images, and co-registration to the anatomical
images. The structural image was segmented and normalized to the Montreal Neurological
Institute (MNI) template. The resulting deformation fields were used to normalize the
functional images, which were then smoothed with a Gaussian kernel of 8mm full-width at
half maximum (FWHM) for the univariate analyses, but kept unsmoothed for the multivariate
pattern analyses.

Neuroimaging Data Analysis
On a neural level, we focused on the phase in the trial when participants knew both their own

generated by the computer, but did not yet know whether they could change this allocation
(i.e. the “allocation” screens, see Fig. 5.1). We employed two complementary analysis
strategies. First, using a univariate approach, we modeled the mismatch between what the
computer-generated default allocation was and what it should be, according to the respective
scores on that trial if participants followed either a simple inequity-aversion model or if they
assessed these allocations in light of context-specific fairness norms (see details below). This
analysis enables us to directly compare our results to previous studies that typically employed
only these univariate analyses. However, multivariate pattern analysis (MVPA) approaches can
uncover additional, and potentially distinct, neural activity (Davis et al., 2014; Kahnt, 2018).
Thus, to more comprehensively address the question as to what extent the observed neural
computations are related to inequity aversion versus a context-specific fairness norm (and
avoid false negatives as much as possible), we also used a searchlight MVPA approach.
Specifically, we sought to identify brain regions related to the actual fairness evaluations
participants performed (on the allocation screen), as revealed by the deviation from each
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and their partner’s scores (as well as their meaning), and were shown the default allocation

participant’s subjectively preferred allocation (i.e. their actual behavioral choices on the
subsequent “reallocation” screens).

Univariate analyses
The goals of the univariate neuroimaging analyses were to identify brain areas related to two
distinct processes, namely 1) the processing of inequity, independent of any contextual
information, and 2) brain areas processing a mismatch between the condition scores (finance,
performance, random) and the allocations generated by the computer, that is, context-specific
unfairness.
To this end, two first-level GLMs were constructed which differed only in the parametric
modulators used. The first model assessed the mismatch between the computer-generated
default allocations and the fairness norms of the scores, given the specific meaning of the
latter. For financial scores, the person with a higher score (i.e. the financially better off one)
should get less money than the person with the lower score; for performance scores, the
person with a higher score (i.e. the one who had a better performance) should get more
money; for the random scores, as well as for financial and performance scores that are equal,
both players should get half of the total pot. So, for a given default allocation of, for example,
€5/€5, this could be either a fair allocation (when random or equal scores were displayed), or
an unfair allocation (e.g. when finance or performance scores differed substantially - see Table
5.1). Similarly, a €9/€1 allocation would be mostly unfair (value of 2 or 3), except when it
matched either an unequal performance or an unequal financial need between the two
players.
The second model identified brain activity related to “pure” inequity-aversion by specifying
the absolute difference of allocations for the participant and the partner as a parametric
modulator at the allocations screen (see Table 5.2).
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Score

Score of

You: €1

You: €3

You: €5

You: €7

You: €9

condition

Other:

Other: €9 Other: €7 Other: €5 Other: 3€ Other: €1

Performance lower

3

2

1

0

0

equal

2

1

0

1

2

higher

0

0

1

2

3

lower

0

0

1

2

3

equal

2

1

0

1

2

higher

3

2

1

0

0

lower

2

1

0

1

2

equal

2

1

0

1

2

higher

2

1

0

1

2

Financial

Random

Table 5.1: Score-Mismatch parametric modulator values coding for how unfair the computergenerated default allocation for participants (“you”) and the partner (“other”) on each trial
were. Note: “Score of Other” refers to the relative relationship of the participant’s score to the
score of the other player on a given trial.

predictors for the score screen (one per condition), three for the allocation screen (one per
condition) – the parametric modulators were also split into three parts, one per condition –
and one for the choice screen. In addition, we included six movement parameters (estimated
during the realignment) and dummy-coded indicator variables for volumes when participants
showed large movements as nuisance regressors. To assess the mean inequity and mismatch
activity, contrasts averaging across the three condition-specific predictors were constructed
on the first level, and one-sample t-tests performed on the group-level. We also checked for
pairwise differences between the conditions-specific parametric modulators, but no
differences survived multiple comparison correction. All univariate analyses were conducted
with SPM12 (http://www.fil.ion.ucl.ac.uk/spm/software/spm12).
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Both of the first-level GLMs included predictors for the condition-indication screen, three

Score

Score of

You: €1

You: €3

You: €5

You: €7

You: €9

condition

Other:

Other: €9 Other: €7 Other: €5 Other: 3€ Other: €1

Performance lower

2

1

0

1

2

equal

2

1

0

1

2

higher

2

1

0

1

2

lower

2

1

0

1

2

equal

2

1

0

1

2

higher

2

1

0

1

2

lower

2

1

0

1

2

equal

2

1

0

1

2

higher

2

1

0

1

2

Financial

Random

Table 5.2: Inequity-aversion parametric modulator values coding for how inequitable the
computer-generated default allocation for participants (“you”) and the partner (“other”) on
each trial were. Note: “Score of Other” refers to the relative relationship of the participant’s
score to the score of the other player on a given trial.

Multivariate analyses
Next, we focused on identifying areas related to the actual, subjective, evaluations of the
proposed allocations participants performed (on the allocation screen). We chose a
searchlight approach where we performed a multivariate pattern regression examining fair
allocations (as measured by the deviation between the default allocation and the subsequent
reallocation choices). Note that, in principle, these deviations from the subjective preferences
could also have been used in a univariate approach as parametric modulators; however, using
multivariate pattern regressions on a subject-level is expected to have more statistical power,
as it discards between-subject variability in mean activations (Davis, et al., 2014) which might
be especially important when subjective notions of what is fair differs between individuals.
Specifically, we first calculated the individual preferred allocation for each participant by
computing the mean final reallocation they chose for each trial type after they had the
opportunity to reallocate the amounts (i.e. each cell in Table 1 and Table 2). Note that two
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participants always took €10 for themselves; these participants were removed from this
analysis.
Next, we calculated a first-level GLM for each trial (270 in total), by including one regressor for
the trial of interest and a second regressor consisting of all other trials (Mumford, et al., 2012),
also using the same nuisance regressors as outlined for the above univariate analyses. We
used the ensuing trial-specific beta-maps as input for the multivariate pattern analysis. Using a
searchlight approach (radius of 3 voxels), we aimed to identify areas that reliably related to
the degree of unfairness of the computer-generated allocation. Specifically, for each
searchlight we calculated a regression where the trial-specific betas within the searchlight
were the independent variables (regressors) and the deviation from the preferred allocation
on each trial was the dependent variable. We estimated the regression coefficients on two out
of three runs and checked the correlation between the predicted values and true values in the
third run (i.e. a leave-one-out cross-validation approach with three runs, and then calculating
the average) for each participant. Group-level analysis consisted of a one-sided t-test of the
Fisher-transformed correlation coefficient maps. To account for multiple comparisons, we
used the Threshold-Free Cluster Enhancement cluster-level correction method (Smith, Nichols,
2009), as implemented in the CosMoMVPA package. All multivariate analyses where
Chapter 5

conducted using CoSMoMVPA (Oosterhof et al., 2016).

Data Availability
Data, experimental materials, and analysis scripts are available from the Donders Institute for
Brain, Cognition and Behaviour data repository.

Results
Allocation decisions
On average, participants allocated €4.17 of the €10 pot to their partner, as measured by
examining the reallocation choices that occurred on half of the trials. Importantly, participants
varied in how much they gave as a function of the scores and their meaning (interaction effect
of score by context: χ2(4)=67.17, p<.0001; see Fig. 5.2). Specifically, participants gave more to
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a partner both when the partner scored higher on the card-sorting task (i.e. performed better;
€5.49) or when the partner scored lower on the financial questionnaire (i.e. had a higher
financial need; €5.82). Conversely, participants gave less when the partner scored lower on
the performance score (i.e. when the partner performed worse; €2.83) or higher on the
financial score (i.e. when the partner was better off financially; €2.69). Post-hoc pairwise
comparisons revealed that neither the two “giving” nor the two “keeping” behaviors differed
significantly from each other (both ps > .13). However, participants gave away more money in
the performance context (€4.41) than in the financial context (€4.07) when the scores were
roughly equal (difference=€0.34, p = .005).

Figure 5.2: Average participants' chosen split of €10 between themselves and the partner.
Error bars indicate the standard error of the mean.

When the scores were randomly generated, participants gave away roughly half of the money
to the partner, but anchored their allocation slightly by the scores themselves, such that when
the other player had a higher random score the participants gave them more money (lower vs
equal score: difference=€0.46, p = .0088; equal vs higher score: difference=€0.44, p = .029),
albeit this effect was substantially smaller than the differences in the other two conditions.
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We also observed an anchoring effect as a function of the computer-generated default
allocation, such that participants kept more money for themselves when the computergenerated default allocation was in their favor (main effect of default allocation: χ 2(4)=41.63, p
< .0001; e.g. default allocation to participants €1 vs €5: difference=€0.25, p = .014; €5 vs €9:
difference=€0.33; p = .003), The exception to this was in the low-performance score condition
where they gave the same for all default allocations (three-way interaction of default
allocation by scores by condition χ2(16)=38.91, p = .001).
In sum, on average participants allocated money according to financial and performance
information when it was provided, with small biases in their favor related to the default
allocation. When only random scores were given, that is, in the absence of any relevant
information about their partner, they gave almost half of the money to the partner (though
this was not required), with again a small anchoring effect of both the computer-generated
default allocation and the random scores.

Neuroimaging Results

On the neural level, we aimed to identify brain areas associated with the degree of unfairness
of the computer-generated default allocation. A fair allocation is defined based on a fairness
norm which takes the available context information into account: more money given for
better performance (merit-based fairness) and for the financially worse off (need-based
fairness), and equal allocation when no information is available about their partner (equalitybased fairness). After correction for multiple-comparisons, neural activity in the left dlPFC (p =
.015), in the left angular gyrus (p = .001 FWE cluster level) and left precuneus (p < .001),
significantly corresponded to this context-specific unfairness-related activity in a parametric
manner (see Fig. 5.3 and Table 5.3).
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Univariate activity

Figure 5.3: Parametric activity related to the unfairness of the computer-generated default
allocation.

Effect

Region

Voxels

Z

x

y

unfairness

left angular gyrus

126

4.28

-41 -66 21

.001

left precuneus

164

4.07

-10 -60 42

< .001

left dlPFC

68

4.87

-20 32

38

.015

right dlPFC

34

4.46

26

32

.023

left angular gyrus

71

3.87

-41 -66 21

.020

left precuneus

374

4.82

-10 -60 46

< .001

right dlPFC

98

4.22

29

.005

38

z

p

(cluster-level uncorrected)
Inequity

38

32

Table 5.3: Univariate results: Activity related to the unfairness and inequity of a default
allocation, as quantified by the parametric modulators (see Table 1 and Table 2). Coordinates
and z-score correspond to the peak of the cluster.
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We compared this activity with the activity related to processing the inequity of the computergenerated default allocations. An equitable allocation is one where the allocation (outputs) is
proportional to the contributions (inputs) made by the players. Note that since neither player
contributed to the creation of the money (no inputs), an equitable allocation would be one
where both get half of the pot (equal output) independent of the condition. We found clusters
of activation in the precuneus (p < .001) and angular gyrus (p = .020) that positively correlated
with the difference between allocations to the participant and the partner (see Fig. 5.4 and
Table 5.3). However, the activity in the precuneus extended more dorsally for the fairnessrelated than the inequity-related parametric regressor. In addition, the right dlPFC correlated
strongly with the inequity of the allocation (p = .005). Even at a lower statistical threshold (p <
.05 uncorrected at cluster level), we observed no inequity-related activity in the left dlPFC (see
Fig. 5.5). Instead, there was a small cluster in the right dlPFC related to the context-specific
unfairness at this weaker statistical threshold. Notably, we did not find any inequity related
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activity in the anterior insula, even at this liberal statistical threshold.

Figure 5.4: Parametric activity related to the inequity of a default allocation.

107

Figure 5.5: Overlap of fairness-related (red) and inequity-related activity (blue). Voxel which
are active for both are in purple.

Multivariate activity
In addition to the aforementioned pattern of responses, we also observed systematic
individual differences in how participants chose to reallocate the money (see Fig. 5.6). For
example, one participant (Fig. 5.6A) allocated money using a combination of the merit norm
(giving more money to the other player when they had performed better) and the equality
norm (giving roughly half the money otherwise). However, this particular participant largely
ignored the financial scores. In contrast, another participant (Fig. 5.6B) allocated money also
utilizing the financial information. To account for these individual differences, we also sought
to more exhaustively identify brain activity related to the actual evaluations of the proposed
allocation participants performed, as revealed by their subsequent reallocation choices.
Specifically, we identified brain areas whose patterns of activity across multiple voxels are
related to subjective unfairness. To this end, we conducted a search-light analysis which
revealed that the left putamen (peak: t(35) = 4.92; p = .0001), the adjacent left anterior insula
(peak: t(35) = 3.14; p = .0017), and the left precuneus (peak: t(35) = 4.47; p = .0004) exhibited
activity patterns that correlated with the unfairness of the allocation, where unfairness was
quantified by the difference between the subjectively chosen reallocation and the computergenerated default allocation (see Fig. 5.6C).
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Figure 5.6: Individual differences in subjectively preferred allocations. Three exemplary
participants demonstrating the substantive differences in reallocation choices: (A) Participant
reallocating almost all the money to the other players who were in a worse off financial
situation. (B) Participant showing a much smaller effect for the financial situation information.
(C) Participant reallocating half the money to the other players in the performance condition,
ignoring the performance scores.
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Figure 5.7: Patterns of neural activity related to the subjective unfairness (i.e. deviations from
the subjectively preferred allocation) of a computer-generated default allocation. Marked
voxels are the centers of searchlights with a 3-voxel radius.

Discussion
In this study, we investigated the psychological and neural processes underlying three
different potential fairness principles: allocations based on need, allocations based on merit,
and allocations based on equality. Our novel task enabled us to examine decisions based on all
three allocation principles in a within-subject design by providing participants with particular
information about the other player. The primary question of interest was whether participants
utilized flexible norms of fairness depending on the type of information they were provided
about their game partner, or whether the allocation decisions were static and contextinvariant.
Behaviorally, we found that participants gave away, on average, almost half of the money to
the other player, despite there being no incentive or sanction threat to do so. On reallocation
trials, participants could always have reduced the amount of money to be given to their,
anonymous, partner to zero, but did not do so, providing string evidence against the notion of
people as self-interested, homo economicus. Instead, our results demonstrate that people
have clear social preferences – they also value fairness.
Importantly, and in contrast to a stable fairness norm invariant across contexts, our results
further show that contextual information is taken into account when deciding on a
reallocation of the common monetary pot. Specifically, when no information was available
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about the other players (random condition), participants allocated almost half of the money to
them, suggesting that a social norm of equity may form a ‘baseline’ for fairness in the absence
of any further information. However, and notably, when contextual information on the other
player was provided, participants took it into account even though it was, strictly speaking,
unrelated to the allocation situation itself. Specifically, in the financial condition, the only
information participants had about the other player was how their respective financial
situations compared. When participants were worse off financially than their partner, they
chose to keep more money for themselves; conversely, when participants where better off
than their fellow player, they gave more money to the otherwise anonymous players. This
demonstrates a needs-based allocation principle, when relevant information for such a
decision was available. In the performance condition, participants knew only how well they
had performed, in comparison to the other, on a simple card-sorting task just prior to the
scanning session. Here, participants allocated more money to whomever had a better task
performance, demonstrating adherence to a merit-based allocation principle. This clearly
shows that people enact different procedures about fairness in a context-specific manner,
based on the available information in the given situation.

2010) and merit (e.g. Feng, et al., 2013) when deciding on allocations, our results extend these
findings in important ways by showing that people dynamically switch from one fairness norm
to another depending on what information they have available in a given situation. This
dynamic and context-sensitive view of fairness raises interesting theoretical questions. For
example, are individual differences in fairness-related behavior due to differential attention to
contextual information in a given situation, instead of to stable traits? Likewise, debates on
whether people base their judgments on utilitarian or deontological fairness principles could
consider which aspects participants focus on in a given experiment. Indeed, the observation
that people encode both efficiency (a key variable of utilitarian fairness) and equity (an
example of deontological fairness; Hsu et al., 2008) suggests a concurrent processing of
multiple social norms (van Baar, et al., 2019).
The ability to dynamically switch between different fairness principles (like merit, needs, and
equity) raises the question of how the brain incorporates contextual information into a single
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Although previous research has shown that people consider both need (e.g. Tricomi, et al.,

coherent fairness judgment. To assess this, we focused our fMRI analyses on the timepoint
when participants already had contextual information and then viewed the default allocation,
thus being able to form a judgement as to whether this allocation was fair or unfair. We
examined neural activity related to three distinct forms of fairness evaluations: first, contextindependent inequity-aversion (inequity); second, context-specific deviation from a fair
allocation (unfairness), i.e. one which took into account performance and financial
information in an a priori defined manner; and third, the deviation from the subjective notion
of a fair allocation (subjective unfairness). We found inequity-related activity strongly
lateralized to the right dlPFC, with unfairness-related activity in the left dlPFC (and also a
smaller cluster in the right dlPFC, at a lower statistical threshold). A similar lateralization effect
has been observed in previous studies related to social norms. For example in the Ultimatum
Game, rejecting an unfair offer is associated more with the right dlPFC (Sanfey, et al., 2003; for
a meta-analysis, see Feng, et al., 2015 and Gabay, et al, 2014; see also Chapter 3). In addition,
interfering with the right, but not left, dlPFC using transcranial magnetic stimulation increased
the number of accepted unfair offers (Knoch, et al., 2006), demonstrating that this
lateralization effect is causally relevant to fairness-related decisions. In contrast to the
Ultimatum Game studies, the behaviorally more relevant contextual information, that is, how
much the default allocation deviated from a fair allocation based on the respective scores, was
more strongly encoded in the left dlPFC in the present study. Note that in standard Ultimatum
Game studies, inequity is not distinguishable from the unfairness of the offer (as the
expectations of what kind of offers will be encountered are usually not manipulated, see
Chapters 2 and 3 for detailed discussions). An unexpected possibility raised by the current
results is that inequity of a certain allocation is encoded by the right dlPFC independent of
whether this information is relevant to one’s behavior or not, while the left dlPFC processes
additional information (i.e. how unfair or fair an allocation is in the current context) when this
information deviates from the equity-related information. A fruitful avenue for future work
would be to further investigate the causal role of this lateralization in tasks which make
distinct contextual information to participants, such as the task presented here.
In addition to this prefrontal activity, we observed activity in the angular gyrus and precuneus
related to both inequity and context-specific unfairness, albeit these clusters overlapped only
partially and to a different extent in the two regions. The angular gyrus, as part of the
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temporoparietal junction (TPJ), has been consistently activated by social context (Carter and
Huettel, 2013). The TPJ is been involved in a range of processes, for example memory
(Wagner, et al., 2005), attention (Corbetta and Shuhlman, 2002), language (Binder, et al.,
2009), and social cognition (Saxe and Kanwisher, 2003), and thus its overall function remains
under debate. However, an emerging proposal is that the TPJ acts as a hub where distinct
processes converge (as the aforementioned processes involve only partially overlapping parts
of the TPJ) to create a representation of the social context and thus alter downstream
processing and behavior (Carter and Huettel, 2013). In the present study, we identified neural
activity in the angular gyrus related to both the inequity and the unfairness of the default
allocation. Given that these independent factors had a large neural overlap, one intriguing
possibility is that the angular gyrus encodes the default allocation from the perspective of the
other player (i.e. theory-of mind processing), where both the overall (in)equity and contextspecific fairness are considered, thus representing the overall current social context. In a
similar vein, the left TPJ was found to be more active the more self-serving motivations were
detectable in protagonists’ reciprocal behavior in a study using scenario vignettes (Niemi et al.,
2017). In general, these findings are in line with meta-analytic results which showed that this
part of inferior angular gyrus is most strongly related to the social context (Carter and Huettel,

In the precuneus, we observed two somewhat distinct spatial patterns: the unfairness-related
(and thus context-specific) activity was confined to the ventral part, while the inequity-related
activity extends more dorsally and was overall more widespread. The precuneus has been
shown to be involved in self-processing, visuo-spatial imagery, and episodic memory (for a
review, see Cavanna and Trimble, 2006). This broad range of involvement is in line with its
anatomical connections: the precuneus does not have any direct input from primary sensory
cortices, making it a higher-order association cortex. Intriguingly, its strongest anatomical
connections outside the adjacent areas of the parietal lobe are cortically direct to the dlPFC
and subcortically to the putamen (and caudate), both regions which were strongly activated in
relation to the unfairness of the computer-generated default allocation. In addition, the
precuneus and the putamen showed a clear multivariate pattern of activity related to how
different the default allocation was to participants’ preferred division, as revealed by their
subsequent reallocation choices (i.e. subjective notion of fairness). Given the extensive role of
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2013).

the precuneus in episodic memory, it is possible that the activity in the present study, together
with the dlPFC activity, represents a working-memory signal, signaling how unfair the default
allocation is on the current trial. Such a signal is necessary, as participants were given the
opportunity to change the computer-generated default allocations on half the trials. However,
to do this, they would need to know how unfair the allocation actually had been on any given
trial, that is, to remember the context. Indeed, the dlPFC has been identified as a crucial for
working memory (for a review D’Esposito, 2007) and cognitive control, in conjunction with the
putamen (e.g. Robertson, et al., 2015). One possibility is therefore that the precuneus and
dlPFC retain the information on the current trial, while the putamen represents the aspects of
this information which can be used for reallocation on the choice screen, i.e. that which is
more directly related to the subsequent decision output.
Unexpectedly, and in contrast to decision-making in the Ultimatum Game and similar tasks,
we did not observe any activity related inequity-aversion or the deviation from the a priori
defined context-specific fairness in the anterior insula (even at a liberal statistical threshold)
which has been hypothesized to be monitoring (un)fairness (see Chapter 1 for a review). One
potential reason for this is that the source of the default allocation is the computer and not
another person. In a similar manner, in Ultimatum Game studies the insula is less strongly
activated by offers by a computer (e.g. Sanfey, et al., 2003). However, our multivariate
analysis, which took the individual differences in preferred allocations (i.e. the subjectively fair
allocations) into account, revealed a multivariate pattern in the left insula related to the
subjective unfairness of the allocation. In line with our results in the Ultimatum Game (see
Chapter 3) where the behaviorally relevant deviation from the mean expected offer correlated
with the activity in the insula, this suggests that only subjectively relevant deviations from a
fair allocation are represented in the anterior insula.
Although not the focus of the present work, deviations from the overall pattern of behavior
elicited by the three different fairness principles revealed that participants had small, but
reliable, biases. Specifically, we observed an anchoring effect as a function of the default
allocation, such that when the computer-generated default allocation was high, participants
allocated slightly more money to themselves than on trials where the default allocation was
low. This is in line with the classic anchoring-and-adjustment heuristic as described by Tversky
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and Kahneman (1974), with the default allocation playing the role of a reference point.
However, as participants adjusted the allocations more in their favor than towards the other
player, this reveals that this bias is somewhat self-serving. We also observed a similar effect
with the random scores: when the random, and hence meaningless, score was lower for the
other player, participants gave them less money, while when the scores where higher, they
gave the other player more money. Importantly, this bias might be more in line with a
confirmatory-hypothesis-testing account of the anchoring effect (e.g. Chapman and Johnson,
1999; for a discussion of possible distinct mechanisms underlying the anchoring effect, see
Furnham and Boo, 2011) than a pure anchor-and-adjust account, because of the underlying
asymmetry of the actual inputs required by the participant: when reallocating money, pressing
the left button moved the amount for to the participant to the left (while the selection for the
other moved in the opposite direction). This means that the default allocation functioned as a
reference point, in that when it was high, participants pressed less often to decrease the
allocation to themselves. In contrast, when the score of the other player was lower
(participants’ scores were always 500), participants pressed more often to increase their
amount. An interesting avenue for future research is to use this asymmetry to investigate how

In conclusion, the present study investigated the psychological and neural processes
underlying the evaluation of, and decisions about, monetary allocations based on different
principles of fairness. We demonstrated that people use available information to enact
context-specific procedures based on needs, merit, and equality – even at a personal financial
cost – using a network of brain regions consisting of nodes from the networks associated with
cognitive control and theory-of-mind.
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different anchoring processes interact.

Chapter 6
Concluding remarks

Decision neuroscience employs quantitative tools to study the psychological and neural
processes underlying decision-making, leveraging research traditions from behavioral
economics, psychology, and cognitive neuroscience.
In this thesis, I applied this research approach to the investigation of fairness and justice – a
crucial aspect for the functioning of our society. I employed both behavioral and functional
neuroimaging (fMRI) experiments, together with state-of-the-art computational models and
analysis methods with the aim of shedding light on mechanisms involved in evaluating
situations as fair or unfair and how these are realized by the underlying neurobiological
processes.

Summary
First, I briefly summarize the main findings from each chapter. In the remainder of this
chapter, I situate them in the larger literature and discuss future directions.
In chapter 2, we employed a novel variant of the classic Ultimatum Game (UG) to demonstrate
that participants’ notions of what is fair or unfair are a function of their expectations. We
showed that providing participants with information on what kind of offers the upcoming
proposers purportedly gave in a previous experiment, effectively changed their accept/reject
decisions as the responders in the UG. In addition, we found that different aspects of these
expectations can have distinct effects: The mean expected offer determined what the
threshold of acceptable behavior is, while the variance of expected offers determined how
strict one is about deviations from this threshold.
In chapter 3, we investigated the link between the neural processes underlying these
accept/reject decisions and the computations specified in the expectation-based utility model
described in chapter 2. We found that the distinct behavioral effects described above also
clearly dissociate on the neural level. Our results show that the deviation between the offer
encountered on a specific trial and the expected mean offer was encoded by the anterior
insula, while the expected variance of the offers was associated with activity in the right
dorsolateral prefrontal cortex (dlPFC).
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In chapter 4, we further investigated the distinct sources of our expectations. Specifically, we
compared expectations based either on their overall descriptions, akin to reading a newspaper
article with statistics or graphs, on the one hand, to expectations based on experience, similar
to expectations established by personal experience, on the other. Overall, we found that both
description and experience lead to comparable expectations, and that these expectations, in
turn, affect our notion of what is fair and unfair in the same way. However, we also observed a
small difference between these two sources, such that when deciding based on experience,
our threshold of what is acceptable is slightly higher.
In summary, the studies presented in chapters 2, 3, and 4 investigated how people respond to
unfair behavior by others, demonstrating that this depends on what kind of behavior they
were expecting.
In chapter 5, we focused on how people enact fair behavior themselves. Specifically, we
compared the decision to allocate money based on three distinct principles of fairness: needsbased, merit-based, and equality-based allocations. In a novel task, we found that participants
used the limited information available about the other player to allocate money between
themselves and that other, based on those three allocation principles, even when that meant
forgoing monetary payoffs for themselves. On the neural level, we found activity in the
temporoparietal junction, precuneus, left putamen and the left dlPFC to be related to the
evaluation of a computer-generated default allocation as fair or unfair. At the same time, we
found the right dlPFC and the (partially) overlapping parts of the posterior regions showed
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activity related to the simple inequality of the default allocation.

General Discussion
In chapters 2, 3, and 4, we focused on the Ultimatum Game (Güth et al., 1982), and more
specifically on the decision of the second player, the responder, to accept or reject an offer.
This decision is seen as the standard way to study people’s notions of fairness in the lab, as
people will reject low offers (Camerer, 2003). Importantly, the canonical explanation for these
rejections – the inequity-aversion account (Fehr and Schmidt, 1999) – is inadequate to account
for the results presented in this thesis. Specifically, for a certain offer, and thus a single level of
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inequity, the inequity-aversion account can predict only a single probability to accept for a
single person. However, we demonstrated that having different expectations, the same
person can be more or less likely to accept that same certain offer. Thus, our findings clearly
demonstrate that people construct their notion of what is fair or unfair in a much more
context-dependent manner, and this is mediated (at least partly) by what kind of behavior
they expect to encounter.
The work presented here expands prior findings (Sanfey, 2009; Xiang et al., 2013; Chang et al.,
2013) in two important ways: First, by manipulating both mean and variance, we showed that
what one expects, in a social setting, is not simply an average. Instead, people also extract and
use information on how homogeneous or heterogeneous a group of people is. This
information, in turn, can affect how strict they are about deviations from the mean expected
behavior: the more heterogeneous a group is believed to be, the less strict one is when
encountering behavior which deviates from the most expected behavior. Conceptually, this
suggests that social expectations might actually be represented as full distributions, requiring
and extension of existing expectation-based models (e.g. Battigalli et al., 2015). One fruitful
source of inspiration on how to incorporate such distributional aspects into the utility models
might be the field of perceptual decision making, where the variance can signal uncertainty
(i.e. how much noise there is) of a percept (e.g. Pouget, et al., 2013). However, as discussed in
chapter 2, an important difference to such perceptual models that needs to be considered is
that groups of people are typically heterogeneous in their behavior. An interesting next step
would be to manipulate explicitly the uncertainty of the information about the group, allowing
to manipulate concurrently the heterogeneity/homogeneity of a group, as well as the
confidence about that information, to further shed light on how perceptual and social decision
making are different on a computational level.
A second contribution of the work presented here is on the functional specialization of the
neural regions underlying fairness-related decisions. Specifically, in chapter 3 we showed that
the two distinct parameters of the computations – the threshold of what I consider fair, and
how strict am I about this threshold – dissociate on a neural level. We can draw two important
conclusions from this dissociation: On the one hand, this further lends support that these two
aspects of expectations are being actively processes and can affect behavior in separate ways.
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On the other hand, the observed activity in the anterior insula and right dlPFC was consistently
reported in a number of studies (for meta-analyses, see Feng et al., 2015; Gabay et al.,2014);
however, we were able to assign distinct functional roles to those activations, not based on
reverse inference (Poldrack, 2011), but by combining the analysis of the neural data with the
computational utility model. This highlights the added benefit of a decision neuroscience
approach: by explicitly combining utility models with functional neuroimaging, we are able to
suggest specific computations distinct brain areas are performing, which together give rise to
the observed behavior.
Providing more support for this approach, the work in chapter 5 suggests that the right dlPFC
might be also encoding information about the inequality of an allocation, independent of
whether this is behaviorally relevant or not. The context-specific evaluation of an allocation as
fair or unfair was more strongly related to activity in the left dlPFC. This left-right dissociation
has been also observed in the context of the Ultimatum Game (Feng et al., 2015; Gabay et
al.,2014). Interestingly, Knoch and colleagues (2006) demonstrated that this lateralization
effect is also causally relevant: deactivating the right dlPFC changes increased the rate of
accepting low offers, but did not change the evaluation of these low offers as unfair (Knoch et
al., 2006). This is in line with our results in chapter 3, which suggest that it is how strict one is
about unfair behavior, that is, how willing to punish it, which is encoded by the dlPFC. Future
research could try to combine the computational approach described in this thesis with brain
stimulation techniques to assert the functional specialization proposed here. For example, one
could try to decrease the dlPFC activity using brain stimulation during strict context (i.e. where

activity should increase how strict people are about what offers are acceptable to them.
Importantly, to extract these the two relevant parameters: what is acceptable (threshold) and
how strict am I (gain) requires a more computational approach to the analysis of the data as is
typically conducted.
An important limitation of the present work is that we did not explicitly investigate how
people learn and update their expectations. For example, in chapter 4 we compared different
sources of expectations (description versus experience) and looked at how these expectations,
in turn, affect the decisions in the UG. However, we did not focus on the phase of the
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dlPFC is more active) and people should become more lenient; increasing the right dlPFC

experiment where people process the presented information and form their expectations. An
exciting extension of presented work would be to expand the computational model by
incorporating an explicit learning model. Such a model could consist of a reinforcement
learning-type updating rule (Barto and Sutton, 2018), where the deviation between the mean
expected offer and the actually encountered offer would fulfill the role of a prediction error.
This would allow a comparison with other social learning signals, typically investigated in a
context without fairness-implications (for a recent review, see Charpentier and O’Doherty,
2018). In addition, one could incorporate the initial beliefs participants have, before
encountering any information about the specific group of people they will be interacting with
during the experiment as priors or starting points of this updating processes. Such a combined
learning and decision model would allow to even more clearly delineate the distinct functional
roles of the brain areas involved in fairness-related decision-making and link these decisions to
the burgeoning field of computational social neuroscience (Konovalev et al., 2018).
I would like to highlight that, although fMRI is inherently correlational, suggesting specific
computations for specific brain regions based on such computational models pushes us to
more explicitly specify and commit to how the brain actually implements all processes giving
rise to its overt output, the observed behavior. This, in turn, can lead to specific new
hypotheses. An interesting future direction is to expand this computational modeling work by
including neurobiological models which explicitly describe how sets of neurons can (or even
need to) be connected to give rise to those processes described in the computational-level
models. Promising work has, for example, demonstrated that it is possible to specify a large
network of spiking neurons which is able to perform high-level cognitive tasks (Eliasmith et al.,
2012). Combining such, and higher-level neurobiological models, like dynamical causal
modeling (e.g. Marreiros et al., 2008), with the utility-level models might allow as to further
illuminate the functional roles of distinct brain regions in decision making.
In sum, the studies presented in this thesis investigated fairness-related decision-making
processes using both functional neuroimaging and behavioral experiments, in combination
with

computational

approaches

stemming

from

behavioral

economics.

Such

an

interdisciplinary approach allows us to advance our understanding of how me make decisions
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in social context, shedding light on the fundamental processes enabling humans to abide by

Chapter 6

social norms and live in large-scale social groups.
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Nederlandse samenvatting
Mensen zijn inherent sociale wezens. We organiseren ons in groepen van verschillende
formaten: van kleine groepen jagers-verzamelaars tot grote multinationale organisaties. In
een groep zijn we tot meer in staat dan dat we individueel kunnen, van het jagen op grotere
en gevaarlijkere prooien tot het organiseren van internationale projecten zoals
wetenschappelijk onderzoek op een verbazingwekkende schaal. In de kern van ons vermogen
tot samenwerking in groepen en organisaties liggen sociale normen. Onze cognitie stelt ons in
staat om sociale normen te construeren, te gebruiken bij het maken van beslissingen over hoe
we ons gedragen, en te evalueren of wij en anderen zich hieraan houden. Een veelgebruikte
conceptualisatie van sociale normen is als de gedeelde verwachtingen over hoe we ons
tegenover elkaar dienen te gedragen. Deze gedeelde verwachtingen kunnen een belangrijke
basis vormen voor veel van onze noties van eerlijkheid (fairness) en rechtvaardigheid (justice).

In dit proefschrift heb ik de computationele, psychologische en neurale mechanismen
onderzocht die ten grondslag liggen aan menselijke besluitvorming in de context van
eerlijkheid en rechtvaardigheid. In hoofdstuk 1 geef ik een overzicht van de huidige stand van
zaken in hoe eerlijkheid onderzocht wordt in de neurowetenschappelijke besliskunde.

In hoofdstuk 2 gebruik ik een nieuwe variant van de klassieke Ultimatum Game (UG) om aan
te tonen dat onze verwachtingen bepalen wat wij als eerlijk ervaren. Hier toonde ik aan dat
het verstrekken van informatie aan deelnemers over hoe toekomstige aanbieders (proposers)
zich in het verleden hebben gedragen beïnvloed of participanten een bod van deze aanbieders
accepteren dan wel afwijzen. Verder ontdekte ik dat twee aspecten van deze verwachtingen
verschillende invloeden hebben: het gemiddelde verwachte aanbod bepaalde wat de drempel
van acceptabel gedrag is, terwijl de variantie van de verwachte aanbiedingen bepaalde hoe
strikt men is over afwijkingen van deze drempel.
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In hoofdstuk 3 onderzocht ik de neurale processen die ten grondslag liggen aan deze
beslissingen om wel of niet te accepteren en hoe deze processen samenhangen met de
computationele processen, zoals gespecificeerd in het verwachtingen-gebaseerde model uit
hoofdstuk 2. Ik ontdekte dat de twee hierboven beschreven aspecten ook duidelijk op neuraal
niveau te onderscheiden zijn. Onze resultaten lieten zien dat de afwijking tussen het
verwachte aanbod en het echte aanbod gecodeerd werd door de anterieure insula, terwijl de
verwachte variantie van de aanbiedingen werd geassocieerd met activiteit in de rechter
dorsolaterale prefrontale cortex (dlPFC).

In hoofdstuk 4 heb ik de verschillende bronnen van onze verwachtingen verder onderzocht.
Specifiek vergeleek ik verwachtingen die gebaseerd zijn op basis van algemene beschrijvingen
(vergelijkbaar met het lezen van een krantenartikel met statistieken of grafieken) met
verwachtingen die gebaseerd zijn op basis van persoonlijke ervaringen. Hier vond ik dat zowel
beschrijving als ervaring tot vergelijkbare verwachtingen leiden en dat deze verwachtingen op
hun beurt op dezelfde manier van invloed zijn op ons begrip van wat eerlijk en oneerlijk is.
Echter observeerde ik wel een (beperkt) verschil tussen de twee bronnen: wanneer
verwachtingen zijn gebaseerd op ervaringen lag de drempel tot acceptatie hoger.

Samenvattend, de studies die ik presenteer in hoofdstukken 2, 3 en 4 onderzochten hoe
mensen reageren op oneerlijk gedrag van anderen. Uit deze studies blijkt dat dit afhangt van
het soort gedrag dat zij verwachtten.

In hoofdstuk 5 heb ik me gericht op de vraag hoe mensen eerlijk gedrag zelf uitvoeren. Meer
concreet heb ik de beslissing om geld toe te wijzen vergeleken op basis van drie verschillende
beginselen van eerlijkheid: verdelingen gebaseerd op behoeften, verdiensten of op gelijkheid.
Door middel van een nieuwe experimentele taak ontdekte ik dat deelnemers de beperkte
informatie die beschikbaar was over de andere speler gebruikte om geld tussen zichzelf en de
andere speler te verdelen, en dat deze verdeling gebeurde op basis van deze drie
toewijzingsprincipes. Dit gebeurde zelfs wanneer dat tot gevolg had dat de deelnemer zelf
geld aan zich voorbij moest laten gaan. Op neuraal niveau vond ik dat de activiteit in de
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temporoparietale kruising (temporoparietal junction), precuneus, linker putamen en de linker
dlPFC samen hing met de evaluatie van de mate van gelijkheid van een door (de computer
gegenereerde) toewijzing. Tegelijkertijd vond ik dat de rechter dlPFC en de (gedeeltelijk)
overlappende delen van de achterste regio’s activiteit vertoonde die gerelateerd was aan de
ongelijkheid van deze toewijzing.

In het geheel onderzochten de studies in dit proefschrift de besluitvormingsprocessen
gerelateerd aan eerlijkheid met behulp van zowel functionele neuroimaging als
gedragsexperimenten, in combinatie met een computationele invalshoek die voortkomt uit
gedragseconomie. Een dergelijke interdisciplinaire benadering stelt ons in staat om inzicht te
krijgen in hoe wij beslissingen nemen in een sociale context, en werpt licht op

de

fundamentele processen die mensen in staat stellen om zich aan sociale normen te houden en
in grootschalige sociale groepen te leven.
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