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Introduction 

The goal of cognitive psychology is to uncover what goes on in the head of a sub

ject when a response is given to a particular stimulus or situation. Typically, 

the situations arc chosen such that the subject's behavior tells us something 

about the mental processing that leads to the response. In this thesis, models 

arc considered that can be seen as formalizations of verbal theories of mental 

processing. The main focus is on the methodological problems involved in evalu

ating whether a chosen model is successful in explaining the subject's responses. 

However, these methodological problems are tightly linked to some substan

tive questions, and in the second part of this introduction a brief overview is 

given of these substantive questions. Now. before turning to the methodological 

problems, it is useful to gh-c a short description of the type of models that is 

considered. 

The models considered in this thesis are all stochastic models. That is, we 

assume that behavior, although determined by properties of both the subject 

and the situation, also has an inherent randomness. We assume that the mental 

processing evoked by a certain situation can be formally represented as a random 

variable X. generated by a stochastic process that can take many different forms. 

The assumption about (the distribution of) Λ" can range from very weak to very 

strong. An example of a model with very weak assumptions about A' is the race 

model. This model is used in Chapter One for explaining the redundant signal 

effect. The redundant signal effect can be observed in the detection paradigm, 

in which the subject has to indicate (e.g., by pressing a button) whether the 

stimulus (e.g., a letter written in a certain font) belongs to some category (e.g., 

the letter "Ά"). The redundant signal effect involves that shorter response times 

are observed when multiple stimuli of the target category are presented (e.g.. an 

uppercase1 and a lowercase letter "Ά") than when only a single stimulus of this 
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8 Introduction 

category is presented. Those two typos of trials are called redundant and single 

signal trials. The race model involves the assumption that each stimulus (e.g.. 

each letter in the stimulus display) induces a decision process and that a response 

is initiated if one of these processes reaches a decision. Consequently, this model 

involves the joint realization of multiplo decision times, one corresponding to 

each stimulus, from some joint distribution. 

An example of a model with strong assumptions about Λ' is the model for 

the responses to attitude statements that is presented in Chapter Three. Here 

the model involves so-called realized attitudes. The distribution of this realized 

attitude is completely specified except for its location (the true attitude) and a 

scale parameter. 

The random variable A' is usually not directly observable; only a certain as

pect of the process is observed. Formally, this means that we observe a function 

of A', which we denote by Y: 

y = τ(Χ) 

The relation between Î ' and A' can take different forms. For instance, in the 

race model, used for explaining the redundant signal effect, we assume that the 

observed response time is the shorter of multiple latent response times. That 

is, Y equals min(A'i. X>.... ). And in the model for the responses to attitude 

statements, it is assumed that a subject agrees with a statement (denoted by 

y = 1) if the statement's content, as quantified by some1 unknown parameter 

value, is close to his realized attitude A'. 

To express this more formally, we use Ξ to denote the set of realizations of 

A' that results in the same observed value for V: 

Ξ0,) = {.r : T(.r) = μ] 

Now, the model can be written as follows: 

ƒ(.</) = / f(-r)d.r 
J=.{V) 

These models have been introduced by Maris (1993) and are called latent re

sponse models (LRM). 

Typically, a cognitive theory not only tries to explain the behavior of subjects 

in a single situation, but in a number of situations. For instance, the race model 

tries to explain a phenomenon that involves two different situations: one or two 

signals. This implies that multiple models are needed, one for each situation. 
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and that the random variables A' involved in these models are related. For the 

race model explanation of the redundant signal effect, this means that (a) when a 

single signal is presented, a response time is realized from a certain distribution, 

and (b) when multiple signals are presented, multiple latent response times are 

realized from a multivariate distribution of which the marginal distributions an1 

identical to the response time distributions for the single signal conditions. 

We now turn to the methodological problems mentioned in the above. Once 

a model is chosen, the question arises how we can evaluate whether it does a 

good job at explaining the data. Because we arc considering stochastic models, 

this is a problem of statistical inference. In the above, we distinguished between 

LRMs with weak and strong assumptions about A". Here, it is useful to make a 

more formal distinction between weak and strong models: A LRM is strong if 

it specifies a distribution for A' that belongs to one of the parametric families 

of distributions, and weak otherwise. 

We first consider statistical inference for strong models. This involves pa

rameter estimation and hypothesis testing. Parameter estimation for strong 

LRMs involves methods developed in the statistical li terature for missing da ta 

problems. For instance, the very first formula in the seminal paper of Demp

ster. Laird, and Rubin (1977) about the EM algorithm is just the definition 

of a LRM. Typically, the estimation methods developed for missing data prob

lems capitalize1 on the fact that the complete data model /(.rjö)1 is much moie 

tractable than the observed data model /(μ\θ). This has led to the develop

ment of a number of methods that all use the relative simplicity of the complete 

data model to obtain inferences for the observed data model. In Chapter Two. 

a new method is developed for estimating the parameters in a large class of 

LRMs. The main problem in applying s tandard missing-data based estimation 

methods to thv type of LRMs encountered in psychometrics. is that even for the 

complete data model, statistical inference is not simple. This is illustrated in 

Chapter Two. A solution for this problem involves a reformulation of the model, 

based on a transformation of the complete data A'. This transformation is such 

that the distribution of the transformed complete data A' does not depend on 

the parameters. In Chapter Two. it is shown that this makes the application of 

existing methods for parameters estimation much easier. 

We now turn to hypothesis testing for strong LRMs. We consider hypothesis 

testing in a Bayesian framework using posterior-predictive checks ( P P C s ) . A 

1 We use 0 here to denote the parameters of the model 
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PPC evaluates whether the observed data are similar to replicated data that 

are generated under the model. To understand the rationale behind PPCs. it 

is useful to consider this method as a two-step procedure. In the first step. 

the parameters are assumed to bo known, and one computes the probability 

of observing a test statistic that is more extreme than the one that is actually 

observed. In the second step, this probability (which depends on the parame

ters) is averaged over the posterior distribution of the parameters, resulting in a 

so-called posterior-predictive, p-value. This method is used in Chapter Three to 

evaluate whether the relation between attitude and the probability of agreement 

with a statement is monotone or single-peaked. It is found there that the power 

of PPCs is unsatisfactory. As a solution to this problem, a different method, 

closely related to PPCs, is introduced. 

Finally, we turn to statistical inference for weak LRMs. In these models, 

there are no parameters to be estimated, and therefore we only have to consider 

hypothesis testing. It is known that the race model implies a certain stochastic 

order relation between response times on single and redundant signal trials: 

the race model inequality (Miller. 1982). In Chapter One. a statistical test of 

this hypothesis is developed. The starting point is the one-sided two-sample 

Kolmogorov-Smirnov goodness of fit test. This is a test of the hypothesis that 

one of two random variable's is stochastically larger than the other: 

Ho : F(t) < G(t) . for all t 

However, the race model inequality differs from this null hypothesis. The race 

model inequality involves that the distribution of the response times on redun

dant signal trials (-F12) is everywhere to the right of a function of the corre

sponding distributions of the response times on single signal trials {G\ and G·»): 

Ho :F 1 2 (0 < m i n ( l , G , ( 0 + G 2 ( 0 ) . for all ^ (1) 

It turns out that the standard way to derive the distribution of the Kolmogorov-

Smirnov test statistic no longer applies. The source of the problem is the func

tion of two distributions on the right hand side of the < sign in (1). One can 

solve this problem by changing the method of data collection. Usually, a fixed 

number of each of the two types of single signal trials (e.g.. the uppercase and 

lowercase letters) is presented in random order. The change in the data collec

tion involves that, on every single signal trial, it is randomly determined (e.g.. 

by flipping a coin) which of these two types of trials is presented. This implies 

that the response times on single signal trials are a random sample from an 
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equi-probability mixture distribution G12 of the two single signal response time 

distributions Gj and G^· It turns out that the race model inequality can be 

rewritten such that the distribution of the response times on redundant signal 

trials is everywhere to the right of some function of this mixture distribution: 

Ho • Fy,{t) < min(1.2Gi-2(0) , for all t 

Extending the Kolmogorov-Smirnov test to this situation is much easier as is 

shown in Chapter One. 

After these methodological issues, we now give a brief overview of the sub

stantive questions that motivated the methodological work on which is reported 

in this thesis. A first substantive research question involves the relation between 

two instances of the redundant signal effect. The first instance is the redundant 

signal effect as considered in the above. We call this the redundant signal effect 

for response times. In studies where the redundant signal effect for response 

times is observed, the quality of the stimuli is sufficiently good to ensure that 

few detection errors are made. The second instance of the redundant signal 

effect i.s observed in studies with stimuli of poor quality (e.g., the stimuli are 

presented shortly and masked). This implies that subjects are not always suc

cessful in detecting whether a stimulus belongs to the target category. Here, the 

redundant signal effect refers to the observation that the proportion of correct 

detections is higher on redundant than on single signal trials. We call this the 

redundant signal effect for accuracy. This phenomenon can be explained by a 

model that is very similar to the race model. This model also involves that 

on redundant signal trials there are multiple decision processes and that it is 

sufficient, to give a correct response, that one of these decision processes detects 

a stimulus from the target category. This leads to a disjunctive model for the 

probability of a correct response. The objective is to investigate whether the 

detection processes involved in these two models are in fact the same. The basic 

idea is that which of the two phenomena is observed depends on the quality of 

the stimuli and not on a difference in the underlying decision processes. This 

implies that if both accuracy and response time are observed we should see a 

shift from a redundant signal effect for response times to a redundant signal 

effect for accuracy if the quality of the stimuli is degraded (e.g.. by shortening 

the presentation time). The statistical test for the race model inequality, which 

is presented in Chapter One. is a part of this broader research project. 

A second substanthv research question concerns the process via which re-
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spouses to at t i tude statements come about. Typically, the responses to a num

ber of a t t i tude statements are assumed to be governed by a model that relates 

the sub jec t s a t t i tude to the probability of agreement with the statement. Most 

of the existing models assume that the probability of agreement is a single-

peaked function of the attitude1. That is. a subject agrees with a statement if 

it 's content is close to his at t i tude. An alternative assumption is that this rela

tion is monotone. For a statement such as "We must have capital punishment 

for some crimes'", the probability of agreement with it increases with one's atti

tude towards capital punishment. For a statement such as "Capital punishment 

is absolutely never justified"', the probability of agreeing with it decreases with 

one's a t t i tude towards capital punishment. To find out whether the relation be

tween at t i tude and probability of agreement is monotone or single-peaked, two 

new models for responses to at t i tude statements wen1 developed. These models 

are presented in Cliapter Three. To use these models in an empirical study we 

needed (a) an algorithm to generate a sample from the posterior distribution of 

the model parameters, and (b) a method for testing hypotheses at the level of a 

single statement that is able to discriminate between the two types of relation. 

In Chapter Two. a method is presented for generating a sample from the poste

rior distribution for LRMs with continuous latent data, which is a more general 

class to which our two new models belong. In Chapter Three, an adaptat ion 

of P P C s is introduced for testing hypotheses at the level of single statements. 

In Chapter Three, we also present the results of an exploratory analysis that 

indicates that the relation between at t i tude and probability of agreement is 

monotone for most of the statements. 

The chapters of this thesis are intended as self-contained journal articles. 

Chapter One is submitted for publication in the Journal of Mathematical Psy

chology. Chapter Two is conditionally accepted for publication in Psychome-

trika and resubmitted for final acceptance. And Chapter Three is submitted 

for publication in Psychometrika. Gunter Maris is the first author of all these 

papers and Eric Maris is the second author. 
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16 Chapter 1 

We consider situations in which subjects are presented with multiple sig

nals. The task of the participant is to respond as soon as he or she detects a 

stimulus from a preassigned set (the target set). The interest is in the perfor

mance of participants when presented with multiple elements from the target 

set (redundant signal trial, or RST). as compared to performance when only a 

single clement from the target set is presented (single signal trial, or SST). The 

differences in performance on redundant and single signal trials may shed light 

on the way participants integrate information coming from different sources. 

The typical finding is that responses are faster on redundant signal trials than 

on single signal trials. This finding is called the redundant signals effect (RSE). 

A typical example of a task which involves both SSTs and RSTs is the bi-

modal detection task. In a bimodal detection task, on each trial, the participant 

is presented with either (a) an auditory stimulus, (b) a visual stimulus, (c) both 

an auditory and a visual stimulus, or (d) neither an auditory nor a visual stim

ulus. The participant's task is to respond as soon as a stimulus, regardless its 

modality, is detected. Xo response is required if no stimulus is detected. Thv 

typical finding is that participants respond faster on RSTs than on SSTs. An

other example of a task involving both SSTs and RSTs is the letter search task. 

In this task, on every trial, the participant is presented with a letter pair. One 

letter, say ' Ά " , is designated to be the target set while all other letters consti

tute the non-target set. The participant has to give one response if a letter from 

the target set is detected, and another response if no letter from the target set 

is detected. On SSTs. the letter pair consists of one target letter together with 

one non-target letter. On RSTs. the letter pair consists of two target letters 

(thus, the pair [A.A]). As with the bimodal detection task, the typical finding 

is that participants respond faster on RSTs than on SSTs. In this paper, the 

focus is on tasks in which no response is required if no member of the target set 

is detected, such as the bimodal detection task. Such tasks are called go-no go 

tasks. 

Before we give an explanation of the RSE. we first give a mort1 formal def

inition of this effect: If the RST response times are stochastically smaller than 

both types of SST response1 times, then we say that a RSE is observed. T h a t is. 

the cumulative distribution of the RST response times has to be to the left of 

the cumulative1 distributions of the corresponding SST response1 times at every 

timepoint. 

A popular way to explain the RSE is the mee model. In a race1 model, it 

is assumed that each stimulus feeds information into a separate decision unit. 
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On a SST, only one target stimulus is presented, and hence only one decision 

unit receives input. As a consequence, the response1 time1 on a SST is the time 

required for one decision unit to reach a certain criterion. On a RST, two stimuli 

are presented, and hence there are two decision units which receive input. In a 

race model, it is assumed that a response is initiated by the first decision unit 

that reaches the decision criterion. That is. the response time on a RST is the 

minimum of the decision times for the two separate stimuli. Thus, the RSE is 

explained by statistical facilitation. 

For later use, we now gn-e a more precise description of the race model. We 

use \ Ί to denote the decision time on a SST that has a target stimulus in channel 

one2. The decision time on a SST that has a target stimulus in channel two is 

denoted by Γ». Wc use Λ' to denote the decision time on a RST. We use Y\ and 

Y-2 to denote the response time on a SST with a target stimulus in channel one 

and two. respectively. The target stimuli involved in the SSTs arc the same as 

those in the RSTs. With these definitions, we can write the following for the 

SST response times3: 

1Ί = „ l i 

}> =sl I 2 

In a race model, the RST response times arc the minimum of two component 

decision times corresponding to each of the two target stimuli. In itself, this 

model cannot explain the RSE. However, if wc assume that the component 

decision times involved in a RST are, in some sense, the same as those involved 

in the SSTs, it becomes clear how the race model explains the RSE. Specifically, 

we assume that the marginal distributions of the component decision times on 

a RST are the same as the1 distributions of the corresponding decision times on 

a SST. as follows: 

A' =„, minO'i.U) 

It is important to stress that we do not assume that the two decision times \] 

and V-2 arc independent random variables. 

1 Response time here refers to decision time. Thai is, we neglect the extra time involved in 

executing the response. We rclurn lo this point in I he discussion section. 
2L'pper case lellers are used for random variables, while the corresponding lower case letlers 

are used for llicir realizations. 
3 T h e symbol =«( means that two random variables are stochastically equal. That is, they 

have the same distribution. Similar nolalion will be used for stochastically larger (>sf), 

stochastically larger than or equal to (>s(), etc. 
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Following Colonius (1990). we consider the (fleet of statistical dependence 

between the component decision times on their minimum. We first consider 

the case where \'i and \'> have a negative association. It is observed that , 

compared to independent random variables, relatively fast decision times in one 

channel co-occur with relatively slow decision times in the other channel. As 

a consequence, the smaller of the two random variables tends to be small as 

compared to the smaller of two independent random variables. Xow consider 

the case where Vj and \'> have a positive relation. In this case, a short decision 

time in one channel co-occurs with a short decision time in the other channel, 

and a long decision time in one channel co-occurs with a long decision time in 

the other channel. As a consequence, the smaller of two positively dependent 

random variables tends to be larger compared to the smaller of two independent 

random variables. 

Scaverai authors (Colonius. 1990: Ashby & Townsend. 1986: Luce. 1986) have 

observed that the t r u t h of the race model depends as much on the first part 

of our definition of a race model (Λ' =.,/ inin(l ' i . \~>)) as on the second part 

(Vj = s ( \\ and ¥-2 —st ^2)· That is. the distribution of the SST decision time 

has to coincide' with the marginal distribution of the corresponding component 

decision time on a RST. This property is called context independence (Colonius. 

1990: Ashby & Townsend. 1986: Luce. 1986). In words, context independence 

is that the same random variables which arc latent in an RST are observed in 

a SST. 

Despite the fact that the race model has received quite some attention in 

the l iterature (Raab, 1962; Miller. 1982: Mordkoff & Yantis. 1991. for instance), 

little attention has been devoted to the constiuction of statistical procedures 

for testing them. In this paper we introduce a statistical procedure for testing 

the validity of the race model as explanation for the RSE. 

In the first section of this paper, a testable prediction is derived from the 

race model. In the second section, a nonparametric test for this prediction is 

presented. In the third section, this test procedure will be justified. In the 

fourth section, we show how this test procedure can be \ised for testing the 

validity of the race model across subjects. Finally, in the fifth section, some 

implications of our results are discussed. 
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1.1 The Race Model Inequality: Formulation of 

the Null Hypothesis 

In the previous section, we found that a race model actually consists of two 

components: (a) the assumption of independent decisions, which is at the heart 

of the model, and (b) the assumption of context independence, which is neces

sary to establish a link between SST response1 times and RST response times. 

We now derive a testable distribution inequality from these assumptions. 

It is well known, and hence will not be derived here, that the cumulative 

distribution function (CDF) of the minimum (A') of two random variables (Γι. 

and \~>) is the following: 

P(X <t) = P(Vi < t) + r{Y2 < 0 - - Ρ Ο Ί < M 2 < ί ) 

The assumption of context independence allows us to replace the marginal CDFs 

of \') and \'> by the corresponding SST response1 time1 elistributiems. Carrying 

emt this substitution gives the following CDF for A': 

P(X <t) =P{Yl <t) + P(Y2 <t)-P(Yi <t.Y> <t) (1.1) 

We sec that for one pair of SST response time1 elistributiems, there is a whe)le 

class of race' mexlels, eae-h e-enrespemeling to a different choice for the joint distri

bution of \\ and ί 2. However, context independene-e1 miuire's that the marginal 

elistributiems e>f \ \ anel \ '•> shcnilcl be the same as the corresponding SST response 

time distributions. 

It is knenvn (Fréchet. 19Ô1: Whitt. 1976; Colonius. 1990) that any bivariatc 

distribution for λ] and \'>. for which the1 marginal elistributiems are thewe e)f ΪΊ 

anel Y2, satisfies the following two distribution inequalities: 

max(0,P(yi < t) + P(Y2 < s) - 1) < Ρ(Γ| <t,Y2< .1). (1.2) 

and 

P(Yi <t.V>< .1) < 111111(^(1'! < t).P(Y2 < »)). (1.3) 

If we1 re'plae'e the last term in Eej. 1.1 by the lower, respectively, upper bound 

in Eqs. 1.2 and 1.3. we obtain the following twe) elistributiem inequalities: 

P(X < t) < 111111(1.̂ (1'! <t) + P{Y2 < t)). (1.4) 
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and 

iiiax(P(r, < t).P{Y-> < t)). < P(X < t) (1.3) 

This means that any model with both independent decisions and context inde

pendence should satisfy these two distribution inequalities. It is seen that the 

distribution inequality in Eq. 1.5 is just the definition of the RSE. Thus, any 

model with both independent decisions and context indcpcndeiice explains the 

RSE. The inequality in Eq. 1.4 was introduced by Miller (1982), who called it 

the race model inequality (RMI). It is important to observe that these inequal

ities only involve the distributions of observable' random variables. Therefore, 

they arc testable. The RMI provides a limit on the size of the RSE. In this pa

per, we restrict our attention to the testing of the RMI. That is. the distribution 

inequality in Eq. 1.4 is our null hypothesis {HQ for short). For convenience, we 

introduce Ολ{ί) = P(\\ < t). G,(t) = P(Y2 < t). and F(t) = P(X < t). Using 

this more compact notation the RMI reads 

H0:F{t)<mm(l.Gi(t)+G-2(t)). for all ί (l.C) 

1.2 The Test Procedure 

The observations from a go-no go experiment involving SSTs and RSTs are 

the following: (a) a random sample of τι RST response times' x. and (b) a 

random sample of m SST response times y. We assume that each time a SST 

is administered, a coin is tossed to determine in which channel the stimulus 

is presented. That is. the SST response times are a random sample from the 

following mixture distribution: 

G(t) = Gl(t)\+G,(t)^ 

Most experiments in this field use a different procedure, in which the number 

of times a stimulus is presented in each channel is fixed. Such a procedure does 

not lead to a random sample from the mixture distribution G. In the discussion 

section, we return to this. 

The test procedure we present below involves the data from a smylc partic

ipant only. However, many experiments in this field involve many participants, 

but only a small number of replications. As a consequence, a test involving data 

''Bolclfacc symbols arc used to ilcnoto vcclois. 
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from a single participant will not be very powerful. For this reason, in a later 

section, wc will present a method for combining the many single-subject tests 

into a single multiple-subject test. 

Before wc can describe the test procedure, we have to introduce the empiri

cal distribution functions corresponding to F and G. and consider the relation 

between the boundary distribution miii(l.Gi(t) + G-2(t)) and the mixture dis

tribution G. 

The empirical CDF is defined as follows for x. respectively, y: 

Fn(t) = Fn(t.x) = -'Vim) (•>•,) 

Gm(t)=Gm(t.y) = -J2l{o.l)(yl) 
j 

It is well known that both Fn and Gm arc consistent estimators of the corre

sponding CDFs F and G. 

If we take a closer look at the boundary distribution min(l.Gi(/) + G-2(t)). 

denoted by A', wc see that the following relation holds between A' and the 

mixture distribution G: 

K(t) = minCl.GiiO+GaiO) 

= iiiin(1.2G(0) 

= hoG(t) 

That is. A' is a function ii of G. Since Gm is a consistent estimator of G. wc 

expect that the plug-in estimator h o G\„ is a consistent estimator of A'. 

The null hypothesis involves that F is everywhere to the right of A'. Since 

Fn and /ι o G,„ are consistent estimators of. respectively. F and A' we expect 

that, under the null hypothesis, Fn tends to be smaller than or equal to hoGm 

for all values of their argument t. On the other hand, if the null hypothesis 

is not true, wc expect that, for at least some t. F„ is larger than h o G m . To 

evaluate whether F,, is smaller than or equal to h o G,,, for all values of t, we 

propose the signed Kolmogorov distance between these two empirical CDFs: 

d+ = max (Fn(t)-hoGm(t)) 
( ) < / < T C 

= max ( F n ( f ) - m i n ( 1 . 2 G m ( 0 ) ) 
0 < ( < 3 C 
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However, even under the null hypothesis it may happen that, for some t. Fn 

is larger than h o (?,„. This follows from the fact that F„ and h o G,,, are 

independent random variables. For this reason, a statistical test was developed 

that rejects the null hypothesis if d* exceeds (F''1. which is chosen such that 

the probability of incorrectly rejecting the null hypothesis does not exceed a 

prespecified level o . 

Since, under the null hypothesis. F is most to the left if F = Κ. we expect 

that in this case F,, tends to be the largest everywhere. More technically, this 

means that , under the null hypothesis. F,, is stochastically largest if F = A". 

As a consequence, we expect that D+. the random variable1 that has d+ as a 

realization, is also stochastically largest under the null hypothesis if F = Λ*. 

If we choose a value for r/"''' such that the probability that D+ exceeds dc'''1 

ecjuals α if F = A', it follows that for any other distribution that satisfies the 

null hypothesis, this probability cannot exceed a . In order to find such a value 

for dc'''1, we have to know the distribution of D+ if F = Κ. In the following 

section, this distribution will be derived. 

From the consistency of Fn and /ι ο Gm. we expect D+ to be a consistent 

estimator of the signed Kolmogorov distance between the distribution functions 

F and /( o G: 

Λ+ = max (F(t) - n i in( l . 2G(t))) 

We see that if the null hypothesis is true, the value of Λ + will not exceed zero, 

while if the null hypothesis is false, the value of Λ + does exceed zero. We expect 

that the probability of rejecting the null hypothesis when it is in fact falsi1 tends 

to one with increasing sample size. That is. the test procedure is consistent 

against any distribution F not satisfying the null hypothesis. 

1.3 Justification of the Test Procedure 

While introducing the test procedure, a number of assertions regarding the 

distribution of D+ under certain assumptions about F were made. In this 

section, these assertions will be proved. Specifically, we show the following: 

1. If F = A', the distribution of D ' is known. More specifically, it docs not 

depend on G[ and G>-

2. The test statistic D+ is stochastically largest under the null hypothesis if 

F = A'. 
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3. The test procedure is consistent against every violation of the null hypoth

esis. 

Before we establish these results, wc first present an alternative formulation 

of D+. We show that D+ involves the data (x and y) only via a binary vector 

indicating whether the j-th largest clement of the combined sample of RST and 

SST response times is an RST or an SST response time. This enables us to 

study the distribution of D μ via the distribution of this binary vector. We 

will do this under various assumptions regarding the distribution of the RST 

response times. 

1.3.1 An Alternative Formulation of the Signed Kolmogorov 

Distance 

Let ζ denote the combined sample of RST and SST response times: ζ = (x.y). 

Also, let Zjj) denote the j-th order statistic corresponding to the combined 

sample z. Consider d. defined as follows: 

dJ=F„(z(j))-min(l.2Gm(zij))). j = l η + m (1.7) 

Since the difference between the two empirical CDFs F,, and h°G,„ only changes 

when / is an element of z, the statistic d+ is equal to the maximum of the 

elements of d. 

The right-hand side of Eq. 1.7 can be simplified by noting that Gw is a 

function of Fn. when evaluated at z^y In particular, for each value of j , the 

number of elements of ζ that is smaller than z^j) equals j . It then follows that 

in η 

Σ Ι(ο.=,,,)(^)=·?-ΣΤ(ΐ».--1,,)(·Γ ') 
k-l ι = 1 

As a consequence, we can replace (7„, (z^j) in the definition of dj by the following 

expression: 

— (j -nFn{z(j))) 
III 

We sec that d+ depends on the RST and SST response times only via the 

function Fn, evaluated at the order statistics of z. in the following way: 

d+ = ,Α,,. {̂ ω) - m i n ( L 2 ^ [•' - »^o»)]) } 
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We now show that Fn(z^)) only depends on the RST and SST response 

times via a binary vector w. of which the elements indicate whether the j-th 

order statistic of ζ is an element of χ or y. More specifically: 

{ 1 if Zi,) is an element of χ 

0 if 2(7) is an element of y 

To see that F„(z(j)) is a function of w. we observe that J I F , , ^ ^ ) is equal to 

the j-th partial sum of w, as follows: 

ι 

ι λ - 1 

That is. d+ depends on the SST and RST response times only via the binary 

vector w. the elements of which indicate whethei the j-th largest element of the 

combined sample of RST and SST response times is an RST or SST response 

time. In particular, we sec that d+ only depends on the partial sums of the 

vector w. 

1.3.2 The Distribution of the Signed Kolmogorov Distance 

if F = A' 

In our test procedure, we reject the null hypothesis if the observed value of d+ 

exceeds a critical value dcr''. We said that the value of d' " ' is chosen such that 

the probability of incorrectly rejecting the null hypothesis equals η if F = /\". 

In the next subsection, we motivate our choice to evaluate the null hypothesis 

F < Λ* (see Eq. 1.6) at the point F = Λ'. To find the critical value d'"' 

the distribution of . D f 'under F = Λ' has to be known. In this subsection, 

two results regarding the distribution of D+ under F = Λ' will be established. 

First, we show that the distribution of D+ does not depend on Gi and G> under 

F = Λ'. Second, we show that generating a sample from the distribution of D+ 

is simple. Therefore, the cumulative distribution of D+ can be approximated 

to any degree of accuracy by the empirical C D F of D ' computed on a random 

sample from this distribution. 

It is obvious that the distribution of the random variable W does not change 

if wc apply a monotone transformation to the random variable Z. Specifically, 

we consider the following transformation: 

v=K(Z) = i K{Xj) if'/ = 1 " 
J ' I K(Yj-„) itj = n + l....,n + m 



Testing the Race Model Inequality 25 

Define the inverse CDF F ' corresponding to the CDF F in the usual way: 

F-^u) =mt(x:F(x) > u) 

From this definition, it immediately follows that the transfonnation F _ 1 ( i / ) of 

a uniform random variable U results in a random variable with distribution F. 

It follows that K~i(U) has distribution A" and G_1(C') has distribution G. If 

U denotes a vector of (it + rn) independent uniform random variables, we can 

rewrite V in the following way: 

Y =1 A ' o A ' " ' ( t ô ) if j = l , . . . . n 
J \KOG-1(UJ) if j = n + l n + rn 

Now. for j < 77. \'j is uniformly distributed, since A' o A ' _ , ( M ) = it. However, 

for j > 7i. \'j is not uniformlv distributed. To find this distribution, we make 

use of the following relation between A' and G: 

K(t) =iiiiii(1.2G(0) 

As a consequence, the relation between \'j and Uj (j > n) is the following: 

Yj =KoG-i(Ul) = mm{l,2GoG-](Uj)) =min(1.2Lj) 

Thus, we can rewrite V in the following way: 

1-, = { Γ ' i f ; = 1 " (1.9) 
[ iniii(1.2Lj) if j = ii + 1 77 + m 

We see that for every pair of SST response time distributions Gi and G). 

the random variable W has the same distribution. Since 71F,,(z^j) is equal to 

the j-th partial sum of w. and D+ is a function of Fn{z^j)). the distribution of 

D+ does not depend on Gi and G>. 

The algorithm for generating vectors ν in Eq. 1.9 can be used to approximate 

the probabilitv that D+ exceeds a given value d (i.e.. a p-valuc), to any degree 

of precision. Hence, it can also be used to find that value d' ' '' for which this 

probability equals r*. In practice, this involves the following steps: 

1. Geneiate a large number of vectors ν using the algorithm in Eq. 1.9 

2. For each vector v. compute the vector w as follows: 

ƒ 1 if V(j) is an clement from (t>\,... ,vn) 

0 if i\j) is an element from (ΐ',,+ι ",ί+„ι) 
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3. For each vector w. compute (l+. using the relation between the empirical 

C D F Fn evaluated at the order statistics of ζ and the partial sums of w 

in Eq. 1.8. 

4. The proportion of generated values d+ that exceeds a given value d is used 

to approximate the p-value. 

This approximate p-value is an unbiased and consistent estimator of the true 

p-value. Since the true p-valuc is the expectation of the indicator function 

^(d.oc)(-C+)· 't follows that the variance of the approximate p-value is of order 

Λ 7 - ' relative to the variance of this indicator function, with Λ' denoting the 

number of vectors ν generated. 

1.3.3 Stochastic Ordering of D+ U n d e r the Null Hypoth

esis 

In the previous section, we presented an algorithm for generating a random 

sample from the distribution of D+ under F = Κ. This allows us to find a value 

d'''1 such that the probability of incorrectly rejecting the null hypothesis under 

F = Λ' equals ο . However, for our test procedure to be useful, the probability 

of incorrectly rejecting the null hypothesis F < A' has to be smaller than or 

equal to a for cvny distribution F that satisfies the null hypothesis, and not 

only for the particular distribution A". In this subsection, we show that , under 

the null hypothesis F < A". D+ is stochastically largest under F = A. From 

this, it follows that the probability of incorrectly rejecting the null hypothesis is 

less than or equal to a for every distribution F that satisfies the null hypothesis. 

It is easily seen that D+ is an increasing function of the partial sums of the 

vector W . In the previous section, we considered the distribution of W under 

F = A". Here, we consider its distribution under F < A'. It will be useful to 

use a different notation for this vector when it is computed with RST response 

times coining from a distribution F < A' rather t h a n F = A'. In particular, the 

analogue of W under F < Α' λνϋΐ be denoted by C . In Theorem 2. we show that 

the partial sums of the random variable W arc1 stochastically larger than the 

partial sums of the random variable C . Since D+ is an increasing function of 

these partial sums, it then immediately follows that D+ is stochastically largest 

under the null hypothesis if F = A. 

Before we can show that the partial sums of the random variable W are 

stochastically larger than the partial sums of the random variable C . we need 
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(a) to give an alternative formulation of the random variable C,-similar to our 

reformulation of W as a function of a uniform random variable, and (b) to 

state and prove a multivariate extension of the Coupling Theorem (Ross, 1996, 

Proposition 9.2.2) (Theorem 1) which will be used in the proof of Theorem 2. 

Similar to our definition of W , C is a binary vector whose elements indicate 

whether the j'-tli order statistic of Ζ is an element of X or Y : 

ƒ 1 if Z(j) is an element of X 
J — 1 

{ 0 if Z(j) is an element of Y 

The difference with W is that the RST response times X are now a random 

sample from a distribution F < Κ rather than from A'. As with W , it holds that 

the distribution of C does not change if we apply a monotone transformation to 

the random variable Z. As in the previous subsection, we consider the following 

transformation: 

BJ=K{ZJ) = \ K i X > ) ÌSJ = l " 
[ Λ ( 1 7 _ „ ) i f j = f) + l 77 + 771 

Also, if A denotes a vector of (n + m) independent uniform random variables, 

we can rewrite Β in the following way: 

B f A ' o F - 1 ^ ) if j = l 77 
J \ KoG-l{Aj) if . ) = 7 1 + 1 71 + 77) 

We already found that Α ' ο ( 7 _ 1 ( . 4 ) equals miii( l . 2.4). so that we can simplify 

Β as follows: 

B f A 'o F " 1 (.4,) i f j = l τ, 

( m i n ( l , 2Aj ) if j = η + 1,.... η + m 

We can now give an alternative formulation of' the random variable C which 

will be used in the proof of Theorem 2: 

i l if £?(;) is an element of {£?!, . . . .B,,} 

[ 0 if ßj j) is an element of {#„+i Bn+m} 

The Multivariate Coupling Theorem gives a sufficient condition for a random 

vector X to be stochastically larger than a random vector Y . To formulate the 

Multivariate Coupling Theorem, we need a definition of the statement that X 

is stochastically larger than or equal to Y . which is given now. 

Definit ion 1 (S tochas t i c ordering of vec tors ) . X is stochastically larger than 

or equal to Y , X > s ( Y . if E(k('X.)) > E(k(Y)) for all increasing functions k. 
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Theorem 1 (Multivariate Coupling). If {(X*. V,*) (Λ',*, Y*)}, such that 

(a) X* = s , X, (b) Y* =s, Y, and (c) PiCi'^X; > Γ,*) = 1. then X >.,, Y. 

Proof. Let A: be an increasing function. The condition P(n"_|A'* > Y*) = 1 

implies Ρ(Α·(Χ*) > Α·(Υ*)) = 1. which in turn implies £(λ-(Χ*) - λ·(Υ*)) > 0. 

Hence, £?(ifc(X)) = £(A-(X*)) > ß(*(Y*)) = ^(A-(Y))· D 

We are now ready to state and prove» Theorem 2. which is the main result 

of this subsection. 

Theorem 2. The partial sums of the random variable W aiv stochastically 

larger than the partial sums of the random variable C. 

Proof. We use S, ami Tj to denote the j - th partial sum of. respectively. W and 

C: 

j 
T l 

A = l 

and 

With this notation, the theorem can be formulated as follows: S >.s/ T. 

To prove this theorem, we use the Multivariate Coupling Theorem. That 

is, we construct random variables S* and T* which satisfy the tliree conditions 

of the multivariate coupling theorem: (a) S* =,,, S. (b) T* =S( T. and (c) 

P(nJ!+;"(S; > Tt?)) = 1. We first construct these random variables S* and 

T*, and then show that they satisfy these three conditions. 

Similar to S and T. S* and T* are defined as partial sums of random vari

ables W* and C*: 

k = l 

and 

r; = i;c; 
A = l 

Also, the random variables W* and C* arc defined as a function of. respectively. 

V* and B*: 

Î
1 if Γ* is an element from (Γ*, Γ,*) 

0 if \"Λ is an element from (Γ,*+, \ ' * + m ) 
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and 

i l if B*^ is an element of {B*.... ,B*} 

0 if B^ is an element of {ß* + 1 B;i+m} 

The crucial distinction between (S.T) and (S*.T*). is the followiiiR: Whereas 

V and Β are defined as a function of two random samples (U and A) from a 

uniform distribution, V* and B* are defined as a function of the same random 

sample from a uniform distribution, which we denote by U*. In particular. V* 

and B* are defined as follows: 

v; = {u; i{J = 1 " (i.io) 
J { min(1.2L7) if j = η + 1 η + in 

and 

B* = S K o F ~ ì ( L ' j ) ì i J = l " 
J \ min(l. 21'*) if j = η + 1 τι + m 

We now show that S* and T* satisfy the conditions of the Multivariate 

Coupling Theorem. We first show that S and S* have the same distribution. 

We see that S and S* are functions of, respectively. V and V*. Now. comparing 

the definition of V in Eq. 1.9 with the definition of V* in Eq. 1.10. we see that 

they can both be expressed as the result of the same function applied to a 

uniform random variable. Since U and U* are identically distributed, it follows 

that also V and V* are identically distributed, and hence also S and S*. With 

the same reasoning, wc can show that Τ and T* are identically distributed. 

Thus. S* =s, S and T* =st T. 

To show that also the third condition is satisfied, we first haw to consider the 

difference between V* and B* in somewhat more detail. Obviously, for j > n, 

V* is equal to B*. And for j < n. making use of the fact that F _ 1 > Λ ' - 1 

(which follows from F < Κ), the relation between Γ* and B* is the following: 

v; = u; = κ ο K-l(u;) < κ o F-1(U;) = Β; 

This implies that the j- th largest clement in {T',* \'*} is always smaller than 

or equal to the j-th largest element in {Βΐ · . . . , Β*}. This result will now be 

used to prove that Ρ (n^ 1 " 1 (5 A * > TA*)) = 1. We will prove this by induction: 

1. Consider j = 1. Assume that 5* < T,*. The only way this can oc

cur is if W* is equal to zero, while C* is equal to one. That is, if the 

smallest element in {£?*,... ,Β*} is smaller than the smallest element in 
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{V,* \'„*}. However, we jnst found that this cannot occur, and hence 

we conclude that 5,* > Γ,*. 

2. Assume that 5* > Tf. We now show that also 5*+ 1 > Τ*+ί. Assume 

the contrary, 5*+ 1 < T*+ 1. This can only occur if (a) 5̂ * = T* = /. and (b) 

the (/ + l)-th largest element in {Β* ß*} is smaller than the (Z + l)-th 

largest element in {\'*, • • •, 1',*}· Howc^ver, in the above, we found that 

(b) cannot occur, and hence we conclude that 5*+1 > Τ*+ι. 

This comph'tc^s tlic proof. D 

As said before, the test statistic D+ is an increasing function of the partial sums 

of W . the vector indicating whether the j-th element in tin' combined sample of 

RST and SST response times is an RST or an SST response time. In Theorem 

2. we proved that these partial sums are stochastically largest under the null 

hypothesis if F = Κ. As a consequence, also D+ is stochastically largest under 

the null hypothesis if F = Λ'. This implies that, under the null hypothesis, 

the probability that D+ exceeds d''r'1 is largest if F = Λ". Since d''''1' is chosen 

such that the probability of rejecting the null hypothesis equals α if F = Κ. it 

follows that, under the null hypothesis, this probability can not be larger than 

n. 

1.3.4 Consistency of the Test Procedure 

To show that the test procedure is consistent, we first derive a lower bound 

to the power, and then show that this lower bound tends to one as η and ?fi 

increase. Let Fi be a RST response time distribution that does not satisfy the 

null hypothesis. That is. for at least some values of t. F\ (t) is larger than h'(t). 

Also, let Λ denote the signed Kolmogorov distance between the distributions 

Fi and A": 

A = niax(F,(0 - h'(t)) 

Since Fi is not everywhere to the right of the distribution A", it follows that Λ 

is larger than zero. Let ίο he that value for which Fi(/()) — Κ (to) equals Δ. Let 

A»»! IH· a normalization factor: 

« = (-^-Γ 
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The power function satisfies the following, inequality: 

P(NnmD+ >y)>P (N,„n [F„(to) - min (l,2Gm(t0))] > y) (1.11) 

This follows from the fact that the largest difference between the empirical CDFs 

Fn and /* o Gm can not be smaller than the difference between the empirical 

CDFs evaluated at any single value. 

We now show that the right-hand side of Eq. 1.11 tends to one as η and rn 

tend to infinity. This is stated and proved in Theorem 3. 

Theorem 3. If η and m tend to infinity, such that, n/rn tendu to a constant, 

t h e n ^ ( ( T ^ ) 0 " lenito) - min (l.2Gm(to))] > (/) tends to one. 

Proof. Denote Nnn, \Fn(to) - min(1.2Gm(fo)) by A, l m and rewrite it as fol

lows: 

Xun = [^^) (F„(h)-mm[l.2Gm(t0)\) 

{Fn(to) - Fdto)) 

ι l (mm[l,2Gm(io)l -Λ'(ίο)) 

η + m, 

τι τη ^ ϋ 5 

η + in , 

nm -o:i 

0 ö / iiìn \ , „ , , , . . . . 
+ — — (Fi(t0)-K(t0)) \ η + m ! 

= ( ^ ) 0 " J ( ^ ( ^ ( f o ) - ^ M 

-xß-y/m (min [l.2Gm(fo)l " Κ(*ο)) 
V m v L J / 

+ Vri(Fl(t0)-K(to))) (1.12) 

We now show that if η and m tend to infinity such that (n/m) 0 0 tends to a 

constant, then Δ„,„ tends to infinity. To show this, we first observe that Δ„„, 

depends on three terms, two of which are independent random variables. 

The first of these random variables is the following: 

V^(Fn(t0) - F^to)) 

Since nFn(to) is a binomial random variable with parameters η and F|(io)- it 

follows that the distribution of \/v(Fn(t^) — Fi(f())) tends to a normal with 

expectation zero and variance p(l — p). with ρ equal to F] (to). 
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The second random variable is the following: 

y ^ ( m i n ( 1 . 2 G , „ ( f o ) ) - A ' ( i o ) ) 

We now show tha t the limiting distribution of y/ni(nun(l,2Gm(to)) — A'(fo)) is 

the same as the limiting distribution of 2y/m(Gm(to) — G(io)), which is normal 

with expectation zero and variance 4q(l — q). with q equal to G(fo)· Since 

Fi{to) — K{to) is larger than zero, K{to) is smaller than one, and hence G(io) 

is smaller than 0.5. From this, it follows that : 

y ^ ( i i i i n ( l , 2 G , „ ( M ) - K(ta)) = ^{mm{l,2Gm{t0)) - 2G(tu)) 

We now show that , with m tending to infinity, the probability that min( l , 2G„>(io)) 

is equal to 2G,„(f()) tends to one. From this, it immediately follows that the lim

iting distribution of ^ /m(min( l . 2Gm( io)) —A'(fo)) is the same as the limiting dis

tribution oî 2,/Tri(Gm(t()) —G(t())). First obsen-e that min( l , 2G,„(f())) is equal 

to 2G m ( io ) . iff G m ( io) is smaller than 0.5. Since mGm(to) is a binomial ran

dom variable with parameters m and G(f()). it follows that \/ni{Gin{ttt) —G(t{))) 

tends to a normal distribution with expectation zero and variance q(l —q). with 

(; = G(/o)· The probability that G,„(f()) is smaller than 0.5. is equal to the 

probability that \ /m(G m ( i o ) — </) is smaller than v
/ m ( l / 2 - q). Now, since q is 

smaller than 0.5. y/rn(\/2 — q) tends to infinity. The probability under a normal 

distribution, with expectation zero and variance q(l - q). to observe a value 

smaller than y/m(l/2 — q) tends to one. Thus, also the probability that G,„(/()) 

is smaller than 0.5 tends to one. which leads to the intended result, namely that 

the limiting distribution of y/ni(TniTi(1.2G,„{t[))) — A'(f())) is the same as the 

limiting distribution of 2\/m(Gm(to) - A'(f)). 

The remaining part of A , ! m . 

^(Fiito) - K(t0)) = y^A 

is not random, and tends to infinity with n. Put t ing all the intermediate results 

together, we sec that if η and in tend to infinity such that (n/m) tends to a 

constant, then the distribution of A,„„ converges to a distribution with finite 

variance and an expectation that increases without limit. From this it follows 

that Ρ(Δ,ι,„ > y) tends to one», as was to be shown. D 

If the lower bound to the power tends to one. then also the power tends to one, 

which means that the test procedure is consistent. 
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1.4 Pooling Information Across Participants 

In the previous section, we dealt with the problem of testing the RMI using the 

RST and SST response times of a single participant. However, many experi

ments in this field (Miller. 1982: Dijkstra. Frauenfelder. & Schleuder, 1993, for 

instance) involve only a small number of replications per participant, sometimes 

as few as 20 (Dijkstra et al.. 1993). Therefore, a test involving data from a sin

gle participant will not be very powerful. However, experiments often involve 

many participants. For this reason, we now propose a way to combine the many 

single-participant tests into a single multiple-participant test, which we expert 

to be more powerful. 

The multiple-participant test we propose tests the hypothesis that the RMI 

holds for every member of the population from which the participants are drawn: 

Ηΰ : Fv(t) < mm(l.G';(t) + G!,{t)). for all members ν and all values t 

We use F 1 ' to denote the RST response time distribution of the r-th member, 

and similar notation for other distributions relating to this member. We first 

show that testing this null hypothesis can be formulated as a goodness-of-fit 

problem. After that, a particular goodness-of-fit test is proposed. 

We assume that the number of RST response times and the number of 

SST response times is the same for all participants. The observed value of 

the test statistic D+ for participant ν (υ = I,..., Ν) is denoted by <·/+. The 

basic observation that is used to construct a multiple-participant test is that, 

under F ' = Λ"', the distribution of D+ is the same for all participants. This 

follows from the fact that under F 1 ' = A'1', the distribution of D+ does not 

depend on the SST response time distributions Gj and G-,. Since, under the 

null hypothesis. D+ is stochastically largest under F = A', it follows that, under 

the null hypothesis, the vector d + is a random sample from a distribution which 

is everywhere to the left of the distribution of D+ under F = A'. We can 

approximate this distribution to any degree of accuracy by an empirical CDF 

computed on a random sample from this distribution. It is important to draw 

a sufficiently large sample from this distribution to ensure that the difference 

between the empirical and the theoretical CDF is negligible. This Monte Carlo 

empirical CDF is then used to replace the theoretical CDF of D+ under F = A'. 

We now see that testing whether the null hypothesis holds for all subjects 

can be formulated as a one-sided goodness-of-fit problem. As a test procedure, 
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we propose the one-sided Kolmogorov gooclness-of-fit test (Durbin. 1973; Kol-

mogorov, 1933) which has power against every violation of tin1 null hypothesis. 

1.5 Discussion 

In this section, three topics will be dealt with. First, we shortly discuss the 

main properties of our statistical test. Second, we discuss the importance of the 

particular experimental procedure for which our statistical test is valid, namely 

drawing at random (with probability 0.5) from the one or the other type of SST. 

Third, we discuss the implications of the1 fact that the observed response times 

are unlikely to be equal to the decision times, because some base time is also 

involved. 

Our statistical test has two desirable properties. First, it is a nonparamet-

ric test because, under F = Κ. the distribution of the test statistic does not 

depend on the particular form of the SST response time1 distributions. This 

is desirable since, with the current state of knowledge, there is no indication 

that the SST response time distributions belong to some known family of dis

tributions. Second, the test procedure is consistent against every violation of 

the null hypothesis. This is desirable since, as yet. then1 is no theoretical argu

ment or empirical reason to restrict one's attention to a particular alternative 

hypothesis. 

We now discuss the particular experimental procedure for which our test 

procedure is valid. This experimental procedure involves that on every SST. 

an independent Bernoulli random variable (e.g.. tossing a fair coin) determines 

which type· of SST to administer. With this experimental procedure, the SST re

sponse times can be regarded as a random sample from the mixture distribution 

G, which is crucial in thv justification of the test procedure. This experimen

tal procedure is different from the one that is typically used in the experiments 

studying the RSE. In these experiments, participants are presented a fixed num

ber of SSTs from each of the two types, instead of a random number. 

Apart from the fact that our statistical test is only valid under random 

draws from the one or the other type of SST. there is also another reason for 

preferring this experimental procedure over the usual one. To see this, consider 

the following: With the usual procedure, the probability that the next trial is a 

SST of one type changes from trial to trial. As a consequence, a participant's 

expectations about what trial to expect next can introduce1 a beneficial effect 

on SSTs. to the extend that these1 expectations concur with the changing prob-
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ability. There is some evidence that participants use information provided by 

the experimental design (Mordkoff & Yantis. 1991). With the procedure we 

propose, the probabilities of both types of SSTs are always equal. 

We now shoitly discuss whether it is possible to extend our test procedure so 

that it can be used with the more common experimental procedure. We consider 

two possible approaches: (a) one based on the idea of using an auxiliary random 

experiment to turn the SST response times into a sample from the mixture 

distribution G. and (b) the other based on the idea of approximating li°Gm via 

some function of the two samples of SST response times. To describe the first 

approach, let yi and y-j be random samples of size mi and 7n> from, respectively, 

the distributions Gi and G>. Now. a random sample of size niin(mi, m·)) from 

G can be obtained in the following way: At each trial of the auxiliary random 

experiment, choose a set of SST response times (yi or y->) with probability 

0.5, and from the chosen set draw one SST response time without replacement. 

The disadvantage of this approach is that the size of this random sample is 

iiiiii(mi. ni->). and hence a large number of observations is discarded. In this way. 

statistical power is lost. We now turn to the second approach. An obvious way to 

approximate hoG,,, is to use the mixture of the two empirical SST response time 

CDFs as an approximation of G,„. This mixture of empirical distributions is an 

unbiased estimator of the mixture of the corresponding theoretical distributions. 

A test procedure in which the empirical CDF Gm is replaced by the mixture of 

two empirical CDFs would require that we can relate the distribution of these 

two estimators of G for each value of their argument. Although we did not 

study the relation between these two estimators, wo consider it an interesting 

approach because their expectations coincide. 

We now consider the impact of neglecting the difference between response 

times and decision times. On a SST. the difference between response1 time and 

decision time is clear. Specifically, the usual assumption is that response times 

can be additively decomposed in a decision time and some, possibly random, 

base time. The base time incorporates all the processing that is not directly 

related to the decision process, such as the time needed to execute the appro

priate response. On a RST the relation between response' time and decision 

time can be conceived in different ways. For instance, Colonius (1990) considers 

two possible assumptions. First, with each decision process we can associate an 

independent random base time. With this assumption, the difference between 

response time and decision time vanishes, in the sense that we cannot disentan

gle the two components of the response time. Specifically, let Mi and M> denote 
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the base times associated with the decision times l'i and \~>. The SST response 

times can now be written as \\ + M\ and \ •_> + M>. and the RST response time 

can be written as inin(V| + Mi, 1') + M-y)- Since we always observe the decision 

time and its associated base time via their sum. nothing is lost if we replace this 

convolution by a single random variable. Second, we can assume that the RST 

response time can be additively decomposed as iniii(Vi. là) + MÌ2, i" which 

Mi2 is the base time associated with the decision time min(l'i. \'>). It is shown 

in Colonius (1990, Proposition 5.1. which was suggested by Wolfgang Schwarz) 

that if A/i, M2 and M\2 are independent and identically distributed random 

variables, then the RST response time minfl'i + Mi. I'j + M2) is stochastically 

smaller than the RST response time ηιπι(Γι . l i ) + Mi2-

Since there is no compelling reason to favor either of these two assumptions, 

we adopt the less restrictive one. which is the first, resulting in ιιιηι(Γι +M\.\'> + 

M2) as the RST response time. Under this assumption, onr statistical test as 

applied to the observed response times makes perfect sense. However, under the 

second assumption, resulting in ιηίη(1Ί.1·2) + ^hi as the RST response time, 

this statistical test is a conservative one: Whenever the test is significant, one 

should also reject the RMI under this second assumption, but this significant 

result is obtained less often under the second assumption than under the first 

assumption. 
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This paper introduces a new technique for estimating the parameters of a 

particular class of models that involves latent data. These1 latent data arc called 

latent responses (Maris. 1995). and they are related to the observed data in a 

particular way. Specifically, the observed data are the result of a mapping that 

takes continuous latent data as its argument. An example of a simple mapping 

of this kind is dichotomisation. Dichotomisation is used in the derivation of 

Thurstonc's (1927) model of comparative judgment. 

In the first section, a new method for parameter estimation, called the DA-

T-Gibbs sampler, is introduced. We use the Rasch model (Rasch. 1980) as an 

example1 throughout the first section. The1 Rasch model probably is the simplest 

psychometric model that can be written as a model with continuous latent 

responses, as is required by our method. In tin1 second section, we show that 

the DA-T-Gibbs sampler not only applies to the Rasch model but can be used 

with a whole range of psychometric models. In the third section, a simulation 

study is described in which some of the properties of the DA-T-Gibbs sampler 

are e\-aluated. 

2.1 A New MCMC-method for the Rasch Model 

In this section, we introduce a new Markov chain Monte Carlo (MCMC) method 

for models with continuous latent data. To streamline the presentation of this 

new method, a simple mode1! is used as an example, namely the Rasch model. 

It should be clear that the Rasch model does not require a new method of pa

rameter estimation, because there already exist excellent estimation procedures 

for this model (sec Molenaar. 1993. for an overview). 

The section begins with a short review of the Rasch model. After this. 

the components of our method are introduced one at a time. First, the Gibbs 

sampler (Geman & Geman. 1984) is introduced. Second, the principle of data 

augmentation (DA) (Tanner. 1996) is introduced, and it is shown how this 

principle can be combined with the Gibbs sampler to produce a so-called DA-

Gibbs sampler (Albert. 1992). Third, after these preparatory steps, we are ready 

to introduce the new aspect of our method: transformation of variables. We 

show how the use of transformation of variables can be combined with the DA-

Gibbs sampler to yield a very tractable method for estimating the parameters of 

the Rasch model. This new method is called the DA-T-Gibbs sampler. Finally, 

we consider a method to improve the efficiency of the DA-T-Gibbs sampler 

without losing its desirable properties. 
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2.1.1 The Rasch Model 

The Rasch model (Rasch, 1980) is a model for responses to items of intelligence, 

ability and some personality tests. It is a model for dichotomous responses. 

These responses are denoted by a variable Yr, (u = 1 • • • N, i = 1 · · · M) which 

equals one if subject υ solves item i correctly, and zero otherwise. The proba

bility that subject ν solves item i correctly depends on the ability of subject ν 

(0,.) and the difficulty of item / (ο,) in the following way: 

Ρ(Υη = 1\θν,δι)= ^ο'.-δ. t 2 · 1 ) 

A random variable is denoted by an uppercase character, and its realization 

by the corresponding lowercase character. This convention allows us to omit 

explicit reference to random variables and write Ρ{υ,-ι\θι-·δι) instead of P{Yvi = 

μηίθ,-.δή. 

2.1.2 Sampling-based Bayesian Est imation for the Rasch 

Model 

From a computational point of view, the major advantage of Bayesian estima

tion is that the parameters arc considered as random variables since this allows 

us to study the properties of the posterior by drawing a sample from it. In fact, 

all the properties of a posterior can be approximated to any degree of accuracy 

by drawing a sample that is sufficiently large. This approach to statistical es

timation is called sampling-based estimation. Sampling-based estimation allows 

one to study distributions that are analytically intractable, given that one can 

sample from them. 

In the last decade, much attention has been given to MCMC methods for 

generating a sample from a posterior (Gelman, Carlin. Stern. & Rubin. 1995; 

Tanner, 1996). These methods involve (a) setting up a Markov chain which in 

the limit generates a dependent identically distributed {did) sample from the 

posterior, and (b) the use of the Monte Carlo method for estimating proper

ties of the posterior by properties of the did sample. Three questions present 

themselves to the scientist wishing to use a MCMC-method for a particular 

problem: (a) how to set up a Markov chain which converges to a did sample 

from the posterior, (b) how to assess whether the length of the Markov chain 

is sufficient for it to be sufficiently close to its stationary distribution, and (c) 

how to assess whether the sample size (after convergence) is sufficient for the 
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Monte Carlo estimates to be sufficiently precise. In this section, we deal with 

the first question, in the particular context of estimating the parameters of the 

Rasch model. The second and third (piestion are shortly addressed in the next 

section. 

The Gibbs Sampler 

We now focus on one of these MCMC methods, the Gibbs sampler (Geman L· 

Geman. 1984). The major computational advantage of the Gibbs sampler is that 

it only requires that we can sample from certain conditional distributions, the 

so-called full conditional distributions (full conditionals, for short). Typically, 

the full conditionals are of moderate dimensionality. To use a Gibbs sampler 

for obtaining a sample from a posterior, the parameter space is partitioned 

into a number of subsets. In a Gibbs sampler, each subset is sampled in turn, 

conditional on the current realizations of all the other subsets and the observed 

data (hence the name full conditional). One particular Gibbs sampler for the 

Rasch model iterates the following (Λ7 + M) steps: 

1. Sample 6»!," conditionally on ( y . ^ ' " 1 ' ) . υ = 1,... , TV 

2. Sample J,'" conditionally on ( y . 0 ( " ) . i = l M 

In general, the conditioning is on (a) the parameter values of the previous steps 

of the current cycle, and (b) the parameter values of the later steps of the pre

vious cycle. For the Gibbs sampler described above, the full conditional of a 

subject (item) parameter does not depend on the other subject (item) parame

ters. This is reflected in our notation by suppressing those1 random variables 

that do not actually occur in the full conditional. Under certain regularity con

ditions (Tierney, 1994), the sample produced by a Gibbs sampler converges to 

a did sample from the posterior f(9.6\y)1. 

It is known that the Rasch model is not identified. To remove the non-

identification, we set the first item parameter equal to zero. From here on. the 

prior is assumed to be the following: 

(n/<'·•>) ( n / ^ ) 

That is, a priori, we assume all parameters to be independent. 

1 Wc use ƒ lliroughout this papei as a generic symbol lo di'iiolc d distribution. Wliicli 

dislribulion ƒ refers to will bo clear from its arguments 
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The full conditionals ƒ(#, |y,<5) aie proportional to 

,(E....)fl· 

Π,ι + ^ 
-m) (2.2) 

A similai formula can be obtained for /(Ο,\γ,θ), ι > 1. Since the full condi

tionals are all univariate, the standard methods for sampling from univariate 

distributions (Devroye, 1986) can in principle be used here. However, the details 

of such a sampler are complicated, since the distribution in (2.2) is not a stan

dard one for which efficient samplers have been developed. Several solutions for 

this problem are considered in the literature. A first approach is to use a uni

versal rejection sampling algorithm (Devroye, 1986; Gilks L· Wild. 1992). Such 

universal rejection algorithms apply to broad classes of distributions. All other 

approaches, in one way or the other, avoid the problem of having to sample 

from a nonstandard distribution. The first of these is the approach taken by 

Chib and Greenberg (1995), and implemented for psychometric models by Patz 

and Junker (1999). These authors use a draw from a Metropolis-Hastings al

gorithm (Metropolis, Rosenbluth, Rosenbluth. Teller. & Toller. 1953; Hastings, 

1970). which has the full conditional as its invariant distribution, to replace the 

draw from the full conditional in a Gibbs samplet. This is commonly referred 

to as Metropolis-within-Gibbs sampling. The second of these other approaches 

avoids it by making use of data augmentation. This approach is described in 

the next section. 

Data Augmentation: the DA-Gibbs Sampler 

Many statistical models can be reformulated as models that involve latent data. 

This reformulation is called data augmentation, because the observed data are 

augmented with latent data. Data augmentation often can be used to construct 

simple estimation methods. In this section, we reformulate the Rasch model as 

a model with latent data. 

Parallel to Albert's (1992: Albert & Chib. 1993) reformulation of the normal-

ogive model, latent random variables A",, are intioduced. each having a logistic 

distribution with expectation (θι —δ,) and variance ^-. If we define V,, = 1 

if A',, > 0 and }',., = 0 otheiwise, it follows that the }',, ari1 Bernoulli random 

variables chaiacteiized by the following probability: 

/>(!'„ = l|fl,.(5,) = / v ~ ) ( ^ , ) ( 1 ^ i i _ j g | _ | A i ) ) 2 r f . r . , (2.3) 
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The function î(o.:>c)(·''</) ' s a l 1 indicator function, defined as follows: 

Iv(.'·) = 1 if . r e v 

= 0 if j - £ \ 

By performing the integration in (2.3) it can easily be checked that this model 

is equi valent to the Rasch model. 

Given this formulation of the Rasch model, the posterior /(θ. S\y) can be 

written as follows: 

J f(e.ô.x\y)dx 

in which f(e.S,x\y) is proportional to 

The distribution / (θ , δ. x|y) is the joint posterior of parameters and latent 

data. We can produce a sample from /(θ. ô\y) by (a) producing a sample 

from /(θ,δ.χ\γ) and (b) dropping the latent data x. If the Gibbs sampler is 

used for producing a sample from ƒ (θ. δ. x |y). such an algorithm is called a data 

augmentation-Gibbs sampler (DA-Gibbs sampler, for short). 

A DA-Gibbs sampler for the Rasch model involves the following steps: 

1. Imputation step: For ν = 1 · · · Ν and / = ! · • • M. sample .r t | condition-

allyonfy.e"- 1»,^'- 1») 

2. Postertor step: 

1. For ν = 1 •••N sample 6»!" conditionally on (y.x (",(J ( ' " ) 

2. For i = 1--M sample ò'j" conditionally on (y .x" ) . 0 ( ' ) ) 

Whereas Albert (1992; Albert & Chib. 1993) found that the full conditionals 

for a DA-Gibbs sampler for the normal-ogive model were all simple, this is not 

the case for the Rasch model. In particular, for the noimal-ogivc model, the 

distribution of the latent data and the prior of the parameters combine in a 

nice conjugate manner, for each parameter, whereas this is not the case for the 

Rasch model. Rather then trying to sohe this problem, we avoid it by making 

use of transformation of variables, which is described in the next section. 
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Transformation of Variables: the DA-T-Gibbs Sampler 

In this section, we reformulate the joint posterior in (2.4) in such a way that all 

full conditionals are tractable. Looking at (2.4). we see that it consists of three 

parts. The first part. 

Y[Y[^(0.->i){^i-i)y"^{-x..O)(Jmri) 
1 - V . 

consists of range restrictions involving the observed and the latent data. The 

second part. 

Π Π Τ Ϊ 
c J , , - ( 0 , - < 5 . ) 

1 (1 + < . * „ - « > . - Ä . ) ) 2 

is the distribution of the latent data and it involves both the latent data and 

the parameters. The third part. /{θ. δ), is the prior. The difficulty in using a 

Gibbs sampler to sample from the joint posterior, arises from the fact that the 

parameters appear in the distribution of the latent data. 

We now present an algorithm that is based on the following idea: If we 

can transform the latent data and/or the parameters such that the parameters 

vanish from the distribution of the latent data and enter into the range restric

tions, the full conditionals become simpler. For the Rasch model, the following 

transformation removes the parameters from the distribution of the latent data: 

Zi-i = -Cvi - (θ,- - < ϊ , ) 

After applying this transformation, the joint posterior ƒ (θ. δ. z|y) is propor

tional to 

( Π Ι Ι ν ~ > ( 2 . · ί + 0 , · - ^ " " Z t - o c O ^ r i + ö . - -S,)1 "' ' ^ _ J ƒ (θ,δ) 

(2.5) 

To construct a Gibbs sampler for ƒ(#. d. z|y). we need the following full condi

tionals: ηζ,^,θ.δ). M . | y . z . i ) and /(i, |y. z.6>). We consider f(et.\y, ζ, δ) 

in some detail. The full conditional of θι can be written as follows: 

m-iy.z.s)* ίΠΐ( ( ) .^,(2 1 . 1 + (ο,--Λ,))ι'"ΐ(-^.(»(s.-, + (el.-sl))i-»A m.). 

(2.6) 
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The full conditional in (2.6) is a truncated prior. It is easily seen that (2.6) can 

be rewritten as follows: 

m , | y , z , i ) = ( Π Χ,ί.-,,.^,ίβ,.)) ( Π V o c à . - c , ) ^ ) j / W ' ) 
Vi VL.-I / Vi i/..=0 / 

We define 

/ = max (ò", — z,,) 

u = min (i, — z..,) 
I . I / L , = 0 

The full conditional in (2.6) can be rewritten as follows: 

m.\y.z.S)xI{l.u)(ei.)f(ei.) (2.7) 

In a similar manner, the full conditionals of the item parameters and the latent 

data can be obtained. 

The important feature of this algorithm is that it is easy to sample from all 

full conditionals. In particular, all full conditionals are truncated distributions. 

The full conditionals for the transformed latent data are truncated distributions 

of the transformed latent data and the full conditionals for the parameters are 

truncated priors. Sampling from a truncated distribution is easy if it is easy to 

sample from the corresponding untruncated distribution. A DA-Gibbs sampler 

in which transformation of variables is used to remove the parameters from 

the distribution of the latent data is called a DA-transformation-Gibbs sampler 

(DA-T-Gibbs sampler, for short). 

Blockwise Iteration with the DA-T-Gibbs Sampler 

The DA-T-Gibbs sampler was specifically constructed to yield tractable full 

conditionals. In this section, we focus on the efficiency of the DA-T-Gibbs 

sampler. In particular, we focus on how to improve the efficiency of the DA-

T-Gibbs sampler while retaining the tractability of' the full conditionals. By 

efficiency we mean two things: (a) the speed with which the Markov chain 

comTrgcs to generating a did sample from its stationary distribution, and (b) 

the sample size (after convergence) needed for stable inferences. 

We now introduce an adaptation of the DA-T-Gibbs sampler. Consider the 

case in which the imputation step and the first part of the posterior step are 

iterated. That is. generate a sample according to the following scheme: 
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1. Imputation step: For υ = 1 · · · ΛΓ and i = 1 · · · Λ/, sample 2,,/ condition

ally on (γ,&'-^.δ) 

2. Postenor step: For <; = 1 · · • Λ'. sample Θ, conditionallv on (y. ζ*'', δ) 

Observe that in this scheme the item parameters (δ) do not change between it

erations. We now drop the latent data from the Markov chain. Mathematically, 

this corresponds to integrating the latent data out of the transition kernel. This 

new transition kernel. 

ηθ«ψι-ιΚδ,γ) = ί ί(θ{')\ζ,δ,γ)ί(ζ\θ{ί-ι).δ,γ)άζ 

has the full conditional /(θ\δ,γ) as its invariant distribution. That is. the chain 

of person parameters converges to a did sample from the full conditional of a 

Gibbs sampler. 

For the item parameters, we can construct a similar iteration scheme. The 

difference with the iteration scheme for the person parameters is that, in the 

posterior step, item parameters are sampled from their full conditionals instead 

of person parameters. The resulting chain of item parameters converges to a 

did sample from /(δ\θ,γ). the full conditional of a Gibbs sampler. 

Now that we know that the two algorithms outlined above involve transition 

kernels which have the respective full conditionals /(0|<$.y) and f(6\e.y) as 

their invariant distribution, we can use the product of kernels principle (Chib & 

Greenberg, 1995) to obtain that the product of these two transition kernels has 

the posterior as its invariant distribution. In particular we consider a sample 

that is generated according to the following scheme: 

a. 1. Imputation step: For ν = 1 • · · Ν and i = 1 · · · M, sample zvl 

conditionally on (y, θ0'^.δ('~ι)) 

2. Posterior step: For ν = 1 • • • Ν, sample θ, 

conditionally on (y, z"», (J ( ' _ 1 ) ) 

b. 1. Imputation step: For ν = 1 • · · Ν and i = I • · • M: sample 2', 

conditionally on (y, « ' " , β * ' ) , ^ ' - 0 ) 

2. Posterior step: For i = 1 · · · M, sample Ó, 

conditionally on (y.z*'1,©'") 

It is important to observe that alternating al-a2 and bl-b2 for a fixed number 

of iterations (J) leaves the invariant distribution unchanged. As the number J 

increases, the autocorrelation structure of the Markov chain converges to that 
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of an ordinary Gibbs sampler. Hence, we expect that the efficiency increases 

with J . Later, we describe a simulation study conducted to evaluate whether 

the gain in efficiency obtained by using blockwise iteration is worth the extra 

computations involved. 

2.2 T h e D A - T - G i b b s S a m p l e r 

2.2.1 General Formulation 

In general, the construction of a DA-T-Gibbs sampler involves the following 

three steps: 

1. Data augmentation. Augment the observed data y with latent data χ 

(auxiliary variables). Formally, this involves the reformulation of the sam

pling distribution }{y\4>) as a mixture model: 

f(y\<t>)= I f(y\x.<t>)f(x\<t>)(lx (2.8) 

The PDF /(y .x |0) is called the complete data sampling distribution. 

2. Transformation of variablen. Use transformation of variables to remove all 

the parameters from the distribution of the latent data. It is important to 

observe that this requires that the latent data are continuous. Denoting 

the transformed latent data by ζ = f(x; φ), this means that if χ has distri

bution /(x|</>). then ζ has distribution /(z) = \3\J{t~i {ζ;φ)\φ) that does 

not depend on φ. We use | J | to denote the Jacobian of the transformation 

and t ' (ζ: φ) is the inverse to the transformation f(x: φ). We see that the 

posterior /(0 |y) is proportional to 

j ΐ[γ\Γί{ζ:φ).φ]ί{τ)ί{φ)άτ 

where ƒ {φ) is the prior of φ. 

3. Gihbs sampler. Use a Gibbs sampler to generate a sample from the joint 

posterior /(z .0 |y) . This Gibbs sampler involves full conditionals of the 

following form: 

/ ( 2 , | z , f ) . 0 . y ) ' x / [ y | r 1 ( z ; 0 ) . 0 ] / ( Z | | z ( ( ) ) . 

and 

/(0>.0 O ) .y) oc ηγ\ί-ι(χ:φ).φ]ηΦΑΦω) 
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The notation W(() is used here to denote the vector w without its i-th 

element. 

2.2.2 Pract ical issues 

The main problem in the construction of a DA-T-Gibbs sampler is the spec

ification of the d a t a augmentation and the transformation steps such that it 

is easy to sample from the full conditionals. A second problem, common to 

all MCMC-methods, is that one has to ascertain that (a) the Markov chain 

has converged, and (b) the Monte Carlo estimates are sufficiently precise. This 

problem is referred to as output analysis. 

D a t a A u g m e n t a t i o n and Transformat ion 

Specifying the d a t a augmentation and transformation steps in a DA-T-Gibbs 

sampler typically requires some creativity. However, for many psychometric 

models it turns out that (a) the latent data are related to the observed data in 

a convenient way. and (b) the latent data can be transformed in a convenient 

way. Specifically, the observed data often are the result of a mapping, possibly 

dependent on some parameters, which take the latent data as an argument. 

Some examples of such psychometric models are considered in a later section. 

This implies that the distribution of the observed data conditionally on the 

latent data and the parameters is degenerate, which in turn implies that , after 

transformation, all full conditionals are either truncated priors or truncated 

distributions of tho latent data . 

Also, the distribution of the latent d a t a often belongs to tho class of location-

scale distributions, characterized in the following way: 

σ V σ ι 

where /( is a parameter-free distribution. For a location-scale distribution the 

following transformation of .r has the parameter-free distribution h: 

_ χ — μ 

σ 

For models in which the distribution of tho latent data is not a location-scale 

distribution, one might use the probability integral transform (Mood, Graybill, 

& Boes. 1974) to remove the parameters from the distribution of the latent data . 

This method relies on the fact that if Λ" is a random variable with cumulative 

distribution F , F(X) is a s tandard uniform random variable. 
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Output Analysis 

Typically, we are interested in the expectation and the variance of a random 

\'ariable Λ'. In MCMC methods, these an' estimated from the realization of 

a Markov chain which has as its invariant distribution the distribution of Λ'. 

As with any estimator, we are interested in the bias and the variance of the 

MCMC estimators. It is known that only in the limit a Markov chain generates 

a did sample from the invariant distribution. Therefore, the first iterations of a 

Markov chain are discarded, and the rest is considered to be a did sample from 

the invariant distribution. 

We begin by showing that if the Markov chain has converged, the variance 

of the MC estimator for the posterior expectation, and the bias in the MCMC 

estimator of the posterior variance are related: 

VAR(X) = EU^X, -μ)Λ 

= E{Y'2)+YAR(X) (2.9) 

In equation (2.9), η denotes the number of iterations after an initial number of 

iterations are discarded. From equation (2.9). we see that the variance of the 

MCMC estimator of the posterior expectation (V.-lß(A')) is equal to the bias in 

the MCMC estimator of the posterior variance (l'.47?(.Y) - E(\"-)). If multiple 

replications of the Markov chain are generated, the population moments in the 

right-hand side of equation (2.9) can be estimated by their sample counterparts. 

We use v'j to denote the sample variance of the within-chain sample mean, 

computed over independent replications of the Markov chain. . and i;;. to denote 

the sum of ν'ί and the mean of the within-chain sample variance, also computed 

over independent replications of the Markov chain. If Cy is small relative to oj.. 

then we conclude that: (a) the Monte Carlo-standard error of the sample mean 

is small, and (b) the bias in the sample variance is negligible. 

This result is closely related to the 7?-statistic proposed by Gclman and 

Rubin (1992) to monitor convergence. Specifically, the relation between the two 

statistics is tl»' following: 

- η - 1 v'l 
/?= + Hr 

η vj 
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Gelman and Rubin (1992) propose to consider the Markov chain converged if 

the value of R is close to 1. It should be noted that a value of R close to 1 

is neither a sufficient nor a necessary condition for the Markov chain to have 

convorgod. 

2.2.3 Examples 

We now give some examples of psychometric models that, after introducing 

latent data, involve a degenerate distribution of the observed data conditionally 

on the latent data and the parameters. We begin by considering two models 

that can be considered as generalizations of the Rasch model: (a) a model for 

ordered polytomous data, and (b) a model involving a multidimensional latent 

trait. Than, we consider a model for parallelogram analysis. Finally, we consider 

an example of a hierarchical model. The focus is on how a DA-T-Gibbs sampler 

for these models differs from the DA-T-Gibbs sampler for the Rasch model. 

Therefore, we do not consider all the details involved in the construction of a 

DA-T-Gibbs sampler for these models, such as possible non-identification, but 

focus on the relevant differences. 

The Graded Response Model 

As an example of a model for ordered polytomous data we consider the graded 

response model of Samejima (1969). The Rasch model is used in the formulation 

of the graded response model in the following way: It is assumed that the prob

ability of the observed polytomous response (</,,) exceeding j (j = 1, · • · , A') 

satisfies the Rasch model: 

P(Y,., > j|0,.<*<'>) = / \ d ' ! s (2.10) 
1 + e"< "'J 

The notation δ<'> is used to denote the i-th row of the matrix δ. The vector 

δ<'> contains (A' + 1) elements. The first element, δι. equals —oc and the last 

element, όκ+ι equals oc. The graded response model has (K-l) item parameters. 

This leads to the following item-response function (IRF): 

f,9. -<5.j ( A -<>.o + i) 

Ρ(Υι.,=]\θν,δ
<'>) = - j—T s—^ (2.11) 

Latent random variables are introduced, each having a logistic distribution with 

expectation 0,. and variance ^-. If we define Yvl = j if and only if δυ < J-,,, < 

ò'dj+i). it follows that the )',., are multinomial random variables characterized 
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by the probability in (2.11). Augmenting the observed data y with the latent 

data χ gives the following complete data (y aiid x) sampling distribution for 

the graded response model: 

ΠΠ (π^.,^ + , ) .(^) I - ( "" , ) (1+

PX',,)a 

As with the Rasch model, we can use transformation of variables to remove 

the person parameters from the distribution of the latent data. The following 

transformation achieves this goal for the graded response model: 

z,.,=Tri-e,. (2.12) 

Applying this transformation to the complete data sampling distribution results 

in the following: 

r i j 

To see how the details of a DA-T-Gibbs sampler for the graded response model 

differ from those encountered with the Rasch model, we consider the full con

ditional for a person parameter. For the graded response model we have the 

following full conditional: 

m\S,y) <x [ J ί Π ^ Α , , + η ) ^ . · . + ί^•)Im(<'•',) f (Or) (2.13) 

For each item, the range restriction imposed by the part in parentheses in equa

tion (2.13) is a closed interval. As a consequence, we can not simplify this full 

conditional, as wc could in (2.7). For the graded response model, the full con

ditional of a person parameter is a truncated version of the prior. However, in 

general, the set to which the prior is truncated is not an interval, as it is for the 

Rasch model. Rather, this set is the union of a number of disjoint intervals. 

The Conjunctive Rasch Model 

As an example of a model that involves a multidimensional latent trait, we 

consider the conjunctive Rasch model (Embretson. 1980. 1984: Maris. 1993). 

The conjunctive Rasch model assumes that a correct response to an item is 

given iff the person has solved correctly each of C covert subtasks. Assuming 

that C independent Rasch models hold for these subtasks. we get the following 
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IRF for the conjunctive Rasch model: 

P(V.< = i|g.f) = n i + X X (2·14) 

If we replace each of the Rasch models in (2.14) by their data augmented refor

mulation, we obtain a data augmented reformulation of the conjunctive Rasch 

model. Thus, in the conjunctive Rasch model. C latent random variables are 

involved, one for each covert subtask. This leads to the following form for the 

complete data sampling distribution: 

ΠΠ nVoc,(x,c) i-nVoo,^,,,) Π τ τ τ ^ : 
1 - . V . " ( β , ^ - ί τ ) 

-<Î„)V2 

We apply the following transformation to the latent data .'/;: 

Zllc
 = Xtlr ( " r e "ir) 

This results in a complete data sampling distribution in which the distribution 

of the latent data is independent of the parameters: 

Π Π ( Π V o c i n e + ore - SIC) ) ( 1 - n i(0.3c)(2r,c + θνι - S,, 
r ι \ r 

π e 

To see how a DA-T-Gibbs samplcT for the conjunctive Rasch model differs from 

the DA-T-Gibbs sampler for the ordinary Rasch model, we consider the full 

conditional for the person parameter for one component. This full conditional 

is the following: 

i - » . 

For convenience, we assumi» that the different component abilities θ,.( are a priori 

independent. As with the graded response model, we look at the contribution 

of each item to the range restriction. We begin by distinguishing correct from 

incorrect responses. If the i'-th item is solved by person i\ then the contribution 

m(|0(l.c).i.y) oc n i n w ^ - c + ö,.,-^,: 

i-Y[iio.oc)(zl.,c + elc-s,c)) m.c) 



54 CJjaptei- 2 

of the item to the range restriction is the half open interval (d',c — 2,.,(..oc). If 

the i-th item is not solved by person v. we have to consider two cases. First, we 

consider the case in which the following equality holds: 

n i ( ' > . - ) ( 2 < - ' 7 + ^ J - ö u ) = 1 (2.15) 

In this case, the range is restricted to the halfopen interval ( —oc,ò',e — zvtc). 

If the equality in (2.15) does not hold, the range is not restricted at all. This 

boils down to a full conditional that is a truncated version of the prior. It can 

be shown that the set to which the prior is truncated is in fact an interval. 

PARELLA 

As an example of a model for parallelogram analysis, we consider the PARELLA 

model of Hoijtink (1990). In the PARELLA model, the probability that person 

υ agrees with item ì is defined as follows: 

TO-, = l | g ^ , . 7 ) = 1 + [ ( g r
1 _ w (2.16) 

The parameters #,. and b, denote the attitude of subject ν and the content of 

item ι. Hoijtink (1990) calls the parameter -, a power parameter. The role of 

this parameter is not discussed here. The key observation in finding a suitable 

data augmentation for this model is that the IRF consists of the composition of a 

monotone function G (namely ( I + J 0 ) - 1 ) and a function /ι (namely (0,. — ò",)2)). 

It is easily seen that 1 — G is a CDF, and hence its derivative, denoted by ij. is 

a PDF. Hence, replacing the function G by the integral of the function g gives 

a data augmented reformulation of the PARELLA model: 

PO',., = 110... a,. 7) = Γ aix^dxu 

= I I(o..r.,)((flt - * . ) ~ , b ( 1 + ' > ) · , « * · ' · . . (2-17) 

The distribution of the latent random variable A',., can be seen to be a log-

logistic distribution with location parameter equal to zero and scale parameter 

7. For this model, it is simple to find a transformation which removes the 

parameters 7 from the distribution of the latent data. This is achieved by the 

power transformation 

' π — J',, 
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Applying this transformation gives the following form for the complete data 

sampling distribution: 

y Y (ο..;,) (..voci (1 + 2,,)-

For this model, we consider the full conditional of the parameter η. This full 

conditional can be seen to be proportional to the following expression: 

Π Π Ζ ^ ((or -A,)2)""! 1 ((*.·- A,)2)1-""/(7) 

We now consider what each person-item pair contributes to the range restriction. 

We first consider the case in which person υ agrees with item i. For this case, 

it is easily seen that the range restriction involved is equivalent to the following 

inequality 

By taking natural logarithms of the left and right hand sides in this inequality 

we obtain the following range restrictions: 

2111(0,. -δ,) < -111(2,.,) 
7 

By solving this last inequality for -> we obtain the» following: 

ln(z,·,) ., ^ ì 

21n(0,. - ö,) 

and 

ln(2,·,) ., ^ 1 

21n(#, — Ò,) 

Obviously, if zv, is equal to 1, there is no restriction on the range of 7. A 

similar reasoning applies to the contribution to the range restriction of a person-

item pair where the person does not agree with the item. Since all the range 

restrictions involved are half open intervals, extending either to +oc or —oc, 

their intersection is a closed interval. 

A Hierarchical Rasch Model 

We now consider an example of a hierarchical model. In particular, we impose 

a hierarchical structure on the person parameters of the Rasch model. That is. 
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the person parameters are assumed to be a random sample from a distribution 

characterized by a hyperparameter ξ. This hierarchical Rasch model is formally 

equivalent to the marginal Rasch model (Thisscn, 1982). That is, the sampling 

distribution of the data given the parameters of interest, the item parameters 

and the hyperparameter, is equivalent to the likelihood of the marginal Rasch 

model. Using /(·|ξ) to denote the distribution of the person parameters, we 

obtain the following form for the likelihood of the marginal Rasch model: 

P(y\s.i) = Π / Πp(y<>\θ'• Ó>W> KM- (2·ΐ8) 

We assume that the person parameters are a random sample from a logistic 

distribution with location parameter μ and scale parameter J. That is. ξ = 

(μ, 3). The likelihood of the marginal Rasch model in (2.18) yields the following 

joint posterior when combined with a prior for the item parameters and the 

hyperparameters: 

i(8.e,Ì.z\y) α ( Π Π 1 « " - (2,., +θν - i I )
i ' , ' I ( - ^ .o ) (« . .+ö 1 . - r f , ) ' -« · 

ƒ(€)ƒ(*) (2.19) 

If it is possible to generate a sample from the joint posterior (of item parame

ters, person parameters, and hyperparameters), then by dropping the person 

parameters from the sample we retain a sample from the posterior of the mar

ginal Rasch model. In the same way as we did for the item and the person 

parameters in the DA-T-Gibbs sampler for the ordinary Rasch model, we can 

now use transformation of variables to remove the hyperparameters μ and J 

from the prior of the parameters θι. This is achieved by means of the following 

transformation: 

(2.20) 
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Applying this transformation to the posterior in (2.19) gives the following form 

for the posterior: 

Ηδ.η.ξ,ζΙγ) α ΙΐΙΥΙ^ο^Μ, + αη,+μ-δ,)»·· 

Z t - T c O ^ . + .ty, + ^ - ^ ) ' " / " ( 1 ^ ^ , ι ) 2 ) 

(UjT^)nom (2.21) 

The further .specification of a DA-T-Gibbs sampler is onlv marginally different 

from the DA-T-Gibbs sampler for the ordinary Rasch model. 

2.3 Simulation study 

The goal of this simulation study is to assess the properties of the DA-T-Gibbs 

sampler. Although we use the Rasch model as an example, we are not primarily 

interested in the properties of the posterior of the Rasch model. For this reason, 

we feel free to use the posterior of the ordinary Rasch model, rather than the 

typically more appropriate posterior of the hierarchical Rasch model. 

2.3.1 Design and Motivation of the Simulation Study 

In this simulation study we want to examine the effect of the number of subjects 

and the use of blockwise iteration on the following two properties: (a) the speed 

with which the Markov chain converges, and (b) the sample size needed for 

stable Monte Carlo estimates. 

From the close relation between the fraction of missing information (i.e. 

the amount of latent data) and the autocorrelation structure of the Markov 

chain (Liu. 1991). \vc expect that increasing the number of subjects leads both 

to an increase in (a) the number of iterations needed to reach (approximate) 

convergence, and (b) the number of iterations needed to obtain stable estimates. 

We expect that increasing the number of within-block iterations leads to 

a decrease in the autocorrelations, and hence reduces both (a) the number of 

iterations needed to reach (approximate) convergence, and (b) the number of 

iterations needed to obtain stable estimates. 

In the simulation design, the factor number of subjects (N) had two levels. 

Ν = 200 and ΛΓ = 2000. and the factor number of withm-block iterations (J) 
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Figure 2.1: First 2000 iterations of the sample paths for 4 replications of the 

Markov chain for item 4 (iV = 200. J = 0). 

had three levels. J = 0. J = 1. and J = Ô. By zero within-block iterations 

we denoti1 the ordinary DA-T-Gibbs sampler. Both the item parameters and 

the subject parameters are a random sample from a logistic distribution with 

location parameter zero and scale parameter 1.5. Crossing the two factor in 

the simulation design produces 6 conditions. For each of these1 six conditions, 

we generated 10 Markov chains with the appropriate sampling algorithm (with 

or without blockwisc iteration). The prior for the subject as well as the item 

parameters, was the logistic distribution with location parameter zero and scale 

parameter 4. Starting values for all the Markov chains are drawn from the prior. 

The Markov chains for the small data set were run for 10000 iterations and the 

Markov chains for the large data set were run for 30000 iterations. 

2.3.2 Results 

For ("ach of the cells of the simulation design, the ratio of t'y and cf was computed 

for each of the parameters. If this ratio is small, we can conclude that (a) the 

sample mean is a precise estimator of the posterior expectation, (b) the bias 

in the sample variance as estimator of the posterior variance is small, and (c) 

the Markov chain has converged according to the Gehnan and Rubin (1992) 

criterion. In Table 2.1, the values of the ratio of oj- and rj. are presented. 
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Figure 2.2: First 10000 iterations of the sample paths for 4 replications of the 

Markov cliain for item 2 (Λ' = 2000. J = 0). 

All entries are averages over the item parameters. All entries in Table 2.1 

are computed with 10 Markov chains of length 9000. For the small data set, 

the first 1000 iterations were discarded, and for the large data set, the first 

5000 iterations were discarded. Because the Gelman and Rubin (1992) criterion 

is neither a necessary nor a sufficient condition to conclude that a Markov 

chain has converged, to determine the number of iterations to be discarded 

we also used visual inspection of the sample paths for the same parameter in 

independent replications of the Markov chain. Specifically, if all sample paths 

appear to fluctuate about a common stationary value, we consider the Markov 

chain converged. 

Table 2.1: Monte Carlo estimators of the ratio of Î;J- and υ^. averaged over the 

items, for the six conditions in the simulation study (see text). 

Within-Block Iterations 

Subjects 0 1 5 

200 0.0253 0.0559 0.0072 

2000 0.6577 0.4808 0.3926 

τ ι ι ι ι ι ι r 
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The effect of the sample size. In Table 2.1. all entries for the small data 

set (first row) are smaller than the corresponding entries for the large data 

set (second row). This concurs with our expectations. By comparing Figures 

2.1 and 2.2, we get supplementary evidence for the conclusion that with more 

subjects, the Markov chain converges more slowly. Figure 2.1 shows a part of 

the results from the condition with the small data set: the first 2000 iterations 

in four replications of the DA-T-Gibbs sampler (without blockwise iteration) are 

plotted for one item. Figure 2.2 shows a part of the results from the condition 

with the large data set: the first 10000 iterations in four replications of the 

DA-T-Gibbs sampler (without blockwise iteration) are plotted for one item. 

In Figure 2.1. after approximately 1000 iterations, the sample paths appear 

stationary about a common value, whereas in Figure 2.2 this happens only after 

approximately Ö000 iterations. 

The effect of the number of blockwise iterations. If we compare the 

column entries in Table 2.1. we sec that, contrary to our expectations, the first 

entry in column 2 is larger than the first entry in column 1. However, the second 

entry in column 2 is smaller than the second entry in column 1. Also, the entries 

in column 3 are smaller than those1 in columns 1 and 2. 

This implies that apart from the expected positivi1 (fleet of blockwise itera

tion on the autocorrelation structure of the Markov chain, there is also a neg

ative effect. We have as yet no explanation for this unexpected phenomenon. 

Supplementary evidence for the conclusion that blockwise iteration speeds up 

convergence comes from comparing Figures 2.1 and 2.3. In Figure 2.3. the first 

2000 iterations in four replications of the DA-T-Gibbs sampler with 5 blockwise1 

iterations arc plotted for one item. It is seen in Figur«1 2.3 that compared to the 

1000 iterations needed for convergence without blockwise iterations, the sample 

paths now appear to be stationary after only 200 iterations. 

2.4 Discussion 

We believe that the DA-T-Gibbs sampler is a useful contribution to the field 

of MCMC-mcthods. especially in their application to psychometric models. To 

be able to use the DA-T-Gibbs sampler, three requirements have to be fulfilled. 

First, it should be possible to rewrite the model as a model with continuous 

latent data. Second, these continuous latent data should be related to the 

observed data in the following way: The observed data are the result of a 
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Figure 2.3: First 2()()() iterations of the sample paths for 4 replications of the 

Markov chain for item 4 (Λ" = 200. .7 = 5). 

mapping that takes the latent data as its argument. Third, the parameters 

should enter into the distribution of the latent data in such a way that there 

exists a transformation that removes the parameters from this distribution. 

For psychometric models it is typically not too difficult to fulfill these three 

requirements, as is shown by the models in the Examples section. 
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Chapter 3 

Are Att i tude Items 

Monotone or 

S ingle-Peaked? An Analysis 

Using Bayesian Methods. 

Abstract 

A methodology is presented for evaluating whether tin1 item response function 

of an att i tude statement is monotone or single-peaked. Two new models for att i

tude measurement are introduced. The first model has monotone item response 

functions, and the second model has item response functions that can be both 

monotone and single-peaked. Since the former model is a special case of the 

latter, testing whether the item response function of a statement is monotone 

boils down to evaluating the goodness-of-fit of a restricted model relative to a 

more general (unrestricted) model. The goodness-of-fit of the restricted model 

is evaluated with a posterior-predictive check. It is found that the power of the 

traditional posterior-predictive check is unsatisfactory. This problem is solved 

by computing the posterior-predictive p-value using the posterior distribution of 

the nuisance parameters under the unrestricted instead of the restricted model. 

The methodology is applied to a real data set. 

Key Words: a t t i tude measurement, unfolding. Likert scales. MCMC methods. 

Gibbs sampling, posterior-predictive checks 

G3 
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This paper is about attitude measurement. Attitudes are usually measured 

by the responses to a number of statements expressing various attitudes with 

respect to a particular topic. Examples of such topics are capital punishment, 

environmental issues, and health care. In this paper, the responses are assumed 

to be dichotomous. indicating agreement or disagreement with the statement. 

We use }',,, to denote the response of the i;-th subject on the /-th statement. 

The variable 1',., is defined as follows: 

ƒ 1 if subject ν agrees with statement / 

[ 0 if subject υ docs not agree with statement ι 

In the following, statements will also be called items. 

This paper is about probabilistic models for attitude measurement. Models 

of this type involve that the probability that subject c agrees with statement i 

is governed by the unknown attitude of subject v. demoted by 9C. Models differ 

in the precise nature of the relation between this probability and (?,.. Usually, 

this probability is assumed to be a parametric function of 0,.. This parametric 

function also depends on one or more item parameters, which are denoted by u>i. 

The probability that person υ agrees with item i is denoted by Ρ{Υι, = 1\θν.ω,). 

and is called the item response function (IRF). 

Most probabilistic models for attitude measurement are inspired by Coombs' 

(1964) deterministic parallelogram model. Some examples are the models de

veloped by Andrich and Luo (1993). Hoijtink (1990). and Roberts (1993). The 

model of Coombs assumes that the response (agree or disagree) depends on the 

distance between the attitude of the subject and the content of the item, de

noted by δ, (δ, = jj,i). Specifically, if the attitude of the subject is sufficiently 

close to the content of the item, the subject agrees with the item and otherwise 

he disagrees. Formally, this can be written as follows: 

γ = ί ι i f | 0 1 . - i , | < c 
''' \ 0 if 16», -δι\>ξ 

in which ξ is some positive number. That is. the response is a decreasing function 

of the distance between the subject's attitude and the item's content. It follows 

from the model that, if the subjects are ordered according to their attitude, and 

the items are ordered according to their content, then the l-responses in the 

data matrix have the shape of a parallelogram. Probabilistic models for attitude 

measurement that are inspired by the parallelogram model have the following 

property: The probability that a person agrees with an item is a decreasing 
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Figure 3.1: Example of a monotone (solid line) and a single-peaked (dashed 

line) IRF. 

function of the distance between the attitude of the subject and the content of 

the item. This implies that the IRF as a function of θ is first increasing (when 

θ is smaller than 6,) and then decreasing (when θ is larger than ò",). In other 

words, the IRF is a single-peaked function of Θ. An example of such an IRF is 

given in Figure 3.1. 

A second class of probabilistic models for attitude measurement are inspired 

by the deterministic scalogram model of Guttman (1944). An example of such 

a model is the Rasch (1980) model, which was proposed by Jansen (1983) as a 

model for the measurement of attitudes. The basic assumption of the scalogram 

model is that the response of a subject depends on whether or not his attitude 

dominates the content of the item. Specifically, if a subject's attitude is larger 

than the item's content, the subject agrees with the item. Formally, this can be 

expressed as follows: 

γ = ί 1 iftf,. > * , 

' ' 1 0 if <?,. < δ, 

That is, the response of a subject is an increasing function of his attitude. 

It follows from the model that, if the subjects are ordered according to their 

attitude, and the items arc ordered according to their content, then the 1-

responses in the data matrix have a triangular shape. Probabilistic models 

for attitude measurement that are inspired by the scalogram model have the 

following property: The probability that a subject agrees with an item is an 

increasing function of the attitude of the subject. An example of such an IRF 

is given in Figure 3.1. 

0 6 

0 4 
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A slight extension of models with monotonically increasing IRFs involves 

that the IRF is assumed to be monotone, but not necessarily increasing. This 

gives rise to a classification of at t i tude statements as belonging to either one 

of two classes. For some statements, the IRF is increasing. Such statements 

are said to be positively worded. For other statements, the IRF is decreasing. 

Such statements are said to be negatively worded. Recoding the responses to 

the negatively worded statements produces a data set that is in agreement with 

a model with only monotonically increasing IRFs. 

This recoding is closely related to a scaling method known as the method of 

summatcd ratings (Likcrt, 1932). This method involves that the responses to a 

subset of the items are first recoded. and after this recoding the total number 

of items a subject endorses (his sum score) is taken to reflect his a t t i tude. It is 

known that , if all IRFs are monotonically increasing, the expected \-A\\IV of the 

sum score is monotonically related to the a t t i tude (e.g.. Lord fc Xovick. 1968). 

Thus, we see that tin» method of summated ratings makes sense if (a) the IRFs 

of all items arc monotone, and (b) it is known for each item whether its IRF is 

increasing or decreasing. 

The main difference between the two approaches is whether the IRF is single-

peaked or monotone. This difference is relevant as it gives rise to a different 

interpretation of the resulting scale. If the responses are governed by a single-

peaked IRF, a subject can disagree with an item for one of two reasons, wliereas 

if the responses arc governed by a monotone IRF. a subject can only disagree for 

a single reason. In particular, with a single-peaked IRF. a subject can disagree 

because his a t t i tude is too far to the left of the item's content (disagreeing 

from below), as well as because his a t t i tude is too far to the right of the item's 

content (disagreeing from above). In contrast, with a monotone increasing IRF. 

a subject can only disagree because his a t t i tude is too far to the left of the item's 

content. And with a monotone decreasing IRF. a subject can only disagree 

because» his a t t i tude is too far to the right of the item's content. 

The objective of this paper is to present a methodology by means of which 

one can study whether the IRFs of a set of items are monotone or single-peaked. 

In the first section, we describe the implications of the form of the IRF for 

the structure of the inter-item correlation matrix. In the second section, we 

introduce a new IRT model for at t i tude measurement. This model has monotone 

IRFs that can be increasing as well as decreasing. In the third section, we deal 

with the problem of testing whether the IRF of a single item is monotone or 

single-peaked. The paper ends with a short discussion. 
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3.1 Distinguishing Between the Two Theories 

on the Basis of Observed Data 

We now consider the implications of the two types of IRFs. monotone and single-

peaked, for the structure in the data. With respect to the data, we focus on the 

inter-item correlation matrix. In the following, we first consider the implications 

of monotone IRFs, and subsequently the implications of single-peaked IRFs. 

3.1.1 Implications of Monotone IRFs 

We first consider the implications of a nonparametnc model with monotone 

IRFs. Subsequently, we consider the implications of a particular parametric 

model with monotone IRFs. 

Nonparametric Results 

The most general (i.e., the least constrained) model with monotone IRFs is 

the monotone Item Response Theory (IRT) model. The monotone IRT model 

makes the following assumptions: unidiinensionality. local independence and 

monotonicity. Unidimensionality means that the responses depend on the sub

ject only via a scalar-valued attitude Θ. Local independence means that, con

ditional on Θ, the responses are independent. The key assumption is that the 

IR F is a monotone function of the attitude. 

It has been shown that, when all IRFs are increasing, all inter-item corre

lations are positive (Mokken. 1970). We now consider what happens when the 

IRFs are only required to be monotone (i.e. increasing as well as decreasing 

IRFs are allowed). We denote the IRF of the i-th item by π,(0). From the 

assumption of local independence it follows that the covanajicc between the 

random variables Y, and Yj is equal to the covariance between the conditional 

expectations (conditional on #): 

€θν(Γ, ,Γ 7 ) = COY [EiY,\θ).Ε(Υ^Θ)} + Ε[€ΟΥ(Υ,, Yj\θ)] 

= €ΟΥ[£(Γ,|0),£(Γ,|0)] 

= COYMfl).^)] 

It can be shown that the covariancc between either two increasing, or two de

creasing functions of the same random variable is positive (Ross. 199G, Proposi

tion 7.2.1). And it can also be shown that the covariancc between an increasing 
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Figure 3.2: Sign structure of the correlation matr ix according to the monotone 

IRT model (left) and the non-parametric IRT model with single-peaked IRFs of 

Post (1992) (right) 

and a decreasing function of the same random variable is negative. It follows 

that one can rearrange the items such that the correlation matrix has the struc

ture shown in the left-hand side of Figure 3.2. The plus sign ( + ) in Figure 3.2 

denotes a square submatrix that contains only positive correlations, and the 

minus sign ( —) denotes a rectangular submatrix that contains only negative 

correlations. 

P a r a m e t r i c R e s u l t s 

We now limit ourselves to a particular class of parametric IRT models. We 

consider models for dichotomous item responses }',, that can be considered as a 

dichotomisation of a continuous latent random variable Λ',,. The latent random 

variable A',., is governed by a distribution with scalar subject parameter θν and 

vector-valued item parameter ω,. The observed random variable Yr, is then 

governed by a probability P(i',., = 1\θ,..ωι) that can be written as follows: 

Ρ{Υ,ι = 1\θ,,ωι) = Ρ(Χ,.ι < O | 0 „ . u M 

As a model for the latent random variable A',.,, we take the one-factor model. 

This model makes the following assumption regarding the distribution of A',.,: 

./·,, =σ,{θ, -<*,) + f , , (3.1) 

when 1 f,., is a random sample from some distribution. It is assumed that the 

distribution of e î is the same for all subjects and all items. It is easily seen that 

the one-factor model implies that the I R F of item / is an increasing function of θ 

if σ, is positive, and a decreasing function of θ if a, is negative. It is well known 
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that the one-factor model gives rise to a one-factor structure in the covariance 

matrix. That is. the covariance between the continuous random variables Λ', 

and Xj can be written as follows: 

COV(A'I.A'J) = ( ^ 1 , *[*[ (3.2) 

Is can easily be shown that λ,ι is equal to σ,wYAR(0). and ν2 is equal to 

the variance off,,. Note that the unique variance t/2 is the same for all items. 

This follows from the assumption that the distribution of e,.; is the same for all 

subjects and all items. 

From the fact that the covariance matrix has a one-factor structure, it fol

lows that also the correlation matrix has a one-factor structure1. That is, the 

correlation between the continuous random variables A', and Xj can be written 

as follows: 

CORIKAV A',) = , , , = ( ^ , 'di*j. (3.3) 
{ λ-λ + ν- if Ì = j 

in which the factor loadings λ,ι and λ^ are scaled versions of the corresponding 

factor loadings λ,ι and λ^ι in (3.2). Note that the factor structure of the 

correlation matrix docs not have identical unique variances for all items. 

The correlations ()υ in (3.3) are correlations between unobservable contin

uous random variables. In practice, only the dichotomised random variables 

}',., are observed. The most obvious estimate of the correlation ρ υ from the 

dichotomous data is the tctrachoric correlation rlj. Under the assumption that 

A', and Xj have a bivariate normal distribution, the tetrachoric correlation is 

the maximum likelihood estimator of ρυ. 

3.1.2 Implications of Single-Peaked IRFs 

We first consider the implications of a nonparametric model with single-peaked 

IRFs. similar to the monotone IRT model. Subsequently, we consider the im

plications of a particular parametric model with single-peaked IRFs. similar to 

the one-factor model. 

Nonparametric Results 

A model with single-peaked IRFs similar to the monotone IRT model makes 

the following assumptions: unidimensionality. local independence, and single-
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peakedness. Unfortunately, there are no results in the literature on the restric

tions on the correlation matrix that are imposed by this model. However, under 

the additional assumption that the IRFs satisfy the technical requirement of 

total positimty of order three (Karlin, 1968). Post (1992) has shown that the 

correlation matrix can be rearranged such that there are at most two changes of 

sign in each row. Moreover, if two sign changes occur, the change is first from 

negative to positive and then from positive to negative. That is, the correlation 

matrix has the structure shown in the right-hand side of Figure 3.2. 

Note that this property of the correlation matrix entails the property of the 

correlation matrix derived from the monotone1 IRT model. Specifically, the sign 

structure in the left-hand side of Figure 3.2 has exactly one change of sign in 

each row, and hence does not violate the restriction that there are at most two 

changes of sign. 

Parametr i c R e s u l t s 

As in our discussion of the implications of monotone IRFs. we now consider a 

parametric model for dichotomous responses 1',., that can be considered as a 

dichotomisation of a continuous latent random variable A',,. Formally. 

p(y l , = i|öl.u>,) = P(.YlI <o|0,..u>,) 

It can easily be shown that a single-peaked IRF is obtained if A',, is assumed to 

be governed by the metric unidimensional unfolding model of Davison (1977). 

This model makes the following assumptions regarding the distribution of the 

latent random variable A',, : 

./·,., • = «,((?, -δ,)2 + }>, + (,, 

= α,θ; - Ία,δ,θ,. + {α,ό; +1,) + f,., (3.4) 

As in (3.1). it is assumed that the distribution off,·, is the same for all subjects 

and all items. The model in (3.4) is recognized as a two-factor model. The first 

factor corresponds to η , Θ 2 and the second factor to -Ίη,ό,θ. These two factors 

may very well be correlated, but as long as this correlation is not perfect, the 

structure in the correlation matrix differs from the structure1 that is imposed by 

the one-factor model. For simplicity, it is assumed that the random variables 

θ and Θ 2 are uncorrelated. This additional assumption is satisfied if Θ has a 

symmetric distribution centered at zero. The fact that the distribution of (-) 

has to be centered at zero is not a restriction because the scale can always be 

translated such that this is the case. 



Arc Attitude Items Monotone or Single-Peaked? 73 

For this model, it can be shown that the covariance matrix has a two-factor 

structure. That is, the covariance between the continuous random variables Λ', 

and Xj can be written as follows: 

COy(X„XJ) = l λ · > λ " + λ " Υ **** (3.5) 

It can be shown that λ,ι is equal to a , \ / \ 'AR(ö 2 ) . A,•> is equal to — 2alol\JXAR(Q), 

and ψ2 is equal to the variance of e,,. Davison (1977) has shown that, if the 

unique variance φ'2 is equal to zero, this model implies a semi-circular two-

factor structure for the correlation matrix. If the unique variance ψ'2 is not 

equal to zero, the factor structure of the correlation matrix is not necessarily 

semi-circular. Without constraints on φ2, the correlation between items i and 

j can be written as follows: 

AnAji +λΙ2λ_,2 if i Φ j 
λ?ι + λ72 + V1, i f ' = i 

in which the factor loadings are scaled versions of the factor loadings in (3.5). 

As for the one-factor model considered before, the unique variances for the 

correlation matrix do not have to be equal. 

3.1.3 Illustration 

In the previous, we found that models with monotone and single-peaked IRFs 

differ with respect to (a) the sign structure of the correlation matrix, and (b) 

the factor structure of the tetrachoric correlation matrix. We now illustrate this 

with a real data set. 

We analyzed data collected by Andrich (1988, 1995) using an 8-item ques

tionnaire on capital punishment (see Table 3.1). Because both data sets have 

few subjects (respectively. 54 and 41 subjects) they were pooled into a single 

data set. We first look at the sign structure of the correlation matrix, and then 

at the factor structure of the tetrachoric correlation matrix. 

The coi relation matrix is given in Table 3.2. It can be seen in this table 

that the signs of the correlations are as predicted by the monotone IRT model. 

Specifically, the correlations between items one, two, three and four arc all posi

tive and the same holds for the items five, six, seven and eight. The correlations 

between an item from the first group (1,2,3,4) and an item from the second 

group (5,6,7,8) are all negative. Howevei, it is important to observe that this 
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Table 3.1: Capital punishment items used by Andrich (1988. 1995) 

1. Capital punishment is one of the most hideous practices of our time. 

2. The state cannot teach the sacredness of human life by destroying it. 

3. Capital punishment is not an effective deterrent to crime. 

4. I don't believe in capital punishment but I am not sure it isn't necessary. 

5. I think capital punishment is necessary but I wish it were not. 

6. Until we find a more civilized way to prevent crime we must have capital 

punishment. 

7. Capital punishment is justified because it does act as a 

deterrent to crime. 

8. Capital punishment gives the criminal what he deserves. 

Table 3.2: Correlation matrix for the data of Andrich (1988. 1995) 

1 

2 

3 

4 

5 

6 

7 

8 

1 

1 

0.583 

0.490 

0.085 

-0.597 

-0.606 

-0.595 

-0.534 

2 

0.583 

1 

0.608 

0.118 

-0.669 

-0.750 

-0.705 

-0.752 

3 

0.490 

0.608 

1 

0.239 

-0.553 

-0.671 

-0.730 

-0.674 

4 

0.085 

0.118 

0.239 

1 

-0.069 

-0.156 

-0.120 

-0.168 

5 

-0.597 

-0.669 

-0.553 

-0.069 

1 

0.831 

0.633 

0.604 

6 

-0.606 

-0.750 

-0.671 

-0.156 

0.831 

1 

0.670 

0.724 

7 

-0.595 

-0.705 

-0.730 

-0.120 

0.633 

0.670 

1 

0.619 

8 

-0.534 

-0.752 

-0.674 

-0.168 

0.604 

0.724 

0.619 

1 
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finding is noi inconsistent with the nonparametric single-peaked IRT model. 

This is because the nonparametric single-peaked IRT model only implies that 

there are at most two sign changes. 

For uncovering the factor structure of the tetrachoric correlation matrix, we 

use a two-factor MIXRES factor analysis (Harman & Jones. 1966). MIXRES 

factor analysis will bo used here and in the next section. At this point, it is 

useful to deal with a few technical problems that arise in the application of 

this technique. First, the tetrachoric correlation matrix need not bo positive 

semi-definito, a condition that is required by all factor analytical methods. This 

problem is overcome by replacing the tetrachoric correlation matrix by a posi

tive semi-definite matrix that, in a least-squares sense, is as close as possible to 

the original matrix. Second. Heywood cases may occur (i.e.. solutions in which 

one or more of the communalitics exceed one). This problem is resolved by 

the method of Harman and Fukuda (1966). Third, the factor loadings obtained 

from a factor analysis are not unique. Specifically, the solution can be rotated 

without changing the value of the least-squares loss function. Because we want 

to investigate whether one factor is sufficient to explain the tetrachoric corre

lations, the solution is rotated such that the first factor explains the maximum 

amount of variance in X\w latent variables A',.,. 

In Table 3.3. we show the factor loadings of the rotated MIXRES two-factor 

solution. All items except item 4 have a high loading on the first and a low-

loading on the second factor. Item 4 has a low loading on the first and a high 

loading on the second factor. The first factor explains 93.418 percent of the 

total explained variance, whereas the second factor explains only 6.382 percent. 

Because only item 4 has a substantial loading on the second factor, we decided 

to drop this item and to reanalyze the remaining seven items. As expected, 

the second factor now explains an oven smaller amount of the variance (2.8 

percent). Moreover, none of the items has a substantial loading on the second 

factor (all loadings < 0.308). Therefore, we conclude that, for those seven items, 

a one-factor model is appropriate. 

The signs of the loadings on the first factor indicate that the wording of 

items five. six. seven, and eight is opposite to the wording of items one. two. 

and three. This is in perfect agreement with the content of the items. 

The results of this exploratory data analysis suggest that seven of these eight 

items conform to a model with monotone IRFs. However, it is to be expected 

that not all questionnaires give such clear results. Therefore, in the next section 

we present an IRT model for dichotomous data that corresponds to the one-
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Table 3.3: Factor loadings from a two-factor MINRES factor analysis for the 

data of Andrich (1988. 1995). The numbei between brackets is the explained 

variance by the corresponding factor. The last line gives the variance explained 

by the factors (i.e., sum of explained variances over items per factor). 

factor 1 factor 2 

2 -0.950 (0.903) -0.090 (0.008) 

3 -0.933 (0.874) 0.290 (0.084) 

1 -0.860 (0.740) -0.138 (0.019) 

4 -0.241 (0.038) 0.321 (0.271) 

3 0.923 (0.831) 0.217 (0.047) 

7 0.932 (0.870) 0.023 (0.000) 

8 0.938 (0.881) -0.056 (0.003) 

6 0.982 (0.963) 0.024 (0.001) 

explained variance 6.142 0.432 

factor model for continuous latent responses Λ',,. This enables us to deal with 

the problem of testing in a more satisfactory manner. 

3.2 A Parametric Monotone IRT Model for the 

Measurement of Attitudes 

First, the model is introduced. Second, it is shown how the parameters of this 

model can be estimated. Third, we deal with the problem of testing the overall 

goodness-of-fit of this model. Fourth, the model is applied to a real data set. 

And fifth, we deal with the problem of evaluating whether the IRF of a single 

item is monotone. 

3.2.1 Model 

The key property of the model is that it has monotone IRFs that can be increas

ing as well as decreasing. As before, we assume that the observed dichotomous 

item responses Y,., are the result of a dichotomisation of a latent random variable 

Λ',.,. For the latent random variable, we assume the one-factor model: 

J"Μ =<ΪΙ(Θ,. -δ,) +(,, (3.6) 
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If we assume a standard logistic distribution for e,,. and dichotomize at zero, 

this model implies the following IRF: 

PiY, = 1\θ,δ„σι) = Ρ(Χ,<0\θ.δ„σ,) (3.7) 

_ f τ f , νχνΙχ,,-σ,Ιθν-δ,)] J 
— / M-oco^ri)— — ——^αχν, 

νχρί-σ,ίθ - δ,)] 

1+ρχρ[-σ,{θ-δ,)] 

The function I^.^ixu) is an indicator function, defined as follows: 

1 if χ e χ 
Iv(-c) = , xK ' ' 0 ifxtx 

This model is a generalization of the two-parameter logistic (2-PL) model 

(Birnbaum, 1968). The generalization involves that the item discrimination 

parameter σ, is allowed to be positive as well as negative. 

Since the item discrimination parameter σ, can be positive as well as nega

tive, without loss of generality, the model can be written as follows: 

1 +exp[CT,(6' - δ,)] 

The IRF in (3.8) is an increasing function of θ if σ, is positive, and a decreasing 

function of θ if σ, is negative. 

3.2.2 Parameter Estimation 

Before introducing the method of parameter estimation we make two prelim

inary remarks. First, as is true for all models involving subject parameters, 

the number of parameters increases with the number of subjects. That is, the 

attitude parameters Θ, are incidental parameters (Neynian & Scott, 1948). It 

is known that joint estimation of the structural item parameters and the inci

dental subject parameters in general does not lead to consistent estimates of 

the structural item parameters. This problem is overcome by considering the 

subjects as a random sample from a population characterized by an attitude 

distribution G. That is, we integrate the attitude parameters out of the model. 

Rather than estimating each subject's attitude, only the parameters of the at

titude distribution are estimated. The attitude distribution is assumed to be 

normal with expectation μ and variance v1. 

Second, the parameters of the IRF in (3.8) are not identified. First, the 

model exhibits the usual non-identification of the 2-PL model. In particular, 
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the following two parameter transformations do not affect the value of the IRF: 

(a) adding a constant to both the a t t i tude and the item location parameters, 

and (b) multiplying both the att i tude and the item location parameters by a 

constant, and dividing the item precision parameters by the same constant. 

This non-identification is removed by fixing the expectation and variance of 

the a t t i tude distribution to zero and one. Second, this model exhibits a sort 

of reflection non-identification. Specifically, changing the sign of β,., δ,, and σ, 

does not affect the value of the IRF. This reflection non-identification is removed 

by restricting the range of σ\ to the positive reals. 

For estimating the item parameters {δ. σ ) . we make use of a Bavesian method. 

The key feature of the Bavesian framework is that the parameters are considered 

as random variables. This allows us to study the properties of the posterior by 

drawing a sample from it. Typically, one is interested in the posterior expecta

tion and variance of the parameters. Within the Bavesian framework it is also 

possible to do hypothesis testing. In the next section, this will be described in 

some detail. 

In general, drawing independent samples from a high-dimensional distribu

tion is a complicated problem. However, in the last decade, several method have 

been developed for drawing dependent samples from such a distribution, which 

turns out to be much easier for many distributions. Such methods are called 

Markov chain Monte Carlo (MCMC) methods (Gelman et al.. 1995: Tanner. 

1996). These methods involve» (a) setting up a Markov chain which in the limit 

generates a dependent identically distributed (did) sample from the posterior, 

and (b) the use of the Monte Carlo method for estimating properties of the 

posterior from properties of the did sample. The particular MCMC method we 

use here is the DA-T-Gibbs sampler (Maris k. Maris. 2001). 

The prior distribution of the item location and discrimination parameters is 

assumed to be normal with expectation zero and standard deviation 10. With 

such a large s tandard deviation, the influence of the prior on the posterior is 

negligible. The following posterior distribution is then obtained: 

/(ó,<T|y) OcJI / j J ^ O ' r . =i/r.|ör.<ÏMT,)0(ö,.|O,l)dél1. 
i' / 

ΙΐΜί,ΐΟ.ΙΟΜσ,ΐΟ.Κ))] 
1 

in which φ(χ\(ΐ.Ι)) denotes the normal distribution with expectation a and stan

dard deviation b. 

The DA-T-Gibbs sampler requires that the obsen-ed data are augmented 
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with continuous latent data. In particular, the DA-T-Gibbs sampler requires 

that the observed data can be conceived as the result of a mapping that takes 

continuous latent data as its argument. The goal of this data augmentation is to 

set up a joint posterior distribution (of latent data and parameters) from which 

it is easy to draw a sample. For generating a sample from this joint posterior, a 

Gibbs sampler is used. The basic idea behind the Gibbs sampler is to partit ion 

the complete set of random variables into a number of disjoint subsets, and 

to draw each subset in turn, conditional on the current values of all the other 

subsets and the observed data. This distribution of a subset conditional on all 

the other subsets, and the observed data, is called a full conditional distribution. 

For some models, sampling from the full conditional distributions becomes very 

simple after a transformation of the latent data. This transformation of variables 

distinguishes the DA-T-Gibbs sampler from other MCMC-methods. 

D a t a A u g m e n t a t i o n 

For data augmentation, we can use the relation between the generalized 2-PL 

model and the one-factor model. Specifically, assuming that f,, has a s tandard 

logistic distribution, the distributions of the observed and the latent data are 

related as follows: 

Dt\' Λ\α χ \ ί τ ι \ exp[.r,. ,-<7,(é> t .-ό',)] 
Pp ri = 11(9,.. ί,, σ,) = / Î (() .TC)(J · , · , )— ——^(L·,., 

J {1 + exp [j;,., -σ , (6\ . -ό,·)]} -

The joint posterior distribution can be written as follows: 

f(ô.a,e.x\y)x]ll[li0^)(.rl,y-l{_ocM)(j;.iy-»-
r ι 

exp[.r(., - σ,(0,. -δ,)] 

{l + exp[xVi-ai(ev-ô,)}}-

Υ[φ(θ,\{)Λ)]Ιφ(όι\0Λ0)ώ(σ!\0Λ0) 

(3.9) 

Transformation 

The key feature of the DA-T-Gibbs sampler is that , after some transformation of 

the latent data, the distribution of the transformed latent data does not depend 

on the parameters. It can be shown that , after this transformation, the full 

conditional distributions are all truncated distributions (Maris & Maris. 2001). 

Sampling from a t runcated distribution is usually simple. 
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For the joint posterior distribution of the generalized 2-PL model, the fol

lowing transformation accomplishes this goal: 

2,., =χη -σ,(6\, -δ,) 

Applying this transformation to the joint posterior, we obtain the following: 

ί(δ,σ,θ,ζ\γ) ο,γΐΥΙ^ο,^Ιζ,, +σι(θ, - 6,)}y- Ι{.^ ^[z,, + σ,(θ,. - δ,)}'-'' 

Μ

 ο χ ρ ( ζ ; ' \ Ί · , Πw> iü' ! )Πw> 1°· 10^σ' 1°·10) 
(3.10) 

Using a Gibbs sampler to sample from the joint posterior in (3.10) is much 

easier than for the joint posterior in (3.9). The reason for this is that the 

parameters and the latent data only co-occur in the range restrictions. 

Gibbs Sampling 

We now consider the Gibbs sampler used for sampling from the joint posterior 

distribution in (3.10). The t-th iteration of this Gibbs sampler involves the 

following steps: 

1. Imputation step: For υ = 1 · · · Λ' and i = 1 · · · M. sample zt ( condition-

ally on (y. θ« '-" , «^-".σ· '- 1») 

2. Posterior step: 

1. For υ = 1 · · · ΛΓ sample ff!" conditionally on (y, z ( " , ^ ' - " . σ " - " ) 

2. For i = 1---M sample ój" conditionally on (y, ζ"», θ ^ , σ 1 ' - " ) 

3. For i = 1 · · · M sample crj" conditionally on (y .z ( " . θ * " . ^ " ) 

We use 7i''' to denote the realization of the random variable U in the f-th 

iteration. In general, the conditioning is on (a) the parameter values of the 

previous steps of the current cycle, and (b) the parameter values of the later 

steps of the previous cycle. For the Gibbs sampler described above, the full 

conditional of a subject (item) parameter does not depend on the other subject 

(item) parameters. This is reflected in our notation by suppressing those random 

variables on which the full conditional does not depend. 
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All full conditionals are truncated distributions. We show this for the full 

conditional of 0,·. This full conditional can be written as follows: 

φΞ(θι.\0.1) oc I J ] Τ,,,,ο [*,., + σ,ίβ,. - ί ,)]"" Χ,-^,ο) [ζ.-. + σ.ίβ«- - ί,-)]1""" 

0(^10.1) 

This is a normal distribution truncated to the set Ξ: 

which depends on <5, σ. and ζ,-ι...., ζ,.,,. It can be shown that Ξ restricts 

the range of #,. to a closed interval. This is easily seen by considering the 

contribution of a single item to this range restriction. Specifically, every item 

restricts the range of θ,, to a halfopen interval extending to either plus or minus 

infinity. We do not show the algebra behind this simplification because it would 

lead us to far. 

We have shown how a did sample from the joint posterior distribution 

f (δ. σ. θ. z|y) can be obtained. From this sample1, one can obtain a sample 

from the posterior distribution of any subset of the random variables by drop

ping the other random variables from the chain. 

3.2.3 Evaluating Goodness-of-fit 

Here, we present an overall goodness-of-fit (GOF) test which is sensitive to 

violations of the monotonicity of the IRFs. The rationale for this GOF test is 

Baycsian. In particular, as a reference distribution for our GOF test we make 

use of the posterior predictive distribution. This type of model evaluation is 

called a posterior-predictive eìieck (PPC) (Rubin. 1984). 

A PPC evaluates whether the observed data arc similar to replicated data 

that are generated under the model. To understand the rationale behind PPC's. 

it is useful to consider this method as a two-step procedure. In the first step, 

the parameters arc assumed to be known, and one computes the probability of 

observing a test statistic that is more extreme than the one that is actually ob

served. This probability is called the predictive p-value. This predictive p-valuc 

can be computed analytically or approximated via simulation. The latter option 

is almost always more convenient. In the second step, the predictive p-value 
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(which is computed conditionally on some parameter value) is averaged over 

the posterior distribution of the parameters, resulting in a posterior-predictive 

p-value. 

The test statistic that is used for our PPC is based on a MIXRES two-

factor analysis of the matrix of tetrachoric correlations. In particular, we use 

as a test statistic the amount of explained variance by the second factor after 

rotating the factors such that the first factor explains the maximum variance. 

It is expected that this statistic has power against non-monotonicity of the IRF. 

This expectation is based on the fact that, under the metric unfolding model of 

Davison (1977) for the latent data .Y,., (which implies single-peaked IRFs). the 

matrix of tetrachoric correlations has a two-factor structuie. Strictly speaking, 

this only holds if the latent data Λ",., have a normal distribution. However, 

because of the high similarity between the normal and the logistic distribution, 

we expect that almost the same two-factor structure will appear if the latent 

data have a logistic instead of a normal distribution. 

To evaluate whether the obseived amount of explained variance of the second 

factor is larger than expected tinder the generalized 2-PL model, we compare it 

with its posterior-predictive distribution. The posterior-predictive distribution 

of this test statistic is simulated by drawing a large number of replicated data 

sets from the posterior-predictive distribution and. for each of these data sets. 

computing the amount of explained variance of the second factor. The pro

portion of sinnilated values larger than the observed value is our Monte» Carlo 

estimate of the posterior-predictive p-value. 

If the posterior-predictive p-value is small, it is natural to look for items 

that might be responsible for this lack of fit. A possible item-fit statistic is 

the iteirfs loading on the second factor. If this second factor loading is very 

different from zero, then it contributes strongly to the variance explained by 

the second factor. To evaluate the magnitude of the second factor loadings, one 

can compute posterior-predictive probability intervals (PPPIs) for the factor 

loadings. A 93 percent PPPI for a factor loading is an interval that contains 90 

percent of the factor loadings under the posterior-predictive distribution. If an 

observed factor loading lies outside this interval, it is concluded that this item 

does not fit to the generalized 2-PL model. 
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3.2.4 Application 

We now apply our GOF-tcst to a real data set. We use data collected by 

Roberts (1995)' with a questionnaire on capital punishment. The questionnaire 

consists of the 24 items in Table 3.4. originally published by Thurstone (1932) 

and later republished by Shaw and Wright (1967). Roberts (1993) asked 245 

subjects to express their agreement with the items on a six point rating scale. 

The scale ranged from strongly disagree to strongly agree. The responses were 

dichotomized by recoding the first three response categories as zero (disagree) 

and the last three categories as one (agree). 

Before presenting the results of the GOF test, we first consider a prelimi

nary technical issue involved in the evaluation of a posterior-predictive p-value. 

The Monte Carlo estimate of this p-value is valid only if the parameters used 

for generating the replicated data arc a draw from the posterior distribution. 

The MCMC method presented in the above achieves this goal only in the limit. 

Therefore, the initial iterations, the so-called burn-in cycles, are usually dis-

carded and the rest of the Markov chain is considered to be a did sample from 

the posterior. To evaluate whether a sufficient number of iterations has been 

discarded in order for the Markov chain to have converged, we use the χ//? 

statistic of Gclman and Rubin (1992). This convergence diagnostic is computed 

using multiple independent replications of the Markov chain. Specifically, the 

Markov chain is considered to be converged if the value of \/R is below 1.2 for 

each parameter of the model. 

To evaluate whether the Markov chain has converged, we generated 10 in

dependent replications of the Markov chain, each of length 60000. The starting 

values of these Markov chains were drawn from the prior distribution. The first 

20000 iterations were discarded and the remaining 40000 iterations are used to 

compute the sj R convergence diagnostic. The largest value of this convergence 

diagnostic was 1.10. indicating that thv Markov chains are converged after 20000 

iterations. 

We now turn to the results of the GOF test. With one of the 10 Markov 

chains, we generated a set of replicated data for every 00-th draw from the pos

terior, after discarding the first 20000 iterations. This resulted in 800 sets of 

replicated data. For each of these data sets, the matrix of tetrachoric correla

tions was computed, and a MIXRES two-factor analysis was performed. Only 

6 percent of the replicated data sets yielded an amount of variance explained 

'Those data were published on the internet at hUp://www.musc.edii/<'dap/Roberts 

http://www.musc.edii/%3c'dap/Roberts
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by the second factor that was larger than the value1 that was obtained with the 

observed data. This indicates that the generalized 2-PL model does not fit these 

data very well. 

To get an impression of whether the unsatisfactory fit of the generalized 2-

PL model can be attributed to a few items, we look at the factor loadings. In 

Table 3.5. we show the results of a factor analysis on the matrix of tetrachoric 

correlations. Between brackets, we show the 95 percent PPPIs for the factor 

loadings. From these PPPIs. one would conclude that items 1. 4. 3, 10. and 23 

are responsible for the lack of fit. However, in the next section it will be shown 

that this result is not consistent with the result that is obtained using another 

test statistic. 

3.2.5 Using P P C s to Evaluate Model Violations at the 

Level of Single Items 

To evaluate tin1 model fit at the level of a single item it makes sense to use a test 

statistic that only depends on the responses to a single item. Before introducing 

such a test statistic, we make a preliminary observation. 

Contrary to the frequentist framework, in the Bayesian framework, there is 

no problem with using a test statistic that depends on the nuisance parameters 

as well as on the data (Meng. 1994). Such a test statistic is called a discrepancy 

measure. The1 posterior predictive distribution of such a discrepancy measure is 

obtained in exactly the same way as the posterior-predictive distribution of a 

test statistic that depends on the data only. 

One such discrepancy measure that can be used to (»valliate the non-monotonicity 

of the IRF of a single item is the covariance between the observed responses and 

the attitudes. It is expected that, if the IRF is monotone, then this covariance 

will be large (positive or negative) whereas if the IRF is single-peaked, this co-

variance will be closer to zero. A more precise motivation for the use of this 

discrepancy measure is given in the next section. At this point, it is sufficient 

to see that the covariance between the observed responses and the attitudes can 

he used as well for testing whether the IRF is monotonically increasing as for 

testing whether it is monotonically (/ecreasing. For the first test, the posterior-

predictive p-value is defined as the probability under the posterior-predictive 

distribution of observing' a covariance that is laiycr than the covariance for the 

observed data. For the second test, this p-valuc is the probability of observing 

a covariance that is smaller than the covariance for the observed data. 
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Table 3.4: Capital punishment items published by Thurstonc (1932) 

1. Capital punishment may be wrong but it is the best preventative 

to crime. 

2. Capital punishment is absolutely never justified. 

3. I think capital punishment is necessary but I wish it were not. 

4. Any person, man or woman, young or old. who commits murder, 

should pay with his own life. 

δ. Capital punishment cannot be regarded as a sane method of 

dealing with crime. 

6. Capital punishment is wrong but is necessary in our imperfect 

civilization. 

7. Every criminal should be executed 

8. Capital punishment has never been effective in preventing crime. 

9. I don"t believe in capital punishment but Γιη not sure it 

isn't necessary. 

10. We must have capital punishment for some crimes. 

11. I think the return of the whipping post would be more effective 

than capital punishment. 

12. I do not believe in capital punishment under any circumstances. 

13. Capital punishment is not necessary in modern civilization. 

14. Wc can't call ourselves civilized as long as we have capital 

punishment. 

15. Life imprisonment is more effective than capital punishment. 

16. Execution of criminals is a disgrace to civilized society. 

17. Capital punishment is just and necessary. 

18. I do not believe in capital punishment but it is not 

practically advisable to abolish it. 

19. Capital punishment is the most hideous practice1 of our time. 

20. Capital punishment gives the criminal what he deserves. 

21. The state cannot teach the sacredness of human life by 

destroying it. 

22. It doesn't make any difference to me whether we have capital 

punishment or not. 

23. Capital punishment is justified only for premeditated murder. 

24. Capital punishment should be used more often than it is. 
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Table 3.5: Factor loadings of a MIXRES two-factor analysis of Roberts" (1995) 

data. Between brackets, the 95% posterior-predictive probability interval is 

given. The items arc ordered according to their loading on the first factor. 

The stars indicate items for which the second factor loading is outside its 95 'Χ 

posterior-predictive probability interval. 

24 

17 

10 

20 

4 

3 

1 

6 

23 

7 

22 

11 

18 

8 

9 

19 

15 

21 

16 

5 

2 

13 

14 

12 

factor 

-0.796 

-0.790 

-0.780 

-0.669 

-0.519 

-0.460 

-0.437 

-0.319 

-0.248 

-0.159 

0.035 ( 

0.043 ( 

0.301 ( 

0.428 ( 

0.511 ( 

0.687 ( 

0.700 ( 

0.721 ( 

0.730 ( 

0.758 ( 

0.791 ( 

0.845 ( 

0.913 ( 

0.941 ( 

1 

(-0.633.-0.189) 

(-0.892.-0.235) 

(-0.907.-0.559) 

(-0.802.-0.426) 

(-0.684.-0.258) 

(-0.682.-0.198) 

(-0.633.-0.189) 

(-0.448. 0.045) 

(-0.491. 0.029) 

(-0.483, 0.223) 

-0.280. 0.452) 

-0.311. 0.325) 

0.032. 0.550) 

0.173. 0.632) 

0.239. 0.700) 

0.474. 0.844) 

0.472. 0.835) 

0.540. 0.831) 

0.549. 0.880) 

0.525. 0.872) 

0.632. 0.932) 

0.526. 0.950) 

0.739. 0.979) 

0.271. 0.982) 

factor 

0.016 

0.156 

0.370 

0.274 

0.402 

0.148 

0.386 

0.308 

0.380 

0.295 

0.426 

0.200 

0.261 

0.183 

0.081 

0.219 

0.158 

0.197 

0.110 

0.392 

0.080 

0.066 

0.164 

0.023 

2 

-0.394,0.325) 

-0.277.0.304) 

-0.291.0.310) * 

-0.279.0.347) 

-0.321,0.370) * 

-0.373.0.458) 

-0.394,0.375) * 

-0.320,0.372) 

-0.394.0.375) * 

-0.365.0.999) 

-0.574,0.998) 

-0.469.0.742) 

-0.374,0.373) 

-0.340.0.343) 

-0.327,0.378) 

-0.304.0.307) 

-0.292,0.288) 

-0.268.0.268) 

-0.275.0.274) 

-0.269.0.291) * 

-0.262,0.304) 

-0.261.0.340) 

-0.219,0.231) 

-0.251.0.350) 

explained variance 9.362 1.539 
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To compute the posterior-predictive p-vahie. the1 800 replicated data sets 

from the previous analysis, together with the nuisance parameters with which 

they were generated, were used. The discrepancy measure was the covariance 

between the observed responses and the attitudes. The results of the item-level 

GOF test are given in Table 3.6. It is seen in this table that for none of the 

items both tests are significant. This indicates that all the IRFs are monotone. 

Note that for items 7. 11. and 22 both tests are noi significant, indicating that 

these items have a very flat IRF. 

The failure of these item-level PPCs to detect items with single-peaked IRFs 

is either due to the fact that all IRFs are actually monotone, or to the lack of 

power of these PPCs. To answer this question, a small simulation study was 

run. In this simulation study, a set of 24 items is used, of which 6 items have an 

increasing IRF. 6 a decreasing IRF . and 12 arc single-peaked. The increasing 

and decreasing IRFs are logistic functions. The single-peaked IRFs are described 

in the next section. The parameters that were used to generate these data are 

given in Section 3.4. The items differ in their location on the attitude continuum 

and their discriminatory power. The 12 items with a single-peaked IRF differ 

with respect to the degree of single-peakedness. By this, we mean the extent 

to which the maximum of the IRF falls in one of the tails of the population 

distribution of the attitudes (here, the standard normal). If the maximum of 

an IRF is located more in the tails of the distribution, it becomes more difficult 

to distinguish it from a monotone IRF. With these 24 items and a random 

sample of 245 attitudes from the standard normal distribution, a data set was 

generated. Table 3.7 gives the posterior-predictive p-values for these simulated 

data. In this table, the items are grouped according to the type of the item. 

The first six items have a monotone decreasing IRF. the next 12 items have 

a single peaked IRF. and the last six items have a monotone increasing IRF. 

The p-values in Table 3.7 are computed in the same way as the p-values for 

the real data set discussed in the above. It is seen in this table that, for all 

items with a monotone IRF. the posterior-predictive p-values are always 0 for 

the incorrect hypothesis and close to 0.5 for the correct hypothesis. However, 

for all items with a single-peaked IRF. there is always one hypothesis for which 

the posterior-predictive p-value is large (mostly around 0.Ó) whereas it should 

be close to 0 because both hypotheses are incorrect. This suggests that the 

item-level test has little power. Note that two of the single-peaked items have 

two non-significant p-values. This indicates that these IRFs are very flat. 

The reason for this lack of power is that, with data generated from a single-
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Table 3.6: Posterior-predictive p-values for the covariance between the item 

responses and the attitudes for the data of Roberts (1995). The second column 

(Decreasing) gives the p-value for the test of the hypothesis that the IRF is 

decreasing, and the third colunm (Increasing) for the test of the hypothesis that 

the IRF is increasing. 
item Decreasing Increasing 

1 

3 

4 

6 

10 

17 

20 

23 

24 

2 

5 

8 

9 

12 

13 

14 

15 

16 

18 

19 

21 

7 

11 

22 

0.493 

0.486 

0.474 

0.490 

0.461 

0.510 

0.460 

0.488 

0.494 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

o.ood 
0.000 

0.000 

0.000 

o.ooo 
0.000 

0.464 

0.178 

0.056 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.496 

0.511 

0.483 

0.493 

0.460 

0.465 

0.508 

0.463 

0.468 

0.513 

0.453 

0.465 

0.021 

0.333 

0.464 
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Table 3.7: Posterior-predictive p-values for the covariaiice between the item 

responses and the attitudes for the simulated data (sec text). The second column 

(Decreasing) gives the p-valuc for the test of the hypothesis that the IRF is 

decreasing, and the third column (Increasing) for the test of the hypothesis that 

the IRF is increasing. 
Item Decreasing Increasing 

1 

2 

3 

4 

5 

G 

7 

8 

9 

10 

11 

12 

13 

14 

15 

16 

17 

18 

19 

20 

21 

22 

23 

24 

0.483 

0.478 

0.473 

0.461 

0.500 

0.508 

0.466 

0.486 

0.120 

0.000 

0.043 

0.000 

0.000 

0.000 

0.000 

0.000 

o.ooo 
0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.376 

0.488 

0.453 

0.490 

0.502 

0.509 

0.527 

0.479 

0.474 

0.505 

0.495 

0.480 

0.471 

0.480 

0.487 

0.508 
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Figure 3.3: True I R F evaluated at true parameter values (single-peaked func

tion) and IRF of the generalized 2-PL evaluated at the E A P estimates of the 

parameters (monotone function) for items 9 (left panel) and 12 (right panel) 

peaked I R F . the' posterior distribution of the item discrimination parameter in 

the generalized 2-PL tends to be concentrated at very small values of σ,. This 

has a marked effect on the posterior-predictive distribution of our test statis

tic. Since replicated data are generated by first drawing parameters from the 

posterior distribution, and then generating data from the model using these 

same parameters, it is seen that the replicated data for such an item have a low 

covariance with Θ. These replicated data are close to being independent real

izations of a Bernoulli random variable with a constant probability of success. 

Thus, if the I R F of an item is single-peaked then, essentially, the comparison 

is between observed data that come from a single-peaked IRF and replicated 

data that come from a flat IRF. This phenomenon is illustrated in Figure 3.3. 

This figure gives both the true IRF evaluated at the true parameter values (the 

single- peaked function) and the IRF of the generalized 2-PL model evaluated 

at the E A P estimates of the parameters (the monotone function) for items 9 

and 12. The important point in this figure" is that the IRF of the generalized 

2-PL model is very flat. 

To show that this problem is not specific for our model but is a mon 1 general 

property of P P C s . we consider a simple example. This example also points the 

way to the solution of the problem. Consider the problem of testing whether a 

random variable1 Λ' is normally distributed with expectation zero and unknown 

variance σ 2 . using the sample1 mean x,, as a test statistic. Bayarri and Berger 

(2000) show that , with the noninformative prior for σ2. the posterior-predictive 
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distribution of the sample mean is a scaled T-distribution with τι degrees of 

freedom and scale parameter 

/ » ( » Σ > ' ) 

It is readily seen that the posterior predictive p-value of the observed sample 

mean is the following: 

p(\Tn\>-^=] (3.11) 

where Tn denotes a Τ distributed random variable with r? degrees of freedom. 

If the null hypothesis does not hold, then \/n~l Σ,·1"? c a i 1 be large, resulting 

in a large posterior predictive p-value. 

This is not a finite sample problem. To sec this, start from the fact that, for 

large n. the posterior-predictive distribution of the sample mean is the normal 

distribution with expectation zero and variance 7ΐ_ 1(μ 2 + σ'2), where fi denotes 

the unknown expectation of A'. Consequently, for large n. the comparison is 

essentially between observed data that arc normally distributed with expecta

tion μ and variance σ2, and replicated data that are normally distributed with 

expectation zero and variance (μ2 +σ2). This comparison seems pointless unless 

// equals zero (i.e.. the null hypothesis holds). 

The source of the problem is the posterior distribution of the nuisance para

meter σ2. which is an inverse gamma distribution with shape parameter equal 

to n/'2 and scale parameter equal to (X];-
i'?)/2· This scale parameter is too 

large unless μ equals zero. This also points to the solution of the problem: Use 

the posterior distribution of the nuisance parameter σ2 under the unrestricted 

model (i.e.. both μ and σ2 unknown). This posterior is the inverse gamma dis

tribution with shape parameter (n - l)/2 and scale parameter (n - l)/26·2 in 

which .s·2 is the sample variance on (ri — 1) degrees of freedom. The posterior 

predictive distribution of the sample mean now becomes the scaled Τ distribu

tion with (n — 1) degrees of freedom and scale parameter γ/η - 1 * · 2 . The resulting 

posterior predictive p-value of the observed sample mean. 

ρ(\Τη-1\>ΐ£β) (3.12) 

is equal to the frequentist p-value. Consequently, for large τι, the comparison is 

essentially between observed data that an' normally distributed with expecta-
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tioii μ and variance σ2. and replicated data that are normally distributed with 

expectation zero and variance σ~. 

We see that the lack of power of PPCs is caused by the inappropriate use 

of the posterior distribution of the nuisance parameters under the lestncted 

model. If this posterior distribution is replaced by the posterior distribution 

of the nuisance parameters under the unrestricted model, then PPCs probably 

have more power. This implies that (a) a well defined unrestricted model is 

needed, and (b) it is possible to draw from the posterior distribution under 

this unrestricted model. In the following section we will hist present a further 

generalization of the 2-PL model, and then show how we can obtain a sample 

from the posterior distribution under this new model. 

3.3 A Procedure for Evaluating whether an Item 

has a Monotone IRF 

In the previous section, we found that the overall GOF of the generalized 2-PL 

model was not satisfactory. In this section, we present a procedure for testing the 

hypothesis that the IRF of a particular item is monotone. Before we introduci1 

this test procedure, we present a further generalization of the 2-PL model. The 

generalization is a new model that can handle both monotone and single-peaked 

IRFs. The generalized 2-PL model with monotone1 IRFs is a special case of this 

new model obtained by setting a parameter to a fixed value. 

3.3.1 A Model Allowing for Monotone as well as Single-

Peaked IRFs 

To introduce the new model, we first reconsider the model of Coombs. In this 

model, a subject agrees with an item if his attitude1 is in a symmetric interval 

of width 2ξ about the item's location 6,. Suppose that we allow the width of 

this interval to be different for différent items. In particular, we consider the 

following model: 

} ' = ^(ί,-ξ,Α+ί, )(#) 

Furthermore, rcparameterize the model as follows: α, = Λ, - ζ , , and A, = δ, +ξ,. 

This reparameterization gives tin1 following model: 

} | — -£(a,.,?,)(#) 
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As βι goes to infinity, this model becomes identical to the Guttman model. Also, 

if a, goes to minus infinity, the model becomes identical to a Guttman model 

with decreasing IRFs. We see that this deterministic model incorporates both 

the scalogram model of Guttman and the paiallelogram model of Coombs. 

We now describe how this deterministic model can be turned into a prob

abilistic model. Assume that a person's attitude is subject to some random 

variation about the true attitude. In particular, let the realized attitude X be a 

random variable with expectation Θ. Now, rather than evaluating whether θ is 

in a symmetric interval about the item's content, a person evaluates whether his 

realized attitude is in a symmetric interval about the item's content. Since the 

realized attitude is not observable, it is integrated out of the model to obtain the 

probability that a person agrees with an item. If we assume that the realized 

attitude X has a logistic distribution with expectation θ and scale parameter 

one. we obtain the following IRF: 

PO', = 110,̂ 3,) = [i^.M. c x p ( 3· e^^dx 
J [1 +exp(3· -θι )\-

exp(0 — a,) exp(0 — 3,) 
1+βχρ(θ-α,) 1 + c x p ( 0 - 3,) 

(3.13) 

where a, is smaller than or equal to 3,. We also introduce an item precision 

parameter σ, that influences the steepness of the IRF. In particular, by letting 

l/σ, be the scale parameter of the logistic distribution of A', we obtain the 

following IRF: 

Ρ ( 1 , = 1 \θ, α , , Ο , , σ , ) = — j—T^ rr - — j — ^ -τττ (J.14) 
1 +exp[a(0 - a,)J 1 + exp [σ(θ - /J,)J 

As 3, goes to infinitv. this IRF becomes identical to the IRF of the 2-PL model 

with increasing IRFs. Similarly, as a, goes to minus infinity, this IRF becomes 

identical to the IRF of the 2-PL model with decreasing IRFs. As the item 

precision parameter σ, goes to infinity, the IRF becomes identical to the de

terministic models of either Coombs or Guttman. depending on whether the 

boundary parameters n, and 3, are finite oi not. 

We see that the model in (3.14) is (a) flexible enough to handle both single-

peaked and monotone IRFs. and (b) contains the generalized 2-PL model with 

monotone IRFs as a special case. 
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3.3.2 Parameter Estimation 

For drawing a sample from the posterior distribution of the parameters of the 

model in Equation 3.14 we again make us of a DA-T-Gibbs sampler. We do not 

give a detailed description of this DA-T-Gibbs sampler, but only point out some 

of the important differences with the DA-T-Gibbs sampler for the generalized 

2-PL model with monotone IRFs. 

First, we deal with the problem of parameter identification. Second, we 

specify the posterior distribution. Third, we describe the three steps involved in 

the specification of a DA-T-Gibbs sampler (data augmentation, transformation 

of variables, and Gibbs sampling). 

The parameters of the model in (3.14) arc not identified. The type of non-

identification is the same as for the generalized 2-PL model with monotone 

IRFs. That is. adding a constant to the item parameters a, and J,, as well as to 

the attitude parameter Θ,. does not affect the probability. Also, multiplying the 

item parameters a, and 3, as well as the attitude parameter θ, by a constant, 

and dividing the item precision parametei σ, by the same constant does not 

affect the probability either. This location and scale nonidentification is again 

removed by setting the expectation of the attitude1 distribution to zero and its 

\-ariance to one. This model also exhibits a reflection nonidentification. This is 

seen by replacing a, by —J,. 3, by —a,, and θ, by —Ö,. To see how the reflection 

nonidentification can be removed, first observe that the IRF has its maximum 

value when Θ, equals (o, + 3,) 12. From this it follows that if we impose the 

restriction (αι + Ji) > 0. the IRF of item 1 will take its maximum value at 

a positive value of θν. Subject to this constraint, the IRFs can no longer be 

reflected. 

The prior distribution of the item parameters 3, and o, is taken to be a 

bivariate normal distribution with expectation zero, standard deviation 10. and 

correlation zero, truncated to the set o, < 3,. The prior distribution of the item 

precision parameter σ, is taken to be the normal distribution with expectation 

1 and standard deviation 10 truncated to the positive real numbers. As before, 

the attitude parameters θν are assumed to be a random sample from a standard 

normal distribution. 
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With this prior distribution, the following posterior distribution is obtained: 

f(a,ß,a\y) <xY[ f Y[P(Yri = νι.ι\θΓ.αι.βι,σι)φ(θ,.\0,1)Μι. 

n'/ '(« ( |O.lO)0(J, |O.lO)I(_^..,, ) (a,)0 ( ( ) ^ ) (a, | l . lO) 

We first consider data augmentation. Similar to the model with monotone 

IRFs. the IRF in Equation 3.14 can be written as follows: 

»', = llél.a,. J,, σ,) = / T{ni_ji)(xl,)al 
o n - im -ι \ / τ ( i - i ( , χ Ι ) Ισ' ·''" - θ>)] j 

{1+exp [σ, .e,, -θ,. )]}-

That is, the latent data are assumed to be logistieallv distributed with location 

parameter 0,. and scale parameter σ" 1 . The main distinction with the data 

augmentation for the model with monotone IRFs is that the observed data are 

not simple dichotomized latent data. Instead, in this new model, the observed 

response }', is equal to one if the latent response is inside a certain closed interval. 

This difference has implications for the complexity of the full conditionals. 

For this new model, the following transformation removes the parameters 

from the distribution of the latent data: 

zv, = σ,(χ,, - #,.) 

The joint posterior can now be written as follows: 

ηα.β.σ.θ.ζ\γ) χϊΙΙΙτ^,^ζ,,σ:1 +θν)>'··(1 -^„„^(zr.a, ι +0 ί ) ) 1 -<" · 
1' 1 

( l + e x p ( z , , ) ) 2 

1[φ(θι.\0Λ)1[φ(α,\0Λ0)ώ(,:ίι.0.10)1^^.^(0,) 

I' I 

0,0 .^ ,11,10) 

(3.15) 

As before, we only consider the full conditional of #,.. The full conditional 

distribution of Θ,. is again a truncated normal distribution: 

<M0,|o,i)x ( Π Λ « , . . ^ ^ , " ^ . ) * " ' [ι-I{<>,.,,)(zllσ;ί+θl)}l~l"•) 

Φ(θν\0. 1) (3.16) 

However, for this full conditional, the set Ξ is jwt, a closed interval but the union 

of a number of disjoint intervals. This also holds for the other parameters. In 
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particular, their full conditional distribution is their prior distribution truncated 

to the union of a number of disjoint intervals. 

3.3.3 An Item-Level Statistical Test for Monotonicity of 

the I R F 

In the context of the model introduced in this section, the null hypothesis that 

the IRF of item i is an increasing function of θ can be written as follows: 

Hoi • «ι = -oc 

Similarly, the null hypothesis that the IRF of item i is a decreasing function of 

θ can be written as follows: 

Ho' • 3, = +OC 

The discrepancy measure that is used for testing these two null hypotheses is 

the covariancc between the observed responses on item i and the latent trait Θ. 

In the Appendix, we show that, for given 3, and σ,. this covariance is minimized 

if a, equals minus infinity. Similarly, this covariance is uiaxiinized if 3, equals 

plus infinity. 

To evaluate whether the observed value of the covariance between the re

sponses and the attitude is too large (small) under the mill hypothesis that the 

IRF is decreasing (increasing), we compare it with its posterior predictive dis

tribution. The posterior predictive distribution of this discrepancy measure is 

computed as before, however with the nuisance parameters obtained from their 

posterior distribution under the unrestricted model in (3.14). 

3.3.4 Simulation Study 

We now consider the results of a small simulation study conducted to evaluate 

the operating characteristics of the item-level statistical test for monotonicity 

introduced in the previous section. The simulation study is set up as follows. A 

set of 24 items is used, of which 6 items have an increasing IRF. 6 a decreasing 

one, and 12 are single-peaked. The items differ in their location on the attitude 

continuum and their discriminatory power. The 12 items with a single-peaked 

IRF also differ with respect to the degree of single-peakedness. By this, we 

mean the extent to which the maximum of the IRF falls in one of the tails 

of the population distribution of the attitudes (here, the standard normal). It 
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is easily seen that if an IRF"s mode becomes more extreme, it becomes more 

difficult to distinguish it from a monotone IRF. Details concerning the item 

parameters used can be found in Table 3.8. With the item parameters in this 

table, and a random sample of size 245 from a standard normal distribution, 

100 data sets were generated according to the model in (3.14). 

For each of the 100 data sets, a Markov chain was run for 60000 iterations. 

Starting values were drawn from the prior distribution. Of the 60000 iterations, 

the first 20000 were discarded to ensure convergence. To evaluate whether a 

burn-in of 20000 was sufficient to reach convergence, for 20 of the 100 data sets 

we ran 10 replications of the Markov chain using independent draws from the 

prior distribution as starting values. For these 20 data sets, we computed the 

convergence diagnostic proposed by Gelman and Rubin (1992). The largest of 

these convergence diagnostics was 1.03. indicating that a burn-in of 20000 is 

sufficient for the Markov chain to have converged. 

Before we discuss the results of the item-level test, we first check the recovery 

of the parameters. We first consider the recovery of the item location parameters 

α and 3. In Figure 3.4, the true α and β parameters arc plotted against their 

a\'erage EAP estimate, with the average taken over replications of the data. 

Items with a true parameter equal to plus or minus infinity arc not included 

in these figures. For the six items with a decreasing IRF, the average EAP 

estimates of the α parameter are between -7.02 and -7.26. These estimates are 

sufficiently far in the tail of the standard normal population distribution for 

the IRF evaluated at the estimated parameters to be indistinguishable from 

a decreasing IRF. For the six item with an increasing IRF. the average EAP 

estimates of the ß parameters are between 7.13 and 7.86. These estimates 

arc also sufficiently far in the tail of the population distribution for the IRF 

evaluated at the estimated parameters to be indistinguishable from an increasing 

IRF. It is seen in Figure 3.4 that, except for items 8. 11. 14. 15 and 18. the 

recovery of the η and 3 parameters is excellent. The IRF evaluated at the true 

parameter values for items 8, 11, 14, 15 and 18 is given in Figure» 3.5. For 

item 8. the poor recovery results from the fact that the true α parameter is in 

the left tail of the population distribution. As a consequence, it is difficult to 

distinguish its IRF from a decreasing IRF. as is seen in Figure 3.5. For items 14, 

15 and 18 the poor recovery results from the fact that the true 3 parameter is 

in the right tail of the population distribution. As a consequence, it is difficult 

to distinguish its IRF from an increasing IRF, as can also be seen in Figure 

3.5. For item 11, both the true α and 3 parameter are /toi in the tail of the 
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Table 3.8: Item parameters used to generate the d a t a in the simulation study 

item number 

1 

2 

3 

4 

5 

6 

7 

8 

9 

10 

11 

12 

13 

14 

15 

16 

17 

18 

19 

20 

21 

22 

23 

24 

atj 

— oc 

-oc 

-oc 

— oc 

— oc 

-oc 

-2.5 

-2 

-1.5 

-1 

-0.5 

0 

0.5 

1 

1.5 

0 

0.5 

1 

-1.5 

-1 

-0.5 

0 

0.5 

1 

3i 

-1.3 

-1 

-0.3 

0 

0.3 

1 

0 

-0.5 

1 

2 

1 

0.5 

1 

3 

2 

1 

1.5 

2.5 

oc 

oc 

oc 

oc 

oc 

oc 

σ; 

1 

2 

3 

4 

5 

6 

4 

2 

5 

6 

1 

8 

5 

6 

3 

6 

9 

9 

1 

2 

3 

4 

5 

6 

decreasing 

decreasing 

decreasing 

decreasing 

decreasing 

decreasing 

single-peaked 

single-peaked 

single-peaked 

single-peaked 

single-peaked 

single-peaked 

single-peaked 

single-peaked 

single-peaked 

single-peaked 

single-peaked 

single-peaked 

increasing 

increasing 

increasing 

increasing 

increasing 

increasing 
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0 1 2 3 4 5 6 7 S 9 

Figure 3.4: True versus average EAP estimates of parameter: α (upper left), β 

(upper right), and σ (lower middle) 
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Figure 3.5: True IRF evaluated at true parameter values for items 8. 11, 14, 15. 

and 18 

population distribution. The poor recovery of both the ο and J parameter is 

caused by the fact that the value of the IRF changes little over the range from -2 

to +2. This implies that the responses to such an item provide little information 

about the item location parameters. 

Next, we consider the recovery of the item precision parameter (σ). In Figure 

3.4. the true item precision is plotted against its average EAP estimate, with 

the average again taken over replications of the data. It is seen that the recovery 

of the item precision parameters is good. 

The results of the simulation study indicate that the recovery of the para

meters is good, unless (a) one of the item location parameters is in the tail 

of the population distribution, or (b) the value of the IRF changes little over 

the attitude continuum. If one of the item location parameters is in the tail of 

the population distribution, the estimated parameter tends to be too extreme 

(positive or negative). 

We now turn to the results of the item-level tests. In Table 3.9, a summary 

of the results is given. This table, contains the mean and standard deviation of 

the posterior-predictive p-values. and the proportion p-values smaller than or 

equal to 0.05. taken over replications of the data. We first examine whether the 

item-level tests succeed in detecting the 12 items with a single-peaked IRF. We 

reject a hypothesis if the posterior-predictive p-value is smaller than or equal 

to 0.05. It is seen in Table 3.9 that, except for items 8. 11. 14. 15 and 18, both 

p-values are on the average smaller than 0.05. The performance of the item-level 

tests is worst for items 8, 11, 14. 15 and 18. This is not surprising because (a) 
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item 8 is almost a decreasing item because its a parameter is located in the 

extreme left tail of the attitude distribution, (b) items 14, 15 and 18 are almost 

increasing items because their 3 parameters are all in the extreme right tail of 

the attitude distribution, and (c) item 11 has a low discriminatory power. 

Next, we consider the p-values for the items with a monotone IRF. It is 

seen in Table 3.9 that the p-values are tightly concentrated about 0.5. This 

indicates that the probability that the null hypothesis is incorrectly rejected is 

much smaller than 0.05. This in contrast with a frequentist p-value which is 

uniformly distributed under the null hypothesis, and hence leads to Ó percent 

incorrect rejections. 

We conclude that the item-level tests (a) almost always correctly reject the 

null hypothesis, unless an item's IRF is too close to a monotone IRF, and at 

the same time (b) almost never incorrectly reject the null hypothesis. 

3.3.5 Application 

We now return to the capital punishment data of Roberts (1995). We consider 

the results of the item-oriented tests introduced in this section. The p-values are 

computed as before. Ten replications of a Markov chain of length 60000 were 

generated to determine whether a burn-in of 20000 is sufficient for the Markov 

chain to have converged. The largest value of the convergence diagnostic was 

1.18, indicating that the Markov chains have converged. Using the remaining 

40000 draws from the posterior, a set of replicated data was generated for every 

50-th draw, resulting in 800 replicated data sets. For each of these replicated 

data sets the discrepancy measures are computed and compared with the dis

crepancy measures computed with the observed data. The resulting p-values 

are given in Table 3.10. 

In Table 3.10. the items are grouped according to their p-values. The first 

group of items are all items for which the hypothesis of an increasing IRF is not 

rejected, whereas the hypothesis of a decreasing IRF is rejected. The second 

group of items are all items for which the hypothesis of a decreasing IRF is not 

rejected, whereas the hypothesis of an increasing IRF is rejected. The third 

group consists of items for which both tests are significant. These items have a 

single-peaked IRF. The fourth group consists of items for which neither of the 

tests is significant. These items have a flat IRF. 

We now examine whether these results are consistent with the content of 

the statements. The items in the first group in Table 3.10 are all favorable 
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Table 3.9: Mean, standard deviation (sd). and proportion of p-values smaller 

than 0.05 (pr(reject)) of the distribution of the p-values for the item-level tests 

of monotonicity. 
Item Decreasing Increasing 

1 

2 

3 

4 

5 

6 

7 

8 

9 

10 

11 

12 

13 

14 

15 

16 

17 

18 

19 

20 

21 

22 

23 

24 

mean 

0.417 

0.4G1 

0.482 

0.487 

0.495 

0.507 

0.042 

0.054 

0.000 

0.000 

0.023 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

sd 

0.0G4 

0.059 

0.044 

0.022 

0.020 

0.014 

0.066 

0.083 

0.000 

0.000 

0.043 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

pr(reject) 

0.00 

0.00 

0.00 

0.00 

0.00 

0.00 

0.77 

0.66 

1.00 

1.00 

0.84 

1.00 

1.00 

1.00 

1.00 

1.00 

1.00 

1.00 

1.00 

1.00 

1.00 

1.00 

1.00 

1.00 

mean 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.028 

0.143 

0.000 

0.000 

0.423 

0.278 

0.000 

0.000 

0.235 

0.471 

0.495 

0.496 

0.488 

0.496 

0.505 

sd 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.000 

0.039 

0.125 

0.000 

0.000 

0.123 

0.138 

0.000 

0.000 

0.124 

0.044 

0.030 

0.018 

0.021 

0.020 

0.017 

pr(reject) 
1.00 

1.00 

1.00 

1.00 

1.00 

1.00 

1.00 

1.00 

1.00 

0.82 

0.31 

1.00 

1.00 

0.00 

0.05 

1.00 

1.00 

0.05 

0.00 

0.00 

0.00 

0.00 

0.00 

0.00 
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towards capital punishment, and the items in the second group are all opposed 

to capital punishment. Of the items in the third group, the first three (6. 9. 

and 18) express an ambivalent position. That is. to agree with these items, 

a subject has to agree both with a positively worded statement (e.g., Capital 

punishment is necessary in our imperfect civilization) and with a negatively 

worded statement (e.g.. Capital punishment is wrong). For such items, it is not 

too surprising that their IRF is single-peaked. It should be observed that also 

items 1 and 3 express such an ambivalent position, but their IRF is nonetheless 

monotone. The fourth item in the third group (item 22) expresses an indifferent 

position towards capital punishment. Again, it is not surprising that the IRF of 

this statement is single-peaked. The items in the fourth group have in common 

that (a) very few subjects agree with them, and (b) they express a very extreme 

position in favor of capital punishment. We conclude that of these 24 statements. 

18 have a monotone IRF. 4 have a single-peaked IRF. and 2 items have a flat 

IRF. 

3.4 Conclusion 

In this paper, we presented a methodology for evaluating whether the relation 

between the subject's attitude and the probability that a subject agrees with a 

statement is monotone or single-peaked. These two possible relations are not 

mutually exclusive. Specifically, a monotone IRF is a special case1 of a single-

peaked IRF (with its maximum at plus or minus infinity). Consequently, it 

is possible to reject the assumption that the relation is monotoni1 in favor of 

the more general assumption that it is single-peaked, whereas rejection of the 

assumption that the relation is single-peaked implies rejection of the assumption 

that it is monotone. 

In two applications, both concerned with capital punishment, we found that 

most of the statements are in agreement with a model with monotone IRFs. 

Moreover, the statements for which the IRF is not monotone reflect cither an 

ambivalent position, or indifference towards capital punishment. Since the re

sults of the item-level tests arc in agreement with the content of the statements, 

this can be seen as a validation of the method of summated ratings. With 

this method, typically, a set of judges is relied upon to determine which of the 

statements are positively and which are negatively worded. 

Our method for evaluating whether the IRF of a single item is monotone 

or single-peaked differs from existing Bayesian procedures for evaluating model 
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0 

0 

0 

0.501 

0.40 

0.474 

Table 3.10: Posterior-predictive p-values for the two item-level statistical tests 

based on the covariance between the item responses and the attitudes. The 

items are grouped according to their posterior-predictive p-valucs. 

1 Capital punishment may be wrong 0 0.451 

but it is the best preventative to crime. 

3 I think capital punishment is 0 0.481 

necessary but I wish it were not. 

4 Any person, man or woman, young or old. who 0 0.471 

commits murder, should pay with his own life. 

10 We must have capital punishment for some crimes. 

17 Capital punishment is just and necessary. 

20 Capital punishment gives the 

criminal what he deserves. 

23 Capital punishment is justified 0 0.335 

only for premeditated murder. 

24 Capital punishment should be 0 0.475 

used more often than it is. 

2 Capital punishment is absolutely never justified. 0.515 0 

5 Capital punishment cannot be regarded as a 0.463 0 

sane method of dealing with crime. 

8 Capital punishment has never been 0.51 0 

effective in preventing crime. 

12 I do not believe in capital 0.321 0 

punishment under any circumstances. 

13 Capital punishment is not 0.5 0 

necessary in modern civilization. 

14 We can't call ourselves civilized as long as we 0.484 0 

have capital punishment. 
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Table 3.10: Continued 
15 Life imprisonment is more effective 0.44 0 

than capital punishment. 

16 Execution of criminals is a 0.504 0 

disgrace to civilized society. 

19 Capital punishment is the most 0.441 0 

hideous practice of our time. 

21 The state cannot teach the sacredness of 0.544 0 

human life by destroying it. 

6 Capital punishment is wrong but 0 0 

is necessary in our imperfect civilization. 

9 I don't believe in capital punishment but 0.006 0 

I'm not sure it isn't necessary. 

18 I do not believe in capital punishment but it 0 0 

is not practically advisable to abolish it 

22 It doesn't make any difference to mc whether 0 0 

we have capital punishment or not. 

7 Every criminal should be executed. 0.09 0.487 

11 I think the return of the whipping post would 0.369 0.204 

be more effective than capital punishment. 
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fit. Specifically, we found that the traditional PPCs failed to detect items with 

a single-peaked IRF. The source of the problem is that the posterior-predictive 

p-value is computed using the posterior distribution of the nuisance parameters 

under the null hypothesis. To solve this problem, the posterior-predictive p-

value was computed with the posterior distribution of the nuisance parameter 

under an unrestricted model, incorporating both the null and the alternative 

hypothesis. In a small simulation study, we found that this new method gave 

satisfactory results. 

Appendix 

In this appendix we show that, under the model in (3.14). the covariance between 

the responses to an item and the latent trait θ is minimized at a, = —oc. 

Showing that this covariance is maximized at J, = oc proceeds along the same 

lines. 

Our starting point is a reformulation of the expression for the covariance that 

turns out to be convenient for what is to be shown. First, assume, without loss 

of generality, that, in the population, θ has zero expectation. The covariance1 

can be expressed in the following way: 

CO\(Y,e\a,ß.a) = Ε{ΥΘ\α.3.σ) 

= Ι ΘΡ(Υ = 1\θ.α.3.σ)/{θ)αθ 

Since Ρ (Y = 1\θ.η,3. σ) equals Ρ(α < Λ" < J|6>, σ) the covariance can be 

rewritten as follows: 

ΟΟνΟ',ΘΙίί,,'ί,σ) = ίθΠ f (.r|0. σ)άχ J ƒ (θ)αθ 

= Γ Π θηθ\χ.σ)άθ) f(x\a)dr 

= ί Ε(β\.ι;σ)/(χ\σ)αχ 

Ja 

(17) 

To show that the covariance is smallest if ο = —oc. we show that the co-

variance is a single-peaked function of a. This implies that it is smallest at the 

boundary points a = — oc and ο = 3. At ο = 3. the covariance equals zero, 

whereas at a = —oc it is smaller than zero (Ross, 1996, Proposition 7.2.1). That 

is. the covariance is smallest if α = —oc. That the covariance is a single-peaked 

function of η means that its first derivative with respect to a has one change of 
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sign, and the change is from positive to negative. Differentiating the covariance 

with respect to α gives the following result: 

^-COY(y. Θ|α. 3. σ) = -Ε(Θ\Χ = η. a)f(X = (ν|σ) (18) 
σα 

Observe that f (Χ = η\σ) is always positive. If the distribution of the latent 

random variable Λ" is a log-concave location family, as is the case for the logistic 

distribution in our mode1!, then it follows from Lemma 1 that .Ε(Θ|Λ' = α) 

has one change of sign, and the change is from negative to positive. As a 

consequence, the first derivative of the covariance with respect to η has one 

change of sign also, and the change is from positive to negative, as was to be 

shown. 

Lemma 4. If the distiibution of X is α log-concave location family with location 

parameter θ, then E{Q\x) has one change of sign, from negative to positive. 

Proof. It is known that a log-concave location family has monotone likelihood 

ratio (Lehmann, 1986. Example 1, p.509): 

Multiplying the left and right hand sides with fi^iì/fi-i'ì ) we see that also the 

conditional distribution of Θ (conditional on Λ') has monotone likelihood ratio: 

/(•ri-02)3(02) ... . . . . . . / ( J i - g i ) 9 ( 9 i ) 

/(χι) 9\°2 ·τι K , 0(01 P-'i) /(.n) f ,, η ^ a A 
/(.Γ2-θ2)9(θ2) .7(0-2 X a ) _ i / (ö l X->) f{*2-ei)9(0i) 

f(l2) Si*?) 

It is also known that if the distribution of θ conditionally on Λ' has monotone 

likelihood ratio, then E(Q\x) has a single change of sign, and the change is 

from negative to positive (Lehmann. 1986, lemma 2, p.85). This completes the 

proof. D 
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Samenvatting 

In dit proefschrift worden een aantal statistische methoden voorgesteld die in

strumenteel zijn bij het beantwoorden van twee onderzoeksvragen. De eerste 

onderzoeksvraag betreft de verklaring van het redundant signal effect. Dit 

fenomeen treedt op als een persoon voor een bepaalde stimulus (bijv., een let

ter) dient aan te geven (bijv., door een knop in tv drukken) of deze tot een 

bepaalde klasse behoort (bijv., de letter "A"). Het redundant signal effect ver

wijst naar de bevinding dat de antwoorden sneller zijn wanneer meerdere stimuli 

uit deze klasse1 worden aangeboden (bijv., meerdere letters "A" in diverse let

tertypen) dan wanneer slechts één stimulus uit deze klasse wordt aangeboden. 

Een mogelijke verklaring van dit fenomeen wordt geleverd door het race model. 

In dit model wordt uitgegaan van de veronderstelling dat elke stimulus een 

beslissingsproces induceert. Zo een beslissingsproces mondt uit in een beslissing 

betreffende de status van de stimulus (de stimulus behoort wel of niet tot de 

klasse). De tijd die een beslissingsproces nodig heeft om tot een beslissing te 

komen is een toevalsvariabclc die afhangt van de persoon en de stimulus. In

dien er meerdere stimuli zijn. zijn er ook meerdere beslissingsprocessen. Voor 

het geven van een correct antwoord is het voldoende1 dat slechts één van deze 

processen tot de juiste beslissing komt. Indien er slechts één stimulus is. en 

dus ook slechts één beslissingsproces, is de reactietijd gelijk aan de tijd die het 

ene beslissingsproces nodig heeft om tot een beslissing te komen. Indien er 

meerdere stimuli zijn. en dus ook meerdere beslissingsprocessen, is de reacti

etijd gelijk aan de tijd die het snelste beslissingsproces nodig heeft om tot een 

beslissing te komen. Met andere woorden, de reactietijd is gelijk aan \wX min

imum van meerdere onobsen-ccrbarc beslissingstijden. Het is gebruikelijk te 

veronderstellen dat de marginale verdeling van de beslissingstijd die door een 

bepaalde stimulus geïnduceerd wordt altijd dezelfde is ongeacht welke andere 

stimuli aangeboden worden. Dit noemt men contextonafliankelijkheid. Het race1 
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model is een verklaring van het redundant signal effoot omdat de verdoling van 

het minimum van twee toevalsvariabelen altijd links liggen van de marginale 

verdelingen van deze toevalsvariabelen. Dus, onder liet race model moot de 

verdeling van dc reactietijden op redundant signal trials altijd links liggen van 

de verdelingen van de reactietijden op single signal trials. Miller (1982) heeft 

laten zien dat het race model een restrictie op de maximale grootte van het 

redundant signal effect impliceert. Concreet, als het race model correct is dan 

bestaat er een verdeling die overal links ligt van de verdeling van de reactietijden 

op redundant signal trials. Deze verdeling is een functie van de verdelingen vnu 

do reactietijden op single signal trials. Deze restrictie noemt men de race 7riodel 

ongelijkheid. 

In Hoofdstuk Eén wordt een statistische toets voor de de race model on

gelijkheid voorgesteld. Omdat er geen redenen zijn om te veronderstellen dat de 

verdelingen van de reactietijden behoren tot een bepaalde parametrische klasse 

van verdelingen, ligt het voor de hand om te kiezen voor een η onparametrisch e 

toets. En omdat er geen voor de hand liggend alternatief model bestaat dat een 

schending van de race model ongelijkheid impliceert, ligt het voor de hand om 

een statistische toets te formuleren die consistent is tegen elke schending van de 

race model ongelijkheid. De voorgestelde toets is een variant op de eenzijdige 

Kolmogorov-Smirnov toets voor twee steekproeven. Dit is een consistente non-

parametrische toets van de hypothese dat de verdeling van de ene steekproef 

links ligt van de verdeling van de andere steekproef. Echter, bij het toetsen 

van de race model ongelijkheid hebben we te maken met drie steekproeven in 

plaats van twee: één steekproef van reactietijden op trials met twee stimuli, 

en twee steekproeven van reactietijden op trials met slechts één stimulus. Ecu 

tweede verschil met de nulhypothese die door de Kolmogorov-Smirnov toets 

getoetst wordt, is dat de race model ongelijkheid enkel een restrictie oplegt 

aan do verdeling van de reactietijden op redundant signal trials. Deze restric

tie hangt weliswaar af van de verdelingen van de reactietijden op single signal 

trials maar beperkt deze verdelingen geenszins. Dit heeft tot gevolg dat de 

steekproevenverdeling van de Kolmogorov-Smirnov toetsstatistiek niet langer 

van toepassing is. De kern van de oplossing van dit probleem bestaat erin dat 

door een kleine wijziging van het experimentele paradigma liet probleem gere

duceerd wordt tot (vn probleem met slechts twee steekproeven. De afleiding 

van de steekproevenverdeling van de Kolmogorov-Smirnov toetsstatistiek on

der dit nieuwe vertrekpunt vereist nog wel enige aandacht maar brengt geen 

onoverkomelijke problemen met zich mee. 
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De tweede onderzoeksvraag heeft betrekking op de wijze waarop antwoorden 

op atti tudevragen tot s tand komen. Meestal wordt er van uitgegaan dat de kans 

dat een persoon het eens is met een bepaalde uitspraak een functie is van de 

at t i tude van de persoon. In de literatuur beschouwt men twee mogelijke relaties 

tussen de at t i tude van een persoon en de kans dat een persoon het eens is met 

een uitspraak: eentoppig en monotoon (zie bijv.. Thurstone &: Chave, 1929). 

Als de relatie eentoppig is. dan neemt de kans dat een persoon het eens is met 

een uitspraak af naarmate de inhoud van de uitspraak verder af ligt van de 

at t i tude van de persoon. Als de relatie monotoon is. dan neemt de kans dat 

een persoon het ("ens is met een uitspraak toe dan wel af naarmate de at t i tude 

toeneemt. 

In Hoofdstuk Drie wordt een methode geïntroduceerd om te evalueren welke 

van deze twee relaties beter bij de data past. Hiertoe worden twee nieuwe mod-

ellen voor att i tudemeting voorgesteld. Het eerste model staat enkel monotone 

relaties toe. Het tweede model is een uitbreiding op het eerste model, en laat 

ook eentoppige relaties toe. Aangezien het eerste model een bijzonder geval is 

van het tweede komt het evalueren van de monotonicitcit van de relatie neer 

op het toetsen van de adequaatheid van een restrictief ten overstaan van een 

minder restrictief model. Om de adequaatheid van het restrictieve model te 

evalueren maken we gebruik van een posterior-predictive, check (Rubin, 1984). 

Een posterior-predictive check evalueert of de geobserveerde data lijken op data 

die aan het restrictieve model voldoen, de zogenaamde gerepliceerde, data. Als 

men gelooft in het restrictieve model, dan wil men dat de gerepliceerde data 

zo veel mogelijk lijken op de geobserveerde data . Om te evalueren of de geob

serveerde data op de gerepliceerde data lijken wordt een statistiek gebruikt die 

gevoelig is voor afwijkingen λ-an het restrictieve model. In Hoofdstuk Drie wordt 

ecu statistiek voorgesteld waarvan de waarde maximaal (minimaal) is als de re

latie monotoon stijgend (dalend) is. Uit een simulatiestudie1 blijkt echter dat 

de posterior-predictive check met deze statistiek er niet in slaagt om schendin

gen van het restrictieve model te detecteren. De reden hiervoor is dat als het 

restrictieve model niet opgaat, dat dan de verdeling van de gerepliceerde data 

(de referentieverdeling) en de verdeling van de geobserveerde data (de werke

lijke verdeling) niet alleen verschillen wat betreft de parameters waarin men 

geïnteresseerd is (hier. de parameters die bepalen of de relatie met de att i

tude eentoppig of monotoon is), maar ook wat betreft andere parameters (de 

zg. nuisance parameters). Om dit probleem te verhelpen wordt in Hoofdstuk 

Drie een nieuwe methode voorgesteld die nauw verwant is aan de posterior-
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predictive check. Uit een simulatiestudie blijkt dat deze nieuwe methode er wél 

in slaagt om schendingen van hot restrictieve model te detectoren. Do modellen 

uit Hoofdstuk Drie worden toegepast op een dataset, waaruit blijkt dat voor 

het merendeel van do uitspraken oen monotone relatie oen adequate beschrijv

ing geeft van de antwoorden. 

Om gebruik te kunnen maken van de methode voor het toetsen van een re

strictief tegen een minder restrictief model is het vereist dat we een steekproef 

kunnen trekken uit do posterior verdeling van de modelparameters. In Hoofd

stuk Twee wordt een methode voorgesteld om een steekproef te trekken uit de 

posterior verdeling van de modelparameters. Deze methode kan gebruikt wor

den voor modellen uit de klasse van latente responsmoddlen (Maris, 1995), een 

ruimere klasse van modellen waartoe ook de modellen uit Hoofdstuk Drie be

horen. 
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