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Introduction and Outline

1.1 Motivation
Lung diseases are a main cause of mortality and morbidity, e.g. chronic obstructive pulmonary disease (COPD) is the third leading cause of death worldwide [1] and lung cancer
the most deadly cancer in the US [2]. Diagnosis, therapy planning, and treatment monitoring of lung diseases are often performed image-guided. Computed tomography (CT)
is the most sensitive way to image the lungs in vivo. Radiologists analyze CT scans for
example to detect lung cancer, COPD, interstitial lung diseases, and bronchiectasis, to
determine the staging and spread of diseases, and to localize lesions prior to biopsy.
Although the human eye is very good at qualitatively judging diseases, quantification
of disease status and progression is much better done by computers. To be able to perform
any automatic quantification, delineation (i.e. segmentation) of the structures of interest
is a prerequisite. Manual segmentation by a clinical expert is not only time-consuming and
thus expensive, but it also leads to non-reproducible results since each expert segments a
structure differently.
Automatic segmentation methods can provide reliable, reproducible, fast, and costefficient results. Many automatic segmentation tools have been developed. However, due
to anatomical variations and the fact that scans often contain severe pathology, automatic
segmentation tools are not always successful. In clinical practice it is of critical importance
that the provided segmentation is correct, otherwise subsequent analysis will not be useful.
Since it is unlikely that in the foreseeable future any automatic method will be able to
segment structures correctly in all scans, methods to interactively correct an insufficient
segmentation result in an efficient and reliable way are of crucial importance.
The goal of this thesis is to provide automatic and interactive segmentation methods to
allow an efficient workflow for quantitative lung analysis. The proposed workflow aims at
as much automation as possible while allowing the user to adapt automatic segmentation
results fast and reliably in cases with erroneous results. The introduction of this thesis
gives a short overview about lung anatomy, CT imaging of the lungs, and lung diseases.
Next, a detailed description of the proposed segmentation workflow is presented, and
evaluation strategies and data used are introduced. Finally, there is an outline of the
thesis.

1.2 Lung anatomy
The lung is a vital respiration organ performing gas exchange. In the human thorax
there are two lungs, a left and a right lung. In-between the left and right lung there is
the mediastinum, a tissue space containing the heart, trachea, major blood vessels, main
bronchi, thymus gland, thoracic duct, lymph nodes, and other structures. Functional
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Figure 1.1: Anatomy of the human lungs showing the pulmonary lobes and the airway tree. Original
figure is taken from public domain and cropped.

subunits of the lungs are the lobes. In the right lung there are three lobes, the superior
(upper), middle, and inferior (lower) lobe. The left lung is smaller and shows only two
lobes, the superior (upper) and the inferior (lower) lobe (see Figure 1.1).
The pulmonary lobes are covered by a thin pleura, which allows the separated lobes to
move along within the rib cage. Pleural fluid in the gap between the lobes and the rib cage
provides lubrications and allows frictionless movement of the lungs during respiration [3].
The double layer of visceral pleura that occurs at the boundaries of two adjacent lobes is
called fissure. In the right lung there is the oblique (major) fissure between the inferior
and the middle lobe and the horizontal (minor) fissure between the middle and superior
lobe. The fissure between the lobes in the left lung is also called oblique (major) fissure
(see Figure 1.1). The lobes are further subdivided into segments. There are 10 segments
in the right and 9 segments in the left lung which are named by the supplying bronchial
branch respectively. The segments are directly connected with each other and are not
covered by a separated pleura as the lobes.
The lungs are pervaded by supply trees for air and blood to perform their main function: gas exchange. Fresh air enters the body through the trachea. The trachea subdivides into the two main bronchi for the left and right lung. From there, bronchi trees are
stretched over the total lungs with decreasing diameter size of the airways. Each lobe has
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a separated supply branch for both vessels and airways, as a result, pulmonary lobes are
separated functional units of the lungs. Finally, the airways end in the alveoli, which are
air sacs with a thin walls and an estimated diameter of 0.25 mm [3]. There are about
300 million alveoli in each human lung [3]. Due to the huge number and the overall large
surface, sufficient gas exchange can take place in the alveoli. Through diffusion oxygen
from the air passes the blood-air barrier into the blood and in exchange carbon dioxide
goes from the blood into the air. Pulmonary arteries lead carbon dioxide rich blood to
the alveoli and oxygen-rich blood is transported in the pulmonary veins to the heart from
where it is spread through the rest of the body.
During inspiration the diaphragm which is located at the bottom of the lungs contracts and therefore increases the lung volume and the diameter of the alveoli. In basal
respiration an adult breathes about 12 times per minute and inhales 500 ml per breath
[4, 5]. The diaphragm relaxes during expiration.

1.3 CT imaging of the lungs
Computer tomography (CT) is an imaging technique that provides 3D images by combining information from a large series of 2D x-ray scans acquired from different angles. A
CT scan is composed according to a 3D matrix with cuboid regions called voxels. Each
voxel shows a gray value that depends on the radiographic density of the corresponding
body region. The unit for voxel values in CT images is Hounsfield (HU). The Hounsfield
scale is defined as follows: Water is set to 0 HU and air to -1000 HU. Contrast agent can
be used to increase the density and thus also the HU value of blood.
CT is a very sensitive way to image the lungs compared to other modalities such as
magnetic resonance imaging (MRI). Whereas MRI is particularly suitable for depicting
soft tissue, high contrast in densities such as air and vessels in the lungs is better imaged
by CT. Other features such as the low cost, the wide availability, and the speed make
CT to the most important medical imaging technique for many applications. But the
major drawback of CT is the risk of developing cancer caused by ionizing radiation [6, 7].
New technologies with less radiation such as low-dose scanning protocols decrease the
risk. For more details on CT technology see [8]. A typical CT scan of the lungs shows
around 400 slices and an in-plane matrix size of 512 x 512 voxel. Due to the low density
of air the lungs and in particular the bronchi appear dark. The pulmonary fissures look
like thin bright lines in 2D cross-sections. The other bright structure in the lungs is the
vascular tree. Figure 1.2 provides an example CT scan with labellings of some anatomical
structures.

1.4 Lung diseases
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Figure 1.2: A CT scan of the lungs with labelled anatomical structures a) Axial view b) Coronal view
c) Sagittal view of the right lung. In this figure white is HU of 50 and higher and black is -1450 HU and
lower. This setting is a typical lung window.

1.4 Lung diseases
The two worldwide leading pulmonary pathologies are lung cancer and chronic obstructive
pulmonary disease (COPD). Lung cancer is currently the most deadly cancer in the US
with estimated 159260 deaths (86930 male/72330 female) in 2014 [2]. The World Health
Organization reports that COPD is the third deadliest disease in the world with an
estimated 3.1 million deaths in 2012 [1]. There are many more pulmonary diseases such
as fibrosis, asthma, interstitial lung disease (ILD), tuberculosis, or pneumonia, but in this
thesis only lung cancer and COPD are addressed and introduced.

1.4.1 Imaging and analysis of lung nodules
Lung cancer is an abnormal cell growth in the lung that develops malign tumors. With
progression of the disease it can spread to other parts in the body and provoke metastasis.
On the other hand pulmonary metastasis are nodules in the lung with an origin primary
cancer of another organ. The main cause for lung cancer is smoking followed by exposure
to radon gas, second-hand smoke, and asbestos [2, 5]. In early stages a patient usually
shows no symptoms. Later the most common symptoms are persistent cough, sputum
with blood, weight loss, chest pains, voice change, shortness of breath, and recurrent
pneumonia or bronchitis [2, 9].
In the case of suspected lung cancer an x-ray or CT scan is acquired. A biopsy of
a found nodule can provide information about whether the nodule is malignant, and
if so, what type of cancer it consists of. There are also benign tumors that do not
spread to the lymph nodes or to other organs. If lung cancer is detected in an early
stage, when the disease is still localized, treatment is often successful. Once a patient is
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symptomatic, chances of survival are much lower. The 5 year survival rate for all stages
of lung cancer is low with about 17%. But it increases to 54% for cases that are diagnosed
in a localized stage. Currently, only 15% of the lung cancer cases are detected in an early
stage [2]. Screening of high-risk population such as heavy smokers can help to detect
small pulmonary nodules that might appear as early stage cancer and reduce mortality
from lung cancer [10]. The high resolution of a CT scan allows to distinguish between
different types of nodules. There are solid, part-solid, and non-solid nodules, that can be
attached to a vessel or the pleural wall (see Figure 1.3).
The goal of lung screening is to detect nodules and to determine if the nodule needs
immediate action or can be followed in the screening. To determine the next treatment
steps, several different strategies have been used and proposed so far [11–13], whereby the
most important features are type of nodule, size, and size change over time. At present
2D measurements are the standard way for size estimation [14–16]. But there is an
increasing number of publications that consider to measure the nodule volume, since this
metric is more reliable compared to 2D measurement [15, 17]. As long as there are no
reliable automatic segmentation methods for pulmonary nodules, volumetric analysis is
not feasible in the clinical routine since manual segmentation is time-consuming.
There is debate about whether the advantages of screening outweigh the disadvantages. The major drawbacks are the radiation exposure of CT, the high cost, and the
number of false positive findings that might be severe emotional stress for the patients
[18]. Furthermore, overtreatment can cause unnecessary mortality and morbidity. But
lung cancer screening is getting more popular and is going to start after the Centers
for Medicare and Medicaid Services (CMS) in the US announced approval of CT lung
screening for all Medicare recipients in the US in February 2015.
Depending on the nodule features and other factors such as the patients risk of cancer
due to smoking the next treatment steps are determined. If the nodule is small and likely
benign a follow-up CT surveillance after several month is performed to analyze the nodule
growth over time. For some cases a biopsy is a good way to determine whether a nodule is
malign [14, 17]. Based on these results the actual therapy can be surgery, chemotherapy,
and radiotherapy, or a combination of these [2].

Imaging and analysis of COPD
Chronic obstructive pulmonary disease (COPD) is a chronic and irreversible disease. Patients show a persistent airflow limitation that usually gets worse over time. Symptoms
are shortness of breath, productive cough, and sputum production.
To make a confident diagnosis and staging of COPD spirometry is required [20]. This
method estimates the lung function of a patient by measuring the amount and speed

1.4 Lung diseases
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(a)
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Figure 1.3: Different types of pulmonary nodules with a manual segmentation (red) provided by the
LIDC/IDRI database [19]. a) Solid nodule b) non-solid nodule c) subsolid nodule with a solid core
d) solid nodule attached to the pleural wall e) solid nodule with attached vessels f) non-solid nodule with
attached vessels.
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of air while inspiration and expiration [3, 4]. Two important parameters are the Forced
expiratory volume in 1 second (FEV1) and Forced vital capacity (FVC). FEV1 describes
the volume of air a patient can exhale in one second after maximal inspiration whereas
FVC is the total volume of air a patient can exhale after maximal inspiration. Also the
ratio of FEV1 to FVC is a crucial parameter for the diagnosis of COPD. The Global
Initiative for Chronic Obstructive Lung Disease (GOLD) [21] provide strategies for the
diagnosis and management of COPD. They also defined the following classification of
airflow limitation severity which is based on cutoffs of FEV1 and FVC: GOLD 1 (Mild),
GOLD 2 (Moderate), GOLD 3 (Severe), and GOLD 4 (Very Severe).
Two typical characteristics of COPD are chronic obstructive bronchitis and emphysema. The irreversible breakdown of lung tissue caused by damage of the alveoli is called
emphysema. In consequence the functional surface area is decreased and the gas exchange
limited [5]. Large air pockets are called bullous emphysema. These trap air in the lungs
and thereby decrease the space in the thorax for the healthy parenchyma to expand while
inhaling. The worldwide most common risk factor for COPD is cigarette smoking. But
also passive smoking and air pollutants can provoke or increase COPD.
A CT scan shows the distribution of emphysema throughout the lungs. This is relevant because local emphysema (see Figure 1.4a) can be treated in more ways compared to
emphysema spread over the total lungs (see Figure 1.4b). If only one pulmonary lobe is
affected, a lobectomy can be performed to provide more space to the healthy parenchyma
of the remaining lobes. Furthermore, there are several ways to treat local bullous emphysema such as lung volume reduction surgery or a non-surgical lung volume reduction
procedures including endobronchial valves, lung volume reduction coils, bronchoscopic
thermal vapour ablation, or biologic lung volume reduction [22]. COPD is not curable
but the progression can be delayed and the symptoms are treatable [20]. The most important instruction for a patient is to stop smoking and to engage in physical activities. There
are also pharmacologic therapies to mitigate symptoms such as coughing. In progressed
stages supplemental oxygen can be administered. For patients with advanced COPD a
lung transplantation may be considered [22].

1.5 Segmentation workflows for clinical practice
For several applications in the clinical routine such as exact measurement of volumes, segmentation of anatomical structures is required. Manual slice-wise segmentation can be
time-consuming and tedious especially for large structures. Therefore, automatic segmentation methods are needed to allow an effective workflow in the clinical practice. There
are a lot of automatic segmentation approaches for anatomical structures in the lungs,
see [23] for a detailed review. But today automated segmentation is still an open issue

1.5 Segmentation workflows for clinical practice
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(b)

Figure 1.4: Different types of emphysema in axial chest CT scans. a) A large bulla (red arrow) in the
right upper lobe b) Emphysema distribution (red arrows) over both lungs.

since automatic methods do not reliably work for all cases. Due to individual anatomies,
pathologies, or different image qualities automatic methods can fail for challenging cases.
For clinical studies and practice, the segmentation of structures of interest needs to be
accurate in all cases. Since there are no state-of-the-art segmentation methods available
that produce accurate results in every single case, methods to modify automatic segmentation results in case of erroneous results are a prerequisite for translation to the clinic.
There are several interactive segmentation methods for medical imaging, ranging from
methods needing only a single user click, to fully manual segmentation. See [24] for a
comprehensive description of several general segmentation techniques.
The goal of this thesis is to provide a complete workflow, not just an automatic or
interactive method, that allows a user to get accurate results in all cases with minimal
user interaction. The proposed workflow consists of the following steps:
1. Present the results of a fully automatic segmentation for the user to inspect
2. If the user is not satisfied with the result of the first step, provide interactive tools
for challenging cases
3. Allow fully manual drawing in exceptional cases if the result is still not sufficient.
In this thesis the proposed workflow was implemented for the segmentation of pulmonary lobes and nodules in chest CT scans.
A human observer segments the lung lobes by tracing the pulmonary fissure. In case
of incomplete or missing fissures, the exact location of the lobar boundary is usually
not obvious to determine. In that case, the locations of the bronchi and vessels provide
information about the boundary since each lobe has its own supply branch for both bronchi
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and vessels. Due to different anatomies or severe pathologies, the shape of lung lobes is
not uniform between patients. All automatic segmentation methods which rely on the
presence of a visual fissure or expect a typical shape of the lung lobes fail for challenging
cases.
The automatic segmentation method for pulmonary lobes proposed in Chapter 2 of this
thesis integrates information from fissures, bronchi, and vessels to perform a watershed
transformation. In this approach no typical shape is expected and missing fissures are
no problem since there are still other anatomical information available. The interactive
segmentation, step 2, in the workflow, is provided in Chapter 3 of this thesis. In this
step no anatomical or image-based information is included since this was used in the
previous automatic segmentation step in the workflow and the result was not sufficient.
This solely geometric approach processes 2D observer drawings by updating the lobar
boundary in a 3D region around the observer input. This interaction is tailored for the
task of lobar segmentation and allows correcting of a complete lobar boundary with only
a few interactions instead of manual correction on many slices.
The challenge of nodule segmentation depends on the kind of nodule. For humans as
well as for automatic methods solid nodules surrounded by parenchyma (see Figure 1.3a)
are easy to segment since the contrast is high. If a structure with a similar density such
as the pleura wall or a vessel is attached (see Figures 1.3d, 1.3e, and 1.3f), detecting
the exact boundary of the nodule is challenging especially for a computer. Even more
demanding is the delineation of subsolid nodules with a similar density as the surrounding
lung parenchyma (see Figures 1.3b, 1.3c, and 1.3f).
The automatic segmentation method for pulmonary nodules proposed in Chapter 4 of
this thesis expects a seed point around the center or a stroke on the largest diameter of the
nodule. First, an intensity analysis of the nodule region and surrounding parenchyma is
performed followed by a threshold-based region growing. In this way a suitable threshold
is found for solid as well as for non-solid nodules. Next, a connected component analysis
and convex hull calculation are applied to separate the nodule from the pleural wall.
Finally, a series of morphological operations removes attached vessels.
For the interactive step of the workflow, 3D extrapolation of an observer input as
used for the interactive lobe segmentation is not feasible for nodules. Since nodules are
small structures and only present on a few slices, the variation of the shape between adjacent slices is high. Therefore, in the proposed interactive step for the segmentation of
pulmonary nodules the observer can choose out of seven precalculated nodule segmentations. These are calculated with the presented automatic method but with different
thresholds that cover typical segmentation problems such as under- or oversegmentation.

1.6 Validation metrics
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1.6 Validation metrics
After developing a segmentation method, it is important to validate its performance. The
goal in medical imaging is commonly to produce the same or a similar segmentation as
a human. To evaluate a segmentation result, the quality of a segmentation result can be
estimated by an expert such as a radiologist. By visual inspection the expert can rate the
quality for instance on a given scale from excellent to insufficient.
If the expert performs a manual segmentation of the structure the result can be seen
as a ground truth or reference segmentation. The automatic segmentation result can then
be compared to the reference segmentation and several quantitative evaluation metrics
can be used. In this thesis, two kinds of measurements are used, overlap measures and
distance measures.
The two most common metrics for overlap are the Jaccard index and the DICE coefficient. The Jaccard index gives the volumetric overlap of two binary masks A and
M:

|M ∩ A|
(1.1)
|M ∪ A|
The DICE coefficient also gives the volumetric overlap of A and M and is defined in
Jaccard :=

the following way:

2|M ∩ A|
(1.2)
|M| + |A|
The more similar two segmentations are, the closer Jaccard and DICE are to one.
DICE :=

Jaccard can be converted to DICE and the other way around by the following formulas:
Jaccard =

DICE
2 − DICE

(1.3)

and

2xJaccard
(1.4)
1 + Jaccard
For distance measurement the Hausdorff and the mean distance are introduced in the
DICE =

following. The Hausdorff distance defines the maximum distance between the surfaces of
two masks A and M. Let dmin (p, B) := min{d(p, b)|b ∈ B} be the minimum distance
of a point p to the binary mask B. Then the Hausdorff distance DH (M, A) between two
binary masks A and M can be defined as:
DH (M, A) := max{max{dmin (m, A)|m ∈ M}, max{dmin (a, M)|a ∈ A}}

(1.5)

Another method to take the distances between the surfaces into account is to calculate
the average distances. For each surface voxel of both masks A and M the distance of
the closest voxel of the other mask is estimated and the average (avg) of all values is
calculated. Thus, the average distance DA (M, A) is defined as:
1
DA (M, A) := {avg{dmin (m, A)|m ∈ M} + avg{dmin (a, M)|a ∈ A}}
2

(1.6)

14

Introduction and Outline
It is important to know the characteristics of the different metrics to correctly interpret

the result. The overlap metrics usually show better results for larger objects since small
differences between two masks do not have a major influence on the overall result. For
small structures a difference of a few voxels shows a much larger effect because in this
case a few voxels might be a relevant percentage of the total volume.
The results of the distance measurements are not related to the size of the structure.
But the Hausdorff distance is very sensitive to outliers. In combination with the average
distance the segmentation difference can be classified into a major local error or into
an overall inaccurate segmentation. Due to the different characteristics of the various
metrics, in all experiments of this thesis more than one metric was used.

Interobserver variability
If two or more experts are requested to do a manual segmentation of a structure, the results
are usually not identical. Especially for difficult structures without a clear boundary
such as subsolid nodules (see Figure 1.3b) the interobserver variability is high. Even a
single expert usually will not exactly produce the same results in repetitive segmentation
sessions. Therefore, estimating the quality of an automatic segmentation method by
comparing it to only one manual observer is tricky because a perfect agreement cannot
be expected.
Determining the interobserver and/or the intraobserver agreement can help to estimate the expected quality of a segmentation algorithm. If the variability between the
automatic method and a human observer is similar to the variability between two observers the automatic method is comparable to a human segmentation. A critical review
about validation with multiple reference segmentations and the variability of the manual
segmentations is given by Moltz [25].

1.7 Validation on public datasets
Many proposed segmentation algorithms are evaluated on a number of datasets that are
not publically available. Medical data protection or other reasons do not allow groups to
publish the datasets that were used for the evaluation. Transparency is important for a
reliable evaluation and to avoid the following problems:
• Without inspection of the original data is it not possible to estimate how challenging
the cases are for a segmentation algorithm.
• It is not possible for other groups to apply their algorithms on the same dataset and
thereby compare the qualities of the segmentation algorithms.

1.8 Outline of the thesis
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• Some groups might only include datasets that showed good results with the proposed
segmentation algorithm. This will lead to good quantitative results reported but
actually the method is not robust for a variety of datasets.
• Reference segmentations used for an evaluation might not be objective. An observer
could do a manual segmentation similar to the expected output of the automatic
method.
A good way to perform a transparent and reliable evaluation is to use public datasets.
The Cancer Imaging Archive [26] provides a wide range of datasets for different anatomical
structures and modalities. One of these is the Lung Image Database Consortium image
collection (LIDC/IDRI) [19] which provides lung CT scans of 1010 patients. Furthermore,
manual segmentations of the pulmonary nodules by several experts are available. In this
way, groups can evaluate their methods on the same dataset. If these groups agree on
exactly the same validation metrics a fair comparison is possible.
An even more fair and transparent way to compare algorithms are public challenges.
The organizers of a challenge provide datasets and invite groups to apply their segmentation methods on these data. The evaluation is done centrally by the organizers of the
challenge. This allows a fair comparison of methods based on the same dataset and exactly
the same validation metrics. The Consortium for Open Medical Image Computing [27]
presents a wide variety of challenges in biomedical image analysis. One of the challenges
is for lung and lung lobe segmentation and is called LOLA11 [28].
In all chapters of this thesis the evaluation was done on public data. In Chapters 2
and 3, the results were submitted to the LOLA challenge, Chapters 4 and 5 use the data
from the LIDC/IDRI database.

1.8 Outline of the thesis
This thesis proposes automatic and interactive methods for the segmentation of pulmonary
lobes and nodules. A combination of these approaches provides a segmentation workflow
starting with automatic methods and continuing with interactive correction if required.
Chapter 2 presents a watershed-based automatic segmentation of the lung lobes. It
includes information from the pulmonary fissures, bronchi, and vessels. The evaluation
was performed on 20 CT scans used in a previous study, allowing a direct comparison.
Furthermore, we participated in the lungs and lobe segmentation challenge LOLA11 [28]
and applied the method to 55 datasets provided by the organizers of the challenge.
Chapter 3 describes a complete segmentation workflow for the pulmonary lobes. The
first step is the automatic segmentation presented in Chapter 2. The second step is
a 3D geometric method that enables fast and intuitive correction of a given lung lobe
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segmentation. Also a segmentation from scratch only based on a lung mask is allowed.
The boundary between the lobes is represented as a mesh that can be modified by drawing
the correct boundary on 2D slices in arbitrary orientation. After each drawing, the mesh
is immediately adapted in a 3D region around the user interaction. For evaluation we also
participated in the LOLA11 challenge [28] with both the correction and the segmentation
from scratch. Two observers applied the approach to correct the automatic segmentation
results and one observer did a segmentation from scratch for all of the 55 datasets provided
by the challenge.
In Chapter 4 an automatic nodule segmentation approach is introduced. A user provides a stroke on the largest diameter of the nodule to initialize the method. Then, a
threshold-based region growing is performed based on an intensity analysis around the
stroke and surrounding parenchyma. A combination of a connected component analysis
and convex hull calculation separates the nodule from the chest wall. Finally, vessels attached to the nodule are removed by morphological operations. The method was evaluated
on 59 subsolid publically available nodules provided by LIDC/IDRI [19].
Chapter 5 presents a complete segmentation workflow for pulmonary nodules. As
a first step a similar approach to the one introduced in Chapter 4 but with an initial
seedpoint instead of a stroke is applied. For the cases with insufficient results an interactive step follows. Here the user can choose between seven precalculated segmentation
results. These are also created with the automatic segmentation method but with varying parameters for the threshold-based region growing. This workflow was evaluated on
907 publically available pulmonary nodules provided by LIDC/IDRI [19]. In addition,
reliability of volumetric measurement is compared to 2D metrics.
Chapters 6 and 7 give a summary of the thesis and a general discussion.

Pulmonary Lobes
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Abstract
Segmentation of the pulmonary lobes is relevant in clinical practice and particularly challenging for cases with severe diseases or incomplete fissures. In this work an automated
segmentation approach is presented that performs a marker-based watershed transformation on CT scans to subdivide the lungs into lobes. A cost image for the watershed
transformation is computed by combining information from fissures, bronchi, and pulmonary vessels. The lobar markers are calculated by an analysis of the automatically
labeled bronchial tree. By integration of information from several anatomical structures
the segmentation is made robust against incomplete fissures.
For evaluation the method was compared to a recently published method on 20 CT
scans with no or mild disease. The average distances to the reference segmentation were
0.69 mm, 0.67 mm, and 1.21 mm for the left major, right major, and right minor fissure,
respectively. In addition the results were submitted to LOLA11, an international lung
lobe segmentation challenge with publically available data including cases with severe
diseases. The average distances to the reference for the 55 CT scans provided by LOLA11
were 0.98 mm, 3.97 mm, and 3.09 mm for the left major, right major, and right minor
fissure. Moreover, an analysis of the relation between segmentation quality and fissure
completeness showed that the method is robust against incomplete fissures.

2.1 Introduction
The human lungs are subdivided into five lobes that are separated by visceral pleura
called pulmonary fissure. There are three lobes in the right lung, namely upper, middle,
and lower lobe. The right upper and right middle lobe are divided by the right minor
(horizontal) fissure whereas the right major (oblique) fissure delimits the lower lobe from
the rest of the lung. In the left lung there are only two lobes, the upper and the lower
lobe, that are divided by the left major (oblique) fissure (see Figure 2.1a). A characteristic
of the pulmonary lobes are separated supply branches for both vessels and airways (see
Figure 2.1b).
Lung lobe segmentation is relevant in clinical applications particularly for treatment
planning. The location and distribution of pulmonary diseases are important parameters
for the selection of a suitable treatment. Locally distributed emphysema can be treated
more effective by lobar volume resection than homogeneously distributed emphysema [29].
Another application is quantitative monitoring of pulmonary diseases such as emphysema
or fibrosis. A lobe-wise analysis shows the progression of the disease in more detail.
Computed tomography (CT) allows visualization of the lungs within a few seconds.
Since typical scans with high anatomical details contain over 400 slices with submillimeter
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(a) Lung lobes.

(b) Vessel and bronchi tree.

Figure 2.1: Renderings of the anatomy of the lungs. a) shows a rendering of the lungs subdivided into
the right upper (RU), right middle (RM), right lower (RL), left upper (LU), and left lower (LL) lobe.
b) shows a rendering of the vessels (red) and bronchi (blue) tree of the right lung. There are no major
supply branches at the lobar boundaries (arrows).

resolution for each direction, manual segmentation is time consuming and there is demand
for automatic lung lobe segmentation methods.
The segmentation of pulmonary lobes is challenging because of anatomical variation
and incomplete fissures. On the one hand, pathologies can deform the lobes and make
the fissures unrecognizable. And on the other hand, even in patients with normal lung
parenchyma the fissures are often not complete [30]. Examples of incomplete and deformed
fissures are shown in Figure 2.2. For cases with incomplete fissures radiologists infer the
lobar boundaries using information from the bronchi and vessel trees. Since there are
usually no major supply branches between the lung lobes (see Figure 2.1b) the lobar
boundaries are defined in between the bronchi and vessel branches.
There are several different approaches of lung lobe and pulmonary fissure segmentation in literature. Van Rikxoort et al. [31], Wiemker et al. [32], Wang et al. [33], Pu
et al. [34], and Wei et al. [35] presented methods for lobar fissure segmentation in CT
data. For patients with complete pulmonary fissures a segmentation of these fissures is
sufficient to obtain a lung lobe segmentation. Since in many cases fissures are incomplete
additional processing steps are required to obtain a lobe segmentation. Nevertheless, the
segmentation of visible fissures offers a good basis for lobe segmentation and can also
be used for other purposes with clinical relevance such as quantifying the completeness
of the fissures, which is an important feature for treatment planning of patients with
emphysema [36].
Van Rikxoort et al. published two different lung lobe segmentation methods. In [37]
pulmonary lobes and segments were found by supervised classification. First, the fissures
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(a) LOLA11 case 13.

(b) LOLA11 case 48.

(c) LOLA11 case 35.

(d) LOLA11 case 13.

(e) LOLA11 case 48.

(f) LOLA11 case 35.

Figure 2.2: Anatomical variation of pulmonary lobes. Figures a), b), and c) show a sagittal slice of the
right lung. d), e), and f) show the same slices with labeled lobes (red = upper lobe, blue = middle lobe,
green = lower lobe). a) shows a case with a small middle lobe and incomplete fissures (arrow). b) shows
a case with a large middle lobe and pathologically thick fissures (circle). c) shows a pathological lung
with several bright structures and incomplete fissures (arrow). Datasets are taken from LOLA11 [28].
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were enhanced and segmented by the eigenvalues and eigenvectors of the Hessian matrix.
Next, features such as the position relative to the fissures provided a labeling to a pulmonary lobe for every voxel inside the lung. The classifier was trained on 500 CT scans
with findings that were assigned to a segment by an expert. The evaluation was done
on 100 datasets with classified findings. For the left lung, 97% of the findings and for
the right lung, 90% of the findings were assigned to the correct lobe. It did not produce
anatomically correct results for cases with incomplete fissures.
The second lobe segmentation method by van Rikxoort et al. [38] is an automatic
multi-atlas approach. First, the lungs, fissures, and bronchi were segmented automatically and combined into one cost image. A fast registration of this result with a set of
five atlases with complete fissures gave the best matching atlas that was chosen for a fine
registration to get the lobe segmentation result. The evaluation was done on two datasets.
For 20 normal dose CT scans the mean distance to a manual fissure segmentation was
0.48 mm, 1.23 mm, and 1.28 mm for the left major, right major, and right minor fissure. The robustness of the segmentation against incomplete fissures was evaluated with
an observer study on 100 low dose CT scans. Atlas-based methods are generally timeconsuming, segmentation of one case took two hours on average. Another disadvantage
of this approach was that scans with lobar shapes not represented in the atlas set were
unlikely to be segmented correctly.
Kuhnigk et al. [39] presented a framework for automatic lung and lung lobe segmentation. The lobe segmentation was based on a watershed transformation that takes an
analysis of lobar airways and vasculature into account. It was robust against missing
fissures but therefore frequently inaccurate at clearly visible fissures. The method had
been applied to more than 1000 datasets [40] but was not quantitatively validated.
Ukil and Reinhardt [41] presented a pulmonary lobe segmentation similar to Kuhnigk
et al. [39]. In the first step, the lobes were segmented by a watershed transformation
based on a distance map of the vasculature and markers from the labeled bronchi tree.
In the second step, a 3D optimal surface detection was performed in a ROI around the
initial segmented fissures to refine the lobe boundaries. As a last step, incomplete fissures
were extrapolated based on a fast-marching method. The evaluation was done against
a manual reference standard of the visible fissures from 12 cases with normal lungs and
17 cases with mild to moderate emphysema and showed a mean root-mean-square (rms)
error of less than 2.7 mm over all fissures of all cases. A disadvantage of the method was
that around 20-25% of the cases needed manual intervention.
Zhang et al. [42] created an anatomic atlas of the lungs that described the average
position and variation of the major fissures from 16 CT datasets. The atlas was used
for initialization of the fissures. A ridgeness operator enhanced the edges in the original
images which offered information to refine the initial lobar boundaries. For the segmen-

24

Automatic Segmentation of the Pulmonary Lobes

tation of the right minor fissure, the observer had to interactively set anchor points. The
results were compared against manual tracings on 22 CT scans with normal anatomy and
showed an average rms error of 1.96 ± 0.71 mm over all datasets. The approach was not
evaluated on cases with abnormal anatomy or severe parenchymal diseases.
Pu et al. [43] proposed an automatic lobe segmentation method that started by detecting plane patches in subvolumes in the lungs. From these patches the pulmonary fissures
were inter- and extrapolated using implicit Radial Basis Functions. Based on the implicit
functions representing the fissures, the lungs were divided into five lobes. No anatomical
information of bronchi or vessels were taken into account in cases of incomplete fissures.
A qualitative evaluation was done by visual inspection of two radiologist on 65 CT examinations of healthy or mildly diseased lungs. The evaluation showed that 50.8% of
the cases were rated as ”excellent” or ”good” by both radiologists. The method was not
evaluated on cases with severe lung diseases. Segmentation took on average 25 minutes
for one case with a slice thickness of 0.625-1.25 mm.
Mori et al. [44] presented a lobe segmentation approach based on figure decomposition.
First, the pulmonary fissures detected by an analysis of the Hessian matrix were subtracted
from the lung ROI. Next, the lungs were eroded until there were two (in the left lung)
respectively three (in the right lung) connected components left over. Labels were assigned
to the components and the gaps were closed by dilation. Evaluation was performed on
13 CT datasets against a manually traced reference. The average coincident rates on
the volume overlap were between 0.94 and 0.99 for the five lobes. The approach was not
evaluated on lungs with severe diseases and it did not work for cases with missing fissures.
Ross et al. [45] published an interactive lobe segmentation method. An observer clicked
on several parts of the fissures to create points that were extrapolated to complete fissures
based on a thin plate spline interpolation method. Two observers applied the method to
20 CT scans and the distances of the results were compared. The average Euclidean
distance of the user agreement was between 2.08 mm and 4.52 mm for the three fissures.
An addition to this method was presented by Ross et al. [46] that was also based on a thin
plate spline surface fitting but had no need for user interaction. Here, fissure particles
were automatically detected by analysis of the eigenvalues and eigenvectors of the Hessian
matrix and MAP estimation. This approach was evaluated on six CT scans and compared
to two references created with the interactive version of this method [45]. The average
distance to the references was between 1.78 mm and 2.95 mm for the three fissures. A
drawback of this method was that it did not work for cases with missing fissures.
Lassen et al. [47] presented an interactive approach for lung lobe segmentation and
correction of a given segmentation. An observer sketched the pulmonary fissure on slices
of arbitrary orientation and got instant feedback in the form of an inter- and extrapolated
fissure surface that covered the total lung. The interactive segmentation method was
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evaluated on the left fissures of 25 CT datasets against a manual segmentation by a
human observer and showed an average distance of 1.57 ± 0.3 mm.
This paper proposes an automatic lung lobe segmentation method that uses information from automatic segmentations of the bronchi, vessels, and visible fissures in a
3D watershed transformation to be both robust against missing fissures and accurate at
visible fissures. Although all previously published lobe segmentation methods described
above were evaluated, it is not possible to compare the results directly because evaluation was performed on different datasets and with different evaluation measures (volume
overlap, distance to the fissures, visual inspection).
In this paper, a direct comparison to two of the previously published methods is made:
the atlas-based method by van Rikxoort et al. [38] and the method by Kuhnigk et al. [39].
For the direct comparison a set of 20 chest CT scans used in the original paper by van
Rikxoort et al. [38] is used. To allow comparison to any lobe segmentation method, the
proposed method was applied to a publicly available database from an international challenge for lung and lobe segmentation called LOLA11 [28]. LOLA11 provides 55 CT scans
from different hospitals and scanners including lungs with severe pathologies. Participants
can download the data and will get evaluation results after uploading the segmentation
results. Submitted segmentation results are compared against a manual lobar border
segmentation from a radiologist. Within the scope of LOLA11 a fair comparison of segmentation approaches is possible since all methods are evaluated on the same dataset
with the same evaluation measures. The challenge is still open and offers an excellent
opportunity to compare segmentation quality. Next to the evaluation measures provided
by the LOLA11 challenge, we analyzed the segmentation accuracy in respect of the fissure
completeness for the 55 cases of LOLA11.

2.2 Method
A lobe segmentation method is developed which combines anatomical information from
the lungs, vessels, airways, and lobar fissures to obtain the lobes using a watershed-based
segmentation method. The approach is an extension of the framework of Kuhnigk et
al. [39] which performs a watershed-based lobe segmentation that does not make use
of the lobar fissures and airways for construction of the cost image for the watershed
segmentation. A preliminary version of the here presented approach without an extensive
evaluation was previously published in [48] and [49].
Figure 2.3 provides an overview of the segmentation process. The method starts by
segmenting the lungs, vessels, airways, and fissures, which are later combined into one
cost image for the watershed segmentation process (Section 2.2.2). In the first step lungs
are segmented since all other segmentations are only performed inside the lung regions.
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Figure 2.3: Schematic diagram of the automatic lobe segmentation algorithm. From the original chest
CT scan four features are extracted to calculate the cost image for the watershed transformation: a) the
original data with the blood vessels masked out b) the pulmonary vasculature c) the bronchial tree
and d) the pulmonary fissures. A distance transformation is calculated from e) the vasculature, f) the
bronchial tree and g) the fissures (inverted and squared) to get local maxima at the lobar boundaries.
All four inputs are equally weighted to obtain the cost image for the watershed transform. Markers for
the lobes are calculated automatically from the bronchial tree.

A good lung segmentation is a prerequisite for the here presented lobe segmentation approach. The lung segmentation applied achieved the best performance in the LOLA11 [28]
challenge. It is based on previous work [49] and therefore not described in this paper.
Section 2.2.1 describes the segmentation of the vessels, fissures, and bronchi. Note that
any vessel, airway, or fissure segmentation could be plugged into the method without
adaptation.

2.2.1 Prerequisite segmentations
Pulmonary vessels
Based on the assumption that there are usually no major vessels at the lobar boundaries,
the distance to the pulmonary vasculature is a suitable feature to detect lobar boundaries.
To quantify the absence of vessels at the lobar boundaries, a coarse segmentation of the
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pulmonary vasculature is sufficient. There is high contrast between blood vessels and
lung parenchyma that enables a coarse segmentation of the pulmonary blood vessels by
thresholding the data inside the lung region. The goal is to include as many vessels as
possible but exclude fissures and other dense structures.
Before thresholding a downscaling with clamping is applied to reduce memory requirements. With the following equation the dataset vorig is scaled down to the 8-bit range
[0, 255], where 255 marks voxels outside the lung mask L:

vds =


max(0, min(254, vorig +1024 ))

v∈L

255

otherwise.

4

(2.1)

The resulting dataset vds is thresholded to receive the vesselmask V.
V = 130 6 vds < 255.

(2.2)

The fixed threshold of 130 (=
b 504 HU) was empirically estimated on an independent
dataset and proved to be a good tradeoff between sensitivity and specificity.
After the thresholding, a connected component analysis filters out structures with a
volume of less than 2 ml to separate the interconnected vasculature from smaller, isolated
high-density structures such as thickened parts of the fissures.
Pulmonary fissures
The first step of the fissure segmentation process is an enhancement of the fissures based
on the eigenvalues of the Hessian matrix that gives a fissure probability for each voxel.
The relation between the eigenvalues |λ1 | 6 |λ2 | 6 |λ3 | of the Hessian matrix H describes
the local image structure [32]. In this work, H is calculated using a derivative-of-Gaussian
approach with σ = 1.0 mm. Fissures can locally be modeled as a sheet where the eigenvalue orthogonal to the fissure plane is large, and the other two eigenvalues are small.
Thus, on the bright fissures, the ideal relationship is defined as |λ1 | = |λ2 | = 0 and λ3 ≪ 0.
The here presented fissure enhancement approach characterizes fissure voxels as follows: 0 ≪ |λ3 | < δ and |λ2 | ≈ 0, where δ describes the |λ3 | value for vessels. δ is introduced
to discriminate between fissures and vessels since vessels usually exhibit a larger |λ3 | compared to fissures because of their stronger image contrast. From these characteristics two
features are derived (Fig. 2.4):
FStructure = Θ(−λ3 )e
FSheet = e

−λ6
2
γ6

.

−(λ3 −α)6
β6

(2.3)
(2.4)

FStructure rates the strength of image structure. Because the intensity of the fissure
structure varies both between patients and also within a single dataset, a wide interval
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Figure 2.4: Plot of FStructure and FSheet . X-axis refers to |λ3 | for FStructure and to |λ2 | for FSheet .

of intensities for high fissure probability is defined. This is done by calculating the sixth
power which results in a smoothed rectangular-like curve (see Figure 2.4). In order to
estimate suitable values for α and β we analyzed |λ3 |-values of five datasets with given
fissure and vessel mask that were not used for evaluation in this paper. The analysis
revealed that fissure voxels show |λ3 |-values between 20 and 80. Vessels show much higher
|λ3 |-values but the |λ3 |-values of small vessels can go down to around 60. Since we prefer
sensitivity over specificity we choose α = 50 and β = 35 for the distribution function of
FStructure . Thereby, voxels with a |λ3 |-value between 30 and 70 are assigned a high fissure
probability whereas voxels with a |λ3 |-value & 100 are excluded from the fissure segmentation (see Figure 2.4). False positive results are discriminated later by combination with
the FSheet feature. The term Θ(−λ3 ) describes a heaviside function that sets FStructure
to 0 for voxels with λ3 > 0, i.e., a dark structure on a bright background is not a fissure.
The FSheet feature discriminates between a sheet structure and other structures such
as nodules or vessels, as these latter structures have larger |λ2 | values. γ is empirically set
to 25 by investigating typical values for fissures and other high-contrast structures within
the lungs of the five test datasets not used for evaluation of this paper. Thus all voxels
with a |λ2 | value & 30 are assigned to a probability of 0 and are therefore excluded from
the fissure segmentation (see Figure 2.4). FStructure and FSheet are in the range [0, 1].
The two features are combined to the overall fissure similarity measure SFissure :
SFissure = FStructure FSheet .

(2.5)

The result of the fissure enhancement is for each voxel a fissure similarity value between
0 and 1. An example of fissure enhancement can be seen in Figure 2.5b.
The result of the fissure enhancement are converted to a segmentation of the lobar
fissures that are required as input for the watershed lobe segmentation. A mask C is
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(a) Original data.

(b) Fissure enhancement.

(c) Fissure segmentation.

Figure 2.5: Axial view of the two-step fissure segmentation for LOLA11 case 1.

constructed which describes all candidate fissure voxels that fulfill two constraints. The
first constraint is a minimal fissure similarity SFissure and the second constraint demands
an intensity value in a defined range:
C = [SFissure > 0.1 ] ∧ [Iv < (µvessel − 2σvessel )],

(2.6)

where µvessel and σvessel are the mean intensity and standard deviation of vessel voxels,
respectively. These parameters are estimated individually for each CT scan by a histogram
analysis of the segmented vessels (see Section 2.2.1). The purpose of the gray value
information is to exclude vessels which usually have higher intensities than fissures and
are not already excluded by FStructure .
The resulting mask C contains spurious responses on small plate-like structures. To
obtain the final fissure segmentation we use a vector-based connected-component analysis.
The largest eigenvalue of a sheet is perpendicular to the plane. Thus, the corresponding
eigenvector of the largest eigenvalue shows the orientation of a structure. The curvature
of a fissure is locally low, so adjacent fissure voxels have similar largest eigenvectors.
Taking advantage of this property, a 3D vector-based connected component analysis with
a 6-neighborhood is applied on the candidate voxels in C, similar to van Rikxoort et
al. [37]. The similarity is calculated by the inner product of the normalized eigenvectors,
so that the inner product is 1 for identical vectors. Since pulmonary fissures are usually
slightly bent, the inner product for fissure voxels can be slightly smaller than 1. Empirical
analysis showed good fissure segmentation results for joining adjacent voxels inside mask C
with an inner product > 0.98 to a connected component. All 3D components with a
volume of at least 0.1 ml are kept to obtain all significant fissure parts and remove most
of the noise. Afterwards, a morphological closing with a cubic kernel of 3 x 3 x 3 voxels
is applied to close minor gaps. Figure 2.5c shows an example of a fissure segmentation
result.
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Bronchi
Since each lobe is separately supplied by subtrees of the bronchial tree, distance to the
bronchi is a suitable feature to detect lobar boundaries, similar as for the vessels. In
CT images, the airway lumen is dark and separated from the parenchymal tissue by thin
airway wall structures that appear brighter. Segmentation of the airways in CT images is
challenging because often the parenchymal fissures have similar HU values as the lumen,
and both partial volume effect (PVE) and noise obscure the airway walls. We apply
two preprocessing steps to mitigate these problems and to facilitate the segmentation
of the bronchi. First, to reduce noise, a Gaussian smoothing with fixed kernel width
(σ = 1.0 voxel) is applied to the image although the blurring increases the partial volume
related problems.
Second, a bronchi enhancement filtering is applied to the blurred image. Partial volume
effects and the additional Gaussian blurring let the lumen of small airways appear brighter
than normal air. The goal of the bronchi enhancement filtering is to detect voxels that are
surrounded by dense circular structures as bronchi and to revert these volume averaging
effects by decreasing their density again. For bronchi that are orthogonal to the axial
plane the following approach enhances bronchi voxels. For each voxel the maximum
intensities maxa−h for 8 homogeneously distributed inplane rays with a length of 3 voxels
are calculated (see Figure 2.6a). The following equation provides high values for bronchi
voxels bronchibright = avg(maxa−h ) − Var(maxa−h ) − vorig . Including the variance
ensures that only voxels that are evenly surrounded by bright voxels are enhanced. And
the subtraction of the original image vorig suppresses filter responses in homogenous
dense regions. Since only a few bronchi are orthogonal to the axial plane this process
is repeated for 8 more planes: sagittal, coronal, and 6 diagonal planes (see Figure 2.6b).
Only the planes that cut through the bronchi show high responses. Thus, from the 9 filter
responses bronchibright1−9 the average of only the 3 largest responses is calculated and
set as the voxel value in the enhancement image. In the last step the enhancement image
is subtracted from the original image to get dark values inside the bronchi.
A 3D region growing algorithm is used to extract the airway lumen from the preprocessed image. The region growing is initialized by detecting the trachea. A 2D connected
component analysis of the airspace mask finds trachea candidates and the components
that overlap in z-direction are selected to be the trachea [50]. Starting from the position
of the minimum gray value within the trachea, the segmentation threshold is iteratively
increased and the segmentation volume is monitored. The steepest slope of the observed
threshold-volume-curve within the interval of 10 − 150 ml is searched and the threshold
below this step is used as the final region growing threshold.
In images with high noise levels, this segmentation mask is likely to contain holes,
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(a)

(b)

Figure 2.6: Bronchi enhancement filter. a) From the center voxel the maximum intensities (dotted border)
are calculated for all of the 8 rays (yellow arrows). b) Nine cutting planes in which the ray casting is
applied.

especially in the larger airways. Since this may negatively impact subsequent graph
construction, a second segmentation mask is created from the original CT data specifically
for segmenting large airways. For each voxel, the average of minimum and maximum voxel
intensities within a resolution-dependent neighborhood (2/1/0 voxels in each direction
for an image resolution of 61 mm/63 mm/>3 mm) is calculated. Afterwards, the same
iterative region growing as before is applied with slightly decreased thresholds of 5−100 ml.
The segmentation masks are then combined with a union operation.
While the analysis of the threshold-volume curves is able to detect larger leaks in
almost all cases, smaller leaks may still be present in some region growing results. In
order to remove these, local structure sizes are estimated by means of a Euclidean distance
transform of the segmentation mask and compared to the size of their smallest connection
to the carina. All voxels exceeding a ratio of 1.4 between distance to the segmentation
boundary and their connectivity to the carina are considered as leaks, and a dilation of
these voxels is removed from the segmentation mask. This is similar to the leak detection
stopping criteria used in many tree-oriented wavefront propagation segmentation methods
as e.g. [51].

2.2.2 Watershed-based lobe segmentation
The anatomical information of fissures, bronchi, and vessels are combined into a cost
image for a watershed-based lobe segmentation. For the 3D marker-based watershed
transformation two kinds of inputs are required: a cost image and markers corresponding
to the five lobes (see Figure 2.3). To obtain these inputs for a chest CT scan in which
the vessels, fissures, and bronchi have been segmented the following steps are performed:
1) the segmentations are combined into a cost image, 2) markers for the watershed are
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(a) Analyzed airway tree

(b) Lobar cones

Figure 2.7: Result of the bronchi segmentation after lobar bronchi analysis (a) and the resulting lobar
cones (b) that are used for lobe marker generation.

computed, and 3) the lobes are segmented using a 3D watershed transformation and post
processing is applied.
Cost image construction
An ideal cost image for the watershed transformation used for lobe segmentation shows
local maxima at the lobar boundaries and low values within the lobes. The cost image
is constructed using four features. The first feature is derived from the segmentation of
the vascular tree. The rationale for using the vascular tree is that there are usually few
vessels near the lobar borders, therefore, a Euclidean distance to the vessels is calculated
for each voxel in the lung. The normalized result is a feature image Vcost in the range of
[0, 255] that shows high values in the region of the lobar boundaries, see Figure 2.3e for an
example. The second feature is derived from the segmentation of the bronchial tree. Since
the lobes are supplied by separate subtrees of the bronchial tree there are no bronchi near
the lobar borders. As for the vessel-based feature, a Euclidean distance to the bronchi is
computed and normalized for each voxel in the lungs, leading to a feature image Bcost
in the range of [0, 255] with high values near the lobar borders (Figure 2.3f). The third
feature is derived from the segmentation of the fissures. Since the fissures are the physical
boundaries between the lobes, on locations where they are present they indicate the exact
lobar boundary and should be emphasized. To obtain the feature the Euclidean distance
from the fissures in a region of 2 cm around the fissures is calculated. Thereby the fissures
are emphasized and gaps in the fissure segmentation can be bridged. The result image v
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contains zeros at the detected fissures. Thus, to get the feature image Fcost in the range
of [0, 255] with high values at the fissures, v is squared, inverted, and normalized:
(
(
)2 )
v
Fcost = 255 · 1 −
,
(2.7)
vmax
where vmax is the maximum value of the image v.
The last feature is based on the observation that due to the small σ (= 1 mm) of the
fissure enhancement filter pathological thick fissures are not always detected by the fissure
segmentation. In high-resolution chest CT scans the fissures, and especially pathological
thick fissures, show higher density than the surrounding lung parenchyma. Thus the
fourth feature Ocost is the original CT scan vorig , normalized and clamped to the range
[0, 255] (see Figure 2.3a). The vasculature is masked out since vessels usually show even
higher density than thick fissures:

max(0, min(255, vorig +1024 ))
4
Ocost =
0

∈
/V

(2.8)

otherwise.

In order to obtain the final cost image, the four features are combined with equal
weight (see Figure 2.3).
Cost =

Vcost + Bcost + Fcost + Ocost
.
4

(2.9)

By combining the four input features false positive responses of individual features are
reduced since those areas that have a high value in all individual cost images are enhanced.
Markers for the watershed segmentation
Markers should ideally be created equally distributed throughout the lobes to get a good
coverage of the lobe areas. To generate the markers, the different subtrees belonging to the
lobes and lobar segments are identified in the airway tree. This is done by searching for
major bifurcations separating large subtrees in appropriate orientations (see Figure 2.7a).
In the first step a directed graph is modeled from the bronchi tree with the trachea as
root [52]. The center of gravity and volume of the segmented voxels are calculated for
each subtree. Then, for each pair of sibling subtrees the following separation score is
calculated:

→2
−
→
(−
n · d ) · min(w1 , w2 ),

(2.10)

−
→
−
where →
n is the offset between the two subtrees centers of gravity. d is the particular
separation direction for the lungs, lobes, and segments, that describes the typical topology
of the lungs. Thus, it is the expected direction between the two lungs, two particular lobes,
or two particular segments that is determined beforehand on a set of pilot data. w1 , w2
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are the volumes of the two subtrees and min(w1 , w2 ) gives the volume of the smaller
subtree and discriminates large subtrees against small subtrees. The two subtrees with
the maximum separation score are separated into different branches. In this way first the
bronchial tree is divided and labeled into left and right lung and then these subtrees are
further divided into the lobes and segments.
The labeled airway tree can now be used to determine marker positions for the watershed. However, since the segmentation of the airway tree does not reach the periphery
of the lungs and the length of the airways detected is not consistent between scans, the
segmentation of the airways is not directly usable to determine marker positions. To overcome this problem, areas in the lung mask to place watershed markers are identified based
on the labeled airway tree as follows. For each lobe the center of gravity of all terminal
branch positions is calculated. A plane is created that runs through the center of gravity,
with the normal vector of the plane pointing to the root of the subtree. The connection
lines from each terminal branch position to the root position are intersected with this
plane and a principal component analysis is performed for the intersection points. An
ellipse is created from the two principal components. Based on this ellipse and the root of
the subtree a cone is defined for each pulmonary lobe (see Figure 2.7b). To compensate
for varying segmentation depths between the lobes, the cones are extended from the plane
to the lung boundary with half their original aperture. In cases where cones from different
lobes overlap, the overlap areas are removed from both cones.
The superior segment of the right lower lobe is handled with a separate cone because
it cannot always be represented by a single lower lobe cone appropriately. Figure 2.7
shows an example of the labeled bronchi and resulting cones. All bronchi and vessels
inside the cones are assigned to the corresponding cone label. In the next step the labeled
vessels and the bronchi are automatically converted into 3D markers for the watershed
segmentation. To delimitate the numbers of markers the image resolution is temporarily
set to 4.5 mm x 4.5 mm x 4.5 mm which results in 3000-4000 markers for each lung.
Lobe segmentation and post processing
To obtain a lobe segmentation from the cost image Cost and the markers, the 3D watershed transformation proposed by [53] is performed. Downsampling of the cost image
to a resolution of 1.5 mm x 1.5 mm x 1.5 mm is applied to reduce calculation time. The
applied watershed algorithm separates regions with local maxima in between and can be
used with an arbitrary number of markers.
The borders between the obtained lobes after the watershed segmentation are not
always smooth due to local variations in the cost image. Two majority filters with different
kernel sizes (3x3x3 and 5x5x1) are applied in a row to smooth the boundaries. The label
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value that occurs most often under the kernel is set to the voxel. To obtain the lobe
segmentation on the original resolution, the segmentation results are upsampled using
nearest neighbor interpolation.

2.3 Data
Two datasets were used for evaluation. Dataset 1 allows direct comparison to [38],
Dataset 2 is publically available.

2.3.1 Dataset 1
Dataset 1 contains 20 normal dose (120 kV, 100-150 mAs) inspiration CT chest scans
that were used in [38] to evaluate the lung lobe segmentation method. The scans are
of 20 different patients from the University Medical Center Utrecht, The Netherlands.
The inplane resolution is between 0.54 mm and 0.71 mm whereas the slice thickness is
between 0.7 mm and 1.0 mm. A human observer manually indicated the lobar fissures to
allow quantitative evaluation. The observer was instructed to indicate the visible fissure
on every fourth coronal slice. For details we refer to [38].

2.3.2 Dataset 2
Dataset 2 was taken from the lung and lung lobe segmentation challenge LOLA11 [28].
There are 55 CT scans from a variety of clinically common scanners and protocols including many cases with severe pathologies. The inplane resolution is between 0.53 mm and
0.78 mm whereas the slice thickness is between 0.3 mm and 1.5 mm.
The organizers of LOLA11 have available a manual segmentation of the lung lobes on
9 coronal slices for each case by two human observers. Both observers were instructed not
to draw a lobar border when they felt it was not possible. This led to two scans for the left
major fissure where no lobar border was defined (cases 21 and 45), one for the right major
fissure (case 44), and five for the right minor fissure (cases 21, 44, 45, 48, and 55). For one
scan, case 52, observers disagreed about which fissure was the right minor fissure, leading
to a mean distance of 85.11 mm. The reference segmentations can not be downloaded,
but the LOLA11 challenge is still open. Participants can upload segmentation results to
receive evaluation results.
Since lobar segmentation is most challenging in cases with incomplete fissures we
analyzed the segmentation results with respect to the fissure completeness. For all cases
of dataset 2 we quantified the fissure completeness for the left major, right major, and
left minor fissure with the method presented in van Rikxoort et al. [54]. The fissure
completeness is described as a value in the range from 0 to 1.
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2.4 Experiments and results
The presented method is implemented in the software development environment MeVisLab [55][56].

2.4.1 Experiment 1
The presented lung lobe segmentation approach was applied to dataset 1. The mean
and maximum distance from the manually drawn reference were calculated for each lobar
border in 3D by computing the distance between each voxel in the reference standard and
the closest voxel in the lobar segmentation. Table 2.1 shows the results of Experiment 1
with a direct comparison to the results of a recently published method by van Rikxoort et
al. [38] and the preliminary approach of the here presented method presented by Kuhnigk
et al. [39]. Furthermore, Figure 2.8 shows screenshots of 6 cases with the overlayed lobe
segmentation result. It can be seen from Table 2.1 that the proposed method performs
well on dataset 1, with better performance than the method by Kuhnigk et al. and van
Rikxoort et al. overall.

2.4.2 Experiment 2
In Experiment 2 we applied the presented lung lobe segmentation method to dataset 2
and submitted the resulting segmentations to the LOLA11 challenge [28]. The evaluation
metric of LOLA11 is the volume overlap to the manual reference segmentation of one
observer. In addition, a total score is calculated from the average overlap of the five
lobes. Currently, the presented method has the highest score (0.88) in the LOLA11
challenge (see [57]). Van Rikxoort et al. also submitted the method presented in [38] to
LOLA11 and got a score of 0.85. Table 2.2 shows the overlap results for dataset 2.
For cases with a poor lung segmentation, the volumetric overlap can be low even if the
detection of the lobar border is completely correct. Therefore, the same measurements
as in Experiment 1 were computed solely around the fissures. Since at locations where
there is no fissure the lobar boundary is not exactly defined, in the LOLA11 challenge
a slack border of 2 mm was taken into account for evaluation. This means that every
voxel within 2 mm of the manually drawn lobar border is assumed to have a distance
of 0. Table 2.3 shows the average distance for all cases of dataset 2. Since outliers have
a strong effect on the average distance, Table 2.3 also shows the median distances to the
lobar borders. In addition, 21 coronal screenshots of segmentation results are depicted in
Figure 2.9 and 3D renderings of the same datasets are depicted in Figure 2.10. Axial and
sagittal screenshots of four cases are shown in Figure 2.11.
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Average ± std of

Average ± std of

Fissure

case mean (mm)

case max (mm)

left major

0.69 ± 0.89

11.26 ± 5.98

left major (Rikxoort [38])

0.48 ± 0.15

10.30 ± 3.52

left major (Kuhnigk [39])

3.22 ± 3.60

24.77 ± 18.88

right major

0.67 ± 0.58

12.40 ± 4.12

right major (Rikxoort [38])

1.23 ± 0.24

9.96 ± 2.89

right major (Kuhnigk [39])

2.06 ± 1.45

17.65 ± 7.24

right minor

1.21 ± 1.52

11.63 ± 12.53

right minor (Rikxoort [38])

1.28 ± 0.53

9.59 ± 7.38

right minor (Kuhnigk [39])

3.08 ± 1.14

15.21 ± 5.93

overall

0.86 ± 1.00

11.76 ± 7.54

overall (Rikxoort [38])

1.00 ± 0.31

9.95 ± 4.60

overall (Kuhnigk [39])

2.78 ± 2.06

19.21 ± 10.68

Table 2.1: Results of Experiment 1. The average mean and maximum distance from the manually drawn
fissure to the automatically found lobe border are calculated for dataset 1. For comparison the results of
the methods by van Rikxoort et al. [38] and Kuhnigk et al. [39] are shown.

Lobe

mean

LUL

SD

min

max

median

0.92

0.16 0.20

1

0.98

LLL

0.89

0.23

0

1

0.96

RUL

0.92

0.09 0.60

1

0.96

RML

0.77

0.30

0

0.99

0.89

RLL

0.91

0.18

0

1

0.97

LOLA score

0.88

Table 2.2: Volumetric overlap results of Experiment 2. The mean, standard deviation (SD), minimum
(min), maximum (max), and median overlap to a manual reference segmentation are computed for
dataset 2. LUL = left upper lobe, LLL = left lower lobe, RUL = right upper lobe, RML = right middle
lobe, RLL = right lower lobe.
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

(i)

(j)

(k)

(l)

Figure 2.8: Coronal screenshots of 6 cases of Experiment 1. The first and third rows show the segmentation results (red = upper lobes, blue = middle lobe, green = lower lobes) and the second and forth rows
show the reference segmentation (yellow).
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(a) case 19

(e) case 6

(b) case 25

(f) case 28

(i) case 15

(m) case 23

(q) case 8
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(c) case 42

(g) case 47

(j) case 31

(k) case 33

(n) case 24

(r) case 16

(o) case 35

(s) case 22

(t) case 44

(d) case 45

(h) case 49

(l) case 48

(p) case 37

(u) case 50

Figure 2.9: Coronal screenshots of 21 segmentation results of Experiment 2 (red = upper lobes, blue =
middle lobe, green = lower lobes).
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(a) case 19

(e) case 6

(i) case 15

(m) case 23

(q) case 8

(b) case 25

(f) case 28

(c) case 42

(g) case 47

(j) case 31

(k) case 33

(n) case 24

(r) case 16

(o) case 35

(s) case 22

(t) case 44

(d) case 45

(h) case 49

(l) case 48

(p) case 37

(u) case 50

Figure 2.10: 3D renderings of the 21 segmentation results presented in Figure 2.9 (red = upper lobes,
blue = middle lobe, green = lower lobes).
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average of

average of

median of

median of

Fissure

case mean (mm)

case max (mm)

case mean (mm)

case max (mm)

left major

0.98 ±1.45

16.60 ± 21.33

0.47

9.95

right major

3.97 ±21.86

15.86 ± 25.88

0.48

9.73

right minor

3.09 ±20.83

6.90 ± 23.43

0.06

3.00

overall

2.68 ±14.71

13.12 ± 23.55

0.34

7.56

Table 2.3: Distance measurement results of Experiment 2. The average as well as the median of the mean
and maximum distance from the manually drawn lobar borders for all cases of dataset 2 are shown.

2.4.3 Experiment 3
Figure 2.12a shows the relation between fissure completeness and mean distance to the
reference for all three fissures of the 55 cases from the LOLA11 dataset. Since incomplete
fissures can lead to locally inaccurate lobar border segmentation the relation between the
fissure completeness and the maximum distance to the reference is plotted in Figure 2.12b.
It can be seen in Figure 2.12 that there is no clear relation between fissure completeness
and the performance of the method. For both results the same slack border of 2 mm
as described in Experiment 2 was used. We can conclude that the performance of the
method is not substantially compromised by fissural incompleteness.

2.5 Discussion and conclusion
This paper presented a lobe segmentation method that combines information from automatic segmentations of the lungs, fissures, vessels, and bronchi to segment the lobes.
The approach is anatomically inspired and similar to the way humans determine the lobar
boundary. Visible fissures are used for segmentation because they are the most precise
feature, but in absence of a fissure, the vessels and airways become more important. Vessels are distributed all over the lung and due to the high contrast to the lung parenchyma
a good segmentation of the vessels is feasible. But in some cases vessels cross the lobar
boundaries. Thus, the assumption that there are no vessels at the lobar boundary is not
always correct. In contrast a deep segmentation of the bronchi is challenging but there are
definitely no bronchi at the boundary between the lobes. By combining the information
of different anatomical structures we expect to get as much as possible information to
perform an accurate lobe segmentation.
Automated segmentation of anatomical structures is challenging in cases with abnormalities. By combining information from several structures the method becomes more
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(a) case 8

(d) case 6

(g) case 35

(j) case 48

(b) case 8

(e) case 6

(h) case 35

(k) case 48

(c) case 8

(f) case 6

(i) case 35

(l) case 48

Figure 2.11: Axial (a, d, g, j) and sagittal screenshots of the left (b, e, h, k) and right (c, f, i, l) lung for
four cases of Experiment 2. Red = upper lobes, blue = middle lobe, green = lower lobes.
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(a) Mean distance to the reference.

(b) Maximum distance to the reference.
Figure 2.12: Relation between fissure completeness and the distance to the reference segmentation. Both
plots are cropped to optimally illustrate the majority of the data. Thus, 2 outliers in a) (at distance
152/0.79 and 161/0.87) and 5 outliers in b) (at distances 54/0.66, 85/0.64, 130/0.96, 172/0.79, and
191/0.87) are not depicted.
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robust against a failed segmentation of one of these structures. Most previously published
methods heavily rely on the detection of the fissures, which is less reliable, especially in
cases with abnormalities such as shown in Figures 2.9j, 2.9o, and 2.9t. Another method
reported in literature [38] that combines information from different structures (the lungs,
fissures, and bronchi) uses an atlas-based approach. A disadvantage of that method is that
it can only produce lobar shapes close to the shapes represented in the atlases, which leads
to failures in cases where pathological processes had altered the lobe shapes. The method
presented in this paper can generate any lobar shape based on the input segmentations.
The presented approach was evaluated on 75 scans in total with varying degrees of
pathologies and fissure completeness. The results show that the method performs well in
almost all cases and is robust against incomplete fissures. Several approaches for automatic lung lobe segmentation have been published, as presented in Section 2.1. Comparison of the performance of different approaches was difficult so far since the approaches
were evaluated on different datasets and regarded different validation criteria. In this paper we compared the here presented lung lobe segmentation method to two other recently
published approaches [38] [39] and performed an evaluation on publically available data.
In Experiment 1 the presented method is compared to the methods presented in [38]
and [39] on 20 cases with mild pathologies. The results show that our segmentation
method performed well for 20 cases with mild pathologies. The results are comparable
to the results of the method by van Rikxoort et al. [38]. Our method shows slightly
superior results for the right major fissure and slightly inferior results for the left major
fissure. The results for the right minor fissure are very comparable. The performance of
our method is superior to the results of the method presented in [39], with an average
distance to the fissure of 0.86 mm compared to 2.78 mm. The method in [39] can be seen
as the preliminary approach of the here presented method. It also employs a watershed
transformation but incorporates only information of the vessels for the calculation of
the cost image. Thus, adding the information from fissures and bronchi improved the
segmentation result.
Experiment 2 presents an evaluation on publically available data provided by the
lung and lung lobe segmentation challenge LOLA11 [28]. In contrast to the cases of
Experiment 1, these 55 CT scans include cases with severe pathologies. All of the papers in
literature evaluated lung lobe segmentation methods on data with mild pathologies. This
is the first paper with an evaluation of severely abnormal data (see Figure 2.9). Currently
only two groups participated in LOLA11 but the contest is still open. Experiment 2 shows
that the performance of the here presented lobe segmentation method with a LOLA11
score of 0.88 is slightly better than the one by van Rikxoort et al. with a LOLA11 score
of 0.85.
Table 2.3 provides the mean distances to the lobar borders for the LOLA11 dataset.

2.5 Discussion and conclusion

45

The values are on average higher than in Experiment 1. This has two causes. First, in
Experiment 1 only visible fissures were taken into account for the reference standard while
in Experiment 2 the lobar borders were defined also on locations of incomplete fissures.
Second, dataset 2 contains more cases with severe pathologies.
Table 2.3 shows high standard deviation values for the mean distance of the right major
and right minor fissure. Furthermore, the median values are substantially lower than the
mean values (see Table 2.3). The reason for the high mean values and the high standard
deviation is that the segmentation of the right lobes for case 2 of LOLA11 completely
failed because an artifact stopped the bronchi segmentation in the mediastinum (see
Figure 2.13). In consequence no watershed markers at all could be calculated and the lobe
segmentation stopped. In spite of the absence of resulting lobar boundaries, the distance
was calculated and resulted in 152 mm for the right major fissure and 161 mm for the
right minor fissure with a strong effect on the mean values of Table 2.3. Excluding case 2,
the average mean distance in Table 2.3 would improve to 1.00 mm ± 1.70 mm (before:
3.97 mm ± 21.86 mm) for the right major fissure and to 0.23 mm ± 0.41 mm (before
3.09 mm ± 20.83 mm) for the right minor fissure. It can be seen in Figure 2.13 that for
case 2 of LOLA11 the segmentation of the lobes in the left lung was also unsatisfactory due
to inadequate bronchi segmentation and labeling. However, since at least some bronchi
markers are placed, a lobar segmentation was produced leading to lower distances then
at the right lung.
The here presented approach took on average 10 minutes for one case of this experiment on a single core of a 2 years old standard PC. The largest amount of time is
needed by the fissure segmentation algorithm. A downsampling was applied in several
steps to reduce computation time which might have minor effects on the segmentation
quality. The approach is not yet optimized for speed and for future work the processes
can be parallelized. After optimization the approach could be applied on full resolution.
The approach of van Rikxoort et al. took 110 minutes on average for one case of this
experiment.
Several publications focus on datasets with incomplete fissures [38] [43] [41] because the
completeness of fissures can impede the quality of lung lobe segmentation. Therefore, in
Experiment 3 we analyzed the relation between fissure completeness and the segmentation
quality. Figure 2.12 shows that the fissure completeness does not obviously impact the
distance from the calculated lobar boundary to the reference segmentation. To pick two
example data, case 24 (see Figure 2.9n) has a fissure completeness of only 0.21 for the
right minor fissure but the calculated mean distance to the reference segmentation is
also low with 0.13 mm. An example with a high fissure completeness of 0.87 for the
right major fissure and a poor segmentation result of a mean distance of 161.17 mm is
case 2. The bronchial segmentation for this case failed because of the presence of a strong
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(a) Coronal view of the lobe segmentation result.

(b) Axial slice with artifacts.

Figure 2.13: LOLA11 case 2. a) Segmentation result with no lobar boundaries in the right lung caused
by artifacts that stop the required bronchi segmentation. b) The yellow arrows show the artifacts that
stops the bronchi segmentation. The bronchi marked with the red arrow is not segmented.

artifact in the scan and no lobes were calculated at all (see Figure 2.13). In general,
Experiment 3 shows that the here presented lung lobe segmentation approach is robust
against incomplete fissures.
Results of Experiment 2 show a strong dependency to the segmentation quality of the
bronchi. Thus, for future work we will focus on minimizing the dependency to the bronchi
segmentation quality. In the current version no watershed-based lobe segmentation can
be performed in case of a failed bronchi segmentation because the required lobe markers
are generated from the labeled bronchi tree. One idea is to heuristically set lobe markers
based on their position in the lung in case of a failed bronchi segmentation. An alternative
would be to apply a coarse registration with a labeled lung to obtain the lobe markers.
Furthermore, pathological thick fissures are sometimes not detected as fissures but as
vessels. Thus, for these cases the lobe segmentation does not exactly follow the lobar
fissures (see Figures 2.9l and 2.9u). The weight of the fissures in the cost image is equal
to the weights of the other inputs. Such a low weight allows a high degree of independence
against missing fissures compared to a higher weight which can increase the accuracy of
the segmentation. For future work we want to set the weight of the inputs of the cost
image dynamically based on a confidence estimation of the vessel, bronchi, and fissure
segmentation.
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Moreover, our experiments and the results of other published lobe segmentation approaches (see Section 2.1) show that due the the variation of lung anatomy and pulmonary
diseases no automatic segmentation method can ensure a satisfying lobe segmentation result for all cases. Thus, another key point for future work is to implement an interactive
method that allows fast and intuitive correction of a given segmentation result.
In conclusion, we have presented a fast automatic lobar segmentation method and
shown in an extensive series of experiments with 75 CT scans that the method performs
well and is robust against missing fissures.
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Abstract
Automated lung lobe segmentation methods often fail for challenging and clinically relevant cases with incomplete fissures or substantial amounts of pathology. We present a
fast and intuitive method to interactively correct a given lung lobe segmentation or to
quickly create a lobe segmentation from scratch based on a lung mask.
A given lobar boundary is converted into a mesh by principal component analysis of
3D lobar boundary markers to obtain a plane where nodes correspond to the position
of the markers. An observer can modify the mesh by drawing on 2D slices in arbitrary
orientations. After each drawing, the mesh is immediately adapted in a 3D region around
the user interaction.
For evaluation we participated in the international lung lobe segmentation challenge
LOLA11. Two observers applied the method to correct a given lung lobe segmentation
obtained by a fully automatic method for all 55 CT scans of LOLA11. On average observer
1/2 required 8/25 interactions per case and took 1:30/3:19 min. The average distances to
the reference segmentation were improved from an initial 2.68 mm to 0.89/0.74 mm. In
addition, one observer applied the proposed method to create a segmentation from scratch.
This took 3:44 minutes on average per case, applying an average of 20 interactions to reach
an average distance to the reference of 0.77 mm.
Thus, both the interactive corrections and the creation of a segmentation from scratch
were feasible in a short time with excellent results and minimal interaction. Since the
mesh adaptation is independent of image features, the method can successfully handle
patients with severe pathologies, provided that the human operator is capable of correctly
indicating the lobar boundaries.

3.1 Introduction
Human lungs are subdivided into functional units called pulmonary lobes, each with
separate bronchial, arterial, and venous supply. The right lung has three lobes (upper,
middle, and lower lobe) and the left lung two (upper and lower lobe). Often a visceral
pleura called the pulmonary fissure can be found at the lobar boundaries (see Figure 3.1).
Although several academic and industry groups have worked on segmentation of the
pulmonary lobes from computed tomography data, it is still an open problem of high
interest. Lobar segmentation is a prerequisite for regional quantitative analysis of the
lung parenchyma. Lobar spread and heterogeneity of diseases such as emphysema provide
crucial information for treatment selection and monitoring. Lobar segmentations are also
essential for treatment planning.
Several automatic approaches for pulmonary lobe segmentation have been presented in
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Right major
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(a)

(b)

Figure 3.1: a) 3D model of the lung anatomy. RU = right upper, RM = right middle, RL = right lower,
LU = left upper, and LL = left lower lobe. b) Coronal view of a CT scan with complete fissures.

(a)

(b)

(c)

(d)

Figure 3.2: Coronal view of chest CT scans that are challenging for automatic lung lobe segmentation
methods. All images are taken from the LOLA11 challenge [28] a) Severe pathology in the left lung
makes it difficult to localize the lobar boundaries. b) Since the spine has an abnormal deformation, the
lobes are deformed as well. c) The heart and the upper lobe of the left lung moved to the right side of
the chest, because the right lung has shrunk as a result of severe pathology. d) Severe pathology in the
left lung and incomplete fissures in the right lung.
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no of

public

scans

data

evaluation

pathology

Kuhnigk et al. [39] (2005)

150

no

IA

yes

Jaccard >= 0.995

Zhang et al. [42] (2006)

22

no

MaR

no

RMSD 1.96 mm, Dice 0.988

Zhou et al. [58] (2006)

7

no

MaR

no

coincidence degree 98.26

100

no

MaR

yes

97% (left) and 90% (right)

Author (year)

Rikxoort et al. [37] (2009)

performance

points correctly assigned
Pu et al. [43] (2009)

65

no

VS

no

50.8% good or excellent

Wei et al. [59] (2009)

9

no

MaR

yes

MD 1.13 mm

Ukil et al. [41] (2009)

29

no

MaR

yes

RMSD 1.82 mm

Rikxoort et al. [38] (2010)

120

no

VS, MaR

no

RMSD 1.71 mm,
85% good or excellent

Lassen et al. [60] (2013)

75

yes

MaR

yes

MD 0.86 mm,
LOLA score [28] 0.88

Ross et al. [61] (2013)

100

no

MaR

no

Dice 0.96

Qi et al. [62] (2014)

14

no

MaR

no

MD 2.38 mm

Table 3.1: Overview of automatic lung lobe segmentation methods presented in literature. IA = interobserver agreement, MaR = manual reference, VS = visual scoring, RMSD = root mean square distance,
MD = mean distance.

literature [37–39, 41–43, 58–62]. All of these methods were evaluated on different data sets
and with different validation metrics, therefore it is impossible to compare them directly.
Only a few groups explicitly used data with pathology for their evaluation and only one
group applied their method to publicly available data. Table 3.1 provides an overview of
prior work. For a recent review of automatic lung lobe segmentation methods we refer
the reader to Doel et al.[63].
In clinical applications lobe segmentation is especially needed for scans with substantial
pathologies. For these lungs the segmentation is challenging, since severe pathologies
affect the density of lung parenchyma, the visibility of fissures, and sometimes even the
shape of the lobes. Furthermore, there are lungs with abnormal anatomy, either innate
or caused by surgery. Such scans cannot be handled by most if not all of the automatic
segmentation methods currently available. A common characteristic of human lungs is the
incompleteness or total absence of pulmonary fissures [30, 64]. Therefore, methods that
fully rely on fissure detection to construct the lobar boundaries will fail in a substantial
amount of cases. Figure 3.2 provides examples of cases that are challenging for automatic
segmentation methods.
Most of the published methods for automatic lung lobe segmentation were not evaluated on pathologic data. Recently a lung and lobe segmentation challenge called LOLA11 [28]
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was organized that provides 55 chest CT data sets containing several challenging cases.
Participants can run their lobe segmentation algorithm on these scans and compare their
results to those other groups. The evaluation is performed centrally by the organizers of
LOLA11 which allows direct comparing of different methods for the same data and with
the same evaluation strategy. So far two groups [38][60] participated in the challenge,
both with fully automatic methods, and both exhibit errors for challenging cases. Thus,
even state-of-the-art methods fail for cases with severe pathologies.
Manual segmentation is time consuming and not suitable for the clinical routine.
Therefore, a method is required that allows fast and intuitive correction of a given lobe
segmentation. Only little work has been done in this area.
Some general methods for interactively modifying structures have been proposed,
e.g. [65][66]. In particular for pulmonary lobes two published methods allow interactive correction. Kuhnigk et al. [39] performed an automatic lobe segmentation based on
a watershed transformation. In an optional post-processing step the observer was allowed
to set additional markers on blood vessels in regions of misclassification. The method
was evaluated by intra- and inter-observer studies on 150 data sets but was not compared
against a manual reference segmentation. Ross et al. [45] presented an interactive lobe
segmentation approach where the observer had to click several points along the fissures.
These points were used to calculate the fissure surfaces based on a thin plate splines algorithm. An evaluation was performed with two observers on 20 data sets. The observers
took around 6.5 minutes to segment the lobes of one data set. The interobserver mean
border distance was around 3 mm, but there was no comparison to a reference not created
with the presented method. Both these interactive methods allow correction of the lobes
only based on the results of their own automatic segmentation method.
In this paper we present a method that allows fast and interactive correction of any
given lobe segmentation. Since no image information is involved in the calculations, the
method does not depend on image resolution, scan protocol, CT acquisition kernel, or
even the modality of the data. It can be applied to cases with incomplete fissures, severe
pathologies, or abnormal anatomy. The lobe segmentation can also be performed from
scratch for cases for which no initial lobar segmentation result is available.

3.2 Method
The method works on an existing lobar segmentation (e.g. from an automatic method).
In this paper, the method described in [60] is used, but any lobar segmentation can be
employed. If no existing lobar segmentation is available, the method starts from a lung
segmentation. The user inspects the lobar segmentation on the scan. In cases where
errors in the lobar segmentation are encountered, the user adapts the lobar segmentation
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with the proposed method. The interaction is performed by drawing the correct pathway,
only in regions with errors, after which the lobar boundary is updated real-time in a 3D
region around the user interaction. This allows for fast correction by interaction on only
a few slices. A preliminary version was published in [47]. The method consists of the
following steps which are also illustrated in Figure 3.3:
A) Selecting representative lobar boundary voxels
B) Creating a lobar boundary mesh
C) Processing user input
D) Propagating user input into the 3D region
E) Recalculating lobar boundary mesh
F) Exporting lobar segmentation mask

3.2.1 Selecting representative lobar boundary voxels
The interactive lobar segmentation operates on the borders between the lobes. Since
there is a lot of redundancy in the lobar boundary voxels, the method extracts only
representative points between the lobes. Provided a lobar segmentation multi-label mask,
the representative voxels on the boundaries of the lobes are extracted using a rank filter.
All voxels between two lobes are regarded and a 3x3x1 rank filter is applied on all axial
slices. The rank filter sorts all voxel values under the 3x3x1 kernel and outputs the index
of the position of the current voxel value (see Figure 3.4). Thus, inside a homogeneous
region the values are 0 and at the boundary between two structures the values are higher.
The proposed method does not need all boundary voxels of the lobes but instead only
a couple of representative seed points which are ideally located in curved regions of the
boundary. The high number of boundary voxels is reduced in two steps. First, only the
voxels with a rank output > 4 are regarded as boundary voxels. These voxels are located
in curved areas of the boundary and are therefore an optimal input for the here presented
method. Second, only voxels from every fourth axial slice are kept. From the remaining
voxels 3D markers M = {m0 , m1 , ..., mn } ⊆ R3 are generated. Depending on the size and
the anatomy of the lungs the resulting number of markers in M is around 1000 - 2000 for
the major fissures and around 800 - 1200 for the minor fissure of a scan with a voxel size
of 0.5 mm in each direction.
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(a) Step A

(b) Step B

(d) Step D

(c) Step C

(e) Step E

(f) Step F

Figure 3.3: Description of the proposed method using the example of a left lung. a) Step A: Selection of
representative lobar boundary voxels (light red = upper lobe, light green = lower lobe) into 3D markers
(red). b) Step B: Calculation of a lobar boundary mesh based on the 3D markers. c) Step C: Convert
2D observer input (red curve) into 3D markers (blue). d) Step D: Propagate observer input into 3D by
deleting initial markers on neighboring slices. e) Step E: Recalculate lobar boundary mesh based on the
remaining markers and the observer markers. f) Step F: Convert lobar boundary mesh to lobar label
image.

000011111
Rank = 4

000111111
Rank = 3

Figure 3.4: Two examples of the output of a 2D rank filter. The values under the kernel are sorted
ascending. The first position (starting from 0) in the list that contains the value of the voxel that is
located in the center of the kernel is the output of the filter.
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Figure 3.5: Calculation of the plane for the mesh creation. Left) Lobar boundary markers M and the
center of gravity c. Center) The translated markers Mt with the corresponding translated center of
gravity ct . Right) A plane is created that is along the largest Eigenvectors v1 , v2 of the covariance matrix
which is calculated for Mt

3.2.2 Creating a lobar boundary mesh
In 3D the pulmonary boundaries are usually smooth, slightly curved surfaces. Therefore,
a mesh is a suitable representation of the lobar boundary. Using a mesh as basis for
handling interaction allows one to easily propagate 2D user input from one slice to a 3D
region around the drawing. This prevents the observer from having to spend a lot of time
correcting by interacting on many slices.
In order to calculate the mesh representation two steps are needed. First, a plane
mesh is defined based on the distribution of the boundary markers M. Second, the mesh
is adapted to the spatial position of the markers M to obtain the curved surface of the
lobar boundary. Both steps are now described in detail.
To generate the plane of the first step, the object aligned bounding box of all markers in M is calculated. Next, the bounding box is reduced to two dimensions based on
principle component analysis (see Figure 3.5). Therefore, the center of gravity c is subtracted from all markers mi resulting in the translated marker set Mt . The origin of the
coordinate system is now in the translated center of gravity ct . The covariance matrix
A = COV(Mt , Mt ) and the three Eigenvalues 0 6 λ0 6 λ1 6 λ2 of A with the Eigenvectors v0 , v1 , v2 are calculated. To reduce M to two dimensions a plane P is generated
which is orthogonal to the Eigenvector v0 that corresponds to the smallest Eigenvalue λ0 :
P : (x + c) · v0 = 0,

(3.1)

where x represents any vector for which the dot product with v0 results in zero after translation to the original origin of the coordinate system. Since v0 , v1 , and v2 are orthogonal,
P is a plane with an orientation along the Eigenvectors v1 , v2 corresponding to the two
largest Eigenvalues of the covariance matrix A.
Along the plane P a regular quad mesh is created that represents the lobar boundary.
To ensure that the complete lung is covered by the mesh, the bounding box is increased
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M

(a)

(b)

(c)

(d)

Figure 3.6: Simplified schematic representation of a small section of the mesh to illustrate the mesh
adaptation procedure. In reality, there are markers on both sides of the mesh and the search region spans
in both directions. a) Mesh with markers M and square areas around the nodes (blue). b) Exemplary
search region for one node. The region is along the normal and based on the square. Three markers
are found. c) The node is displaced along the normal by the distance of the marker with the maximum
distance (red) to the mesh. d) Before the smoothing the mesh shows spikes caused by the displacement
of the nodes.

by factor 2 and the resulting plane is sampled to 10,000 faces and 10,201 (1012 ) nodes.
In the second step the plane mesh is deformed in order to pass the actual position of
the 3D markers M and thereby to represent the shape of the lobar boundary. Square areas
are defined around all nodes of the mesh so that the whole mesh is covered by squares
without intersection (see Figure 3.6a). From the squares, rectangular cuboid regions along
the normal vector v0 are set and all mi in each region are regarded (see Figure 3.6b). Next,
the marker mi with the maximum distance to the mesh is calculated for each region and
the node in the center of the square is translated along v0 with the distance of the marker
mi that shows the maximum distance to the mesh (see Figure 3.6c). Nodes belonging to
squares not containing any markers mi are not translated. The result is a plane mesh
with several spikes (see Figure 3.6d). To represent the smooth, slightly curved shape of
the lobar boundary an iterative Laplacian smoothing is performed with 100 iterations in
a 3×3 neighborhood. In this procedure the nodes of the mesh are translated to a new
spatial position based on the average positions of the nodes itself and its 8 adjacent nodes.
In order to preserve the user drawings, the smoothing is not applied to the nodes that
have been displaced to a marker mi . After this smoothing procedure the mesh represents
the shape of the given lobar boundary.

3.2.3 Processing user input
The user interaction is kept simple and intuitive. An observer inspects the lungs and
draws the correct lobar boundary in regions where the current segmentation substantially
deviates from its true value. Drawings are only needed on a few slices since user interaction
is effectively propagated to neighboring slices as explained below. The required user input
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is very flexible. Small sections as well as the complete lobar boundary on a slice can be
drawn. Furthermore, interaction in arbitrary orientation (axial, sagittal, coronal, or any
other plane) is allowed. After each drawing, the user contour is converted to 3D markers
which are added to the list of lobar boundary markers M.

3.2.4 Propagating user input into the 3D region
Fast and minimal user interaction is required to make a method applicable in the clinical
routine. Correcting the lobar boundary on each slice is time-consuming and tedious. The
proposed method propagates the 2D user input into a 3D region and therefore typically
requires interaction only on a few slices.
The calculation of the 3D region is based on the assumption that a large distance
between the initial lobar boundary and the observer curve on a 2D slice tends to go along
with a large error on the neighboring slices. Thus, the larger the distance between the
initial boundary and the observer curve is, the more adjacent slices require correction.
To calculate the relevant 3D region in which correction is needed, first a 2D area on the
slice with the user drawing is determined. We use the enclosed area between the observer
curve and the initial lobar boundary (see Figure 3.7e).
The following description of the procedure is illustrated in Figure 3.7. First, a straight
line between the endpoints of the user drawn curve is set and an area orthogonal to this
line is calculated (see Figure 3.7c). Next, only the part of the mesh under this stripeshaped area and the observer curve are regarded (see Figure 3.7d). The convex hull is
calculated from these two structures which results in an enclosed area between initial
boundary and observer curve (see Figure 3.7e). The calculation of the convex hull is
necessary because there might be no intersection points between the lobar boundary and
the observer curve since the observer is not required to touch or cross the initial boundary.
To propagate this area into the neighboring slices, a 3D region (see Figure 3.7f) is
calculated that is smooth and exactly encompasses the 2D convex hull. To achieve this the
boundary points ci , i = 1 . . . k of the convex hull are determined and used as constraints
to compute an implicit function f(x) that is zero at ci , i = 1 . . . k. This function takes the
form

f(x) = P(x) +

k
∑

wi ϕ(x − ci ),

(3.2)

i=1

where P(x) is a first degree polynomial and its four parameters, together with the weights
wi can be computed by solving a linear system of equations. For the radial basis function
we take ϕ(x) = ||x||3 . The 3D region is bounded by the iso-surface f(x) = 0. See Heckel
et al. [67] for details where this procedure is used to fit a smooth 3D object through a
set of user drawn contours. The obtained region is slightly dilated by applying 3x3x3
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(a)

(b)

(c)

(d)

(e)

(f)

Figure 3.7: Schematic illustration of the calculation of the 3D influence region around the observer curve
in a sagittal view of the lung. a) Given lung lobe segmentation with a leakage into the lower lobe. red:
upper lobe, green: lower lobe b) Observer curve (red) to correct the segmentation. c) Orthogonal area
from a straight line between the endpoints of the curve (purple area). d) Only the part of the lobar
boundary under the area is regarded. e) Convex hull of the observer curve and the remaining part of the
lobar boundary. f) 3D region around the calculated area.

kernel to ensure that we cover all relevant markers mj that had caused the segmentation
error. Finally, all initial boundary markers mj inside this region are deleted, whereas the
markers based on any user curves (the current one and possible curves drawn in previous
iterations as the steps C-E can be repeated multiple times) are added to the marker list
M.

3.2.5 Recalculating lobar boundary mesh
The lobar boundary mesh is recalculated as described in step B. For the calculation of
the mesh all initial markers that have not been deleted in step D and the markers created
from the observer curves are taken into account.

3.2.6 Exporting lobar segmentation mask
After working on the mesh representation, the lobar boundary is reconverted into a multilabel mask of the pulmonary lobes. First, the mesh is voxelized into the lung mask
resulting in a voxel set that divides the lung mask into two regions. Next, the regions are
labeled with a connected component analysis. The labels representing the specific lobes
are chosen based on the z-coordinate of the center of gravity of the regions assuming that
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the upper lobe has the highest z-coordinate followed by the middle and the lower lobe.
Due to the voxelization of the mesh there is a gap between the lobe regions. To close the
gap all voxels of the gap are set to one of the adjacent lobe regions. This is done by a
majority filter which sets all voxels inside the gap to the voxel value of the majority of
the neighboring voxels.

3.2.7 Workflow
For each lobar boundary, the observers repeat the steps C-E until they are satisfied with
the result. The mesh is immediately recalculated after drawing, the observer inspects the
interpolation results on the neighboring slices and continues correction if necessary. All
drawn curves can be edited, moved, or deleted at any time. Finally the mesh is exported
to the lobar label image.
We used the following workflow. In the right lung, following the major fissure, the
boundary between the lower lobe and the other two lobes is constructed or modified. In
the next step the boundary between the middle lobe and the upper lobe, which includes
the minor fissure, is constructed or corrected. In the left lung only one lobar boundary
is needed, following the left major fissure. Since the lobar boundaries in the right and in
the left lung are independent, they can be processed in an arbitrary order.
The lobe segmentation from scratch consists of the steps C, E, and F. As soon as the
observer has drawn two curves the mesh is calculated. Each further curve modifies the
mesh and finally the mesh is converted to a lobar multi-label mask.

3.3 Experiments and results
The method is integrated in our prototype medical workstation CIRRUS Lung built with
MeVisLab [55] that provides a wide variety of algorithms for quantitative analysis of
thoracic CT scans, including automatic segmentation of lungs, lobes, fissures, airways,
and vessels. In CIRRUS Lung the user can zoom, pan, adjust window level, and can
simultaneously view and edit the segmentation in any of the three orthogonal views.

3.3.1 LOLA11
The LOLA11 [28] challenge was a part of the Fourth International Workshop on Pulmonary Image Analysis [57] held during the 2011 MICCAI conference. The goal was to
provide a transparent and fair comparison of segmentation methods for lungs and lobes
from chest CT. Interested groups can download the data and upload their segmentation
results for the lungs and/or the lung lobes. The challenge is still open and new results
can be submitted. To allow other groups a comparison to the here presented method, we
uploaded our results to LOLA11 and report the results here.
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3.3.2 Data
The proposed method was applied to all 55 scans of the LOLA11 [28] challenge. These
scans are from a variety of clinically common scanners with various scan protocols. Most
of the data sets are nearly isotropic with an in-plane resolution between 0.53 mm and
0.78 mm. The slice thickness varies between 0.3 mm and 1.5 mm. About half of the data
sets are highly challenging cases for the lobe segmentation task due to incomplete fissures,
severe pathologies, or abnormal anatomy (see Figures 3.2 and 3.8).

3.3.3 Validation method
The challenge requires participants to upload masks in which each voxel is labeled as either
outside the lungs or having one of the 5 possible lobe labels. The LOLA11 evaluation
was performed by the organizers of the challenge. They used a reference segmentation
manually drawn by a human observer on 9 coronal slices for each case. The LOLA11 score
was calculated by the overlap of the segmentation result for a lobe S and the reference
segmentation R:
Overlap(S, R) =

|S ∩ R|
|S ∪ R|

(3.3)

A drawback of this overlap measurement is the fact that a perfect segmentation of
the lobar boundary may still result in a poor overlap in case the lung segmentation is
bad. Therefore also the mean distance MeanD to the manually drawn reference lobar
boundaries was calculated. Lobar boundary voxels are defined as those voxels that have a
6 connected neighboring voxel with a different lobe label. For each lobar boundary voxel
RB the distance to the closest voxel of the lobar segmentation result SB were calculated.
Let dmin (r, SB ) := min{d(r, s)|s ∈ SB } be the minimum distance of a reference lobar
border voxel r to the lobar boundary segmentation result of the method SB . Then the
mean distance MeanD can be defined as follows:
MeanD(RB , SB ) = mean{dmin (r, SB )|r ∈ RB }

(3.4)

To compensate for the slight segmentation inaccuracy caused by manual drawing the
lobes in the reference standard, a slack border of 2 mm around the reference segmentation
was defined. For the calculation of the distances, all voxels of the segmentation result
inside the slack border were set to a distance of 0 mm. The size of the slack border was
based on the segmentation results of a second human observer who had drawn the lobar
boundaries on the same slices as the first observer for all cases. The mean interobserver
variance was 1.5 mm (± 1.28 mm) between the drawn boundaries.
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mean

SD

min

median

max

left upper lobe

0.92

0.16

0.20

0.98

1.00

left lower lobe

0.89

0.23

0.00

0.96

1.00

right upper lobe

0.92

0.09

0.60

0.96

1.00

right middle lobe

0.77

0.30

0.00

0.89

0.99

right lower lobe

0.91

0.18

0.00

0.97

1.00

LOLA11 score

0.88

Automatic method [60]

Exp 1: Observer 1
left upper lobe

0.95

0.13

0.20

0.98

1.00

left lower lobe

0.91

0.21

0.00

0.98

1.00

right upper lobe

0.94

0.08

0.68

0.97

1.00

right middle lobe

0.84

0.24

0.00

0.92

0.99

right lower lobe

0.96

0.07

0.54

0.98

1.00

LOLA11 score

0.92

Exp 1: Observer 2
left upper lobe

0.95

0.14

0.20

0.99

1.00

left lower lobe

0.91

0.21

0.00

0.98

1.00

right upper lobe

0.94

0.08

0.63

0.97

1.00

right middle lobe

0.86

0.21

0.00

0.93

1.00

right lower lobe

0.96

0.07

0.54

0.98

1.00

LOLA11 score

0.93

Exp 2: From Scratch
left upper lobe

0.95

0.14

0.21

0.99

1.00

left lower lobe

0.91

0.21

0.00

0.98

0.99

right upper lobe

0.94

0.08

0.68

0.97

1.00

right middle lobe

0.85

0.22

0.00

0.93

0.99

right lower lobe

0.96

0.07

0.54

0.98

1.00

LOLA11 score

0.92

Table 3.2: Results Experiment 1 and 2: Overlap scores for the presented segmentation method and
the automatic segmentation method [60] that was used as initial segmentation to apply the proposed
interactive correction method.
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average of case mean

median of case mean

left major

0.98 ±1.45

0.47

right major

3.97 ±21.86

0.48

right minor

3.09 ±20.83

0.06

overall

2.68 ±14.71

0.34

left major

0.62 ±0.70

0.40

right major

0.70 ±1.40

0.30

right minor

1.36 ±2.79

0.50

overall

0.89 ±1.63

0.40

left major

0.48 ±0.58

0.32

right major

0.47 ±0.72

0.22

right minor

1.25 ±3.24

0.36

overall

0.74 ±1.51

0.30

left major

0.67 ±0.78

0.41

right major

0.54 ±0.86

0.22

right minor

1.09 ±1.79

0.61

overall

0.77 ±1.14

0.41

Automatic [60]

Exp 1: Observer 1

Exp 1: Observer 2

Exp 2: From Scratch

Table 3.3: Distance measurement results in mm for Experiment 1 and 2. The average and median is
presented for the mean distances for all cases.
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No of interactions / Interaction time (sec)
Average

Min

Max

Median

Left major

2 / 23

0/4

6 / 79

1 / 20

Right major

3 / 33

0/6

8 / 85

2 / 30

Right minor

3 / 33

0/8

8 / 74

3 / 26

Total lung

8 / 90

1 / 26

18 / 185

7 / 94

Left major

8 / 58

0/2

33 / 242

7 / 58

Right major

10 / 78

0/1

22 / 193

10 / 82

Right minor

7 / 63

0/1

22 / 328

7 / 59

25 / 199

3 / 31

62 / 451

25 / 206

Exp 1: Observer 1

Exp 1: Observer 2

Total lung

Exp 2: From Scratch
Left major

6 / 78

2 / 23

16 / 232

6 / 69

Right major

7 / 84

0/4

11 / 152

7 / 77

Right minor

6 / 62

0/4

10 / 149

6 / 57

20 / 224

8 / 118

30 / 414

20 / 217

Total lung

Table 3.4: Results Experiment 1 and 2: Number of interactions and interaction time (in seconds) performed by the observers for the correction and the lung lobe segmentation from scratch. Cases that were
not corrected by an observer are left out.

3.3.4 Experiment 1
In Experiment 1 the results of the automatic segmentation method by Lassen et al. [60]
for the 55 LOLA11 data sets were used as the initial segmentation. Two observers applied
the here presented method to correct the results of the automatic segmentation wherever
it was needed.
Table 3.2 lists the overlap and Table 3.3 provides the mean distances for both observers.
Since outliers might have a strong effect on average distance measurements of all 55 cases,
the median of all cases is also listed. For comparison, the same statistics are provided for
the automatic method to show the improvement of the segmentation quality caused by
the correction process.
The interaction time and the overall number of interactions are important for the
acceptance of an interactive method. Both were monitored and are presented in Table 3.4. Figure 3.8 shows images of the initial lung lobe segmentation and the results
after correction.
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3.3.5 Experiment 2
The interactive method can also perform a lung lobe segmentation from scratch for cases
without an initial lobe segmentation. Only a lung segmentation is required to define the
outer boundaries of the lobes. In Experiment 2 one observer applied the from scratch
method to the 55 LOLA11 data sets. The required lung segmentations were taken from
the method presented in [49]. The same measurements as in Experiment 1 were performed.
The statistics are presented in Table 3.2. Table 3.4 lists the number of interactions and
the correction time of the observer. The right column in Figure 3.8 shows some illustrative
results.

3.4 Discussion and conclusion
The LOLA11 [28] challenge allows groups to objectively compare their lobe segmentation
methods. So far two groups participated with automatic lung lobe segmentation methods.
Both these automatic methods showed poor results for difficult cases. This indicates a
need for interactive segmentation methods for this task. The proposed method can be
used to correct a given lung lobe segmentation or to create a lung lobe segmentation
from scratch only based on a given lung mask. In Experiment 1 two observers applied
the interactive correction method to the results of the automatic segmentation approach
presented in [60] for all 55 cases of LOLA11. The overall LOLA11 score improved from
0.88 for the automatic method to 0.92 (Observer 1) and 0.93 (Observer 2). Table 3.2
shows that for all lobes the overlaps improved. However, the minimum overlap is still
0 for the left upper lobe and the right middle lobe. This is however caused by a case
with a particularly poor lung segmentation. One should note that LOLA11 is also a lung
segmentation challenge and the 55 cases contain some scans where even lung segmentation
is extremely challenging. Since the proposed method splits a given lung mask into lobes,
a poor lung mask automatically causes poor lobe segmentations.
In addition to the overlap, the distance to the reference lobar boundary was calculated.
This measure only takes into account the boundaries between lobes and is therefore less
sensitive to poor lung segmentation. The average distances were improved from 2.68 mm
(automatic method) to 0.89 mm (observer 1) and 0.74 mm (observer 2).
Observer 2 had on average around three times more interactions and more than twice
as much interaction time compared to observer 1 (see Table 3.4). The monitored interaction time is the time that an observer spends on regarding the lungs and drawing the
corrections. Depending on the quality requirements observers can decide whether they
want to spend more time to get an accurate segmentation or do it faster and aim for
an approximately correct segmentation. Experiment 1 showed that observer 2 indeed
achieved a slightly better accuracy while spending on average 3:19 minutes for each scan
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a) Automatic

b) Experiment 1,

c) Experiment 1,

d) Experiment 2,

result

Observer 1

Observer 2

segmentation from
scratch

Figure 3.8: Coronal views of five segmentation results (red = upper lobes, blue = middle lobes, green
= lower lobes). Row 1, LOLA case 2: Poor automatic segmentation result. Row 2, LOLA case 10:
Middle lobe missing in automatic segmentation, corrected by all observers. Row 3, LOLA case 21: Due
to incomplete fissures, the boundaries of the middle lobe are not easy to detect. Row 4, LOLA case 28:
Observers did not agree whether the large bulla in the left lung belongs to the upper or lower lobe. In
addition, the automatic method assigned the bulla in the right lung to the middle lobe. Row 5, LOLA
case 48: Only minor corrections required along the pathologically thickened fissures.
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compared to observer 1 who only spent 90 seconds for a case. However, compared to
manually drawing the lobar boundary on each slice an interaction time of 3:19 minutes is
still very fast for getting a good segmentation result for all lobes.
One should note that in the results reported in Table 3.4, interaction time is defined
as the time between starting to make a first drawing and accepting the case. Cases in
which an observer decided not to interact at all, were left out, to avoid a positive bias in
the reported results. Observer 2 decided for 11 cases (3, 14, 17, 18, 29, 31, 32, 41, 49, 51,
53) that no correction was required. Observer 1 only deemed this acceptable in four cases
(27, 29, 43, 51) but made substantially fewer corrections per case on average. This may
also contribute to the average higher segmentation time of observer 2 since the average
interaction time is calculated only on cases with at least one interaction.
Experiment 2 showed that the segmentation results from scratch with an overall
LOLA11 score of 0.92 and an overall mean distance of 0.77 mm to the reference are
comparable to the results of the correction in Experiment 1. On average the observer
drew 20 corrections and spent under four minutes for one case. Thus, good performance
in a short time is also possible for segmentation of the lobes without a given initial segmentation.
In this paper our interactive method was applied to CT data since this is the most
common use case for lobe segmentation. However, the approach does not use the voxel
data directly. Therefore, it is independent of image resolution, scan protocols, pathologies,
and even modalities. It could also be used to segment lobes in MRI data of the lungs.
The method is also not restricted to lung lobes per se but can be applied to any task
where a single 3D object needs to be subdivided, possibly hierarchically, into sub-objects
by defining or modifying a cutting plane. In future work we want to apply the method
to segmentation of the pulmonary segments, using an initial automatic segmentation, for
example the one by Stoecker et al. [68] or van Rikxoort et al. [37].
In conclusion, a method for interactive segmentation was presented and applied to
lobe segmentation from chest CT scans. The evaluation showed excellent performance,
with only a few interactions that were applied in a short time. The type of interaction is
intuitive since the observer can draw the correct boundary wherever it is required. Due
to immediate feedback the observer can continue drawing until the result is satisfactory.
The method could be applied to a range of other 3D segmentation tasks.
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Abstract
The malignancy of lung nodules is most often detected by analyzing changes of the nodule
diameter in follow-up scans. A recent study showed that comparing the volume or the
mass of a nodule over time is much more significant than comparing the diameter. Since
the survival rate is higher when the disease is still in an early stage it is important to
detect the growth rate as soon as possible. However manual segmentation of a volume is
time-consuming. Whereas there are several well evaluated methods for the segmentation
of solid nodules, less work is done on subsolid nodules which actually show a higher
malignancy rate than solid nodules. In this work we present a fast, semi-automatic method
for segmentation of subsolid nodules.
As minimal user interaction the method expects a user-drawn stroke on the largest
diameter of the nodule. First, a threshold-based region growing is performed based on
intensity analysis of the nodule region and surrounding parenchyma. In the next step the
chest wall is removed by a combination of a connected component analysis and convex
hull calculation. Finally, attached vessels are detached by morphological operations.
The method was evaluated on all nodules of the publicly available LIDC/IDRI database
that were manually segmented and rated as non-solid or part-solid by four radiologists
(Dataset 1) and three radiologists (Dataset 2). For these in total 59 nodules the Jaccard
index for the agreement of the proposed method with the manual reference segmentations
was 0.52/0.50 (Dataset 1/Dataset 2) compared to an inter-observer agreement of the manual segmentations of 0.54/0.58 (Dataset 1/Dataset 2). Furthermore, the inter-observer
agreement using the proposed method (i.e. different input strokes) was analyzed and gave
a Jaccard index of 0.74/0.74 (Dataset 1/Dataset 2).
The presented method provides satisfactory segmentation results with minimal observer effort in minimal time and can reduce the inter-observer variability for segmentation
of subsolid nodules in clinical routine.

4.1 Introduction
Lung cancer is the most deadly cancer and one of the most common cancers in both men
and women. At present, the 5-year survival rate for all stages combined is only 16%.
When the disease is still in an early stage, the 5-year survival rate increases to 52% [69].
However, only 15% of all cancers diagnosed are in early stage. Therefore, early detection
of lung cancer is of major importance to reduce lung cancer mortality.
Lung nodules are small lesions in the lung which potentially represent early-stage lung
cancer. Nodules are divided into solid and subsolid nodules based on their appearance
on a CT examination [70]. Most nodules are solid and the remaining subsolid nodules
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are either non-solid, also called ground glass nodule (GGN), or part-solid. Solid nodules
are comparatively easy to detect since the contrast to the surrounding lung parenchyma
is high. The detection of subsolid nodules is more challenging because their intensities
are usually only a little higher than the healthy lung parenchyma. In addition, part-solid
nodules show a strong heterogeneous texture.
Henschke et al. [71] presented that 81% of the 233 baseline scans with positive findings
from the Early Lung Cancer Project (ELCAP) showed solid nodules. The remaining 19%
of the positive findings were subsolid nodules which illustrates that subsolid nodules are
less common. However, the study presented a significantly higher malignancy rate of 34%
for subsolid nodules compared to only 7% for solid nodules. Consequently, about half of
all cancers (52%) which were found in these 233 positive instances originated from subsolid
nodules. The malignancy of a subsolid nodule is detected by follow-up examinations that
analyze changes in size and the development of a solid core [72]. At present, the nodule size
is usually measured by the largest diameter in an axial slice in clinical routine. However,
de Hoop et al. [72] showed that the significance of the diameter regarding the increase
of the nodule size is low compared to other metrics such as volume and mass. In their
study on follow-up scans of malignant non-solid nodules the diameter increased by 53%,
the volume by 202%, and the mass by 254% on average. The mass of a nodule is defined
as the product of the volume and the density. Since a manual segmentation of a nodule
in all slices takes 5-10 minutes [72], the development of a reliable and fast semi-automatic
segmentation method is important to introduce volume or mass as standard measurements
in clinical routine.
There are several approaches for segmentation of solid nodules in literature, e.g.
Dehmeshki et al. [73], Kostis et al. [74], Kuhnigk et al. [75], and Moltz et al. [76].
Most of them fail for subsolid nodules. Figure 4.1 illustrates the performance of the
method provided in Kuhnigk et al. [75] for the segmentation of two subsolid nodules.
Comparing to the reference segmentations it is obvious that the segmentation results are
much too small.
There are a few publications about segmentation methods for subsolid nodules. Zhu
et al. [77] and Zhang et al. [78] presented approaches to segment ground glass opacities
in the lung based on Markov random field theory. Kubota et al. [79] published a method
to segment nodules of various densities by a hybrid approach composed of a Euclidean
distance transform, region growing, and convex hull calculation. Tao et al. [80] proposed
a multi-level learning-based framework for detection and segmentation of ground glass
nodules. Tachibana and Kido [81] presented a segmentation method for nodules with
ground-glass opacity based on multiple fixed-thresholds, template-matching, a distancetransformation, and a watershed method.
The methods published so far show several drawbacks. Most of the previously pub-
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(a) LIDC/IDRI case 75-1

(b) LIDC/IDRI case 938-1

Figure 4.1: Illustration of the performance of a method developed for segmentation of solid nodules [75] on
two subsolid nodules. (a) and (b) show a zoomed in axial slice of two different subsolid nodules taken from
the LIDC/IDRI database [19]. The green, blue, yellow, and cyan contours are reference segmentations
provided by LIDC/IDRI, the pink dotted contour provides the segmentation result produced by the solid
nodule segmentation method.

lished methods were evaluated on small sets of data which are not publicly available except
for the LIDC cases used in Kubota et al. [79] and Tachibana and Kido [81]. However, these
LIDC cases are from an older and much smaller database provided by LIDC compared
to the large database that was recently published by LIDC/IDRI [19]. In Tachibana and
Kido [81] a set of 23 LIDC nodules and in Kubota et al. [79] two sets, one with 23 and the
other one with 82 LIDC nodules were considered, but these sets mainly contain solid nodules and only a few subsolid nodules. In Zhang et al. [78] a set of 21 nodules from 8 scans
was used for evaluation. Subsets of the LIDC dataset were used for evaluation in several
publications. Most of these publications present segmentation approaches not specified
for subsolid nodules. Thus non of them used a subset containing only subsolid nodules.
Table 4.1 shows on overview of publications that included LIDC data for evaluation.
The methods presented in Zhu et al. [77] and Kubota et al. [79] are the only methods
published in a peer-reviewed journal. However, the method presented in Zhu et al. [77]
only detects ground glass opacity regions, not nodules and performs a 2D segmentation
instead of volumetric calculation. The method presented in Kubota et al. [79] requires an
average segmentation time of 3.8 seconds for one nodule, with outliers up to 14.05 and
21.24 seconds.
Diciotti et al. [82] performed an estimation of lung nodule size by analyzing the Laplacian of Gaussian (LoG) scale-space. In their work they show that estimation of nodule
size is possible without prior segmentation of the nodule.
In this work a fast semi-automatic volumetric segmentation method for subsolid lung
lesions with minimal observer interaction is presented. The method was evaluated on
all subsolid nodules from the publicly available LIDC/IDRI database [19] for which a
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Author

Year

number of LIDC nodules

nodule type

Cascio et al. [83]

2012

148

ns

Diciotti et al. [84]

2008

12 (from first dataset from 2005)

s

Diciotti et al. [82]

2010

129

s/su

Farag et al. [85]

2013

315

ns

Keshani et al. [86]

2013

397

ns

Kubota et al. [79]

2011 23 (first dataset from 2005) + 82

s/su

Pu & Tan [87]

2011

158

s/su

Tachibana & Kido [81]

2006

23 (first dataset from 2005)

s/su

Tan et al. [88]

2013

23 (first dataset from 2005)

s/su

Wang et al. [89]

2007 23 (first dataset from 2005) + 73

s/su

Way et al. [90]

2006

s/su

23 (first dataset from 2005)

Table 4.1: Nodule segmentation or measurement approaches that are evaluated on LIDC data. s = solid,
su = subsolid, ns = not specified

majority of observers rated the nodule as subsolid. Throughout the paper the following
notation for nodules is used: Nodule 1 of LIDC/IDRI dataset 200 is denoted as case 200-1.
A list of the cases and nodules used is provided in Appendix 4.8 of this paper and the
segmentation results of the presented method for all cases are provided online to allow
other researchers to compare their results directly.

4.2 Method
The presented segmentation method builds upon the approach by Kuhnigk et al. [75] for
the segmentation of solid pulmonary lesions. The method by Kuhnigk et al. shows good
performance for solid nodule segmentation but, as illustrated in Figure 4.1, does not show
adequate performance for the segmentation of subsolid nodules. The proposed method is
able to handle subsolid nodules of different densities automatically.
Figure 4.2 provides a pictorial overview of the method. Input to the segmentation is a
stroke drawn by the user on the largest diameter of the nodule (illustrated in Figure 4.2a).
Given the input stroke, the segmentation algorithm for subsolid nodules consists of the
following steps that are further described in more detail: definition of a region of interest
(ROI), histogram analysis, region growing, removal of the chest wall, and removal of
attached vessels.
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L = -418

Nc
P = -796

(a)

(b)

Convex
hull of Nc

N1

(e)

(f)

N0

(c)

N2

(g)

(d)

NFinal

(h)

Figure 4.2: Steps of the segmentation process illustrated on an axial slice of a subsolid lung nodule. The
2D slices are for illustration purposes, the process is performed completely in 3D. a) An ROI V around
the nodule is defined based on a user-drawn stroke in the nodule (yellow line). b) Histogram analysis of
the stroke region and the surrounding parenchyma. c) The initial nodule region N0 is calculated by a
threshold-based region growing. d) A connected component analysis from the complement of N0 gives
the lung parenchyma region Nc . e) The complement of Nc is the refined nodule region N1 . f) The convex
hull of Nc is calculated that includes the lesion but not the chest wall. g) N2 is the nodule region without
the chest wall, i.e. the intersection of N1 and Nc . h) Removing vessels and other attached structures by
morphological operations results in the nodule region NFinal .

Region of interest
A 3D cubic ROI V with an edge length of 1.6 times the stroke length is defined around the
user-drawn stroke (see Figure 4.2a). This region gives information about the intensities
inside and outside the lesion. In case of severe voxel anisotropy (ratio of largest vs.
smallest voxel edge length > 1.5) V is resampled trilinearly to an isotropic resolution of
the smallest voxel edge length.

Histogram analysis
An intensity analysis is performed within V to compute optimal thresholds used in a
subsequent region growing [76]. The main goal of the analysis is to determine the typical
lesion intensity L and the typical intensity of the surrounding parenchyma P. For the
calculation of L, a dilation of the stroke with one voxel in each dimension is performed.
A histogram of the dilated stroke is constructed and smoothed. L is now defined as the
intensity of the maximum peak of the histogram (see Figure 4.2b).
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Due to the definition of V, there should be more surrounding parenchyma than nodule
volume within V. For the computation of P, the parenchyma within V is determined
as follows: (1) the nodule volume is approximated by dilating the stroke with 4 voxels
in each direction, voxels within this region are discarded for computation of P; (2) all
remaining voxels above −200 HU are also discarded to exclude large vessels and the chest
wall. The histogram of the remaining voxels is computed and smoothed. P is defined as
the intensity at the maximum peak of the histogram (see Figure 4.2b).
Lower and upper thresholds are determined for subsequent region growing. Based on
the analysis of the two histograms, the lower threshold, Tlower , for the region growing is
set to:

Tlower =


 P+L ,
2

if P+L
< −600,
2

−600, otherwise.

(4.1)

For part-solid nodules L can reach high values due to the solid part of the nodule. For
these cases

P+L
2

can give values > −600 HU. If Tlower would be set to a value > −600 HU

the ground glass part of the nodule would be left out in the segmentation. Thus, Tlower
is limited to values 6 −600 HU.
Tlower is crucial because it is used to separate the nodule from the surrounding
parenchyma. The upper threshold, Tupper , for the region growing is used to avoid leakage
into the chest wall and adjacent vasculature. However, since this cannot be avoided completely with a simple threshold, the exact value of the upper threshold used for the region
growing is less critical than the lower threshold since subsequent steps of the algorithm
separate vessels and the chest wall from the nodule. Therefore, Tupper is fixed to 200
HU. The parameters were empirically estimated on around 100 nodules not containing
the data used for evaluation.

Region growing
A 3D region growing in a 6-connected neighborhood from the center of the stroke with
Tupper as upper and Tlower as lower threshold provides the initial nodule region N0 (see
Figure 4.2c). Since the chest wall and attached vessels show similar intensities as the
solid-part of a subsolid nodule, they might be included in the initial nodule region N0 .

Removal of chest wall
If part of the chest wall is included in the segmentation result N0 it is removed by a
concatenation of steps. First, the surrounding parenchyma of the nodule, Nc , is defined
by a connected component analysis of the complement of N0 (see Figure 4.2d). A refined
nodule region (without holes) is defined as N1 = V − Nc , illustrated in Figure 4.2e. Next,
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the convex hull of Nc is constructed, which contains the nodule but not the chest wall
(illustrated in Figure 4.2f). Finally, the chest wall is removed from N1 by masking N1
with the convex hull of Nc , resulting in nodule region N2 (see Figure 4.2g).

Removal of attached vessels
Region N2 can still include vessels that are connected to the nodule. To remove the
vasculature from the final nodule segmentation, two main assumptions are made: 1) the
nodule radius is larger than the radius of the attached vasculature, and 2) the vasculature
is connected to the boundary of V and the nodule is not. Given these assumptions, a
morphological opening can be applied to detach the vessels from the nodule. However,
given the varying sizes of the nodules and vasculature, the optimal strength of the opening
is not the same for each nodule but should be determined for each nodule individually.
The strength must be large enough to remove large vessels but at the same time should be
as small as possible to keep the details of the boundary. To remove all connected vessels
while preserving the shape of the nodule, the strength of the morphological operations is
automatically adapted by analyzing the radii of the attached vessels as presented in [75].
Given the assumption that all vessels intersect with the boundary of V but the nodule
does not, all paths from the center of the nodule region to the boundary of V are considered to traverse through vasculature. The erosion to be applied should have a large
enough strength to detach all these paths from the nodule. The determination of an optimal strength for the erosion and the erosion process itself can be applied in the one step
as described in the following. A morphological operation can be performed by thresholding on a distance map. Therefore, a 3D Euclidean distance transformation from the
background is applied to get the distance of each mask voxel to the closest background
voxel. A local maximum search from the center of the stroke offers a good seed point since
it is probably near the center of the estimated nodule. From this seed point, iterative
region growing on the distance map with successively lower thresholds is performed until
the boundary of the VOI is reached. The optimal threshold on the distance map (i.e.
the strength of the erosion) is the last threshold used in the region growing before the
structure reached the boundary of V. The resulting region after erosion contains the core
of the nodule without attached vessels and other thin structures such as small remaining
parts of the chest wall.
To reconstruct the original nodule size and the details of the boundary of the nodule
a dilation is performed. A second distance transformation from the eroded nodule is
calculated. The threshold of the following region-growing is chosen slightly higher (2 mm)
than for the erosion so that small irregularities of the boundary are reconstructed. Finally,
the intersection of the resulting mask and N2 is calculated to remove the parenchyma that
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Number

Number of nodules rated as

of observers subsolid (non-solid or part-solid)
1

406

2

125

3

40

4

19

Table 4.2: Number of nodules that are rated as subsolid by one, two, three, or four observers.

is included after the dilation. The result is the final lesion mask NFinal (see Figure 4.2h).

4.3 Data
The evaluation is performed on publicly available datasets provided by the Lung Image Database Consortium (LIDC) and Image Database Resource Initiative (IDRI). The
LIDC/IDRI database contains 1018 thoracic CT scans with corresponding XML-files providing information about the lesions [19]. The scans were collected from different medical
centers and are acquired with various scanners and scanning protocols. Each scan was
analyzed by four experienced thoracic radiologists [19]. The radiologists are from a larger
pool of experts and differ between the cases. For all nodules > 3 mm the experts contoured the boundaries on axial slices and rated the lesions in several categories such as:
subtlety, internal structure, calcification, sphericity, margin, spiculation, texture, and
malignancy [91]. The texture feature provides information whether a lesion was rated
as a subsolid or solid nodule by the radiologists. The range for this rating is [1-5] with
the following meaning: 1 = Non-solid/Ground glass opacity, 3 = Part-solid/Mixed, and
5 = Solid. The labels 2 and 4 were also used by some observers but were undefined by
LIDC/IDRI.
To evaluate the presented segmentation method, non-solid and part-solid lesions were
considered, thus lesions with a texture rating of 1 or 3. Table 4.2 shows how many of
the nodules were rated as non-solid or part-solid by respectively one, two, three, or four
observers. For the experiments we decided to consider nodules for which the majority of
observers, i.e. at least three, agreed that the texture was subsolid. In the following the
19 nodules (taken from 14 scans) where all four observers agreed that the texture was 1
or 3 are defined as Dataset 1 and the 40 nodules (taken from 31 scans) where exactly 3
experts agreed on the texture 1 or 3 are defined as Dataset 2. The slice thickness of these
datasets is in the range of 0.625 mm and 3 mm with a median of 1.25 mm.
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4.4 Experiments
To evaluate the performance of the method three experiments were performed. The presented method requires users to draw a stroke on the largest diameter of the lesion. Since
all nodules in the LIDC/IDRI database were manually segmented by each observer, the
input stroke for a given observer can be simulated by the stroke within the segmentation
providing the largest diameter on axial slices. By creating strokes from the manual segmentations of the different radiologists, we are simulating how the radiologists would have
used our method to segment the nodules. These simulated strokes were used in all experiments presented below. In all experiments, the performance of the method was evaluated
using the Jaccard index, the Hausdorff distance, and the mean distance to the manual
reference standard. The Jaccard index J gives the volumetric overlap of two binary nodule
masks A and M:
J :=

|M ∩ A|
|M ∪ A|

(4.2)

The more similar two segmentations are, the closer J is to one.
The Hausdorff distance defines the maximum distance between the surfaces of two
masks A and M. Let dmin (p, B) := min{d(p, b)|b ∈ B} be the minimum distance of
a point p to the binary mask B. Then the Hausdorff distance DH (M, A) between two
binary nodule masks A and M can be defined as:
DH (M, A) := max{max{dmin (m, A)|m ∈ M}, max{dmin (a, M)|a ∈ A}}

(4.3)

Another method to take the distances between the surfaces into account is to calculate
the average distances. For each surface voxel of both masks A and M the distance of
the closest voxel of the other mask is estimated and the average (avg) of all values is
calculated. Thus, the average distance DA (M, A) is defined as:
1
DA (M, A) := {avg{dmin (m, A)|m ∈ M} + avg{dmin (a, M)|a ∈ A}}
2

(4.4)

4.4.1 Experiment 1
The goal of this experiment was to determine the performance of the semi-automatic
method compared to radiologists’ manual segmentations. For Experiment 1, all nodules
for which a majority of observers from LIDC/IDRI agreed on subsolidity were used, i.e.
Dataset 1 and 2.
Dataset 1 yielded in total in four segmentation masks for each of the 19 nodules. From
all of these 76 segmentation masks the largest diameter on the axial slices was determined
and used as input stroke for the segmentation approach. The resulting mask of each stroke
was compared to the other three reference masks of that lesion. For Dataset 2 there were
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three segmentation masks for each of the 40 lesions since the fourth expert either rated the
texture as solid nodule or did not rate the texture at all. The largest diameter of the 120
reference segmentations were taken as the input strokes for the presented segmentation
method and the resulting masks were compared to the other two reference masks of the
particular lesion.
To avoid a bias in this experiment a segmentation mask was not compared to the
mask that was used to create the stroke. For comparison the inter-observer agreement
of the manual reference segmentations was calculated in the same fashion. Note, that
the inter-observer agreement does not refer to the same individual observers, since the
observers differ between the cases.

4.4.2 Experiment 2
The goal of this experiment was to determine the reproducibility of the semi-automatic
segmentation for inputs of different observers, i.e. different input strokes. Therefore,
strokes were extracted from all given manual segmentation masks from Dataset 1 and 2.
The segmentation method was applied with these strokes and the results were compared
to the other automatically calculated masks of the same lesion. Thus, for Dataset 1 each
result mask was compared to three other segmentation masks and for Dataset 2 there
were two corresponding masks.

4.4.3 Experiment 3
The goal of this experiment was to determine the performance of the segmentation approach for nodules of different sizes. The Fleischner Society published a guideline for the
treatment of small pulmonary nodules [14]. In this publication nodules were classified
into four groups based on their diameter: 1. 6 4 mm, 2. > 4-6 mm, 3. > 6-8 mm, and
4. > 8 mm. Since the treatment recommendation was different for the groups of nodules
we wanted to consider the performance of the presented method for nodules of different sizes. For Experiment 3 we included all nodules rated as subsolid by at least three
observers, i.e. Dataset 1 and 2 combined. From all given reference masks
√ the volumeequivalent diameter d is calculated with the following formula: d = 2 · 3 3·volume
. Since
4π
there were more than one reference segmentations for one nodule, the average diameter
for all given reference segmentations was calculated for each nodule. Based on the average diameter, each nodule was classified into one of the four groups and the evaluation as
described in Experiment 1 was performed for each group separately.
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Jaccard

Data

Mean

Hausdorff dist (mm)

Median

Mean

Average dist (mm)

Median

Mean

Median

Dataset 1: method

0.52 ± 0.07

0.51

2.79 ± 1.22

2.46

0.88 ± 0.31

0.79

Dataset 1: inter-obs

0.54 ± 0.05

0.53

2.48 ± 0.81

2.30

0.80 ± 0.24

0.73

Dataset 2: method

0.50 ± 0.14

0.51

3.37 ± 2.47

2.45

1.15 ± 0.93

0.91

Dataset 2: inter-obs

0.58 ± 0.11

0.58

2.82 ± 1.54

2.27

0.82 ± 0.37

0.72

Table 4.3: Results for the method and inter-observer performance in terms of Jaccard similarity, Hausdorff
distance, and average distance for Experiment 1. The mean and median are calculated for the case
average.

Jaccard
Data

Mean

Hausdorff dist (mm)
Mean

Median

Median

Average dist (mm)
Mean

Median

Dataset 1

0.74 ± 0.12

0.77

2.35 ± 1.48

1.95

0.44 ± 0.32

0.37

Dataset 2

0.74 ± 0.23

0.79

2.88 ± 3.15

1.84

0.72 ± 1.26

0.34

Table 4.4: Inter-observer variability for the method (i.e. different input strokes) in terms of Jaccard
similarity, Hausdorff distance, and average distance for Experiment 2. The mean and median were
calculated for the case average.

4.5 Results
4.5.1 Experiment 1
The segmentation for one case of Dataset 1 failed completely because the segmentation method expects higher HU values inside the lesion compared to the surrounding
parenchyma. The nodule of case 681-1 showed low HU values (see Figure 4.6f), however
three observers rated the texture as 1 (non-solid) and one observer rated 3 (part-solid).
Since this nodule did not fall in our definition of a subsolid nodule (we would regard it as
a cavity) it was excluded from further analysis.
For all remaining cases the average Jaccard coefficient, the Hausdorff distance, and
the average distance of the surfaces were calculated. The overall mean and median of
these results are presented in Table 4.3. For reference, the inter-observer performance
is also provided in Table 4.3. Figures 4.3, 4.4, and 4.5 show the Jaccard coefficient, the
Hausdorff distance, and the average distance for each case average for both the automatic
segmentation results and the inter-observer agreement of the manual segmentations. In
addition, there are screenshots of segmentation results from Dataset 1 in Figure 4.6 and
screenshots from Dataset 2 in Figure 4.7.

Jaccard
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4.5 Results

Datasets

Datasets

(a) Dataset 1

(b) Dataset 2

Figure 4.3: Jaccard results for all nodules of Dataset 1 and 2. For each case the average Jaccard
similarity for the results of the method of Experiment 1 (red square), inter-observer agreement of the
manual segmentations of Experiment 1 (blue diamond), and the inter-observer agreement of the method
for different input strokes calculated in Experiment 2 (green triangle) are plotted.

Result method
Nodule size

No. of cases

Mean ± Std Median

Inter-observer agreement
Mean ± Std

Median

-

-±

-

6 4 mm

0

-±

> 4-6 mm

19

0.46 ± 0.11

0.47

0.53 ± 0.08

0.52

> 6-8 mm

15

0.56 ± 0.10

0.56

0.60 ± 0.07

0.60

> 8 mm

24

0.51 ± 0.13

0.50

0.59 ± 0.12

0.58

-

-

Table 4.5: The nodules of Dataset 1 and Dataset 2 were subdivided into 4 groups defined by the Fleischner
Society [14] based on the average diameter of the reference segmentations. The mean and Median results
for the Jaccard coefficient are shown. The inter-observer agreement of the manual segmentations is also
given. There are no nodules with an volume-equivalent diameter 6 4 mm in Dataset 1 and 2.

4.5.2 Experiment 2
The overall average Jaccard coefficient, the Hausdorff distance, and the average distance
for the inter-observer agreement of the automatic segmentation method are shown in
Table 4.4. In addition the average result per case is plotted together with the results of
Experiment 1 in Figures 4.3, 4.4, and 4.5.

4.5.3 Experiment 3
Tables 4.5 and 4.6 show the Jaccard index and Hausdorff results for the nodules classified
into four groups based on the diameter. For comparison the inter-observer agreement of
the manual reference segmentations is also presented.
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Hausdorff distance (mm)

Hausdorff distance (mm)

84

Datasets

Datasets

(a) Dataset 1

(b) Dataset 2

Figure 4.4: Hausdorff distance results for all cases of Dataset 1 and 2. For each case the average Hausdorff
distances of the method evaluated in Experiment 1 (red square), inter-observer agreement of the manual
segmentations of Experiment 1 (blue diamond), and the inter-observer agreement of the method with
different input strokes tested in Experiment 2 (green triangle) are plotted.

Result method (mm)

Inter-obs agreement (mm)

No. of cases

Mean ± Std

Median

Mean ± Std

Median

6 4 mm

0

-±

-

-±

-

> 4-6 mm

19

1.91 ± 0.32

1.89

1.78 ± 0.38

1.61

> 6-8 mm

15

2.22 ± 0.63

2.11

2.09 ± 0.51

2.05

> 8 mm

24

4.80 ± 2.58

4.30

3.84 ± 1.42

3.33

Nodule size

-

-

Table 4.6: The nodules of Dataset 1 and Dataset 2 were subdivided into 4 groups defined by the Fleischner
Society [14] based on the average diameter of the reference segmentations. The mean and Median results
of the Hausdorff distance are shown. The inter-observer agreement of the manual segmentations is also
given. There are no nodules with an volume-equivalent diameter 6 4 mm in Dataset 1 and 2.

4.6 Discussion
The malignancy of subsolid lung nodules can be determined by analyzing the increment of
mass which is defined by the product of the tumor volume and density [72]. However, to
determine the mass, a segmentation of the nodule is required. Since manually segmenting
nodules takes approximately 10 minutes per nodule [72], this is not feasible in clinical
practice or a screening setting. Therefore, in clinical practice only diameter measurements
are commonly used, as in RECIST [15], which are less reliable than 3D measurement.
So far, computer software for 3D segmentation of subsolid nodules was not available.
However, the presented method allows volumetric segmentation of non-solid and partsolid lung nodules with a computation time of less than one second. Besides, the usage
of the presented method is similar to the measurement of the largest diameter because
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Average distance (mm)

Average distance (mm)

4.6 Discussion

Datasets

(a) Dataset 1

Datasets

(b) Dataset 2

Figure 4.5: Average distances for all cases of Dataset 1 and 2. For each case the mean average distances of
the method evaluated in Experiment 1 (red square), inter-observer agreement of the manual segmentations
of Experiment 1 (blue diamond), and the inter-observer agreement of the method with different input
strokes tested in Experiment 2 (green triangle) are plotted.

the observer is requested to draw a stroke on the largest diameter of the nodule. Thus,
radiologist who are familiarized with the RECIST measurement do not have to adjust
themselves. The presented method accepts strokes in all orientations. Thus, observers
can also draw strokes in sagittal or coronal view. That might be especially beneficial for
tumors with a large extent in z-direction.
This study focuses solely on the segmentation of subsolid nodules, since for solid
nodules several well performing methods are available (e.g. Dehmeshki et al. [73], Kostis
et al. [74], Kuhnigk et al. [75], and Moltz et al. [76]). Some studies toward automated
segmentation of subsolid nodules have been reported (e.g. Kubota et al. [79], Tachibana
and Kido [81], Tao et al. [80], Zhang et al. [78], and Zhu et al. [77]) but, as indicated in the
Introduction section, validation of the results and direct comparison between methods is
not available. Therefore, in this study we evaluated the proposed method on all nodules
from the publicly available LIDC/IDRI database for which a majority of radiologists
agreed the lesion was subsolid. We provide an exact list of the cases and nodule IDs used in
this paper in Appendix 4.8. In addition, to allow other researchers to replicate our results
and compare their own methodology directly on exactly the same data, we also provide
the segmentation results as obtained by the method and the reference standard of the
used nodules as volumetric images online at http://subsolidnodules.grand-challenge.org.
Three experiments were performed to assess 1) the performance of the proposed
method compared to manual segmentations by human observers, 2) the inter-observer
variability using the method compared to completely manual segmentations, and 3) the
performance for clinically meaningful subsets of nodules. The results of Experiment 1
showed that the results obtained using the method were not substantially different from
the results obtained by radiologists completely manual outlining. We performed a Wilcoxon
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a) case 111-4 b) case 298-6 c) case 686-18 d) case 402-9 e) case 497-1 f) case 681-1
Figure 4.6: Segmentation results (bold red contour) and reference segmentations (green, yellow, light
blue, and dark blue contours) for six cases of Dataset 1. First row shows axial, second row coronal, and
third row sagittal views of the corresponding nodules (window level c = -600 HU, w = 1300 HU). a)-d)
show good segmentation results, e) shows a case with a high inter-observer variance, and f) shows no
segmentation result for the presented method caused by the presence of a cavity in the lesion. Therefore,
this case was left out for analysis.

signed-rank test to analyze the statistical significance of the difference between the presented method and the inter-observer agreement. For dataset 1 the p-value was 0.002/0.101
(Jaccard/Hausdorff) and for dataset 2 the p-value was 0.492/0.061 (Jaccard/Hausdorff).
For two cases the method showed substantially different results from the manual segmentations. Screenshots of these two cases are shown in Figures 4.7e and in 4.7f. For
the first case, the segmentation error is caused by the presence of air inside the nodule,
where the presented method assumes the density in the nodule is higher than the surrounding parenchyma. In the other case, a neighboring vessel is accidentally regarded as
the nodule.
Since the first experiment showed that the results of the method are comparable to
manual segmentations by several observers, it is interesting to compare the inter-observer
variability using the method versus manually segmenting. Experiment 2 showed that the
inter-observer variability using the method was substantially lower than when manually
segmenting the nodules (see Figures 4.3, 4.4, and 4.5). Thus, different observers obtained
similar segmentation results although they do not define the same diameter of the nodule. Next to reduced computation time, improved inter-observer agreement is a second
potential advantage of the presented method compared to manual segmentations.
Experiment 3 showed that the presented method is efficient for nodules of different
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a) case 76-1 b)case 179-11 c) case 636-1 d) case 686-3 e) case 910-1 f) case 936-1
Figure 4.7: Segmentation results (bold red contour) and reference segmentations (green, yellow, light
blue, and dark blue contours) for six cases of Dataset 2. For each case there are three reference segmentations. First row shows axial, second row coronal, and third row sagittal views of the corresponding
nodules (window level c = -600 HU, w = 1300 HU). a)-c) show good segmentation results, d) shows good
segmentation results although the nodule is attached to the chest wall, e) shows a result with undersegmentation caused by the inhomogeneous appearance of the lesion, and f) shows poor segmentation results
because the attached vessel has been erroneously included.

volumes (see Tables 4.5 and 4.6), which is clinically relevant since nodules of different
volumes require different follow-up/treatment regimes [14]. Recently, a complement to
the Fleischner Society recommendations for the management of subsolid nodules was
published by Naidich et al. [92]. In that work subsolid nodules are subdivided into six
groups: solitary pure GGNs (65 mm and >5 mm), solitary part-solid nodules, and multiple subsolid nodules (pure GGNs 65 mm, pure GGNs >5 mm, and dominant nodule
with part-solid or solid component). Since the focus is on the differentiation between pure
GGNs and part-solid nodules, the authors recommend CT scans with a slice thickness of
1 mm. The new guidelines focus mainly on the distinction between part-solid and nonsolid nodules, which is not the focus of this paper and the observers of LIDC disagreed
for many nodules on this distinction. However, the segmentation of the subsolid nodules,
whether part-solid or non-solid, remains necessary in the new guidelines. Interesting future work would be to separate the ground glass component and solid core in part-solid
nodules after segmentation for further analysis.
The results showed an overall slightly higher inter-observer agreement for the manual
segmentations compared to the results of the proposed method. As can be observed in
Figures 4.3, 4.4, and 4.5, this is mainly caused by several outliers (some illustrated in
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Figure 4.7) where the method did not perform well with the given stroke due to the
heterogeneity of the nodule. Of course in a clinical setting, the method would be used
interactively, so if the user would not be satisfied with the result, another input stroke will
be provided since the method takes less than one second to produce a new segmentation.
In the worst case, where the method is not able to produce satisfactory results due to
the type of lesion, e.g. the one illustrated in Figure 4.6f, the user would manually edit
the segmentation. Due to the large heterogeneity in appearance of subsolid nodules, it
is likely that not a single method will be able to provide satisfactory segmentations for
all nodules, but the proposed method offers a solution for a large set of subsolid nodules
collected from many different institutes and subjects.
For the experiments, all nodules rated with texture 1 for non-solid, or texture 3 for
part-solid by a majority of observers in LIDC/IDRI were used. We noticed that some
observers also indicated texture type 2, even though it was not defined. After consulting
the principle investigators of LIDC/IDRI it turned out that some observers might also
have used label 2 for subsolid nodules although label 2 was declared as no rating. For
that reason we repeated Experiment 1 with modified datasets. Dataset 1 was extended
to all nodules that were labeled as 1, 2, or 3 by four observers and Dataset 2 was extended to nodules that were classified with these labels by three observers. In total, 24
additional nodules were added. The results were comparable to the results reported in Experiment 1. The Jaccard coefficients between the method and the manual segmentations
for both datasets were 0.51 and the Jaccard coefficient for the inter-observer agreement
was 0.57/0.58 (Dataset 1/Dataset 2). The inter-observer agreement of the method using
different input strokes as performed in Experiment 2 gave a Jaccard index of 0.75/0.76
(Dataset 1/Dataset 2).
The manually provided stroke could offer a lot more information than just the definition of the VOI, intensities around the stroke, and a seed point for the region growing.
Since the stroke should be set on the largest diameter of the nodule, the boundary of the
nodule should touch the endpoints of the stroke. Furthermore, the diameter of the nodule
on any slice could not exceed the length of the stroke. But since setting a stroke optimally
on a nodule is a difficult task for observers, the method should be able to handle strokes
that are only approximately on the largest diameter and might be a little bit longer or
shorter. In the current implementation of the method, no further information is used
from the input stroke. Given the observed failures in two cases, where the user defined
stroke is largely outside the segmentation produced by the method, it might be beneficial
for future work to extend the method to at least require a certain percentage of the stroke
to be in the final nodule segmentation.
Through careful inspection of the results, we identified another limitation of the
method: adjacent vasculature is sometimes still included in the segmentation of the nod-
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Dataset 1

Dataset 2

Number of nodule segmentations

72

120

Number of nodules attached to vessels

72

105

Successfully removed

60

86

Partly removed

11

14

Not removed

1

5

Table 4.7: Quality of the removal of attached vasculature. Visual quantification by an expert for all cases
of Dataset 1 and Dataset 2.

ule. A visual inspection of the segmentation results by an expert showed that from the
72/120 (Dataset 1/Dataset 2) segmentation masks 72/105 (Dataset 1/Dataset 2) were
attached to vasculature. The expert rated the quality of the removal of the vessels as
can be found in Table 4.7. Besides, it is not guaranteed that the quality of a vasculature
removal is constant in follow-ups. Therefore, it is important for the observer to check the
segmentation result.
Next to restricting the method more based on the input stroke, analyzing vesselness
locally might help overcome this. In addition, subsolid nodules are not invasive and
therefore vessels sometimes run through a subsolid nodule. These are currently included
in the segmentation since they have approximately the same density as the solid cores
of subsolid nodules. This may not pose too much of a problem as long as the same
vessel is included in all scans of the same nodule, but a local analysis of vesselness and
connectedness might allow removing of these vessels as well.

4.7 Conclusion
In conclusion, this paper presented a semi-automatic method for the segmentation of
subsolid nodules that requires less than 1 second computation time, performs comparable
well as manual segmentations by expert radiologists for all nodule sizes, and decreases
inter-observer variability. In addition, the evaluation was performed on publicly available
data and all results obtained in this paper were also made publicly available to allow
replication and direct comparison by other researchers.
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Appendix
This appendix provides a list of all nodules used for evaluation in this study.
Dataset 1:
45-4, 111-4, 298-1, 298-3, 298-6, 305-1, 386-3, 392-1, 402-9, 429-3, 476-4, 497-1, 681-1,
686-8, 686-15, 686-18, 686-20, 777-8, 936-2.
Dataset 2:
76-1, 88-1, 120-1, 128-2, 179-5, 179-6, 179-8, 179-11, 223-1, 288-2, 298-7, 305-3, 311-2,
380-1, 394-1, 394-5, 402-6, 402-7, 402-8, 406-2, 439-1, 466-3, 539-1, 636-1, 686-3, 686-17,
686-21, 730-1, 752-2, 777-2, 805-1, 805-2, 850-3, 908-1, 910-1, 936-1, 938-1, 940-1, 956-1,
994-4.
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Abstract
Purpose
To present an efficient interactive workflow for pulmonary nodule volumetry, validated on
a large public CT image database against three-dimensional (3D) manual delineations,
and compared in terms of accuracy with manual two-dimensional measurements.

Methods
A two-step workflow for the 3D segmentation of pulmonary nodules is presented. In the
first step, an automatic segmentation is computed from a single seed point in the nodule
provided by a human expert. This is referred to as automatic volumetry. In the second
step, only applied if the result of the first step was not sufficiently accurate, a human
expert selects the best out of seven automatically provided segmentation results. This
is referred to as interactive volumetry. Nodule size was expressed as effective diameter
extracted from the 3D segmentation.
A retrospective study was performed on 907 publically available LIDC/IDRI nodules
of 566 patients where four thoracic radiologists manually outlined each nodule in 3D. Effective diameter of those fully manually obtained outlines were computed. Bland-Altman
analysis and Wilcoxon signed rank tests were used to compare the effective diameters of
the automatic and interactive volumetry to those computed from the manual segmentations. In addition, the current clinical practice of performing diameter measurements
with electronic calipers was simulated for three approaches: average of width and length,
longest diameter, and average of long and short axis. These diameter measurements were
also compared to effective diameters from manual segmentations.

Results
The absolute mean difference in effective diameter from fully manual outlines across observers was 0.83 mm. Automatic volumetry performed slightly, but significantly worse at
1.04 mm. After step 1 of the workflow 79.7% of the nodule segmentations were considered sufficiently accurate; for the remaining cases step 2 of the workflow was performed.
This resulted in an absolute mean difference for interactive volumetry of 0.89 mm, not
significantly different from fully manual measurements (p = 0.117). Manual diameter
measurements were substantially less accurate with absolute mean differences ranging
from 1.36 to 2.33 mm.

5.1 Introduction
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Conclusion
Interactive volumetry of pulmonary nodules is equivalent to complete manual 3D delineation, and substantially more accurate than manual 2D diameter metrics.

5.1 Introduction
Accurate measurement of the size and growth rate of pulmonary nodules on computed
tomography data is essential to determine their management. For incidentally detected
nodules the Fleischner Society provides management guidelines [14], for oncology imaging
RECIST employs size measurements [15], and for CT lung screening NCCN guidelines [16]
and Lung-RADS [93] define work-up categories that are determined by size and growth
rates of the most suspicious nodule in a scan. All these guidelines refer to the size of the
nodule in terms of a diameter measurement. They implicitly or explicitly assume that
this diameter is measured by human experts with electronic calipers on axial sections.
Growth, or stability, can then be defined as a certain increase in this diameter, or lack
thereof, when the nodule is imaged and measured at different time points. In contrast, a
number of lung screening trials have instead used computer algorithms that segment the
nodule in 3D, referred to as volumetry. These algorithms are initiated by a mouse click
(a seed point) provided by a human expert somewhere in the center of the nodule. The
human expert can then inspect and often adjust the computer output until a satisfactory
result has been obtained. From the volumetric segmentation, the volume of the nodule
can be computed, and this volume is often expressed in terms of the effective diameter,
defined as the diameter of a perfect sphere with the same volume. Changes in effective
diameter can be used to estimate the growth rate.
A number of studies have indicated that volumetry is both more accurate and more
reproducible than manual diameter measurements [94, 95]. However, these studies have
used only phantom data to determine accuracy [95, 96] or, when using real data, only
investigated reproducibility [97, 98] or judged the volumetric segmentation qualitatively
[99, 100]. Studies using actual CT data have shown that accuracy of volumetry packages
is not universal. As shown in a comparative study of six commercially available packages
[100], different software packages may generate substantially different results when the
same human expert analyzes the same nodule, and in a large percentage of cases cannot
produce a satisfactory segmentation at all. Especially packages that did not provide
their users an option to adjust the segmentation result performed poorly. Given this
difference in performance across algorithms, it is essential that before clinical use, each
computer algorithm is thoroughly validated against the best possible reference standard
using actual CT data of a large representative set of pulmonary nodules exhibiting a
wide variety of morphology and density, with complex attachments to intra- and extra-
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pulmonary structures.
When single scans of a nodule are available, the best possible reference standard is
a manual volumetric segmentation provided by a human expert. The goal of this study
is therefore to validate a volumetry workflow based on a state-of-the-art computer algorithm for nodule segmentation, using a large database of nodules for which multiple
human experts independently provided a manual volumetric segmentation. The validation is entirely based on publicly available data [19], and the human expert interaction
with software is objectively simulated using the manual volumetric segmentations. This
allows the research community to reproduce the entire study and to replicate the validation in exactly the same way with other volumetry packages, in order to objectively
compare different volumetry software. Furthermore, we simulate different ways of manual
diameter measurements with electronic calipers, to demonstrate that methods of nodule
size assessment that do not rely on volumetry are both significantly less accurate and less
reproducible.

5.2 Material and method
5.2.1 Data
This study used the publicly available data provided by the Lung Image Database Consortium (LIDC) and Image Database Resource Initiative (IDRI) [19]. LIDC/IDRI is
comprised of 1,018 thoracic CT scans from 1,018 individuals obtained at full inspiration
from seven different medical centers acquired with 17 different scanner models from all
major manufacturers and a wide variety of scanning protocols. Expert thoracic radiologists independently contour the boundaries for all nodules judged to have a diameter
larger than 3 mm. They contoured the boundaries on each axial section in which the
nodule was visible.
We included all nodules for which exactly four manual segmentations were provided,
thus focusing on those lesions for which there was full agreement among the four readers
that they were nodules larger than 3 mm. This resulted in a set of 907 nodules from 566
patients. The set contains a wide variety of data including solid nodules, subsolid nodules,
nodules with complex internal structures, and many nodules attached to the vasculature
or pleura. Characteristics of the data are provided in Table 5.1.

5.2.2 Volumetry workflow
A two-step workflow for the segmentation of pulmonary nodules with minimal user interaction is proposed. In the first step, the human expert clicks on a seed point inside the
nodule, close to the center of the lesion, to initialize the fully automatic 3D segmentation
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Nodule size (mm)

Number of nodules (%)

6 4 mm

23 (2.5)

> 4 mm - 6 mm

244 (26.9)

> 6 mm - 8 mm

222 (24.5)

> 8 mm -10 mm

126 (13.9)

> 10 mm

292 (32.2)

Slice thickness (mm)

Number of nodules (%)

<1 mm

137 (15.1)

1

118 (13.0)

1.25

222 (24.5)

6 1.8 mm - 2 mm

63 (6.9)

2.5

239 (26.4)

3

125 (13.8)

5

3 (0.3)

Manufacturer

Number of nodules (%)

GE Medical Systems

564 (62.2)

Siemens

189 (20.8)

Philips

84 (9.3)

Toshiba

70 (7.7)

Contrast agent

Number of nodules (%)

With contrast agent

347 (38.3)

Without contrast agent

560 (61.7)

Texture

Number of ratings (%)

1

140 (3.9)

2

47 (1.3)

3

144 (4.0)

4

411 (11.3)

5

2886 (79.5)

Table 5.1: Characteristics of the 907 LIDC/IDRI nodules used for evaluation. Nodule size (in effective
diameter calculated from case average by four LIDC/IDRI experts), slice thickness, manufacturer of CT
scanner, usage of contrast agent, and nodule texture (rated by four LIDC/IDRI experts for each of the
907 nodules. Ratings are from 1 (non-solid) to 5 (solid)).
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algorithm. Implementation details of the algorithm can be found in Appendix 5.6. An
important part of this algorithm is an automatically determined optimal intensity threshold that is used to initialize the further steps of the algorithm. The segmentation result
is shown as an outline and can be inspected by the human expert in all three orthogonal
directions. If the observer is not satisfied with the segmentation result, the algorithm of
step 1 is applied seven times with different pre-defined static thresholds instead of the automatically determined threshold. The human expert is presented with seven outlines in
zoomed up axial, coronal, and sagittal views of the nodule, with linked scrolling provided.
The expert then selects the best segmentation.

5.2.3 Study design
We applied the proposed workflow to the 907 LIDC/IDRI nodules. There were four manual 3D segmentations by human experts available for each nodule, and we used these to
simulate the required minimal interaction. The centers of mass of each manual segmentation were used as seed points. In practice visual inspection would be used to decide
whether the result is satisfactory, or whether step 2 of the volumetry workflow has to
be performed. For this study we defined an objective quantitative criterion to rate the
segmentation quality. For each automatic segmentation result, we calculated the mean
boundary distance to the manual reference from which the seed point was taken. All results with a mean distance < 1 mm were defined as satisfactory. For the remaining cases,
step 2 of the workflow was performed, in which from the seven alternative segmentations
the one with the lowest mean boundary distance was selected.
We also used the manual 3D segmentations from the human experts to compute a 2D
diameter estimate of the nodule. Following the guidelines in the literature we implemented
three variations: the average of length and width as recommended by the Fleischner
Society [14], the longest diameter as used in RECIST criteria [15, 101], and the average of
longest and perpendicular diameter as advocated in the NCCN guidelines [16]. All these
diameter measurements were performed on the axial cross-section in which the nodule
has the largest area. Figure 5.1 illustrates how these values were calculated.

5.2.4 Data analysis
For each pair of a nodule and human expert manual segmentation, we now have three
results from the volumetry workflow: vol_man, the expert manual segmentation itself
(which would be prohibitively time consuming to determine for each nodule encountered
in clinical practice or CT lung screening), vol_auto, the fully automatic result using the
seed point derived from the manual segmentation (step 1), and vol_inter, the result of
the minimally interactive procedure where step 2 is applied if step 1 is not satisfactory.
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(b)

(c)

Figure 5.1: Illustration of different approaches that can be used to make a 2D measurement of a pulmonary
nodule. The measurement is performed on the axial cross-section where the nodule has the largest area.
This area is indicated for this case with a yellow outline. This particular nodule had a volume of
1172.4 mm3 , equivalent to an effective diameter of 13.1 mm. a) To determine the average of length and
width (solid red lines) as proposed by the Fleischner Society [14] a bounding box around the nodule
outline is constructed. This results in a diameter measurement of 16.4 mm, a slight overestimation of the
effective diameter. b) Given the nodule boundary (yellow) we can determine the longest diameter (red
line) as used by RECIST [15] as the two boundary points with the largest distance between them. This
yields 18.2 mm, a substantial overestimation compared to the effective diameter. c) Following the NCCN
guidelines [16], the average of longest diameter (red line) and the longest perpendicular diameter on the
same slice (blue line) can be computed. This gives 15.9 mm, again a slight overestimation compared to
the effective diameter.
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We compute the effective diameter (ED) from these volumetric segmentations using the
formula
√
ED(mm) =

3

6—volume(mm3 )
Π

(5.1)

We also have three 2D diameter estimates for the expert manual segmentations: average of length and width (diam_alw), longest diameter (diam_ld), and average of longest
diameter and its perpendicular diameter (diam_alp).
In every case, we use the effective diameter of the manual segmentations by the remaining three human experts as the reference standard to which we compare the three
volumetric and three diameter estimates in a cross test. Thus, vol_auto by observer 1 was
compared to vol_man by observer 2, 3, and 4. That results in 12 comparisons per nodule.
Similarly we have 12 comparisons per nodule for vol_inter and for vol_man itself. We
also have 12 comparisons per nodule for diam_alw, diam_ld, and diam_alp.
An advantage of automatic and interactive volumetry over manual measurements,
whether 3D or 2D, is a reduced inter-observer variability, i.e. different human experts
tend to generate more reproducible estimates for the same nodule. To analyze this, we
also compared vol_auto of each observer to vol_auto of the other three observers and
vol_inter to vol_inter in the same manner.

5.2.5 Statistical analysis
Bland-Altman plots with 95% confidence intervals were created to show visually the results of each of the six approaches. To determine statistical significance of the differences
between the methods and the reference standard Wilcoxon signed-rank tests were performed. The P-value to indicate a statistically significant difference was set to < 0.05. The
statistical analysis was performed with Excel 2013 (Microsoft) and SciPy 0.14.0 (SciPy
developers).

5.3 Results
The automatic segmentation method (step 1 of the proposed workflow) was applied to all
of the 907 nodules and four observers, respectively. For 2892 (79.71%) of the resulting
segmentations the mean boundary distance to the respective manual reference was < 1 mm
and therefore defined as sufficient. For the remaining 736 (20.29%) results the interactive
segmentation was applied (step 2 of the proposed workflow). After step 2, 3366 (92.8%)
of the segmentations fulfilled the threshold criteria. The automatic segmentation took
less than 1 second per nodule on a standard PC.
Figure 5.2 shows Bland-Altman plots for the comparison between vol_man and both
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the 3D metrics as well as the 2D diameter estimates. Bland-Altman plots for the interobserver agreement of the results from the volumetry workflow are presented in Figure 5.3.
Table 5.2 shows the standard deviations of the differences, the absolute mean differences,
and the confidence intervals of the Bland-Altman plots for all presented comparisons.
Figure 5.4 shows examples of nodules where the automatic segmentation result was
sufficiently accurate for all four human experts. The interactive second step of the workflow was not required for these nodules. Figure 5.5 shows cases that required interactive
correction and after step 2 the results were satisfactory. For a few cases, especially these
with a low interobserver agreement of the manual segmentations, the interactive segmentation result is still not sufficient. Examples are presented in Figure 5.6.
The p-value of the Wilcoxon signed-rank test for the comparison of the manual segmentations and the automatic segmentation results (step 1 of the workflow) was 0.0041.
It was below the threshold of p < 0.05 and therefore a statistically significant difference
could be shown. After replacing 20.29% of the automatic segmentation results by interactive segmentations (step 2 of the workflow) the p-value of the Wilcoxon test was 0.117.
Thus, step 2 of the proposed workflow improved the agreement with the manual segmentations. The p-value was not below the threshold of p < 0.05. Therefore, no significant
difference between the results of the proposed workflow and the manual segmentations
could be shown.
Mean
Data

Std of

difference differences

Absolute

Confidence

mean difference

interval

vol_man vs. vol_man

0.00

1.23

0.83

[-2.48, 2.48]

vol_auto vs. vol_man

0.35

1.61

1.04

[-2.80, 3.50]

vol_inter vs. vol_man

0.17

1.32

0.89

[-2.43, 2.76]

diam_alw vs. vol_man

0.75

2.42

1.70

[-4.00, 5.50]

diam_ld vs. vol_man

2.08

2.98

2.33

[-3.77, 7.92]

diam_alp vs. vol_man

0.66

2.06

1.36

[-3.37, 4.70]

vol_auto vs. vol_auto

0.00

0.94

0.22

[-1.85, 1.85]

vol_inter vs. vol_inter

0.00

1.16

0.48

[-2.28, 2.28]

Table 5.2: Interobserver standard deviation of the differences, absolute mean differences, and confidence
interval of the Bland-Altman plots for the comparisons of all 2D and 3D metrics.

5.4 Discussion
The most important parameters that determine management of pulmonary nodules are
their size and growth rate. This implies that it is possible to accurately measure these
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Figure 5.2: Bland-Altman plots for the comparison between vol_man and different 2D and 3D metrics.
Dotted line = mean of differences between the methods, dashed line = mean of differences between the
methods +/- 1.96 * std.
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Figure 5.3: Bland-Altman plots for the interobserver agreement of the results from the two steps of the
volumetry workflow. Dotted line = mean of differences between the methods, dashed line = mean of
differences between the methods +/- 1.96 * std.

from a CT scan. This study showed that there is on average a difference of 0.83 mm
between the effective diameters derived from completely manual 3D segmentations by
two independent observers. The examples in Figures 5.4 to 5.6 show that this difference
is largely due to the inherent subjectivity regarding what does and what does not belong
to a nodule, as assessed visually by human experts.
For manual diameter measurements, the standard in today’s clinical practice and in
guidelines for CT lung screening, the difference between observers is much larger. When
the average of length and width is used, as recommended by the Fleischner Society,
the average difference between diameter measurement of one expert and the effective
diameter measured by another expert is 1.70 mm, about twice as large, and there is
a systematic overestimation of on average 0.75 mm. Using the average of the longest
and perpendicular diameter, as recommended by the NCCN guidelines, leads to similar
mean absolute difference of 1.36 mm and an overestimation of 0.66 mm. Using only
the longest diameter, as is recommended by RECIST, leads to even larger errors with
a mean absolute difference of 2.33 mm and a systematic overestimation of on average
2.08 mm. Revel et al. [94] already found that intra- and inter-observer agreements of 2D
nodule measurements was poor. The 2009 revision of RECIST concluded that although
volumetry is promising, studies have all been performed in single institutions and there was
no robust data yet to justify replacement of unidimensional measurements with volumetric
assessment [101]. This study provides such evidence, using a diverse and large multi-center
set of data.
The presented semi-automatic workflow for the segmentation of pulmonary nodules
produces comparable results to complete manual segmentation. The experiments showed
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Figure 5.4: Successful automatic segmentation results (green) and manual reference segmentations (yellow) for six cases. No interactive segmentation was required for these cases. The first column shows the
original scan and the next columns show the results of the four observers. In all cases an axial crosssection is displayed, with a 50 × 50 mm field of view and a window level/width of -700/1500 Hounsfield
units. Numbers indicate LIDC/IDRI nodule ID (case-nodule) and effective diameters.
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Figure 5.5: Automatic (green), interactive (red), and manual reference segmentations (yellow) for six
cases. The interactive segmentation step was only applied if the automatic segmentation result was not
sufficient. For all of these cases the interactive segmentation results were acceptable. The first column
shows the original scan and the next columns show the results of the four observers. In all cases an
axial cross-section is displayed, with a 50 × 50 mm field of view and a window level/width of -700/1500
Hounsfield units. Numbers indicate LIDC/IDRI nodule ID (case-nodule) and effective diameters.
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Figure 5.6: Automatic (green), interactive (red), and manual reference segmentations (yellow) for six
cases. The interactive segmentation step was only applied if the automatic segmentation result was not
sufficient. For all of these cases the segmentation results were still not acceptable after the interactive
step. The first column shows the original scan and the next columns show the results of the four observers.
In all cases an axial cross-section is displayed, with a 50 × 50 mm field of view and a window level/width
of -700/1500 Hounsfield units. Numbers indicate LIDC/IDRI nodule ID (case-nodule) and effective
diameters.
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that the reproducibility of the automatic method is high. Between observers, the automatic volumetry has an absolute mean difference in effective diameter of only 0.22 mm.
For the interactive volumetry this increases to 0.48 mm, which is still well below the
0.83 mm between observers who perform the complete 3D segmentation manually. Gietema et al. [102] already reported that semi-automatic segmentation approaches are
useful due to their high interobserver correlation. A high reproducibility is important to
detect minor differences in nodule growth over time.
Reeves et al. [103] analyzed size estimation for 127 LIDC nodules with 4 manual
segmentations. They compared the interobserver variation for a unidimensional, two
bidimensional, and a volumetric measurement for all nodules. They showed that different
metrics results in different nodule size estimations. Therefore, clustering nodules from
a large set of nodules such as the LIDC/IDRI collection to a subset based on the size
is only reliable with the same metric. Since we want to allow other groups to compare
their results to ours, we use the LIDC/IDRI dataset presented in [103] that was created
for this very reason. Besides, in their study Reeves et al. showed incidentally that the
interobserver variation was lowest for the volumetric measurement.
There are several other approaches for pulmonary nodule segmentation in the literature. Messay et al. [104] provide an overview. Messay et al. also present an automatic and
semi-automatic segmentation approach based on a single seed point and eight seed points
respectively. However, they did not consider all nodules provided by LIDC/IDRI but only
a random subset of 432 nodules. Since this study included all nodules with four manual
segmentations a direct comparison of the two methods is not possible. Furthermore, the
semi-automatic method of Messay et al. required about 4 minutes for the segmentation of
a single nodule and is therefore not suited for application in clinical routine. In comparison, our approach takes less than one second for the automatic and only a few seconds
of computation time for the semi-automatic segmentation (this computation can actually run in the background while the observer is inspecting the result of the automatic
segmentation).
The limitation of our proposed method is that after step 2 of the workflow there are
still 262 (7.77%) nodules with an insufficient segmentation result. In these cases the
observer could perform a manual segmentation or correct the interactive result on a slice
by slice basis. Note however that for the six example nodules in Figure 5.6 where step 2
of the workflow did not suffice, the agreement among observers is generally poor. There is
only one case (the fourth row) where the automatic result is different from all four manual
segmentations.
A limitation of this study is the fact that the observer action is simulated. We decided
to perform a simulation of user input because that allowed us to include 907 nodules each
with four independently obtained full 3D segmentations in our study. As the simulation
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procedure is deterministic and all data is publicly available, this has the important advantage that other groups can evaluate other volumetry algorithms on exactly the same
data, in exactly the same way. In future work we plan further studies with real observer
interaction.

5.5 Conclusion
We have presented a highly efficient interactive pulmonary nodule volumetry workflow
where 80% of nodules can be accurately segmented with one click and minor interaction
is needed for the remaining nodules. An extensive evaluation showed that the results
are comparable to full manual segmentations and measurements based on 3D volumetry are more reproducible than manual segmentations and clearly superior to diameter
measurements.

Appendix
5.6 Segmentation method
5.6.1 Automatic nodule segmentation algorithm (step 1)
The automatic nodule segmentation approach is based on the method described in Chapter 4. The major differences are the initialization with a user seed point instead of a stroke,
the definition of the Region of Interest (ROI), and the thresholds for the region growing.
The method can be subdivided into the following steps that are explained hereafter:
• Initialization of Region of Interest (ROI)
• Region growing with histogram analysis
• Removal of chest wall
• Removal of attached vessels
Initialization of Region of Interest (ROI)
A user initializes the segmentation with a seed point close to the center of the nodule.
From this seed point a cubic 3D region with the seed point as center is created. For all
experiments of this study the edge length of the ROI is set to 40 mm.
Region growing with histogram analysis
A threshold-based region growing provides an initial segmentation of the nodule. Optimal
thresholds are estimated by histogram analysis of the nodule region and the surrounding
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parenchyma.
First a dilation of one voxel in each direction from the seed point results in a nodule
region of 3x3x3 voxels. The dilation factor is small to ensure that the region is completely
inside the nodule. A histogram of the nodule region is calculated and the maximum peak
of the histogram is defined as a typical lesion value L. Furthermore, the 95% quantile is
defined as the upper border nodule value LUp .
The typical intensity of parenchyma P is calculated by a histogram analysis of the ROI
without the nodule and dense structures such as vessels and the chest wall. The nodule
region is estimated for this purpose by a dilation of 4 voxels in each direction from the
seed point which results in 9x9x9 voxels. Since the size of the nodule is unknown this is
only a coarse estimation of the nodule region that might be smaller or larger than the
actual nodule. Next, a histogram analysis is performed of the total ROI excluded the
calculated nodule region and all voxels with an intensity > -200 HU since these voxels
likely represent vessels or the chest wall. The maximum peak gives the typical intensity
of surrounding parenchyma P.
A 3D region growing in a 6-connected neighborhood from the seed point is performed
with the average of L and P as lower threshold. If the average of L and P > -600 HU then
the lower threshold is set to -500 HU. For subsolid nodules with a solid core the average of
L and P might be > -600 HU. By setting the lower threshold to -500 the ground glass part
of the nodule should be included and healthy surrounding parenchyma excluded because
this usually shows values < -500 HU.
The upper threshold is set to the maximum of LUp and 200 HU. That ensures to
include all nodule voxels but also the chest wall and vessels. A separation of the nodule
and attached structures, namely the chest wall and vessels, is performed in the next steps.

Removal of chest wall
The chest wall and a solid pulmonary nodule show similar densities in a CT scan. To
separate these structures morphological processing is used. Healthy lungs are mostly
convex but a nodule attached to the chest wall shows a major concavity. A convex hull
calculation of the parenchyma around a nodule removes the concavity and provides a
mask covering the parenchyma and the nodule. To separate the nodule from the initial
region growing segmentation which includes the chest wall and the nodule, the intersection
between the initial segmentation and the convex hull is calculated. Figure 5.7 provides a
schematical illustration of this process.
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(a)

(b)

(c)

(d)

Figure 5.7: Schematical illustration of the removal of the chest wall. a) The initial region growing result
(blue) includes the chest wall and the nodule. b) The complement of this region is the surrounding
parenchyma (green). c) A convex hull calculation of (b) includes the parenchyma and the nodule. d) The
intersection between the initial region growing result (a) and the convex hull of the parenchyma (c)
provides the nodule without the chest wall (blue).

Removal of attached vessels
After the removal of the chest wall, attached vessels are still present. To remove them
with a morphological opening it is assumed that the attached vessels are thinner than the
nodule itself and that they cross the boundary of the ROI. The crucial part is to define
optimal strength for both steps of the morphological opening, namely erosion and dilation.
An optimal erosion strength is found automatically that is large enough to cut off adjacent
vessels but is as small as possible to preserve details of the nodule boundary. Therefore,
the strength of the erosion is iteratively varied until there is no longer a connection from
the center of the nodule to the boundary of the ROI.
Figure 5.8 shows schematically the following process to remove attached vessels. Erosion and a following connected component analysis provide the core of the nodule without
attached vasculature (see Figure 5.8b). Next, a dilation with a slightly larger (2 mm) kernel as used for the erosion is performed. That results in a segmentation of the nodule with
its small boundary irregularities but also includes parts of the surrounding parenchyma
(see Figure 5.8c). In a final step the parenchyma is cut off by taking the intersection of
the dilated nodules and the initial nodule segmentation with attached vessels (see Figure 5.8d). Details of the methods and its implementation are in Chapter 4.2 and in [75].

5.6.2 Interactive nodule segmentation algorithm (step 2)
In the interactive segmentation step of the proposed workflow seven alternative segmentation results are presented and the user can choose the best out of this selection. The
automatic segmentation approach is slightly adapted to create the alternative results. The
only differences to the automatic default setting are the thresholds for the initial region
growing. The lower and upper threshold are varied to reach optimal results for all kinds
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(a)

(b)

(c)

(d)

Figure 5.8: Schematical illustration of the removal of attached vessels. a) The initial nodule segmentation
(blue) includes attached vessels. b) After the erosion with an automatically estimated optimal strength
and a connected component analysis only a core part of the nodule (blue) is left. c) A dilation is performed
with a slightly larger kernel as used for the erosion to include small irregularities of the boundary (blue).
d) The intersection between the initial segmentation (a) and the result of the dilated nodule core (c)
provides the nodule without vessels (blue).

of nodules including non-solid, part-solid, and solid nodules with attached structures such
as pathological lung parenchyma. Table 5.3 presents the thresholds used for the region
growing of the automatic default segmentation method and the seven alternatives.
Setting

Lower Threshold

Upper Threshold

Default

(−500)

max(LUp , 200)

(−450)

max(LUp , 200)

2

L+P
2
L+P
2
L+P
2

(−200)

1000

3

-800

200

4

-450

200

5

-700

200

6

-400

1000

7

-650

1000

1

Table 5.3: Lower and upper thresholds for the threshold-based region growing. The lower threshold of
the default, first, and second setting are not set to a fixed value but to the condition L+P
> 600. The
2
lower threshold of these settings is only set to
number in brackets.

L+P
2

if the condition is fulfilled, otherwise it is set to the
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Summary

Accurate segmentation of pulmonary structures is a prerequisite for diagnosis and staging
of several diseases. Since manual segmentation is time-consuming and therefore often
not acceptable in clinical routine, reliable automatic segmentation methods are required.
It is well-known that automatic segmentation approaches cannot yet provide sufficient
results for all cases for example due to unusual anatomy, scan artifacts, or the presence of
severe pathologies. Therefore, this thesis introduced segmentation workflows that always
start with an automatic segmentation and, in case of an inadequate result, interactive
segmentation steps are provided. The overall goal was to reach a sufficient segmentation
result in a short time with minimal user interaction. In this thesis, workflows for the
segmentation of pulmonary lobes and nodules were proposed.
Chapter 2 presented a fully automatic watershed approach for the segmentation of the
pulmonary lobes. In the first step the vessels, bronchi, and fissures were segmented to
gather as much anatomical information as possible about the spatial position of the lobar
boundaries. A combination of this information by a number of image processing steps
resulted in a cost image. In addition, an analysis of the automatically labeled bronchial
tree provided markers for each of the five lobes. Finally, a marker-based watershed transformation based on the cost image and the lobar markers subdivided the lungs into lobes.
For evaluation the method was applied to 20 CT scans with manual reference segmentation and compared to a recently published method. The results of the two methods
were comparable. Furthermore, we participated in the international lung lobe segmentation challenge LOLA11 [28] and applied the method to 55 publically available datasets
provided by LOLA11. Many of these cases were challenging due to severe diseases or
incomplete fissures. Nevertheless, the presented method showed excellent results for the
majority of cases and won the challenge for the automatic segmentation of pulmonary
lobes.
Chapter 3 provided a method to interactively correct given lung lobe segmentations or
to quickly create a lobe segmentation from scratch based on only a lung mask. Together
with the method presented in Chapter 2, a workflow for pulmonary lobe segmentation
was provided. It started with a fully automatic approach and allowed interaction for
challenging cases. A user was able to modify a given lobe segmentation by drawing the
correct boundary on 2D slices in arbitrary orientations. The internal representation of
the lobar boundary was a mesh that was immediately adapted in a 3D region around the
user interaction after each drawing. The benefit of using a mesh was the knowledge about
connectivity that ensured a smooth shape after propagation of the changes in one slice to
adjacent slices.
For evaluation we participated again in the international lung lobe segmentation challenge LOLA11. Two observers applied the proposed method to correct the automatic
segmentation results of Chapter 2 and one observer used the method to create a seg-
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mentation from scratch for all 55 datasets provided by LOLA11. The results showed
that inaccuracies of an automatic segmentation could be successfully corrected in a short
time with minimal interaction. The segmentation from scratch provided highly accurate
results with little interaction in a short time.
Chapter 4 introduced a semi-automatic segmentation approach for subsolid pulmonary
nodules. These are more challenging to segment compared to solid nodules, since they
show less contrast to the surrounding lung parenchyma and are often not homogeneous.
The user initialized the segmentation with a stroke on the largest axial diameter of the
nodule. A histogram analysis of the region around the stroke provided optimized parameters for the following threshold-based region growing. Finally, a set of morphological
operations separated the nodule from attached vessels and the chest wall.
Experiments were performed on all publicly available LIDC/IDRI datasets [19] that
were segmented and rated as subsolid by at least three radiologists. A comparison to
the manual segmentations regarding the interobserver variability showed that the presented method provided satisfactory results with minimal observer effort in a short time.
Furthermore, it could reduce the interobserver variability for segmentation of subsolid
nodules.
Chapter 5 presented a 3D segmentation workflow for solid and subsolid pulmonary
nodules. The first step of the workflow was the automatic segmentation approach proposed in Chapter 4 but with an initial seed point instead of a stroke. In case the first step
did not provide a satisfactory result, the automatic segmentation was recomputed with
seven different parameter settings and the user was requested to choose the best out of
the seven segmentations.
The workflow was evaluated on 907 publicly available datasets with manual segmentations by four radiologists provided by LIDC/IDRI. For 79.71% of the nodules, the segmentation result was already adequate after the first step of the workflow. The interactive
step was only applied on 20.29% of the nodules. A comparison to the manual references
showed that the proposed workflow reliably yielded segmentation results whose quality
was as good as fully manual segmentation. Furthermore, an extensive experiment showed
that two-dimensional measurements were substantially less accurate than volumetry.
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General Discussion

This thesis presents automatic and interactive methods for the segmentation of pulmonary
lobes and lung nodules. In challenges and on large sets of publicly available data, the
good performance of the methods could be demonstrated. The results were comparable to
complete manual segmentations by experts, but with two advantages. First, the proposed
approaches are fast and require none or only little user interaction. Manual segmentation
is time-consuming and therefore, it is often not feasible in clinical routine. Second, reproducibility is an important requirement. Using the proposed automated methods reduces
the interobserver variability, which is especially relevant for monitoring nodule growth
over time.
The field of medical image processing is a fast moving area. In the last decade, many
factors had a huge effect on the demands on image segmentation. In the following I will
summarize some major factors of influence in the past and give a prediction what future
research activities might be relevant.
First of all, there is continuous progress in development of imaging techniques. The
acquisition time for CT scans decreased due to multi-slice scanners whereas the quality
of the images has increased. Due to the risk of developing cancer caused by ionizing radiation, the dose of CT is still an issue. The trend is towards low-dose CT techniques using
iterative reconstruction [105] with notable reduced radiation exposure and retained sufficient image quality. Image resolution and noise have a considerable influence on various
segmentation algorithms. Therefore, it is important to adapt the developed methods to
the given image features, or even better, make them applicable for a wide range of image
features. In this thesis, a wide variety of data was used. It ranged from low dose to high
dose, but no data with iterative reconstruction was used.
CT is the most sensitive way to show the lungs in vivo, but magnetic resonance
imaging (MRI) could become a serious alternative to CT because it gets along without
any radiation exposure. The development of new, optimized imaging sequences made
MRI feasible for lung imaging [106]. As of today, it is mostly used for at-risk groups such
as children or pregnant women who require special protection from radiation exposure.
However, it is conceivable that MRI will become more prevalent for a variety of patients
in the future even in the field of lung screening [107]. Since MRI is still more expensive,
takes more time, and provides lower image resolution compared to CT, this process might
be slow. Nevertheless, it is important to develop image processing methods such as
segmentation approaches for the lung in MR images. The interactive lobe segmentation
method presented in Chapter 3 of this thesis is independent of the underlying scan and
could be applied directly to MR images.
Lung cancer screening has become more and more popular in the last years and is
going to be applied to wide sections of the population after the Centers for Medicare
and Medicaid Services (CMS) in the US announced approval of CT lung screening for
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all Medicare recipients from February 2015. With the introduction of lung screening a
number of open questions and new challenges for medical image processing arise. There
will be a large amount of data that have to be analyzed. It is time consuming and therefore
expensive if a radiologist would inspect every single slice on a scan. The delicate question
is: Can a computer substitute a radiologist? A computer might be the first reader if the
automatic detection and segmentation methods are as reliable as a human reader or even
better. For this scenario, the automatic methods should provide a level of confidence
along with the findings. In case of a low confidence, a radiologist is required who will
check the results visually and applies interactive tools to correct the result if necessary.
Another question is: Will interactive segmentation tools be still needed in the future?
Although there are excellent automatic segmentation methods even nowadays that are
continuously improved, I predict that interactive methods will not be expendable in the
foreseeable future. The anatomy between patients can vary a lot, and diseases can deform
the lungs massively in such a way that automatic methods will not be able to handle every
case successfully.
In a lung cancer screening setting, imaging data of many patients is acquired. This is
a good opportunity to automatically check the scans for a wide range of diseases. Again,
the computer could become the first reader. Especially for routine examinations with
huge amount of data such as screenings, the goal for the next years should be to support
the radiologist as much as possible for example by setting a computer as a first reader.
New challenges for medical image processing often arise if trends for methods of treatment change. That usually happens through advances in medicine or new perceptions.
The segmentation of a particular anatomical structure can be a prerequisite for a new
treatment or at least support it considerably. An example is the rising interest in lung
segmentectomy instead of resection of a complete pulmonary lobe [108]. A segmentation of the segments in a CT scan can support the surgery planning and can provide
information about the remaining lung parenchyma after resection.
Another example is the rising acceptance that volumetric measurement of pulmonary
nodules is more reliable than 2D metrics. Several renowned groups expect that the future
recommendation for nodule size estimation is based on volumetry [15, 17, 109]. Therefore,
there might be increasing demand for approved and reliable tools for pulmonary nodule
segmentation in the next years.
The last prediction is about the future relevance of medical image processing methods
for the lungs. The leading cause for pulmonary diseases such as lung cancer or COPD
is many years of tobacco smoking. Although the estimated number of daily smokers is
decreasing in many countries, about 20% of the adult population were still smoking in
2011 [110]. There are substantial differences in men and women. As reported in [111] the
global smoking rate 2015 was about 41% in men and about 9% in women. In the same
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study, the female smoking rate is predicted to double until 2025. Regarding this trend
and the total number of smokers worldwide, the expected number of patients developing
lung cancer or COPD is very high and image processing for the lungs will remain highly
relevant.
Nowadays, there are various methods for all kinds of segmentation tasks in medical
imaging. But the majority of these methods is never developed beyond the research state
and is never used in clinical practice, for several reasons: First, most of the methods are
not evaluated on a large set of heterogeneous data and might be optimized for a special
type of data regarding image features, diseases, or anatomies. To address that problem,
public datasets such as The Cancer Imaging Archive [26] provide a wide range of data
for several anatomical structures and different modalities. Furthermore, challenges [27]
are an excellent opportunity to quantify the performance of an approach. It is desirable
that groups continue providing public data for evaluation and organizing challenges to
archive the best segmentation methods that are qualified to transfer into clinical practice.
Moreover, methods have to be approved by federal agencies before they can be applied
in clinical routine. This process is expensive and time-consuming, thus, small research
groups usually cannot afford it on their own. Another important issue is to integrate
segmentation approaches into the clinical infrastructure. Interfaces between the radiology
information system (RIS), the picture archiving and communication system (PACS), and
the segmentation method must be sophisticated to enable a smooth workflow.
This thesis introduced well-performing segmentation methods for pulmonary lobes and
nodules. However, there are some issues that should be investigated further. A key aspect
is the limitation of the interactive lobe segmentation approach to the boundaries between
the lobes. If the initial lung segmentation is not accurate, the boundary between a lobe
and the rib cage will not be accurate either. Since the method presented in Chapter 3 only
allows to modify the boundaries between the lobes, an interactive correction approach for
the lungs is required.
Furthermore, there is an increasing interest in the segmentation of pulmonary segments. The method presented in Chapter 3 can easily be adapted to accomplish that
task. Instead of subdividing the lungs into lobes, the lobes could be subdivided into segments. Again, this would be possible for both, the correction of a given segmentation and
the segmentation from scratch. However, a sophisticated visualization would be helpful
to support the user to find the boundaries between the segments. Unlike for the lobes,
there is no visual indication of the boundary between pulmonary segments.
The major limitation of the introduced nodule segmentation workflow is the interactive
step proposed in Chapter 5. If the result of the automatic segmentation is insufficient,
seven alternative segmentations are calculated automatically and are presented to the user.
Choosing the best out of seven presegmented results is the proposed way of interactive
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correction. That may not be the most efficient and intuitive way to correct a lung nodule
segmentation. On the one hand this kind of correction may be cumbersome, and on the
other hand none of the suggested results might be adequate. It should be investigated
further in a more intuitive way to correct a given nodule segmentation.
Furthermore, for all presented methods, an automatic calculation of the confidence of
the results is desirable. This would provide an indication whether interactive correction
is required, which is a prerequisite for the ultimate goal of using a computer as a first
reader. Finally, a highly automatized reading process is the crucial step towards making
lung cancer screening affordable for everyone.
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Samenvatting

Voor computerprogramma’s die radiologen ondersteunen, of zelfs vervangen, bij het beoordelen van CT beelden van de thorax is het identificeren en omlijnen (i.e. segmenteren)
van de aanwezige anatomische structuren een noodzakelijke eerste stap. Omdat het manueel segmenteren van deze structuren zeer tijdrovend is, wordt veel onderzoek gedaan
naar methoden die deze segmentatie volledig automatisch uitvoeren. Automatische segmentatie van de anatomische structuren kan echter bemoeilijkt worden door bijvoorbeeld
de aanwezigheid van ziekteprocessen of afwijkende anatomische varianten waardoor de
segmentatie niet het gewenste resultaat oplevert. In deze gevallen is het van belang de
gebruikers van het programma de mogelijkheid te geven de resultaten op een snelle, intuïtieve manier te verbeteren. In dit proefschrift worden daarom segmentatiemethoden
beschreven die na een initiële automatische segmentatie de gebruiker de mogelijkheid geven deze op een interactieve manier aan te passen. De methoden zijn ontwikkeld met het
doel voor elk beeld een goede segmentatie te verkrijgen met minimale tijd en handelingen
van de gebruiker.
Na een algemene inleiding in hoofdstuk 1 wordt in hoofdstuk 2 een methode beschreven
om de lobben in de longen automatisch te segmenteren. Omdat de lobben niet altijd een
duidelijke omlijning hebben op CT beelden, combineert de methode automatische segmentaties van de longen, vaten, luchtwegen en fissuren om tot een segmentatie van de lobben
te komen. De evaluatie van deze methode toonde aan dat deze methode goed werkt,
maar in gevallen met veel pathologische afwijkingen niet altijd een correcte segmentatie
opleverde. Daarom wordt in hoofdstuk 3 een methode beschreven om een segmentatie van
de lobben op een efficiënte manier te verbeteren. De gebruiker kan met een klein aantal
punten aangeven waar de rand van een lob zich bevindt, waarna het programma in drie
dimensies een nieuwe segmentatie genereert. Evaluatie op dezelfde data als gebruikt in
hoofdstuk 2 liet zien dat deze manier van verbeteren van de segmentaties tot zeer accurate
resultaten leidt, met slechts een korte tijdsinvestering van de gebruiker.
In hoofdstuk 4 wordt een methode beschreven om subsolide nodulen in de longen
automatisch te segmenteren. Deze nodulen zijn moeilijker te vinden dan de veel vaker
voorkomende solide nodulen omdat ze een laag contrast hebben met het omliggende longweefsel. De methode in hoofdstuk 4 maakt gebruik van een lijn in de nodule getekend door
de gebruiker, waarna de precieze omlijning van de nodule wordt bepaald. Vergelijking met
volledig manueel gesegmenteerde nodulen in een grote, publiek beschikbare database liet
zien dat de resultaten van de voorgestelde methode vergelijkbaar zijn met volledig manuele
segmentaties. Voor enkele nodulen echter was de automatische segmentatie niet correct.
In hoofdstuk 5 wordt daarom een methode voorgesteld voor segmentatie van zowel solide
als subsolide nodulen waarbij een gebruiker in eerste instantie de automatische segmentatie zoals voorgesteld in hoofdstuk 4 te zien krijgt. Als deze segmentatie niet correct is,
worden automatisch berekende resultaten met verschillende instellingen geladen en kan de
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gebruiker de beste segmentatie selecteren. Uit de evaluatie met een publiek beschikbare
database van meer dan 900 nodulen bleek dat in 20% van de gevallen de gebruiker een
andere segmentatie uitkoos dan de originele automatische segmentatie. Vergelijking met
volledig manuele segmentaties van de nodulen liet zien dat de uiteindelijke automatische
segmentaties vergelijkbaar waren met de manuele segmentaties.
In het laatste hoofdstuk worden de resultaten bediscussieerd en mogelijke richtingen
voor toekomstig onderzoek aangegeven.
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